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Editorial on the Research Topic Unlocking the potential of health data: interoperability, security, and emerging challenges in AI, LLM, precision medicine, and their impact on healthcare and research


The accelerating digitization of healthcare has positioned health data as a central driver of innovation across clinical care, biomedical research, and public health. The Frontiers in Digital Medicine Research Topic “Unlocking the Potential of Health Data: Interoperability, Security, and Emerging Challenges in AI, LLM, Precision Medicine, and Their Impact on Healthcare and Research” brings together nine complementary contributions that collectively explore how health data can be actionable, trustworthy, and equitable knowledge rather than fragmented digital artifacts. Taken together, these manuscripts demonstrate that the promise of data-driven medicine is inseparable from the structural, ethical, and technical conditions under which health data are generated, shared, and analyzed.

A recurring theme across the collection is the foundational role of interoperability. Facile et al. argue that meaningful reuse of health data depends not only on technical connectivity but on semantic interoperability—the shared understanding of data across systems, institutions, and disciplines. They emphasize that without harmonized terminologies, metadata, common data models, and use of robust standards, large-scale health data integration risks producing volume without value. Their work highlights interoperability as a socio-technical challenge that requires planning and coordinated governance, not merely technical standards. This perspective is reinforced by Adams et al., who demonstrate how interoperable data commons infrastructure enables scalable time-series analytics and discovery across clinical trials. Their enhancement of the Gen3 platform illustrates how standardized, interoperable environments are critical for reproducible research and for translating complex datasets into actionable insights for precision medicine. These manuscripts emphasize the value of interoperability not only to providers but to patients.

Interoperability also shapes the quality and sustainability of digital health services. Xia et al. show that in healthcare e-government systems, technical integration directly influences perceived service quality, usability, and trust. Their findings underscore that interoperability has tangible human consequences: when systems fail to communicate effectively, patients and providers experience fragmentation, frustration, and disengagement. This work highlights the importance of aligning backend data integration with front-end user experience to ensure that digital health systems are not only functional but adopted and trusted.

As interoperability expands, concerns about data security and privacy intensify. Georgiou et al. address this challenge by proposing a secure cloud repository architecture for continuous monitoring of patients with mental disorders. Their work demonstrates how privacy-by-design principles can be embedded into systems that collect high-frequency, longitudinal health data, ensuring confidentiality while supporting real-time clinical insight. Rather than framing security as a constraint, they position it as an enabling condition for scalable digital care. Complementing this systems-level approach, Veugen et al. focus on analytical privacy by introducing a secure latent Dirichlet allocation framework. Their study illustrates how advanced machine-learning methods can be adapted to mitigate data leakage risks, reinforcing the idea that security must be integrated into both infrastructure and analytical methodology.

Artificial intelligence emerges across the collection of manuscripts as a powerful but double-edged tool. Van Mierlo et al. explore this tension through their evaluation of an AI-powered data curation and publishing virtual assistant. They show that while AI can substantially improve efficiency and accessibility, its success depends heavily on transparency, explainability, and user trust—particularly when systems are deployed in patient-facing or clinical research contexts. Their findings are especially relevant in light of the growing interest in large language models, which promise to mediate between complex health datasets and human understanding but also raise concerns about data quality, reliability, bias, and accountability particularly when trained on heterogeneous, incomplete, or poorly curated health data.

The importance of context in AI-driven analysis is underscored by Grünewald et al., who demonstrate how secondary use of electronic health record data—such as blood pressure measurements—can be misleading when clinical and situational context is ignored. Their work cautions against the assumption that structured data are inherently self-explanatory and emphasizes the need for contextual metadata to support safe and valid reuse. This insight resonates across the collection, reminding researchers and clinicians alike that health data are produced within specific clinical, social, and temporal environments.

Behavioral and human factors further shape the real-world impact of health data systems. Wang et al. examine determinants of frequent online medical record use and reveal that access alone does not guarantee engagement. Digital literacy, perceived usefulness, and trust significantly influence whether patients actively interact with their health data. Their findings suggest that patient-centered design and education are critical complements to technical interoperability, particularly if digital health tools are to support equitable participation.

At the population level, Anderson et al. demonstrate the power of integrated real-world data through their analysis of COVID-19 patients in critical care settings. By identifying clinically meaningful sub-populations, they show how harmonized datasets can support precision approaches even in acute, resource-constrained environments. Their work exemplifies how data integration, when combined with robust analytics, can translate directly into improved risk stratification and care planning.

Collectively, these nine contributions highlight that precision medicine is not solely an outcome of advanced algorithms or large datasets, but the product of an ecosystem in which interoperable, secure, context-aware, and ethically governed data can be responsibly reused. Several authors caution that without deliberate attention to equity, data-driven approaches risk reinforcing existing disparities. Facile et al. and Van Mierlo et al. both note the potential for bias embedded in AI systems and the value of data standards implemented from the start, while Li et al.'s findings on digital engagement reveal structural inequalities that shape who benefits from digital health innovations.

In synthesis, this Research Topic makes clear that unlocking the potential of health data requires coordinated progress across technical, ethical, and human dimensions. Interoperability must be semantic as well as technical, security must be proactive and embedded, AI must be transparent and accountable, and data reuse must remain grounded in context and equity. The studies collected here move the field beyond abstract enthusiasm toward practical, evidence-based pathways for realizing the promise of digital medicine. As healthcare systems continue to evolve, these insights provide a timely and necessary foundation for building data ecosystems that are not only powerful, but trustworthy and inclusive.
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Background: Disease presentation and progression can vary greatly in heterogeneous diseases, such as COVID-19, with variability in patient outcomes, even within the hospital setting. This variability underscores the need for tailored treatment approaches based on distinct clinical subgroups.
Objectives: This study aimed to identify COVID-19 patient subgroups with unique clinical characteristics using real-world data (RWD) from electronic health records (EHRs) to inform individualized treatment plans.
Materials and methods: A Factor Analysis of Mixed Data (FAMD)-based agglomerative hierarchical clustering approach was employed to analyze the real-world data, enabling the identification of distinct patient subgroups. Statistical tests evaluated cluster differences, and machine learning models classified the identified subgroups.
Results: Three clusters of COVID-19 in patients with unique clinical characteristics were identified. The analysis revealed significant differences in hospital stay durations and survival rates among the clusters, with more severe clinical features correlating with worse prognoses and machine learning classifiers achieving high accuracy in subgroup identification.
Conclusion: By leveraging RWD and advanced clustering techniques, the study provides insights into the heterogeneity of COVID-19 presentations. The findings support the development of classification models that can inform more individualized and effective treatment plans, improving patient outcomes in the future.

Keywords
 real-world data; clustering analysis; factor analysis of mixed data; classification; critical care


Introduction

Over the past 4 years, more than seven million confirmed deaths have been directly attributed to COVID-19 (1). However, not all patients who are diagnosed with this infection are the same. COVID-19 is a disease with heterogenous clinical course, with some patients remaining asymptomatic while others require hospitalization (2, 3). Even within the hospital, there is significant variability--some patients require oxygen support or mechanical ventilation, whereas others do not. Understanding underlying disease presentation and connecting it with disease prognosis and severity is crucial for improving patient outcomes (4, 5). Equally important is examining how clusters of COVID-19 patients with similar characteristics and prognoses (hereafter referred to as “subtypes”) were treated during their hospitalization (6). Early on in the global pandemic, little information was available to guide treatment. When approved therapies were lacking, clinicians often resorted to using existing drugs approved for other indications (i.e., off-label use) based on clinical experience, which led to the utilization of a wide variety of available treatments for this disease. Evaluating real-world data (RWD) on such off-label use can provide clinical evidence that can support bedside decision-making and may help identify potentially useful treatments.

Analyzing treatment patterns can provide insights into the management of the disease throughout the pandemic, especially as evidence into the effectiveness of off-label therapies was being generated. This approach not only sheds light on COVID-19 but also can inform the identification and treatment of subtypes within other critical care diseases. By identifying whether patient subtypes of given diseases exist and recognizing commonalities and differences in their treatment, healthcare providers can tailor interventions more effectively (7).

Real-world data (RWD) sources, such as the electronic health record (EHR), are a promising source of information that can significantly enhance research (e.g., drug repurposing, patient phenotyping guidance, and disease progression) when utilized in an observational manner (8). However, disparate EHR systems are not constructed for harmonization and standardization between healthcare systems, making observational research at a multi-institutional scale incredibly difficult. Groups like the Observational Health Data Sciences and Informatics (OHDSI) community have developed publicly available tools for automating data extraction, harmonization, standardization, and quality validation to support the Observational Medical Outcomes Partnership (OMOP) Common Data Model (CDM). However, this is a task that can be resource-intensive, especially for smaller health systems. To alleviate the burden of this task, the Critical Path Institute, along with the US Food and Drug Administration (FDA), collaborated with multiple partners (including the Society of Critical Care Medicine, the Infectious Diseases Data Observatory, Johns Hopkins University, Mayo Clinic, and Emory University) to facilitate the generation of an OHDSI stack of these publicly available tools meant to automate RWD extraction and harmonization, boosting real-world evidence generation in COVID-19 and beyond (9).

The objective of this study was to evaluate the utility of the OHDSI stack by building upon previous research where subtypes of COVID-19 patients were identified through a Factor Analysis of Mixed Data (FAMD)-based clustering analysis on 1,413 COVID-19 inpatients from a single institution (10). However, our study incorporates a broader dataset, allowing for a more comprehensive understanding of patient subtypes. By overlaying treatment patterns on top of clustering of patient subtypes, we aim to provide a nuanced view of how COVID-19 was managed and to draw parallels that could benefit the treatment of other diseases in critical care settings. This work demonstrates the OHDSI stack’s potential in providing real-world data (RWD) to support and guide decision-making in the treatment and resource allocation of emerging and existing diseases which lack adequately approved therapy.



Methods


Participants

This study analyzed index hospitalizations for acute COVID-19 treated at eight US healthcare institutions from March 2020 to March 2024. At each institution, an extract, transform, and load (ETL) process was employed to collate and standardize the data into the OMOP CDM (9), including laboratory measures and vital signs, administered drugs, exposures to devices (e.g., oxygen support), performed procedures, and comorbidities. This standardized approach ensured uniformity and comparability of the data collected from various sources. The inclusion criteria for the study were inpatients admitted for COVID-19 who were at least 18 years of age and had complete demographic information (including age, sex, and race/ethnicity). Similar to the process developed by Leese et al. (11) to validate inpatients in an acute care setting, a threshold of 50 “resources” (i.e., records in the measurement, drug exposure, device exposure, observation, procedure, and visit table within the OMOP CDM) was used to confirm a patient’s admission into an inpatient setting. All measures in this study were captured in the first 2 days of hospitalization. This included laboratory measures and vital signs that were previously proven to have power in predicting outcomes in COVID-19, such as markers of liver injury (e.g., aspartate aminotransferase (AST), alanine aminotransferase (ALT), and total bilirubin) (12, 13), kidney function (14), blood measures such as lymphocytes, basophils, and eosinophils (15–17), serum creatinine (18), heart rate (19), and respiratory rate (20) with greater than 90% data completeness, ensuring the robustness of the analysis. Conversely, any laboratory measures and vital signs with more than 10% missing data were excluded from the study, including c-reactive protein (CRP), lactate dehydrogenase (LDH), and d-dimer. The values of the included laboratory measures were examined, and any values outside of clinical plausibility were removed (21).



Pinpointing important attributes in COVID-19

As a prior step to clustering, a least absolute shrinkage and selection operator (LASSO) regression model was utilized on the included predictors to examine their informative ability, with 28-day all-cause mortality as the outcome of interest. In LASSO regression, a predictor variable’s regression coefficient is constrained such that those with either redundancy with other variables or with the least influence on the outcome are shrunk to zero, excluding them from the model. The cohort was split randomly into a training and “holdout” testing set. The excluded variables were assessed, and the model was validated through evaluating performance through metrics including precision, recall, and F1-score.



Clustering analysis for identification of COVID-19 patient subtypes

The study employed Factorial Analysis of Mixed Data (FAMD) (22) followed by hierarchical clustering to identify distinct COVID-19 patient subtypes using the predictors that were maintained following factor selection through LASSO regression. This method ensures that the dimensionality of the data is decreased, given that although a factor selection method was applied, multicollinearity may still exist in the data, especially between different forms of the same measures. The optimal number of clusters was determined using the NbClust package (23). To assess the differences in prognosis among the identified COVID-19 clusters, we examined the length of hospital stay and mortality rates. Survival curves were generated to provide a visual representation of the prognosis differences between the clusters.



Statistical analysis

The normality of the data was tested using the Shapiro–Wilk test, while homogeneity of variances was assessed with Bartlett’s test. Differences among clusters were analyzed using ANOVA for normally distributed data and the Kruskal-Wallis test for non-normally distributed data. For categorical data, the Chi-Squared test was employed. Statistical significance was set at a p-value of less than 0.05. Box plots were created using the ggplot2 R package1.



Construction of classifiers

To classify the COVID-19 patient subtypes identified through clustering, three machine learning models were constructed. Specifically, a support vector machine (SVM), Random Forest, and XGBoost model were trained. Predictor variables included the factors that were utilized for clustering, with the response variable being the FAMD-based clustering results. Two random sites were used as a holdout testing set, while the remaining five sites were utilized for training the three classification models. For each model, hyperparameters were tuned using 10-fold cross validation within the training set to optimize performance. For the SVM, the cost (c) and kernel width (sigma) parameters were tuned; for the Random Forest model, the number of trees (ntree) and number of variables tried at each split (mtry) were adjusted; and for XGBoost, learning rate (eta), maximum tree depth (max_depth), and number of boosting rounds (nrounds) were optimized. The performance of these models is presented using the metrics of precision, recall, and F1-score. All analyses were performed with R software (4.3.3).




Results


Patient population studied

Of the 124,684 patients obtained from the eight healthcare institutions, a number of patients were excluded from the analysis: 32,256 were excluded through the inclusion and exclusion criteria; 21,950 were excluded through the full removal of a single healthcare institution due to missing predictors of interest, and 17,249 were removed through complete case analysis, an approach that involves excluding all observations (cases) that have any missing data in the variables of interest, which left a final cohort of 53,229 COVID-19 inpatients (Figure 1).

[image: Flowchart showing participant selection from 124,684 across eight healthcare institutions. Exclusions at each step include age, incomplete data, non-inpatient status, missing predictors, and missing datapoints. Final cohort contains 53,229 cases.]

FIGURE 1
 Flow chart showing the selection of patients, starting from the initial cohort to the final cohort.


The characteristics of the patients included in this study, including the aforementioned laboratory measures, demographics, comorbidities, the level of administered oxygen support (categorized into three levels, including “no oxygen,” “oxygen support, not including mechanical ventilation,” and “invasive mechanical ventilation,” and outcomes of interest) (i.e., length of hospitalization and 28-day all-cause mortality) are displayed (Table 1). The comorbidities of interest in this study included HIV, chronic lung disease, cardiovascular disease, chronic kidney disease, and diabetes.



TABLE 1 Summary of the data contributed by the partner institutions in this study, including demographic characteristics, laboratory findings, comorbidities, oxygen support levels (characterized into “no oxygen,” “oxygen support, not including mechanical ventilation,” and “invasive mechanical ventilation”), and outcomes, including length of hospitalization and 28-day all-cause mortality.
[image: Clinical data table summarizing demographics, laboratory measurements, comorbidities, level of oxygen support, and outcomes for fifty-three thousand two hundred twenty-nine participants, including values for age, sex, race, blood parameters, comorbid conditions, oxygen use, and hospital outcomes such as length of stay and mortality, with data presented as counts, percentages, medians, percentiles, and means for each factor.]



Factor selection

The cohort from the seven remaining sites were split into five sites randomly selected for training and the remaining two for a “holdout” testing set. As a result of implementing a LASSO regression model on the original input variables, multiple variables were eliminated from the model. Variables that were eliminated include mean ALT, median AST, mean leukocyte count, both median and mean serum creatinine, maximum lymphocyte count, mean monocyte count, mean hematocrits, maximum and mean platelet count, both median and mean total bilirubin, and mean eGFR. The resulting model obtained a precision of 0.98, a recall of 0.87, and an F1-score of 0.92, indicating that the retained variables maintained a strong predictive performance.



Clustering analysis

As described previously, FAMD was applied to the original data matrix consisting of the factors retained after factor selection through the LASSO regression was implemented. This consisted of 67 total factors, including demographics (e.g., age, sex, race, and BMI), 5 comorbidities, 57 laboratory measures and vital signs, and the level of oxygen support. As a result of FAMD, the top 20 dimensions were retained for further analysis, as they accounted for more than 80% of the total variance. Next, an unsupervised hierarchical cluster analysis was conducted using a matrix of the top 20-dimensional values from the 53,229 patients.

Agglomerative hierarchical clustering was then performed on the FAMD data matrix using the FactoMineR R package.2 In order to determine the optimal number of clusters to use as a result of the agglomerative hierarchical clustering, the NbClust R package was used. This resulted in five of the algorithms from the package “voting” for 2 clusters as the optimal number, while seven voted for 3 clusters, three voted for 4 clusters, four voted for 5 clusters, one voted for 6 clusters, and one voted for 8 clusters. Based on the examination of differences in laboratory tests, comorbidities, and prognoses among the three clusters, it was determined that this clustering configuration was the most effective. Consequently, the 53,229 patients were divided into three clusters for the subsequent analysis.



Details of the clusters: demographics, comorbidities, laboratory tests and vitals, oxygen support, and treatment characteristics

A total of 20,433 patients were included in Cluster 1, while Cluster 2 was the largest cohort of patients, including 32,416 patients, and Cluster 3 was significantly smaller than the previous two clusters, with a total of 380 patients. The frequencies of each of the demographic characteristics, along with the included comorbidities, the frequency of administration of various levels of oxygen support, and frequency of treatment patterns are displayed (Table 2). The distribution of laboratory tests and vital signs is provided in Supplementary Table S1. Most laboratory findings and vital signs were distinctly different between the clusters, and the differences in these blood chemistry tests (Figure 2), routine blood tests (Figure 3), and vital signs and oxygen saturation levels (Figure 4) are also shown. The similarities and differences between comorbidities, oxygen support levels, and treatment patterns are also shown in radar charts (Figure 5).



TABLE 2 Distributions and frequencies of the demographic and prognostic characteristics, comorbidities, the level of oxygen support administered, and COVID-19 relevant medications administered within the three clusters discovered in clustering analysis [continuous variables presented as Median (IQR), and categorical variables presented as N (%)].
[image: Table comparing clinical characteristics, comorbidities, oxygen support levels, and COVID-19-specific treatments across three patient clusters: Cluster 1 with twenty thousand four hundred thirty-three patients, Cluster 2 with thirty-two thousand four hundred sixteen patients, and Cluster 3 with three hundred eighty patients. Values include counts and percentages for demographics, hospitalization days, outcome status, specific comorbidities, oxygen use, and drugs administered.]
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FIGURE 2
 Distributions of blood chemistry tests within the three clusters. Statistical significance was measured through the Kruskal-Wallis tests with Dunn’s post-test, including a p-value adjustment by the Benjamini-Hochberg procedure. •p = 0.1, *p < 0.05; **p < 0.01; ***p < 0.001.


[image: Grid of fifteen box plots displaying mean and maximum counts of various cell types per field across three clusters, with significance levels indicated. Y-axes show cell counts, x-axes show clusters, and asterisks or NS mark statistical differences.]

FIGURE 3
 Distributions of routine blood tests within the three clusters. Statistical significance was measured through the Kruskal-Wallis tests with Dunn’s post-test, including a p-value adjustment by the Benjamini-Hochberg procedure. •p = 0.1, *p < 0.05; **p < 0.01; ***p < 0.001.


[image: Grid of thirteen box plots compares clinical parameters—heart rate, respiratory rate, SpO2, and BMI—across three clusters with statistical significance indicated for pairwise comparisons. Clusters are color-coded and labeled on the x-axes.]

FIGURE 4
 Distributions of vital signs and oxygen saturation measures within the three clusters. Statistical significance was measured through the Kruskal-Wallis tests with Dunn’s post-test, including a p-value adjustment by the Benjamini-Hochberg procedure. •p = 0.1, *p < 0.05; **p < 0.01; ***p < 0.001.


[image: Four radar charts labeled A, B, C, and D compare three groups identified by red, blue, and green lines. Chart A shows percentages for chronic kidney disease, diabetes, cardiovascular disease, chronic lung disease, and HIV. Chart B displays No Oxygen, Oxygen Only, and Ventilation. Chart C presents prevalence for ten medications, including azithromycin, tocilizumab, and remdesivir. Chart D illustrates percentages for two to six drug combinations. A legend in the top right links each color to numbers one, two, and three. Each chart uses percentage scales with similar shapes and clustering across the groups.]

FIGURE 5
 Frequencies of (A) relevant comorbidities, (B) level of administered oxygen support, (C) administration of single treatments, and (D) administration of combinations of treatments.


Cluster 1 was characterized by a relatively moderate COVID patient population with a higher maximum and mean basophil count, along with a lower respiratory rate compared to the other two clusters. These patients also were not administered oxygen at a higher rate than the other clusters (71.3%) and correspondingly had a lower rate of administration of oxygen not including mechanical ventilation (23.8%) and mechanical ventilation (4.9%). In terms of comorbidities, the patient population in this cluster had the highest frequency of HIV (1.8%), while also exhibiting a higher rate of chronic lung disease (35.2%), cardiovascular disease (39.4%), and diabetes (46.3%) compared to the other two clusters, while exhibiting a similar prevalence of chronic kidney disease to Cluster 3 (40.2%). Based on various clinical characteristics, however, such as respiratory rate, SpO2, and blood measures such as platelets and monocytes, along with the prevalence of patients who did not require oxygenation, this group would be considered the more “mild COVID” patient group. This group had a higher hospitalization length compared to Cluster 2, though this could potentially be attributed to the older age of the population. The treatment patterns in this cluster were unique, with this group receiving the highest frequency of medications like azithromycin, colchicine, doxycycline, and remdesivir.

Comparatively, Cluster 2 was the largest in terms of patient population, and was characterized by higher hematocrit and hemoglobin levels, lower median SpO2, and higher eGFR. Patients in this cluster were treated with the highest combination of COVID-19 related drugs, reflecting the severity of their conditions. Interestingly, this group did not include any HIV patients, (0%), while also having the lowest rate of chronic lung disease (26.4%), cardiovascular disease (20.8%), and chronic kidney disease (20.7%). The patients in this group also had the highest rate of oxygen administration (not including mechanical ventilation) (36.6%) compared to the other two clusters, and the lowest prevalence of mechanically ventilated patients (4.3%) and patients who were not administered oxygen (59.0%). Based on the survival analysis, this cluster can be considered the “moderate COVID” patient group. With respect to treatment patterns, this group received the highest frequency combinations of treatments, ranging from two to six COVID-19-related drugs.

Finally, Cluster 3, the cluster with a noticeably small patient population, exhibited elevated ALT, AST, and leukocyte counts, along with higher maximum monocyte count, lower platelet levels, and higher total bilirubin. This cluster also had more extreme respiratory and heart rates, along with lower eGFR. With respect to comorbidities, this group had a moderate rate of HIV (1.6%), the lowest rate of diabetes (31.1%), moderate rates of chronic lung disease (31.1%) and cardiovascular disease (37.4%), and a similar prevalence of chronic kidney disease compared to Cluster 1 (40.3%). This group also had the highest rate of ventilated patients (22.6%), and correspondingly, the lowest level of patients who were not administered oxygen (54.2%), and a comparable prevalence of administered oxygen (not including mechanical ventilation) compared to Cluster 1 (23.2%). Based on the survival analysis, along with the aforementioned clinical characteristics, this cluster can be considered the “severe” patient group. In terms of treatment patterns, this group received the highest frequency of dexamethasone compared to the other two clusters. This aligns with clinical evidence showing that dexamethasone was particularly effective in patients who were administered oxygen support in the form of mechanical ventilation.



Prognostic assessment and survival analysis of resulting clusters

The outcomes of the patients were first compared by examining the length of hospitalization among the three clusters (Figure 6), followed by the frequency of mortality. There was a statistically significant difference among all three clusters in the length of hospitalization. The frequency (percentage) of mortality within each of the three clusters were 1,592 (5.0%), 2,254 (6.9%), and 91 (23.9%), respectively, and this was statistically significant between the three clusters as well.

[image: Box plot comparing hospital length of stay in days among three clusters, with cluster one in blue, cluster two in yellow, and cluster three in gray. Statistical significance is indicated by asterisks between all groups.]

FIGURE 6
 Difference in the length of stay in the inpatient setting between the three clusters. •p = 0.1, *p < 0.05; **p < 0.01; ***p < 0.001.


Kaplan–Meier survival analysis of the three clusters was then performed (Figure 7), with the log-rank test being utilized as a statistical test between the three clusters.

[image: Kaplan-Meier survival plot showing three strata clusters over thirty time units with corresponding survival probability curves, confidence intervals, log-rank p value less than 0.0001, and a risk table detailing sample sizes for each cluster at different time points.]

FIGURE 7
 Kaplan–Meier survival curves of the three clusters discovered through clustering analysis. The curves include 95% confidence intervals.




Cluster classification model comparison

As mentioned previously, three separate classification models, including an SVM, Random Forest, and XGBoost model, were trained to classify between the three previously recognized clusters. The models were then applied to the holdout test dataset, and the resulting confusion matrices for each of the models (Figures 8–10) are displayed.

[image: Confusion matrix table with predicted values as rows and actual values as columns for classes one, two, and three, showing counts for each prediction and sum totals for both rows and columns.]

FIGURE 8
 Resulting confusion matrix from Support Vector Machine (SVM) classifier built to classify patients between the three discovered clusters of COVID-19 patients.


[image: Confusion matrix table compares predicted and actual classes for three categories with sums at the end of each row and column. Most predictions align with actual values along the diagonal, indicating high classification accuracy.]

FIGURE 9
 Resulting confusion matrix from Random Forest (RF) classifier built to classify patients between the three discovered clusters of COVID-19 patients.


[image: Confusion matrix chart showing predicted versus actual values for three classes. Most predictions are correct, with highest values along the diagonal: 4,925 for class one, 8,582 for class two, and 115 for class three. Row and column sums are included.]

FIGURE 10
 Resulting confusion matrix from the XGBoost classifier built to classify patients between the three discovered clusters of COVID-19 patients.


The performance of them models were assessed using precision, recall, and F1-score (Figure 11).

[image: Bar chart comparing precision, recall, and F1-score for XGBoost, Random Forest, and SVM models. XGBoost scores highest overall, with SVM and Random Forest showing lower precision and F1-scores but similarly high recall.]

FIGURE 11
 Comparison between the performances of the three classification models trained on the FAMD-based clustering data.





Discussions

The patients admitted into the inpatient setting with COVID-19 in our study were categorized through FAMD-based agglomerative clustering into three distinct clusters, each with unique clinical characteristics. The major distinguishing factor of the patient population that clearly exhibited the more “severe” prognosis was the elevation of liver function measures (e.g., ALT, AST, and total bilirubin), along with the high frequency of ventilator administration and steroid usage (specifically dexamethasone). Another key observation is the correlation between oxygen requirements and the overall severity of the disease across the different clusters. This finding is particularly notable, as it aligns with the expected clinical progression of severe COVID-19 cases, where increase oxygen demand typically signifies greater disease burden. Cluster 2 in particular exhibited higher mortality rates and greater oxygen usage compared to Cluster 1 (Table 2), and interestingly, despite the increased severity, patients in Cluster 2 had lower steroid usage. This discrepancy may reflect treatment practices during the early stages of the pandemic, when there was considerable hesitancy among physicians to administer steroids due to limited evidence of their efficacy. It would be valuable to further investigate the timing of these cases, as variations in COVID-19 severity over time and evolving treatment protocols could have influenced these outcomes. Understanding the temporal context could provide deeper insights into the observed differences in disease severity and treatment approaches across clusters.

Interestingly, measures that did not differ between the three clusters included both median and mean lymphocyte counts, along with median temperature. The analysis revealed that age distribution across the clusters was unexpected, with the oldest patients being in the less severe group. However, measures like platelets being lower in the “severe” cluster (Cluster 3), along with higher respiratory rate, higher liver function tests (AST, ALT, and total bilirubin), and lower eosinophil count aligned with previous clinical knowledge.

Three classifier models were constructed, all demonstrating strong performance. There was little difference in the performance metrics presented for the SVM, Random Forest, and XGBoost model, suggesting that this method could be applied as a reliable prognostic tool in clinical settings regardless of the classification methodology deployed. However, there were limitations to this study, including the exclusion of important lab measures such as LDH, CRP, and D-dimer, which have been shown to be critical in indicating severe illness but were only measured in severely ill patients across the seven participating healthcare institutions. In addition, although multiple measures of oxygenation were included, such as the level of oxygen saturation along with the level of administered oxygen support, other related meaningful indexes of oxygen (e.g., P/F and S/F ratios) were not included in the study due to missingness of within-day timing among many of the healthcare institutions. Also, it is important to note that this study focused on a population that was specifically in the inpatient setting, with data collected from the EHR relative to the inpatient visit in question, so the timing of diagnosis compared to the timing of admission within an individual patient’s disease course was unknown. Finally, there are a number of implications of the “shift and truncation” de-identification method utilized in each of the various institutions included in this study, including the lack of ability to look at granular temporal trends in the data, such as the effects of different variants of the virus, along with changes in policy of care. It is also important to note that, while there are many findings that align with previous clinical knowledge, it is not easy to follow the detailed clinical features of each cluster because of the sheer number of lab findings being analyzed.

When considering the implications of the study findings, it is evident that the true innovation of this work lies not simply in categorizing patients into clusters, but in the potential these clusters hold for identifying subgroups in which specific therapies may demonstrate greater effectiveness. Uncovering the most commonly used treatments in each subgroup (Figure 5) represents only a starting point – an initial descriptive layer that sets the stage for deeper, more meaningful analyses. By revealing latent structure within the patient population, the clustering approach provides a foundational framework for precision therapeutics. This framework can be extended through advanced methodologies, such as clinical trial emulation, to evaluate the relative efficacy of treatments within these distinct subgroups. Thus, the value of clustering is not confined to classification, but rather to the clinical insights it enables, offering a pathway toward more targeted and effective interventions.



Conclusion

The pressure that many diseases put on critical care settings is often insurmountable, especially in pandemic settings where treatments have yet to be approved (e.g., at the beginning of the COVID-19 pandemic). This is especially true for diseases that are highly heterogenous, with disease presentation and progression varying greatly within a population, even within the hospital setting. Therefore, understanding the underlying disease patterns, including prognosis and severity, is crucial for improving patient outcomes. Open-source tools such as the OHDSI stack discussed in this study are crucial in advancing RWE generation through RWD collection and harmonization. In this study, COVID-19 patients were divided into three clusters with distinct clinical characteristics, prognoses, and treatment patterns using FAMD-based agglomerative clustering analysis, revealing a novel perspective on the relationship between clinical characteristics and outcomes. Additionally, multiple classification models were constructed based on these clustered patients, adding to the utility of a tool that can be used in clinical practice for COVID-19 and beyond in critical care settings.
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The effective and meaningful exchange of data is pivotal for patient care, informed decision-making, and advancements in research and technology. This opinion piece explores the critical role of semantic interoperability (SI) in ensuring meaningful health data sharing across diverse systems. Emphasizing the imperative of synchronizing the use of data standards, we address the challenges posed by disparate data formats and underscore the impact on patient outcomes. International, harmonized standards are presented as a cornerstone for achieving SI, while the drawbacks of proprietary standards are examined. Case studies, including the complementary use of International Organization for Standardization (ISO), Health Level Seven Fast Healthcare Interoperability Resources (HL7 FHIR), and Clinical Data Interchange Standards Consortium (CDISC) standards, offer practical insights. We offer here five simple principles [reuse existing standards where possible, avoid mapping, implement standards at the start of a project, participate in standards development activities with standards development organizations (SDOs), and work toward harmonization of standards across SDOs] for achieving semantic meaning in support of Trustworthy, Reusable, Understandable data Elements (TRUE) research data for healthcare. We hope to provide a view to a future where standards are in sync and the proposed five principles are deployed globally to ensure the conduct of trustworthy research for the sake of improving health outcomes for all.
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Introduction: the need for semantic interoperability in healthcare

Meaningful data and trustworthy research results are the essential factors synthesized to form the evidence base for clinical practice, i.e., how best to care for patients. Unfortunately, data are frequently an afterthought rather than being clearly planned along with the development of a research protocol. The manner, context (1), and format in which a data element (e.g., blood pressure) is collected and shared can mean the difference between trustworthy and accurate results vs misleading or false results, which can translate into either beneficial or harmful advice and treatments. Semantic interoperability (SI) is defined as the ability of computer systems to exchange data, with unambiguous meaning (2) and aims to share and reuse data among organizations or systems. Such reuse depends on the precise definition and sufficient context so that the data are understood and correctly interpreted, regardless of who is involved. Conveying meaning and context requires using standardized domain concepts, contextual knowledge, and formal data representation in an unbroken chain from data origination to reuse (3). Achieving SI demands reliable, standard data “at the source” for the sake of health.

Sharing data must be more than exchanging numbers or words. The meaning of that data should be the same for the sender and the recipient. Exchanging data along with its meaning so it is understood and directly usable by both parties is essential for many purposes, including (a) creating robust useful and reliable databases; (b) interpreting whether an intervention is beneficial or harmful or no better than doing nothing for a patient; and (c) enabling the automation, decision support, and data mining that unlock the value in data and information systems (4). Current advances in artificial intelligence (AI) and machine learning (ML) extend the potential value even further.

Data standards are the foundation of SI, and they are particularly valuable when widely implemented and adopted, preferably at data generation, the point of study design, and data collection. The word “standards” is a broad term that can refer to various types of standards, including metadata standards, exchange standards, content standards, various types of models, terminologies, and ontologies. In contrast to global data standards, proprietary standards (i.e., those used within a specific region or system) have limited usefulness and are typically beneficial only to the organization that developed them. The data sharing and reuse revolution, whether in supply chains or international research, pushes beyond organizational and geographical boundaries.

Robust standards are international and are developed via a fair, impartial, open, and transparent consensus-based process that allows for consideration of comments and objections, which inherently engenders adoption. Robust standards should also be harmonized such that they dovetail (extending the interoperability) and avoid duplication (conserving precious resources to develop and maintain them).

The various types of standards from different standards development organizations (SDOs) can and should be synchronized and complement one another such that, for a given data element, the relevant standardized metadata, terminology, and associated context move, along with the data itself, from the source to the data user in a capable exchange or transport standard. Implementing an exchange standard without standard content results in a loss of meaning and, in many cases, the inability to reuse the data. Without adequate metadata (i.e., information describing the characteristics of data including structural metadata such as data format, syntax, and semantics and descriptive metadata describing data contents such as information security labels) (5), assessing data quality and completeness is challenging, and provenance may be absent. The inability to demonstrate fitness for use through appropriate assessment of relevant data quality dimensions severely diminishes the value of the data. Shared data lacking sufficient semantics, context, and metadata are often meaningless and lack reuse potential. Where such reuse includes reproducibility and research replication, the value of the original research is jeopardized (6).

The use of DREAM principles “Discoverable Data with Reproducible Results for Equivalent Entities with Accessible Attributes and Manageable Metadata” has been advocated by Craig et al. (7). To encourage the use of data standards for research, the concept of Trustworthy, Reusable, Understandable data Elements (TRUE) for research is being introduced here along with five principles. The advantages are significantly greater for the research community if the metadata used to describe data elements are standardized and complement robust “in-sync” content and exchange standards. Such metadata should also be maintained by a reputable global standards development organization (SDO).

In cases where standards are developed in silos and are overlapping and redundant, the solution is frequently to map from one to another. This can be helpful, but it is never perfect; data integrity is typically lost, which negatively impacts meaning and thus the interpretation of the results. Such practices frequently lead to redundancies, especially if proprietary maps are not shared and are subject to limited quality assurance. One example is the repeated mappings between Observational Medical Outcomes Partnership (OMOP) and Health Level Seven Fast Healthcare Interoperability Resources (HL7 FHIR). At the last count, there were over 20 such projects ongoing. In addition, when one model changes, the mappings must be done again and, in some cases, go through a lengthy review and approval process that wastes precious time and resources.

The remainder of this perspective explores standards, SI, examples, and opportunities to create and maintain standards in sync. Aligning and where possible harmonizing standards globally support a learning health system through which health and healthcare data are used for research that efficiently and effectively informs and improves clinical care. It is hoped that such a system will augment and accelerate our understanding of interventions that can result in improved health outcomes. It also offers support for achieving semantic meaning when sharing (Trustworthy, Reusable, Understandable data Elements) for research and healthcare.



How standards can be implemented in sync

There are numerous examples of how standards can work together, synchronized with one another. Such standards can be developed by the same or different SDOs working collaboratively.

HL7 has been developing health data exchange standards since 1986, following technology trends (8). Over the years, HL7 v2, HL7 v3, and Clinical Document Architecture (CDA) have been used to varying extents by the health information technology industry. Partially because they are very different standards that are striving to achieve health data exchange, their coexistence is a hurdle for the implementation community, and maintenance is a challenge for the SDO, HL7. Application Programming Interface (API) trends and research by an internal HL7 board “Fresh Look” Task Force reached a recommendation that opened new opportunities for standards in sync. The outcome and recommendation were for HL7 to advance and promote HL7 FHIR as a free broad global solution (8, 9). HL7 FHIR has proven to be a valuable exchange and interface standard. Challenges remain despite the 80/20 Pareto principle approach taken by the HL7 FHIR management group, i.e., something cannot be accepted into the core specification unless it would be useful to and used by 80% of systems around the world. HL7 FHIR has introduced a level of agility in its continuous development, linked to the level of adoption and supported by public tools, synthetic data resources, and testing that can automate parts of the implementation and conformance testing. However, HL7 FHIR resources can still be different within different countries or across different implementation guides, which decreases the ability to achieve true SI. Unfortunately, there are related HL7 FHIR resources, and there is not yet a mature governance process to keep them in sync across implementations. In addition, the primary HL7 FHIR use case is to exchange patient health data, by patient. Research use cases must support aggregation of data across patients, and research data requirements outside of that routinely captured in healthcare may not be consistently supported by HL7 FHIR. Similarly, the exchange of data to substantiate, automate, and report processes for research and registries are today not broadly supported HL7 FHIR use cases. While the Vulcan accelerator was created to advance the use of HL7 FHIR in research, the use cases remain limited and in development. Given the healthcare focus of HL7 FHIR, research use cases potentially should focus on interactions between research and the electronic health record (EHR). These are close to the HL7 FHIR scope and could be helpful in organizations around the globe leveraging EHRs to support clinical studies and registries.

The Clinical Data Interchange Standards Consortium (CDISC), a global SDO, has focused on standards to support clinical research, including use cases for aggregation of data across patients and organizations into tables and statistical data analyses (10). Over the past 25 years, CDISC has developed a vast body of content standards with associated controlled terminology. There are foundational standards that cover the most common clinical concepts (i.e., domains such as demographics, medications, lab tests, and results) and therapeutic area standards for nearly 50 therapeutic areas representing diseases that affect billions of patients around the world. These content standards are harmonized globally and can be exchanged using the original CDISC transport standard based on XML [operational data model (ODM)] or using JavaScript Object Notation (JSON) or potentially HL7 FHIR or other transport standards (11, 12). Several regulators around the world require regulatory submissions with supporting data in CDISC standard format. The CDISC Controlled Terminology is curated and maintained by the National Institutes of Health/National Cancer Institute (NIH/NCI) Enterprise Vocabulary Services (13). This is one example of how we move toward standards in sync.

SDOs have also worked together, along with other agencies, including the US Food and Drug Administration (FDA) and the NIH/NCI, in the development of an information model, i.e., the Biomedical Research Integrated Domain Group (BRIDG) model (14). This model is a CDISC standard, an HL7 standard, and an International Standards Organization (ISO) standard, which means it has gone through the development and balloting processes required for each of these SDOs. Unfortunately, the BRIDG model is an information model without public resources to support agile implementation and adoption. However, it is maintained by the NIH/NCI and has served as a reference model to map among other models, for example, in a Common Data Model Harmonization (CDHM) project, which is currently in its third phase to support academic research networks (15, 16).

Academic research institutions that wish to participate in national or global research projects or networks may be requested to provide data using a given data model, including PCORNet, OMOP, i2b2, or Sentinel. Should the academic institution wish to participate in more than one network, they currently must be able to map their data into any or all these models, and they may have their own proprietary model as the starting point. As discussed previously, such mapping not only takes time and resources but typically results in loss of meaning or data fidelity (17). In addition, these models are continuously being updated into new versions.

During the initial stage of the Clinical Data Model Harmonization (CDMH) project, the four models used by academic research networks were mapped to the BRIDG model as a reference model. This enabled the conversion of data from one model to another, but there were significant resources involved in such an exercise, and it required even more resources to maintain the base models and update mappings each time one of them was updated. The second stage employed HL7 FHIR as another model and a final conversion of data from HL7 FHIR into CDISC SDTM for use by the FDA, and the current third phase is now investigating the possibility of providing code mapping services that will automate these conversions and to include the US Office of the National Coordinator for Health Information Technology (ONC)'s core dataset for EHRs [US Core Data for Interoperability (USCDI)] in HL7 FHIR. This third phase will require detailed harmonization among the various models at the semantic level, i.e., the data element concept per ISO 11179. This is a collaborative project across Federal agencies in the United States. Concurrently, the EU has launched a project called xShare to include the HL7 FHIR and the HL7, Integrating the Healthcare Enterprise (IHE), and ISO International Patient Summary (IPS). xShare (18) is also developing an IPS for research (IPS + R). It appears that harmonization is being adopted as an approach that may replace mapping.

A good example of harmonization is the vaccine administration standard that CDISC developed during the pandemic. Rather than mapping from one standard to another, CDISC took the approach of comparing the key elements needed for tracking the administration of vaccines, based on assessments of how various organizations were collecting this information. CDISC identified the elements from the organizations that were best suited for each and developed a harmonized standard. Specifically, core data elements from the European eHealth Network Guidelines for proof of vaccination for medical purposes were aligned with the US Centers for Disease Control (CDC) Elements, the Digital Green Certificate, and the World Health Organization (WHO) Interim Guidance for Developing a Smart Vaccine Certificate (SVC). Appropriate standards were then applied to the core elements: specifically, HL7 FHIR, CDISC, three ISO standards, International Classification of Diseases (ICD), Systematized Nomenclature of Medicine—Clinical Terms (SNOMED CT), WHODrug, and Anatomical Therapeutic Chemical (ATC) classifications (see Table 1). An implementation guide was developed and published (19).


TABLE 1 Vaccine administration v1.0 summary.

[image: Table outlining the rationale and goals, activities, and core data elements for harmonizing core vaccine administration data for international travel and COVID-19 response; includes use cases, interoperability standards, and specific data fields such as vaccination information, vaccine product, holder, date, and certificate details.]

Another example of collaboration and standards in sync would be the integration profiles developed with IHE (20). These include the Retrieve Form for Data Capture (RFD) (21), which can leverage a variety of standards depending on the use case (e.g., safety surveillance, clinical research, quality reporting, outbreak reporting, or healthcare). Implementation of RFD in a project on adverse event reporting demonstrated a significant return on investment. Retrieve Protocol for Execution (RPE) is another IHE profile developed to support protocol-driven research (22).

Another example is the HL7 FHIR electronic product information (ePI) standard which started with a decision of the European Medicines Agency (EMA), the Heads of Medicines Agency (HMA), and the European Commission, to develop a common standard for electronic product information or eLabeling (23). EMA decided to adopt an agile methodology and collaborate with the Gravitate-Health project, which in turn initiated a project within the Vulcan HL7 accelerator with the vision to create an HL7 FHIR Implementation Guide that will facilitate creating digital patient and physician information leaflets (ePIs) for 80% of the medicines as an initial goal. In this effort, multiple groups including the standards community of the UNICOM project are working collaboratively with EMA (24). SDOs involved include the European Committee for Standardization (CEN), International Health Terminology Standards Development Organisation (IHTSDO), HL7, and ISO. Engagement of regulators around the world facilitates alignment with the structured product label (SPL) in the case of the FDA and the currently adopted XML schema in the case of the Japanese Pharmaceuticals and Medical Devices Agency (PMDA).



Principles for encouraging synchronous standards

Unfortunately, all too often, standards that could save significant time in the start-up and conduct of a project while facilitating reliable and exchangeable results are not used. There are several reasons for this, including but not limited to (a) lack of awareness, (b) too many choices, (c) inadequate education on how to implement, (d) poor understanding of what constitutes a standard, and (e) lack of test data and implementation tools. Robust standards are widely adopted and tested, and they should be used as is and without modification. Offering multiple options for representing a data element is not optimal when the purpose of standardization and will compromise semantic interoperability. Based upon the prior information and examples, a set of principles has been developed for healthcare and research.

The Five Principles and Best Practice Recommendations to optimally leverage standards and encourage synchronous use of standards from different SDOs across the healthcare and research industry include the following:


	1.Reuse terminology and standards that already exist rather than investing in new development.

	2.Avoid mapping whenever possible. Mapping data from one standard to another is not straightforward. Whenever mapping occurs, assumptions are made and meaning is often lost or misrepresented.

	3.Implement data standards as close to the start of a project as possible, during study design and data collection, applying the principle of “interoperability at the source.” Semantic interoperability cannot be applied after data collection or downstream from data origination.

	4.Participate in standards development activities with SDOs and encourage these principles, thinking about governance and maintenance. Benefit by being aware of available standards and be part of the solution so that standards meet your requirements.

	5.Work toward harmonization of standards across SDOs and promote standards in sync.





Conclusion

To unlock the power of data, semantic meaning must be maintained for the data to be trustworthy, reusable, and understood across different contexts. This is where data standards come in, in which they provide a common language for exchanging information seamlessly between organizations, including those in different countries, with semantic meaning maintained. This paper proposes a novel approach for using existing standards that are in sync with one another, addressing semantic interoperability at the source, and reducing the need for mapping, thus facilitating the exchange of higher-quality data.

We offer here five simple principles (reuse existing stands where possible, avoid mapping, implement standards at the start of a project, participate in standards development activities with SDOs, and work toward harmonization of standards across SDOs) for achieving semantic meaning in support of TRUE research data for healthcare. We hope to provide a view to a future where standards are in sync and the proposed five principles are deployed globally to ensure the conduct of trustworthy research for the sake of improving health outcomes for all.
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Introduction: Advances in Information Technology are transforming healthcare systems, with a focus on improving accessibility, efficiency, resilience, and service quality. Wearable devices such as smartwatches and mental health trackers enable continuous biometric data collection, offering significant potential to enhance chronic disorder treatment and overall healthcare quality. However, these technologies introduce critical security and privacy risks, as they handle sensitive patient data.



Methods: To address these challenges, this paper proposes a security-by-design cloud-based architecture that leverages wearable body sensors for continuous patient monitoring and mental disorder prediction. The system integrates an Elasticsearch-powered backend to manage biometric data securely. A dedicated framework was developed to ensure confidentiality, integrity, and availability (CIA) of patient data through secure communication protocols and privacy-preserving mechanisms.



Results: The proposed architecture successfully enables secure real-time biometric monitoring and data processing from wearable devices. The system is designed to operate 24/7, ensuring robust performance in continuously tracking both mental and physiological health indicators. The inclusion of Elasticsearch provides scalable and efficient data indexing and retrieval, supporting timely healthcare decisions.



Discussion: This work addresses key security and privacy challenges inherent in continuous biometric data collection. By incorporating a security-by-design approach, the proposed framework enhances trustworthiness in healthcare monitoring technologies. The solution demonstrates the feasibility of balancing real-time health monitoring needs with stringent data protection requirements.
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1 Introduction

The Wireless Body Area Networks (WBAN) are considered advanced key technologies to provide protection from chronic diseases, such as mental disorders which, unfortunately, are affecting a lot of people around the globe. The latest World Health Organization (WHO) World Mental Health Report finds that a staggering one billion people, more than one in eight adults and adolescents) worldwide have a mental disorder (1). Mental health has worsened worldwide since the pandemic. In Europe, according to a recent Eurobarometer survey on mental health, conducted in June 2023 revealed that almost 1 in 2 people 46% of Europeans experienced an emotional or psychosocial problem, such as feeling depressed or anxious, in the past twelve months (2). The most prominent of them are psychotic disorders (schizophrenia, bipolar disorder, and others) due to the severity of the symptoms, the high impact they have on patient's functionality and the existing therapeutic approaches. These challenges necessitate improvements in services and new initiatives to enhance mental health care provision. A significant part of these patients show resistance to the prescribed treatment. As mental disorders can affect the quality of life and undermine motivation, an early detection of such diseases can be helpful to provide advance treatment, and thus, minimizing potential complications. For this reason, several researchers are working on deploying an innovative application and advanced computer-based platform, that facilitates the effective monitoring and can support the relapse prevention in such patients. Nowadays, the need of remote health monitoring systems has been increased, where e-health care professionals use portable and wearable sensors, not only to acquire and monitor patients'health status in real time, but also to identify abnormalities in the covered data sets. A typical WBAN-based electronic health monitoring system consists of wearable or implanted sensors, wireless communication infrastructure gateways and remote servers. The WBAN is a set of small and tiny sensors attached to a smartwatch or implanted on a human body to measure health information such as heart rate, temperature, sleep activity, R-R interval, feeling/mood state, perceived pain etc. It sends data via wireless communication infrastructure to the gateway, which serves as a relay node to the monitoring system and then the remote/cloud servers store, process and access the collected data. This data can be accessed by the authorized doctors or any other revenant user, as depicted in Figure 1.


[image: Diagram illustrating a patient’s health data collected from a watch and tablet, sent via a router to a cloud-based e-Prevention system, accessible by doctor, researcher, and administrator for monitoring and analysis.]
FIGURE 1
A typical remote health monitoring system.


Although real-time monitoring based on portable and wearable sensors can instantly convey patient health status to remote servers for further processing, it also can expose it to malicious intruders. As a result, security is a major concern, as it involves several wireless devices, distributed systems, and non-stationary patients. In this paper, the following research contributions are addressed:


	•Analysis of the security—privacy requirements and threats of modern WBANs, paying particular attention to health-related applications.

	•Outline of the e-Prevention system in Figure 2 for continuous monitoring, early diagnosis, and treatment of patients with psychotic disorders.

	•Presentation of a novel framework for the security and privacy preserving of wireless body sensor network (WBSN) applications in the context of Elasticsearch, along with an outline of the current state-of-the-art methods from literature.




[image: Diagram illustrating an e-Prevention Platform connected via the internet to four roles: patient, doctor, researcher, and administrator, each represented by icons and a laptop, signifying remote access and interaction.]
FIGURE 2
The e-Prevention solution - general idea.


Unlike most existing e-health platforms, which are designed for episodic data collection or short-term monitoring, the proposed system is specifically built to support continuous, 24/7 recording of sensitive biometric and behavioral data using wearable devices such as smartwatches and mental health trackers (3). This constant data flow introduces unique security and privacy challenges that are not adequately addressed by conventional frameworks. The proposed approach stands out by adopting a security-by-design methodology, which incorporates threat modeling, stakeholder analysis, and security requirement specification early in the system's lifecycle. It ensures comprehensive security guarantees, including confidentiality, integrity, availability, non-repudiation, accountability, and data freshness critical for systems operating in real-time collection. Implementation is achieved through a robust Elasticsearch-based infrastructure, enhanced with encrypted communication channels (HTTPS), strict role-based access control (RBAC), continuous data signing and validation, and private internal networking for component communication. By embedding these mechanisms directly into the system architecture, this framework addresses the limitations of prior solutions and provides a resilient foundation for secure, always-on mental health monitoring.

This paper is organized into 7 sections. Section 2 presents a literature review of security and privacy in health systems. Section 3 presents the security issues in WBANs. Section 4 presents the case study of a WBSN healthcare project, the e-Prevention. It discusses the general architecture and functionalities of different sub-components of this system and its requirements, the types of data and the respective data flows. Section 5 presents a comprehensive security and privacy analysis of the Proposed Secure framework. Section 6 presents the features implemented at the e-Prevention system following the proposed framework. Finally, Section 7 discusses the conclusions and future steps.



2 Literature review

Following the revolutionary progress in the field of Cloud Computing (4), traditional healthcare systems are being transformed into e-health platforms hosted in Cloud Computing. Despite the obvious benefits of cost-effective storage, flexibility, scalability and ease of data access, e-health platforms face new security and privacy challenges. Health data, usually organized in electronic health records (EHRs), contains sensitive patient information, and as such, are subject to privacy and security mechanisms (5). According to Benson (6), to assure privacy on data of e-health platforms the following minimum requirements should be met (a) user authentication, (b) user authorization, and (c) patient's consent of their health data access by others. One way to ensure that all the above requirements are implemented in a secure way is through cryptographic schemes. In this type of proposed security mechanisms one or more cryptographic methods are deployed to encrypt the data either at rest or in transit as well as a combination of them. In their study, Soceanu et al. (7) proposed a solution, based on the policy platform SAFAX and the cryptographic suite ARCANA. The proposed platform assumes that patients encrypt their health data with their private key and provide access to them to well-specified system entities such as their doctors. The SAFAX platform can ensure that only the appropriate entities can access and decrypt patients' data and can dynamically re-encrypt the data as the access list is altered. The entire process relies on hierarchical key trees. Another e-health platform, strongly relying on cryptography, has been proposed by Dhivya et al. (8). In their study, they introduce a two-level user authentication scheme, based on a combination of biometrics and location, backed up by the Kerberos protocol. In addition, a steganographic technique accompanies the storage layer which guarantees that access is granted only to authorized users. Anonymity is an alternate method of ensuring an e-health platform's security. Since anonymized data can still be read by humans as opposed to being encrypted, some information may be compromised in the event of a successful attack. However, anonymization eliminates the need for much more processing time and power because the data cannot be connected to their real owners. In their study, Galletta et al. (9) propose a secure and efficient way to share magnetic resonance imaging (MRI) data between doctors in the Cloud. The proposed platform consists of two main components, one for anonymizing the data and the other for obfuscating and storing the data in multiple cloud storage providers. Anonymization is achieved by replacing the patient's full name and date of birth with random fields in such a way that doctors can conduct their diagnosis without problem. Obfuscation is relying on data deduplication, a widely used data compression technique. A technique which is widely used as a security measure for data protection is deception technology. In their study, Al Hamid et al. (10) introduced “decoy files” which act as honeypots for malicious attackers. With the use of decoys, storage and sharing of multi-media medical data can be achieved in a secure way in a challenging fog computing paradigm. The decoy technique relies on encryption and the spread of real and decoyed data at the edge of the network. While legitimate users can decrypt the original data with their private keys, an attacker is exposed to decoyed data or data that seem to be real but contain falsified information. In addition, the e-health platform can detect intruders by special headers placed in decoyed files and raise alerts when they attempt to access them. While there are many techniques and methodologies which can boost the security in cloud-based e-health platforms, it is difficult and complex to implement guarantee the absolute level of confidentiality, integrity, and availability of their data. As is highlighted in the work of Altamimi et al. (11), e-health systems are vulnerable to a wide range of security threats because of their portability and distributed design. Attacks can potentially happen in every stage of the data life cycle; at data collection stage, at transmission, and at the storage space where data is kept. To mitigate as many threats as possible, the Context-aware Access Control Security Model (CARE) is introduced. The CARE model acts as a middleware between data and users. Through a role-based access control mechanism, a user can access and share e-health data, with every action being audited. All in all, security in the Cloud, especially when the safety of sensitive data is at stake, is a very crucial process requiring careful design and implementation. This study is going to use a combination of security models and expand to the infrastructure which hosts an e-health Cloud platform and how it can be hardened to increase the overall security of the system. In this regard, E-prevention is, a pioneering system, funded by the European Regional Development Fund of the European Union and Greek national funds through the Operational Program Competitiveness, Entrepreneurship and Innovation, under the call RESEARCH—CREATE—INNOVATE (project code:T1EDK-02890) going beyond previous research, introduces medical wearables to the health mental systems in order to form a strong paradigm of how wearable technology can respect the user's security and privacy. Its mission has been manifolding, aiming at the development of (a) a holistic, unobtrusive, (b) autonomous and (c) security preserving platform for real-time monitoring of patients' daily mental and physiological status. To that aim, it provides a Secure Framework, which suggests the appropriate steps so as technical, organizational, and procedural measures for the satisfaction of the requirements. E-Prevention, through this Framework, covers the gaps in existing methodologies, focusing on the increase of the patients' trustworthiness to the developed software.



3 Security and privacy issues


3.1 Security and privacy requirements of wireless body sensor network

IT security in healthcare systems, services and applications is a major concern due to the high privacy and confidentiality requirements. In a health application, a Body Sensor Network can be used to collect critical patient health information. This information can be used to drive near real-time monitoring of a patient having various diseases such as asthma, physical disabilities, as well as people with neurological disorders. Considering that health information is a particularly sensitive subset of personal information, security of patient information as well as the privacy are the primary features for any Wireless Body Sensor Network system. Security indicates that patient information is secured from unauthorized access while being exchanged, gathered, processed, and stored securely. Privacy is defined as the process that authoritatively controls and monitors the usage of patient data. Health Sensor Systems must maintain particular security methods to assure confidentiality, integrity, and availability of patient medical information. But, except for the triad “confidentiality, integrity, and availability” (CIA), there are some other security requirements that should be considered. To ensure the safety of a Body Sensor system and its extensive acceptance by its users, we conducted a survey as part of this research, and we identified the following requirements that have already been also addressed by different authors.


	•Data Confidentiality: Confidentiality of data is about protecting data against unintentional, unlawful, or unauthorized access, disclosure, or theft. Confidentiality is often equated with privacy protection (12–14). However, although the protection of privacy presupposes confidentiality, it is not an identical concept as the protection of privacy requires the fulfilment of other security requirements. It is considered as the primary issue in the Sensor Network. Health Data needs to be protected from unauthorized access and leaking (15–25).

	•Data Integrity: It is associated with the accuracy and consistency (validity) of data over its lifecycle. In health information systems, integrity is applied not only to the transmitted information but also to the contents of the patient's electronic file, either during transmission or during storage. Procedures that ensure integrity protect the user from messages that have been changed, or from the intervention of a malicious user/attacker, or from alterations in communication. As a security requirement, integrity does not directly protect privacy, but it is necessary for the safe operation of a health information system where patient health information should not be compromised under any circumstances. As WBAN applications contain sensitive Personal data, a patient's life could be in danger without the protection of data integrity (12–14, 26).

	•Data Availability: refers to the capability to ensure that the data one system needs to function is always accessible when and, where required, even when disruption occurs. Since such a system carries important, extremely sensitive, and potentially lifesaving information, it is required that the network is available at any time (27–29).

	•Data Authentication: In health information systems, authentication is an essential security requirement as incomplete authentication mechanisms may allow unauthorized users access sensitive data managed by these systems resulting in privacy threats. In WBAN application, the authentication process will check the identity of a user before allowing access to any Personal data (18, 30–32).

	•Authorization: In Body Sensor systems, data authentication is necessary to validate the nodes in use.

	•Access control: It is the instrument to control data protection—both in terms of integrity and privacy—and ensure that the user who has access to a specific information is well-trained and able to use it efficiently for the appropriate purpose (24, 33). In a WBS network data can be accessible by multiple entities such as doctors, medical staff, and patients.

	•Non-repudiation: It refers to the ability to ensure that the application must accept the authenticity of their signature on a document (cannot deny the authenticity) of a message which originated from it. For this reason, it is necessary to implement mechanisms ensuring that nobody can deny his actions.

	•Data Freshness: It ensures that old data is not recycled and that its frames are correct. Data freshness also makes certain that the integrity and confidentiality of data are protected from recording and replaying outdated versions. There are two types of data freshness: a) Strong freshness which guarantees the order of both the frames and the delay b) Weak freshness which only guarantees the order of the frames (24).

	•Accountability: It entails the procedures and processes by which one party justifies and takes responsibility for its activities. In WBS networks when a user of the system abuses his privilege and carries out unauthorized actions on patient-related data, he should be identified and held accountable.

	•Anonymity: The anonymization of the data prevents the identification of the person to whom the data refers. For a WBAN application Anonymization refers to the processing of personal data in a manner that makes it impossible to identify individuals from them. It protects users' privacy, as a particular individual cannot be linked with the data being stored or transmitted (18, 34).

	•Key management: key management is constrained by sensors, computational power, battery capacity, memory, and the transmission range. Generating unique cryptographic keys is the most important challenge to ensure data security (19, 20, 35, 36).





3.2 Security and privacy related threats/attacks in WBSNs

Although WBANs improve the quality of patient care, the connected devices use wireless communication protocols to transmit the acquired data. WBANs are susceptible to a wide range of potential problems. In this section, we discuss threats or attacks related to WBANs that would be harmful for the respective healthcare applications. According to the ENISA Glossary, a threat is “any circumstance or event with the potential to adversely impact an asset through unauthorized access, destruction, disclosure, modification of data, and/or denial of service” (37). Attack is a deliberate unauthorized action on a system or asset and can be classified as active or passive (38, 39). An attack will have a motive and will follow a method when opportunity arises. The main difference between threat and attack is that a threat can be either intentional or unintentional whereas an attack is intentional. The vulnerabilities could be weaknesses in the technology, configuration, or security policy. Any discovered vulnerability must be addressed to mitigate any threat that could take advantage of this vulnerability. WBANs are usually more vulnerable to various security threats since unguided transmission is more susceptible to security attacks. A list of the most common threats and attacks on WBANs reported in the literature is presented in this subsection:


	•Eavesdropping/Interception: This is the prevalent threat to patient privacy. The attack takes advantage of unsecured network communications to access data as it is being exchanged. Conventional WSNs consist of wireless nodes equipped with antennas, which broadcast radio signals in all directions and are consequently prone to eavesdropping attacks. An attacker can use this data to introduce themselves as an authorized member to launch an impersonation attack (21, 40, 41).

	•Spoofing and Sybil attack: When a malicious node masquerades as a legitimate entity of the system to disrupt the network while avoiding detection. Thus, Spoofing refers to the act of posing as someone else (i.e., spoofing a user) or claiming a false identity (i.e., spoofing a process). This category of threat is concerned with authenticity.

	•Man-in-the-middle: It requires the attacker to intercept communications between two parties. After inserting themselves in the “middle” of the transfer, the attackers pretend to be both legitimate participants. The attacker can eavesdrop and manipulate the message in real-time without the sender or receiver noticing (30, 42).

	•Data/Message Modification: Is an escalation of the eavesdropping attack where the adversary deletes or modifies the information transmitted. This is particularly dangerous in health care where data used is vital to the users' wellbeing (35, 43, 44).

	•Masquerade Threat: the attacker aims to masquerade himself/herself as an authorized user to gain higher privileges to access sensitive data. In Healthcare, the attack may be attempted from within the hospital, by a medical faculty member or may originate from an outside client via some connection open to the hospital's local network (27, 30, 42).

	•Replay Threats: If a masquerade relay node captures the patient physiological data, later, these captured messages can pose replay threats to the real-time healthcare application. As the patient treatment depends on fresh received messages from medical sensor networks, this could cause mistreatment of the patients (15, 18, 19).

	•Repudiation: This threat occurs when the receiver denies that an action or an event has occurred, e.g., denies the fact of having received a message in WBANs. In a healthcare WBANs the authorized user performs illegal operations, and the system cannot trace it, and other parties/authorities cannot prove this. This category of threat is concerned with non-repudiation.

	•Denial of Services threats/attack: A DoS attack can target the unavailability of the web applications and their associated services in the network (11, 12, 14, 15, 17, 18). In healthcare applications Denial-of-service threat could be even more disruptive, because such a network needs to be always-on (i.e., in-home, in-hospital, etc.). To disable the operation of the sensor, the intruder can just destroy the nodes. Although sensor networks can be restored in case of node failure, the attacker can corrupt the network, destroying many critical nodes.

	•Impersonation attack: Allows an eavesdropping attacker to pose as a trusted person authorized member of a network. The attacker obtains private identity information and uses it to impersonate a legitimate node in the network. These attacks are highly targeted and well-crafted to appear realistic and authentic. In healthcare systems such an attack can ask you to take some action to gain access to sensitive information.

	•Insider Attack: In WBANs applications insider attackers can use a physically compromised node with authorized system access, to drop, modify and misroute data packets to harm normal network functionality (14, 15, 17). They also may have knowledge of the network setup and vulnerabilities, or the ability to obtain that knowledge, better than anyone on the outside. The Active type of the insider threat is associated with someone internally doing something deliberate that causes harm, while the Passive insider threat deals with users that are ill-informed or with poor security posture.






4 The case study of the e-prevention platform

The e-Prevention platform is designed to provide remote care services, adaptable to each participating patient (45). It uses continuous patient monitoring technologies and semi-automatic decision support techniques for the early diagnosis and treatment of patients suffering from psychotic disorders. Figure 3 illustrates the layered architecture of the e-Prevention platform, highlighting the interaction among the presentation, business logic, data collection, and data storage/computation layers.


[image: Diagram illustrating a multi-layered system architecture with four labeled sections: Presentation Layer, Business Logic Layer, Data Collection Layer, and Data Storage and Computational Resources Layer. Arrows indicate data flow and interaction between each layer through the web.]
FIGURE 3
Layered architecture of the e-Prevention platform.


It is based on off-the-shelf smartwatches with embedded sensors that measure relevant activity signals on a periodic basis. Tablet devices are used for video recordings of patients' meetings with their doctors. At the server side, e-Prevention consists of the following Cloud components: A BioSignal Collection Server which is responsible for collecting smartwatch data. A cold storage server for long-term storage of compressed data. A dashboard server for collecting tablet video data and health metric questionnaires filled with by doctors.

An Elastic Stack (46) installation for data aggregation, visualization, and analysis, consisting of an Elasticsearch database cluster, a Kibana (47) server and a Filebeat (48) data collector.

In the e-Prevention platform, the BioSignal Collection Server plays a central role in handling the biometric and motion data collected from wearable devices, such as smartwatches, and from tablets used during clinical sessions (Figure 4 presents the diagram of Data Server). These wearable devices generate a continuous stream of physiological signals like heart rate, RR intervals, sleep patterns, and activity levels, which need to be securely transmitted and processed in near real-time.


[image: Flowchart illustrating data flow from a watch data collection server, ePrevention video server, and ePrevention patient data server into a central data storage server, then onward to a data processing and presentation server cluster labeled ElasticStack.]
FIGURE 4
Data server diagram of the e-Prevention platform.


To achieve this, each smartwatch is equipped with a lightweight application that continuously gathers sensor data and transmits it securely over encrypted HTTPS connections. The application is designed to work autonomously and typically sends data when the watch is charging, in order to conserve battery life. On the tablet side, a dedicated mobile application has been developed to capture additional data, including video content and questionnaire responses. This application also uses secure TLS-encrypted communication to transmit data to the server infrastructure. Once received by the BioSignal Collection Server, each data packet is assigned a timestamp and a digital signature to ensure its authenticity and prevent any tampering or replay attacks. The server also performs data validation using predefined schemas to ensure only properly structured and expected data types are processed. This helps to defend against potential injection attacks or corrupt payloads.

To further secure the system, Role-Based Access Control (RBAC) is implemented at the API level, allowing only authorized users and services to access specific functions or data. Before being stored, the data is briefly cached in a secure buffer and then indexed in Elasticsearch. The Elasticsearch environment itself is hardened with encryption at rest, strict access policies, and is deployed in a private cloud network to limit exposure to external threats. Together, these mechanisms form a robust and secure pipeline for managing sensitive health information. They ensure that the data is not only protected from unauthorized access but also remains intact, verifiable, and available when needed. This approach directly addresses the challenges of continuous, real-time biometric monitoring, and builds on the cloud-based architecture outlined in the work of Maglogiannis et al. (3), which guided the development of our proposed system.


4.1 Selection of the cloud platform—security considerations in using elasticsearch

The e-Prevention system utilizes the Elastic Stack, particularly Elasticsearch, as the core engine for storing, aggregating, and querying biomedical and behavioural data collected from wearable devices and medical applications. Although Elasticsearch is widely known as a high-performance search and analytics engine, it is not a dedicated security framework. Therefore, its deployment in the e-Prevention architecture is supported by a comprehensive security strategy that ensures compliance with healthcare data protection standards and addresses the limitations of traditional database systems.

In this context, Elasticsearch contributes to the overall security framework through features such as real-time log analysis, system monitoring, and flexible access control policies. These capabilities are harnessed within a broader secure environment to meet the specific needs of a continuous monitoring platform. All communication to and from Elasticsearch is protected using HTTPS, ensuring secure transmission of sensitive data. The platform's built-in Role-Based Access Control (RBAC) is employed to enforce fine-grained access policies, ensuring that only authorized users can query or manipulate data. Furthermore, data integrity is preserved through the application of cryptographic hashing and digital signatures prior to storage. The system also implements audit logging, with logs visualized through Kibana, enabling real-time detection of anomalous behaviours or unauthorized access attempts.

In addition, the cloud infrastructure hosting the Elasticsearch cluster is configured to provide encryption at rest and high availability. Virtual machines managed by a secure cloud provider (GRNET) isolate the Elasticsearch services in a private network, inaccessible from the public internet except via authenticated administrative endpoints. These layered measures ensure that while Elasticsearch plays a central role in handling and indexing sensitive health data, the actual security of the e-Prevention system is achieved through the thoughtful integration of encryption, access control, integrity checks, and system observability—turning a general-purpose data engine into a secure foundation for continuous, privacy-sensitive patient monitoring.



4.2 User roles of e-prevention platform

The e-Prevention platform supports many user roles, for different purposes. Table 1—Role overview summarizes the available roles in the system.



TABLE 1 Role overview.



	Role
	Description





	Patient
	Collects BioSignal data from its smartwatch and uploads them to the platform.



	Records video interactions during doctor appointments



	Doctor
	Completes questionnaires with patients’ examination results.



	Observes patients’ historical data visualizations



	Researcher (e-Prevention team)
	Queries Elasticsearch to fetch patients’ data for analysis with machine or deep learning models.



	Creates custom visualizations of aggregated patients’ data



	Administrator
	Manages users’ access rights to e-Prevention resources.



	Manages registered smartwatch devices.



	Manages the e-Prevention platform’s collected data.



	Manages infrastructure components and performs maintenance activities.



	Monitors infrastructure for performance and security issues









4.3 Data flow

This section gives an overview of the data flow (from smartwatch, tablet, and questionnaire inputs to storage and processing in the e-Prevention system) Figure 5. Additionally, the dependencies between the sensor data and the planned modules for the application processor are presented.


[image: Diagram showing a data flow system where biosignal data and dashboard data are sent to respective servers, aggregated on an ultimate storage server, then sequentially processed through preprocessing, Filebeat, Elasticsearch, and Kibana as part of the Elastic Stack.]
FIGURE 5
Data flow in e-Prevention system.


The data flow can be separated into the high-level data flow between the patients, the BSN, the applications and the Platform, and the data flow of the application processor that must solve dependencies between sensor data and the internal modules that depend on the latest processed data of other modules. As it is obvious, the overall data flow is divided into three main stages:


	1.Data collection: At this stage there are three data streams from various sources:

	•The data from smartwatches end up in the BioSignal Collection Server which forwards them to the Ultimate Storage Server for long-term storage.

	•The data from the video recordings end up in the Dashboard Server, which forwards them to the Ultimate Storage Server for long-term storage.

	•The data from the questionnaires are entered manually by the doctors in the Dashboard Server. On a weekly basis the application is forwarding them to the Ultimate Storage Server for long-term storage





	2.Long-term data storage: At this stage, the data from all three sources have been gathered into the Ultimate Storage Server but are still in unified and raw compressed format.

	3.Data processing, analysis, and visualization: At this stage, the data is processed, transformed into an appropriate format, and homogenized, serialized in time and visualized. This step includes the following sub-stages:

	•Preprocessing: Depending on the data source, they are transformed into a readable format by Filebeat.

	a)In the case of smartwatch biosensor data, they are enriched with smartwatch system metadata such as device ID.

	b)In the case of video recordings, metadata is generated that contains information such as the storage location of each video, the patient ID, etc.

	c)In the case of questionnaires, the information is decomposed per patient questionnaire, a format suitable for processing by Filebeat.





	•Filebeat: The Filebeat daemon is configured to locate data files of all categories by name and structure. It then performs various transformations on them and forwards them to Elasticsearch with an automatic mechanism.

	•Elasticsearch: Elasticsearch receives data from the Filebeat daemon and, after serializing it over time, stores it in its directory.

	•Kibana: Kibana performs user-defined queries on Elasticsearch data and draws real- time graphs with the results.









4.4 Summary and classification of general features and requirements of the e-prevention system

E-Prevention is a system for continuous patient monitoring, aiming to early diagnosis and detection of worsening events and treatment of patients suffering from psychotic disorders. The system assists this category of patients in their everyday life, and supports them in their everyday living, by monitoring them through a wearable BSN. The system features additional functionalities to support the specified security and privacy aspects. These features entail a set of functional and non-functional requirements. The functional requirements are the requirements of the system components and technology (hardware and software/application web-based apps) including the system features. The non-functional requirements are data protection and privacy. The requirements for the e-Prevention systems are classified in four categories (Whole systems, Sensors, Data Collection and Applications). Some of them are presented in the following Table (Table 2—General Requirements of the e-Prevention system).



TABLE 2 General requirements of the e-prevention system.



	Requirement
	Description
	Category





	The system will be prepared for continuous use.
	System must be prepared to be used on a 24 × 7 basis, during extended time periods.
	Entire system



	System will be adapted to end users
	The system must be designed for patients with psychotic disorders, but usable by any patient.
	Entire system



	The system will provide feedback to the end-users
	The BSN and apps will include the transmission of information to the users.
	Entire system



	Data collection and processing must provide complete information for each use case



	The system components will communicate wirelessly
	System components will communicate within a wired BSN with some external components connected wirelessly (sensors)
	Entire system



	System must be fully developed in the users’ language
	Initially: English
	Entire system



	System use will be easy to use and understand
	All the system’s components that interact with the user must be user friendly and easy to understand
	Entire system



	System will be easy to learn
	The cost of leaning the system features and functioning should be minimum. Short-term memory decline with age should be considered both at the app design and at the training phase.
	Entire system



	BSN will have a minimum autonomy of 24 h
	BSN should have enough autonomy to operate for 24 h
	Sensors



	Sensor’s actuators will provide feedback to the user
	Feedback will be done via smartwatch.
	Sensors



	Feedback from sensors can be acoustic, haptic, or visual.



	BSN will include an integration of specific developed sensors and existing solutions
	BSN will integrate existing wearables (e.g., smartwatch)
	Sensors



	The system will include physiological sensors
	Physiological sensors will include heart rate and RR Intervals. It will collect information about dynamic health indicators
	Sensors



	The system will include environmental sensors
	For example: noise, indoor air quality, distance
	Sensors



	System will collect data about environmental aspects
	It includes noise, temperature, humidity
	Data Collection



	System will collect data about BioSignal measures
	Data Collection



	System will collect data from the video recordings
	Data Collection



	System will collect data from the questionnaires filled by the doctors
	Data Collection



	Doctors’ app will provide alerts
	Information for doctors will be adapted
	Application



	Doctors’ app will include specific patient’s indicators and parameters
	Parameters will be related to health status
	Application



	Doctors’ app will provide long-term detection
	Information for doctors will be adapted from the assessment of the system
	Application



	Apps will provide the same means of use for all users
	Consistency—Apps for patients, doctors, administrators etc. should have the same structure and organization
	Application



	App design will be appealing to all users
	During the design process, a common style and specific variations depending on users’ needs, must be considered
	Application



	App interface will be simple
	Complex environment should be avoided. The system should not require many user interactions.
	Application



	Apps will be easy to install and configure
	The apps will be easy to install. Apps will allow configuration by the users. Configuration will be easy.
	Application



	Doctors’ app will be adaptable to the feedback of specific users
	Application










5 Proposed security framework


5.1 Overview of security framework methodology

As in fact, early identification of worsening symptoms in the early stages of the psychotic process, and early prevention of relapses have been found to contribute significantly to better outcomes of the disorder (49–51) and in preventing the catastrophic effects that relapses often have on patients' lives (52). Given that psychosis is evolving continuously, and relapse is a biological process that develops over time, it would be reasonable to anticipate variations in the behaviour of such biomarkers that are related to and probably precede the onset and/or worsening of such mental disorders. So, on the above basis, it would be possible to create an intelligent system that could continuously and passively measure human behaviour to detect these changes and predict psychotic relapses before symptoms are fully expressed. The main scope of the e-Prevention project is the development of an advanced application for monitoring and relapse prevention of patients with psychotic disorders. This is done by using long-term recording and analysis of biometric indicators with the active participation of patients themselves. In this section we present the design of our Secure Proposed Framework for Cloud services, which is based, in our previous publications on the security and privacy issues of Cloud-based health systems (53–58) and in our previous research on Healthcare applications (59–62). The proposed secure framework is applicable to the early stages of the e-Prevention system design. The whole list of security and privacy requirements to be fulfilled from the e-Prevention applications, are derived from the proposed Security Framework. So, on the above basis, it would be possible to create a secure, intelligent system that could continuously and passively measure human behaviour to detect behavioural changes and predict psychotic relapses before symptoms are fully expressed. In the following sections, we will describe the steps of the proposed Methodology, that we should follow during the Design process of the e-Prevention system to cover security and privacy requirements. The proposed Methodology comprises of the following four stages, depicted in Figure 6.


[image: Flowchart illustrating the E-prevention goals of confidentiality, integrity, and availability linked to a design process. Sequential arrows detail steps: identification of system assets, stakeholders, and goals; identification of security threats and vulnerabilities; identification of objectives and requirements; and mitigation with impact estimation and appropriate measures.]
FIGURE 6
Proposed secure methodology.


Step 1: Identification of System Assets, Stakeholders and Security—Privacy Goals of the e-Prevention system: The purpose of this step is the definition of the boundaries of the under-study e-Prevention system. In other words, at this step, the data that will be defined are the important affected assets of the e-Prevention system, the classification of stakeholders, the communication channels and relations between components, the security issues that need to be addressed, and furthermore, the specification of high-level security and privacy goals of the e-Prevention stakeholders. Unique identification of information assets is the first task to ensure the protection of information. As an asset is basically any entity of value, the assets that are critical for the e-Prevention system and operations will be clarified. It has been decided by the e-Prevention team and the users that the only purpose of processing that will be considered during the security and privacy analysis is PP1: Evaluate medical data to improve patients' health. Thus, all the analysis of the e-Prevention system will be based on this purpose of processing. In addition to the identified assets, the second task of this step will be the identification of the communications channels involved in the e-prevention architecture (e.g., USB, Bluetooth, Wi-Fi etc.) which are potential risks sources and thus should be also protected. Added to the identification of communication links, the third task will be the identification of the users' categories, in other words, the types of stakeholders of the e-Prevention System and the classification of them. In the e-Prevention system, the identified user categories (or the types of stakeholders) are classified in the following four roles: patients, administrators, doctors, and e-Prevention team. Finally, the last task of this Step is, the identification of the security and privacy goals that the e-Prevention system should meet. Based on the functional requirements derived for the e-prevention system, the goals, and functionalities that the system should fulfil and the stakeholder's needs, the security and privacy goals that the e-Prevention system should meet are the following: (1) confidentiality of stored and transmitted data, (2) integrity of the stored and transmitted data and (3) availability of the e-Prevention services.

Step 2: Identification of Potential Security and Privacy Threats and existing related Vulnerabilities of the e-Prevention system: During this Step, a definition of the potential threats and the related vulnerabilities that are going to be specific for the e-Prevention infrastructure components will be performed. These defined threats and existing vulnerabilities will be used from a devoted risk analysis that will be used at this step. A risk analysis or risk assessment identifies and characterizes the elements that compose the risk (analyze the threats with the corresponding assets, vulnerabilities, impact, existing security measures). The main aim is to ensure that necessary security and privacy objectives are integrated into the design part of architecture. Thus, risk analysis is usually seen as extremely important in analyzing the security features needed by a system. Α vulnerability is defined as a weakness which can be exploited by a threat actor, such as an attacker, to perform unauthorized actions within a computer system and a threat is a potential negative action facilitated by a vulnerability that results in an unwanted impact to a computer system or application. More analytically, the operations that will be performed at this step are a list with the relevant attack methods against security and privacy, the characterization of the threats, the identification of the security and privacy vulnerabilities of the entities, an estimation of vulnerability level, the identification of the potential security and privacy threats and the prioritization of these threats according to the probability of their occurrence. A threat is an event or a circumstance which could cause a security incident. This task involves assessing threats and security risks associated with the e-Prevention system. Through a threat model, the major threats in the e-Prevention system as it is a WBAN system were presented and identified by the e-Prevention team, by e-Prevention end users, and by other health researchers' previous experience/publications.

Step 3: Security and Privacy Requirements Analysis of the e-Prevention system: At this step, based on the detection of vulnerabilities, an identification of the security and privacy objectives will be presented. Thus, if the vulnerabilities are reduced, then the potential risk on the identified entities will be also reduced. The next task of this step will be the definition of the security and privacy requirements that should be satisfied for the e-Prevention purpose of processing: PP1: Evaluate medical data to improve patients' health. These requirements include the most important aspects of e-Prevention's security. For the identification of the appropriate requirements, the following process will be followed: based on the previously defined security and privacy goals (Confidentiality, Integrity, and Availability), the respective threats and vulnerabilities were identified. Then, as the specific threat could exploit the specific vulnerability, for each threat and vulnerability the specific affected e-Prevention assets will be examined. This identification will guide us to the specification of the security and privacy properties that should be protected and, thus, to the elicitation of the appropriate requirements of the e-Prevention project. The above process ensures the mitigation of the identified threats and thus the coverage of the appropriate protection level for the e-Prevention system. In the following Τable 3, the derived security and privacy requirements for the e-Prevention system are listed.

The specific list of these 15 requirements along with the list of general requirements identified and presented previously derived through the application of this Framework. The satisfaction of the requirements will ensure that e-prevention system will exhibit all the appropriate countermeasures against potential security threats.

Step 4: Identify Security and Privacy Measures—Mitigation: The aim of this step is the identification and prioritization of the appropriate technical security and privacy measures that fulfill the requirements (needs) of the e-Prevention system presented in the previous Table (Table 3). These measures should be implemented to reduce the identified risks to acceptable levels. Thus, during this stage, all the requirements elicited in previous steps will be evaluated to eliminate risks and any conflicts prior to the selection of security and privacy measures. Therefore, the main output of this step is the process of selecting and implementing measures to modify risk. The idea behind this is to establish guidelines and recommendations for Operators, Manufacturers and Users, to properly respond to potential cyber-attacks and ensure the overall security of the e-Prevention environment. This step consists of the development of some strategy to address each of the risks analyzed previously. In other words, it establishes a series of actions to reduce, retain, avoid, or transfer data risk according to a defined treatment plan, it proposes solutions to security problems.



TABLE 3 Security and privacy requirements for the e-prevention system.



	Requirement ID
	Requirement





	RE1
	Data Confidentiality during transmission



	RE2
	Data Integrity during transmission



	RE3
	Availability of the required resources



	RE4
	Data Authentication



	RE5
	Interoperability of e-Prevention software components



	RE6
	Secure deployment of e-Prevention software



	RE7
	Authorization: only authorized users can access the e-Prevention system



	RE8
	Access control



	RE9
	Non-repudiation



	RE10
	Data Freshness



	RE11
	Accountability



	RE12
	Anonymity



	RE13
	Key management



	RE14
	Recovery of crucial e-Prevention assets after natural disasters and other physical threats



	RE15
	Reliability and security of the e-Prevention software development process









5.2 Enforcement of confidentiality, integrity, and availability (CIA)

While the e-Prevention framework references the principles of confidentiality, integrity, and availability (CIA), this section provides a detailed overview of how these are technically enforced through integrated mechanisms within the system architecture.

The confidentiality is achieved by encrypting all communication channels among wearable devices, cloud servers, and Elasticsearch engine through HTTPS encryption with automatic seamless HTTP to HTTPS redirection not to have insecure transmission. In addition, all stored data is encrypted either through native disk-level encryption provided by the GRNET cloud infrastructure or through Elasticsearch-compatible encryption plugins where appropriate. Role-based access control (RBAC) is implemented to secure access to sensitive endpoints so that only authorized users with the appropriate roles and components can access or modify covered resources.

Authentication is utilized in a multi-layered form. Smartwatches authenticate every session of data transfer using specific API tokens provided by the BioSignal Collection Server. Username/password credentials are utilized for dashboard logon and video data interactions with robust password policy and optional multi-factor authentication (MFA) enforced. Session integrity is secured through preventing simultaneous logons and enforced credential rotation. These authentication controls prevent unauthorized access and allow session accountability.

For data integrity to be ensured, all sensitive input data undergoes digital signing and cryptographic hashing before storage. They make sure that tampering or alteration—both in transit and at rest—can be identified. Component-to-component communication within the system is also secured with TLS certificates provided by Let's Encrypt to guarantee message origin authenticity as well as content integrity. In addition, user activity, data transmission and processing audit logs are searched in Elasticsearch and monitored and stored to identify real-time anomalous behaviour using Kibana dashboards.

Availability is ensured through the operation of the system on high-availability cloud virtual machines in the GRNET infrastructure. Redundant servers, load balancers, and failover ensure services are available even in the event of hardware failure or cyber-attack. Cold storage backups and the segregation of mission-critical services into logically distinct entities improve resilience and system availability.

Collectively, these measures place the CIA triad on every dimension of the e-Prevention platform to provide a scalable and secure foundation for security critical to supporting real-time continuous monitoring of mental health data.




6 Implemented features in the e-prevention system

In Table 4 the security and privacy requirements satisfied or not at the e-Prevention system after the application of the proposed secure framework are presented. Moreover, an explanation of the implemented measures for the satisfied requirements is described. The satisfaction of the above requirements will ensure that the e-Prevention system will protect the security of the patients and will exhibit all the appropriate measures against security threats.



TABLE 4 Satisfaction of the requirements after the application of the secure framework.



	Requirement ID
	Requirement
	Satisfied/Not Satisfied





	RE1
	Data Confidentiality during transmission
	Satisfied



	RE2
	Data Integrity during transmission
	Satisfied



	RE3
	Availability of the required resources
	Satisfied



	RE4
	Data Authentication
	Satisfied



	RE5
	Interoperability of e-Prevention software components
	Satisfied



	RE6
	Secure deployment of e-Prevention software
	Satisfied



	RE7
	Authorization: only authorized users can access the e-Prevention system
	Satisfied



	RE8
	Access control
	Satisfied



	RE9
	Non-repudiation
	Satisfied



	RE10
	Data Freshness
	Satisfied



	RE11
	Accountability
	Satisfied



	RE12
	Anonymity
	Satisfied



	RE13
	Key management
	Satisfied



	RE14
	Recovery of crucial e-Prevention assets after natural disasters and other physical threats
	Satisfied



	RE15
	Reliability and security of the e-Prevention software development process
	Satisfied







The appropriate measures that fulfil the requirements of the e-Prevention system presented in the previous Table (Table 4) are the following:


	•RE1—Data confidentiality: Denotes the protection of confidential data from exposure, which is considered a crucial issue in a WBAN. To satisfy this requirement, e- Prevention is provided on a secure communication channel between secured WBAN nodes and their coordinators with encryption. For this purpose, all the Cloud components are properly configured to use the HTTPS protocol for all connections. Additionally, if a connection attempts to use the HTTP protocol, then the communication is automatically redirected to HTTPS. Moreover, the e-prevention system uses strong authorization, deploys appropriate access control mechanisms and only authorized users' access to data.

	•RE2—Data Integrity: Data integrity is mainly concerned with how reliable, accurate and ultimately valid the data of an application is. Current e-prevention smartphone platform supports device and/or application integrity checking features that should be leveraged to check the integrity of the device and application. A threat that relates to data integrity is the threat of Tampering that refers to malicious modification of data or processes and may occur on data in transit (e.g., from Body Area Networks to Local Area Networks), on data at rest, or on processes. To satisfy the requirement of Data Integrity, the e-Prevention system uses certificates through which encrypted communication takes place and have been issued by Let's Encrypt. Furthermore, communication links between system components are ensured by using protocols that provide message integrity and confidentiality. Lastly, the e-prevention system uses data hashing and signing. All confidential data be hashed and signed to ensure that the data is valid (untampered and came from the correct/expected source) and strong authorization with appropriate access control mechanisms such as role-based access control (RBAC) with least privileges and separation of duties principles.

	•RE3—Availability: Since e-Prevention system carries important and highly sensitive data, it is required that such network be available at any time for the patient use. For this reason, it is important to switch the operations to another server in case of an availability loss incident. To satisfy this requirement, the server side of e-Prevention has been deployed in virtual machines, running in the Cloud offering of GRNET. By doing this, GRNET as a Cloud provider can guarantee that the virtual machines and the networking will be available and operational at any time. In addition to this, to satisfy the requirement of availability, the e-prevention system uses strong authentication- the user is authenticated to the system using a strong password policy, biometrics and multi-factor authentication mechanisms. Furthermore, the e-prevention system uses the method of encryption. All credentials are encrypted, and it is ensured that credentials do not traverse the wire in clear text form. Lasty the e-prevention system uses cryptographic protocols such as TLS/SSL to ensure secure (encrypted) communication between system components.

	•RE4—Data Authentication: One of the main requirements for all medical applications is data authentication, since they must verify that the source of received data is a known trust center rather than a malicious actor. Identification of the users is critical as authentication is the foundation of access control as is audit logging. Continuous authentication is required to repeatedly verify that the device holder is the person initially authenticated. Patient smartwatches are connected to e-Prevention by

	•Unique API tokens which are issued by the BioSignal Collection Server. Their management and registration are also done by the administrator through this component. Tablet devices are connected to the Dashboard Server with the usage of username/password credentials distributed to the patients during their registration to the platform.

	•RE5—Interoperability: The e-Prevention platform is a multicomponent system. To guarantee that interoperability is respected, each component's role has been strictly defined and documented. To be more specific, all data flows and actions have been identified and assigned to specific components. To ensure that interoperability is achieved in a secure way, a private network has been created for internal communication between the e-Prevention components. This network is not accessible on the Internet, and it can be accessed only by the administrator through a jump host.

	•RE6—Secure Software: To ensure that the deployment of the e-Prevention software is secure, it is installed by using the credentials provided by the Cloud operator. In addition, a big part of the e-Prevention infrastructure has been configured as code and can be easily redeployed from zero. Additionally, the e-Prevention platform relies on open-source software for its various components to guarantee that all the best practices have been followed during the development lifecycle of the software in use.

	•RE7—Authorization Schema: To exhibit a fine-grained authorization schema for connected users to e-Prevention, an RBAC mechanism has been put in place. Through this mechanism, the users, after creating a unique account and password, fall into categories. Depending on the category to which it belongs, each user can perform different actions in the system. These categories are the translation of the e-Prevention roles which have been described in the previous section.

	•RE8—Access Control: Access control refers to physical access to the location of the infrastructure where software is running. This requirement is covered by running the e-Prevention platform in the Cloud, since access to the physical servers in data centers, where e-Prevention virtual machines are running, is monitored, and guarded by the Cloud provider. On the other hand, remote access to the virtual e-Prevention infrastructure is allowed via secure shell protocol (SSH). Extensive care has been taken in the infrastructure so that: a) access via SSH is allowed only with the use of the private key of the administrator and no one else's, b) access is done through two steps: The administrator must first log in to a jump host and then connect through it to the rest of the virtual infrastructure.

	•RE9—Nonrepudiation: Non-repudiations is the assurance that the sender of information is provided with proof of delivery, and the recipient is provided with proof of the sender's identity, so neither can later deny having processed the information. The e-Prevention system fulfils this requirement with the use of secure audit trails. All activities such as successful and unsuccessful authentication and sensitive data (e.g., cookies and authentication credentials) are logged and recorded in the e-prevention system.

	•RE10—Data Freshness: Data freshness refers to how up to date the data in a report is. The e-Prevention platform is a live capturing system that collects data from patients on a 24-hour basis. To be able to withstand smartwatch synchronization issues and asynchronous video and questionnaire uploads by patients and doctors, the processing phase uses a different cycle. To be more specific, the processing of the collected data happens periodically in a 3-day sliding window. This delay is essential for the correct operation of the platform while it does not affect the freshness of the data.

	•RE11—Accountability: Accountability means making sure every action can be tracked back to a single person, not just a group or ID. And it requires more culture change and needs to be handled with a light touch. To implement accountability, every account is unique and belongs to a single person or component of e-Prevention. In addition, simultaneous active sessions with the use of the same account are prohibited by design. Finally, no default passwords are used, and e-Prevention administrator is the only person who holds the admin credentials of the e-Prevention components, which are stored in a secure password vault.

	•RE12—Anonymity: To ensure that the data in the e-Prevention system are anonymized and cannot be linked to a physical person, each patient has been assigned a random personal identifier with which its data are tagged. This identifier is the only unique characteristic of each patient and only doctors are aware of the correlation of their patients. The e-Prevention platform can run Personal Identifiers such as name, age, weight etc. and through a data anonymization process retain the data but keep the source anonymous. In addition to this, e-Prevention contains data from fake patients to enhance anonymity even further.

	•RE13—Key Management: To fulfill this requirement the e-prevention system uses only the keys for the purpose they were intended. More analytically, it restricts the permissions on each key so that it may only be used for a specific purpose (e.g., encryption, decryption, verification, etc.). In case that the key must be distributed to another system, it uses various “key block” formats that bind the permissions to the key. Furthermore, in the e-prevention system all key management operations are performed according to strict and well-defined processes. These processes are in place to manage the consequences of a key that is suspected or known to be compromised. Lastly, the e-prevention system uses a centralized key management system to keep data with secure and efficient key generation, storage, and distribution.

	•RE14—Recovery: The term recovery refers to the ability to resume operation after natural disasters and other physical threats. By running e-Prevention in the cloud,

	•Recoverability is guaranteed, since any hardware failure or emergency is handled by the cloud provider who can migrate virtual machines between physical servers, data centers or regions, without interrupting their operation. To further boost the resilience of e-Prevention, the cloud components are replicated and access to them is managed by network Load Balancers. Another measure to boost recoverability is the cold storage of data in Ultimate Storage Server which is also physically located in a separate data center than the other components of e-Prevention.

	•RE15—Reliability and Security: Reliability is defined as the probability that a given system operates properly for a specified period. To enhance reliability of e-Prevention, its system logs are collected in its Elasticsearch component and are monitored through the Kibana visualization platform by the administrator. By actively monitoring system data, e-Prevention administrators can identify and classify potential malicious or abnormal activities in every cloud component of e-Prevention. To boost security, a policy of strong passwords has been applied as well as short expiration and request for password renewals. In addition, login attempts, and active user sessions are monitored and analyzed by e-Prevention administrator.





7 Discussion


7.1 Limitations and future work

Though the suggested framework reflects a broad cross-section of the security features fitting the CIA paradigm, the performance has not yet been statistically evaluated using empirical measures or simulated. Rather, the system aims for low-latency and real-time like response based on published performance profiles for Elasticsearch and the other Elastic Stack components.

Elasticsearch, for instance, has attained sub-second search latency in earlier installations by optimal indexing and shard plans in the right configurations. TLS cluster member communication provides end-to-end encryption for data transfer with usually less than 10 ms overhead per query within optimally provisioned cloud setups. Lastly, Filebeat's minimalist architecture and system ingestion pipeline optimization minimizes CPU and memory loads during uninterrupted data ingestion. Audit logging and role-based access control are used to offer responsiveness and security without introducing substantial delays in user interactions.

However, it is important to note that latency, throughput, and fault tolerance under load have not been measured or simulated in this work. These are the premise of follow-up studies, which will involve a thorough performance benchmarking of the platform for different data ingestion and query loads. Comparative studies with other existing competing e-health monitoring frameworks are also anticipated to further strengthen the practicability and scalability of the proposed design in actual clinical environments.



7.2 Ethical and legal considerations

Since the e-Prevention system entails ongoing monitoring of sensitive patient information, such as biometric data, behaviour patterns, and mental health status, ethical functionality and legality are foremost in its development. The platform has been developed with great priority placed on privacy, openness, and user control, and possesses inherent controls to become GDPR and HIPAA compliant in the future. In this instance, explicit informed consent must be sought from all the participants before data collection. This involves clear communication of what kind of data will be collected, how it will be utilized, and who will be acquainted to it. Patients are also free to withdraw their permission or ask for erasure of data at any time, which falls in line with the concept of data ownership and enhances ethical utilization of health data. Though complete regulatory compliance remains in the works, the architecture itself already enforces best practices under GDPR, including data minimization, role-based access control, and encryption of data in transit and at rest. Personally identifiable information (PII) is isolated from clinical and biometric data through pseudonymization, and sensitive information access is strictly limited to approved healthcare providers.

Among the essential building blocks of the project's future growth is to do a thorough data protection impact assessment (DPIA) and institute policies and measures required in order to obtain complete GDPR conformity. Likewise, further procedural controls will be enforced for HIPAA compatibility should the system be planned to be rolled out to U.S.-based deployments. With forward-looking inclusion of ethical considerations and enforcement of privacy-oriented design patterns, the e-Prevention platform builds the groundwork for a secure, user-sensitive, and regulation-friendly solution for mental health monitoring.



7.3 System constraints and scalability challenges

As a real-time monitoring platform for continuous biometric and behavioural, the e-Prevention system is subject to various architectural and operational limitations which should be addressed in future revisions. Computational overhead, especially during times of heavy data ingestion and processing, is one key area of concern. Although modules such as Filebeat and Elasticsearch are designed for high-throughput scenarios, constant streaming from numerous patients for long periods of time can result in higher CPU and memory consumption, particularly with real-time alerting and analytics turned on. Scalability in terms of storage is also something to be worried about, with prolonged monitoring leading to extensive storage of high-resolution time-series, video recording, and inputs from clinicians. It is currently based on cloud-based virtual machines and cold storage, but retention policies, compression, or hierarchical storage management (HSM) may be required in the future to balance performance and cost. Moreover, user scalability, query scalability, and concurrent access are also issues with growing users, queries, and concurrent access among researchers, clinicians, and patients. Providing low-latency responsiveness and system responsiveness under load necessitates strategic backend resource coordination, sharding strategy within Elasticsearch, and potentially horizontal scaling of services.

Although the design is keeping modularity and cloud hosting in view, there will be a requirement for continuous stress testing, load balancing, and auto-performance tuning to ensure fault tolerance of the system in actual clinical deployment scenarios.




8 Conclusions and next steps

Since Wireless Body Area Network (WBAN) systems are being used more and more in the collection of sensitive patient information, they need to have a secure and resilient architecture to ensure the integrity and confidentiality of the communication they create. Health care services enjoy nearly real-time surveillance and transmit sensitive medical data of patients who are extremely worried about data confidentiality and privacy. But the ubiquitous and distributed nature of WBANs leaves them vulnerable to a broad attack surface, and security and privacy become necessary but daunting. objectives.

The e-Prevention platform, being an instance of a WBAN-based remote patient management system for people afflicted with mental illnesses, entails continuous sharing and reaping of high volumes of biometric and behavioural information. The aim of this paper was to introduce a secure cloud repository architecture on top of Elasticsearch, integrated at the initial phase of system design, to fulfil security and privacy needs in a complete sense. The architecture not only provides secure data handling and excellent precision in real-time health monitoring but also tries to fulfil functional as well as non-functional requirements dictated by healthcare professionals and end users.

The system is secure with confidentiality via encrypted communication and rules of access, integrity via the use of cryptographic hashing and digital signatures, and availability via the use of strong authentication like RBAC, biometric authentication, and multi-factor authentication. The data is encrypted in transit at every level from the medical device to the cloud storage unit and only made accessible to approved personnel.

To envision the required framework, we referred to existing WBAN security solutions, identified key deficiencies in mental health monitoring systems, and debated limitations of current cloud architectures with an eye towards this purpose. Due to a lack of any current framework for mental health monitoring systems, we have devised a set of guidelines to steer future work toward developing a GDPR-compliant solution to deploying secure, privacy-enforcing cloud services using Elasticsearch.

Near-term future work will involve formal verification of the framework outlined above, including performance benchmarking (latency, throughput, and fault tolerance), threat modelling, and live stress testing. Moreover, we intend to utilize a Technology Readiness Level (TRL) roadmap to organize this development. This will enable system maturation from conceptual framework to verify, deployable architecture for secure and scalable mental health monitoring in real-world settings.
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This work presents a framework for enhancing Gen3, an open-source data commons platform, with temporal visualization capabilities for clinical trial research. We describe the technical implementation of cloud-native architecture and integrated visualization tools that enable standardized analytics for longitudinal clinical trial data while adhering to FAIR principles. The enhancement includes Kubernetes-based container orchestration, Kibana-based temporal analytics, and automated ETL pipelines for data harmonization. Technical validation demonstrates reliable handling of varied time-based data structures, while maintaining temporal precision and measurement context. The framework's implementation in NIH HEAL Initiative networks studying chronic pain and substance use disorders showcases its utility for real-time monitoring of longitudinal outcomes across multiple trials. This adaptation provides a model for research networks seeking to enhance their data commons capabilities while ensuring findable, accessible, interoperable, and reusable clinical trial data.
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Introduction

Clinical trial networks require sophisticated data commons platforms that support longitudinal analytics while following FAIR (Findable, Accessible, Interoperable, and Reusable) data principles (1). While existing data commons solutions excel at managing static datasets, they often lack native capabilities for tracking and visualizing the progression of clinical outcomes over time (2, 3). This gap presents a significant challenge for understanding treatment effectiveness in interventional studies.

Current data commons platforms face several technical limitations when applied to longitudinal clinical research. These specific technical requirements include: the need for temporal data modeling that preserves measurement timing and sequence, standardized harmonization of patient-reported outcome measures across multiple trials, real-time monitoring capabilities for trial management, and integration of diverse data types with varying collection frequencies from daily patient reports to monthly clinical assessments. Existing platforms typically require specialized informatics support and custom development for temporal analyses, limiting accessibility for clinical researchers.

Gen3, an open-source platform widely adopted across NIH-funded research networks, provides robust capabilities for data storage, access control, and basic querying (4). However, its implementation for clinical trial visualization has revealed important capability gaps, particularly in temporal analysis and standardized outcome measure harmonization (5). The complexity increases with requirements for integrating diverse data types from multiple concurrent trials, implementing granular access controls for multi-site studies, and supporting real-time monitoring of recruitment and outcomes (6, 7).

This paper addresses the following research questions: How can Gen3's architecture be enhanced to support temporal visualization of clinical trial data while maintaining FAIR principles? What technical implementations are required to enable real-time monitoring of longitudinal outcomes across multiple trials? How can standardized temporal analytics be achieved without compromising data security and access controls?

Our implementation maintains FAIR data principles while addressing the specific technical requirements of longitudinal clinical research (8). We demonstrate this framework's effectiveness through its deployment in NIH HEAL Initiative clinical trial networks studying chronic pain and substance use disorders (3). though the approach is broadly applicable across clinical domains (4, 9–11).



Methods


System architecture overview

The adaptation of Gen3 for clinical trial applications required significant architectural enhancements to support temporal data visualization and analysis. The core enhancement involved developing a cloud-agnostic implementation that freed the platform from vendor-specific constraints (5). This platform independence proved crucial for research networks that operate across multiple institutions with varying infrastructure requirements. The successful transition between cloud providers demonstrated the feasibility of cross-cloud deployment while maintaining full functionality.



Cloud-native infrastructure implementation

The implementation leverages comprehensive container orchestration through Kubernetes, with robust node pool configurations enabling automated scaling based on resource utilization metrics. The containerized environment is secured through NeuVector's zero-trust security model (12), providing Layer 7 firewall capabilities and continuous vulnerability scanning (13). This security framework integrates seamlessly with OAuth2 authentication patterns (14), ensuring consistent access controls across all microservices.



Temporal visualization framework

The integration of temporal visualization capabilities marked another crucial advancement. By incorporating Kibana-based analytics, the platform gained the ability to track longitudinal outcomes effectively. The visualization framework supports interactive filtering and temporal comparisons, enabling researchers to examine treatment effects across multiple timepoints and subgroups (15).

Our implementation integrates Kibana with ElasticSearch indices (16), enabling researchers to examine longitudinal patterns through both predefined and custom dashboard configurations. This implementation includes automated ETL pipelines that maintain data synchronization between PostgreSQL databases (17) and ElasticSearch indices, ensuring near real-time availability of temporal analytics (16, 18, 19).



Security architecture

Security enhancements formed a critical component of the adaptation (5). The implementation of NeuVector provided zero-trust container security, crucial for protecting sensitive clinical trial data (20). The security architecture implements comprehensive authentication and user management, specifically OAuth2 for external service authentication and includes comprehensive backup strategies across services, as illustrated in Figure 1 (14). The security model maintains compliance with regulatory requirements while enabling appropriate data sharing and collaboration across research sites.


[image: Architecture diagram illustrating GEN3 platform integration with NGINX, OAuth2 Proxy, healhkum.app, kibana.healhkum.app, ElasticSearch, Kibana, and user synchronization using service accounts and configuration files within a GKE cluster.]
FIGURE 1
Gen3 authentication and user synchronization architecture. Architectural diagram showing the integration between Gen3, Kibana, and authentication services. The system utilizes NGINX modules for OAuth2 authentication and maintains user synchronization between Gen3 and Kibana to ensure consistent access controls across services. Created using excalidraw, https://excalidraw.com/.




ETL pipeline development

Data harmonization capabilities represent another significant enhancement. The platform now includes automated ETL pipelines for standardizing data across different trials and sites. To ensure consistent data processing and standardization, we developed an automated ETL pipeline architecture with specific adaptations for temporal clinical trial data (21). Our implementation, shown in Figure 2, extends their approach by incorporating clinical trial-specific data validation and temporal relationship preservation. The pipeline includes automated ETL processes that maintain data synchronization between PostgreSQL databases (17) and ElasticSearch indices, ensuring near real-time availability of temporal analytics (16, 18, 19). The enhanced data dictionary management system enables flexible adaptation to different clinical trial protocols while maintaining standardized data structures.


[image: Flowchart illustrating the ETL process for moving Postgres data to ElasticSearch using Kubernetes CronJobs, Gen3 Tube service, Apache Spark for processing, and resulting in searchable Elasticsearch indices via the Gen3 dashboard.]
FIGURE 2
ETL pipeline architecture for Gen3 clinical trial data. Workflow diagram illustrating the ETL process from PostgreSQL to Elasticsearch. The pipeline leverages Kubernetes for orchestration, with Gen3's Tube service coordinating data extraction and Apache Spark handling transformation before loading into Elasticsearch indices. Created using excalidraw, https://excalidraw.com/.


The enhanced data dictionary management system enables flexible adaptation to different clinical trial protocols while maintaining standardized data structures. Validation focused on ensuring accurate representation of clinical trial trajectories and proper handling of temporal data harmonization across diverse measurement types and collection schedules.




Results


Temporal analytics validation

The enhanced Gen3 platform's temporal analytics capabilities required specific validation approaches to ensure reliability for clinical trial time series analysis. The integration of Kibana-based visualizations introduced new requirements for validating both data accuracy and analytical functionality across longitudinal datasets (16).

Validation of the temporal visualization framework demonstrated precise handling of varied time-based data structures, from regular visit schedules to irregular event-based capturing. Testing encompassed multiple temporal granularities, from daily patient-reported outcomes to monthly clinical assessments, while maintaining proper temporal relationships between different measurement types. The system successfully handled common clinical trial challenges including missing timepoints, out-of-window measurements, and protocol deviations.



ETL pipeline performance

The Elasticsearch ETL pipeline validation confirmed accurate transformation of diverse time-based measurements into standardized formats while preserving temporal precision and measurement context. Testing verified proper data synchronization between PostgreSQL databases and ElasticSearch indices, with successful handling of the data volume and complexity typical of multi-site clinical trials.



System performance and usability

Performance validation addressed the demands of temporal queries and real-time filtering. The platform maintained responsive performance when generating time-based visualizations across large datasets, with successful testing of concurrent users performing temporal analyses. Dashboard refresh rates remained within acceptable limits even when applying complex temporal filters and aggregations, ensuring practical utility for trial monitoring and interim analyses.

The platform's temporal visualization capabilities are demonstrated through a patient-reported outcomes (PROMIS) dashboard (Figure 3), which enables tracking of multiple outcome measures over time. Real-time trial monitoring capabilities are exemplified in the chronic pain clinical trial dashboard (Figure 4), which presents both temporal trends and distribution patterns of key outcome measures.


[image: Two scatter plots display patient-reported outcome scores over time, separated by color-coded patient identifiers. The first chart shows PROMIS sleep disturbance scores per week, while the second shows PROMIS pain interference scores per week, both on similar date axes spanning 2024. Data points are grouped and compared longitudinally for each patient.]
FIGURE 3
PROMIS patient-reported outcomes dashboard. Example of temporal visualization capabilities showing longitudinal patient-reported outcomes. Multiple measures including sleep disturbance, social activity, pain interference, and pain intensity are tracked over time, demonstrating the platform's ability to handle diverse temporal data streams. (Reproduced with permission from Wake Forest University, https://impowrgen3.wakehealth.edu/login).



[image: Dashboard screenshot showing two data visualizations for PGIC scores. Left, a vertical bar chart tracks patient PGIC scores over time, using four shades of green. Right, a pie chart displays PGIC score distribution: much worse fifty percent, much improved sixteen point sixty-seven percent, no change sixteen point sixty-seven percent, and very much improved sixteen point sixty-seven percent.]
FIGURE 4
Chronic pain clinical trial monitoring dashboard. Interactive dashboard showing aggregated trial outcomes including PGIC scores and GAD-2 anxiety measures. The visualization demonstrates both temporal trends and distribution patterns, enabling real-time monitoring of trial progress and patient outcomes. (Reproduced with permission from Wake Forest University, https://impowrgen3.wakehealth.edu/login).


The platform's automated testing framework incorporates containerized test suites that validate both data integrity and temporal visualization accuracy. Performance validation demonstrated sustained responsiveness under concurrent user loads, with dashboard refresh rates remaining under acceptable thresholds even when applying complex temporal filters across large datasets (22).




Discussion

The integration of temporal analytics capabilities into the Gen3 data commons platform addresses a fundamental need in clinical research: the ability to understand and analyze treatment effects over time while maintaining the security and standardization benefits of a data commons architecture. Research teams can now track critical outcome measures across multiple timepoints without requiring specialized informatics support.


Technical contributions and enhancements

The integration of Kibana into the Gen3 stack significantly enhanced visualization capabilities beyond native architecture limitations. Our specific modifications to existing frameworks include: adaptation of ElasticSearch indexing for clinical trial temporal data structures, development of OAuth2 integration patterns for multi-service authentication, and implementation of automated ETL processes specifically designed for patient-reported outcome measures.



Broader research implications

The standardized approach to temporal visualization enables cross-trial comparisons and meta-analyses, fostering deeper understanding of treatment trajectories across different patient populations and interventions. In the NIH HEAL Initiative networks, researchers can now visualize patterns of patient-reported outcomes across multiple trials (Figures 3,4), leading to insights about treatment effectiveness that were previously difficult to obtain.

These enhancements align with evolving requirements for clinical trial transparency while maintaining appropriate privacy protections. The platform eliminates the need for specialized informatics support through Jupyter notebooks (9), democratizing data access and facilitating independent exploration of temporal patterns, evaluation of potential secondary analyses, and development of new research hypotheses (23).

The enhanced platform demonstrates particular utility in multi-site clinical trials, where real-time monitoring of longitudinal outcomes is essential for trial management. Research coordinators can track enrollment progress and outcome measure completion across sites, while investigators can examine temporal trends in key endpoints as they emerge.



Future directions

Integration with emerging clinical trial standards and data models presents a key opportunity for expanding interoperability. Development of more sophisticated statistical analysis tools integrated with temporal visualizations represents another promising direction, while maintaining the platform's emphasis on user-friendly interfaces.

The current implementation's cloud-agnostic architecture positions it well to incorporate emerging technologies for improved performance and scalability. Expansion of temporal visualization capabilities to support adaptive trial designs and integration with real-time data streams from wearable devices could extend the platform's utility for modern clinical trial designs.

The growing emphasis on patient-centered research suggests a need for developing interfaces that can effectively communicate temporal patterns to trial participants while maintaining appropriate data protections and scientific rigor.



Limitations

Several limitations should be acknowledged in this work. The technical implementation requires specific infrastructure and expertise that may not be readily available at all research institutions. The platform's dependency on the Kubernetes, Elasticsearch, and Kibana technology stack creates potential vendor lock-in despite efforts to maintain cloud-agnostic deployment.

From a clinical implementation perspective, the system requires training for clinical staff and may introduce workflow changes that could temporarily disrupt established data collection processes. The data migration process from existing clinical trial management systems presents potential challenges for ongoing studies.

The generalizability of this implementation may be limited by its specific design for NIH HEAL Initiative requirements. While the approach is broadly applicable, adaptation to other clinical trial contexts may require significant customization. The resource requirements for full implementation, including technical expertise and infrastructure costs, may limit adoption in resource-constrained research environments.

Finally, while the platform demonstrates improved temporal visualization capabilities, long-term usability studies and comprehensive user satisfaction assessments were not conducted as part of this implementation project.




Conclusion

The enhancement of the Gen3 data commons platform to support temporal analytics and dynamic data visualizations represents a crucial advancement for clinical trial infrastructure. Through the implementation of cloud-native architecture and integrated visualization capabilities, Gen3 now provides a framework that addresses fundamental needs in clinical trial data sharing and analysis while adhering to FAIR principles.

The specific technical contributions include: successful integration of temporal visualization tools with existing data commons architecture, development of automated ETL pipelines for clinical trial data harmonization, implementation of security frameworks suitable for multi-site clinical research, and creation of user-friendly interfaces that eliminate the dependency on specialized informatics support. These enhancements demonstrate measurable improvements in data accessibility and analytical capabilities for clinical trial networks.

The success of this implementation provides important lessons for the broader research community. It demonstrates that established data commons platforms can be effectively adapted for specialized research domains without compromising core data sharing capabilities. The cloud-agnostic approach ensures platform sustainability and broad applicability, while thoughtful integration of visualization tools enhances the utility of shared research data.

As clinical trials become increasingly complex and data-intensive, sophisticated yet accessible data commons platforms will continue to be essential. The enhancements described here provide a foundation for future developments in clinical trial data sharing infrastructure. By enabling robust temporal analytics while maintaining security and standardization, this approach advances the goal of making clinical trial data more findable, accessible, interoperable, and reusable for the broader research community.
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Topic modelling refers to a popular set of techniques used to discover hidden topics that occur in a collection of documents. These topics can, for example, be used to categorize documents or label text for further processing. One popular topic modelling technique is Latent Dirichlet Allocation (LDA). In topic modelling scenarios, the documents are often assumed to be in one, centralized dataset. However, sometimes documents are held by different parties, and contain privacy- or commercially-sensitive information that cannot be shared. We present a novel, decentralized approach to train an LDA model securely without having to share any information about the content of the documents. We preserve the privacy of the individual parties using a combination of privacy enhancing technologies. Next to the secure LDA protocol, we introduce two new cryptographic building blocks that are of independent interest; a way to efficiently convert between secret-shared- and homomorphic-encrypted data as well as a method to efficiently draw a random number from a finite set with secret weights. We show that our decentralized, privacy preserving LDA solution has a similar accuracy compared to an (insecure) centralised approach. With 1024-bit Paillier keys, a topic model with 5 topics and 3000 words can be trained in around 16 h. Furthermore, we show that the solution scales linearly in the total number of words and the number of topics.
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1 Introduction

Topic modelling is a set of techniques that can discover abstract topics over a large set of textual documents. This is useful when there is a lot of textual data that needs to be analyzed and manual analysis is infeasible. Topic modelling can help to categorize and filter the data or to find related documents. Research until now has focused on centralized datasets, where the training data is available in one database. It is possible that certain private databases contain valuable textual data for a topic model that data holders are unwilling to share. There are two main reasons why data can be too sensitive to share: either commercially sensitive, or personal information that is privacy sensitive.

An example of the latter motivation occurs in the medical domain, where information on patients is generated by doctors in various different hospitals or other medical institutions. Combining the textual data from these different entities is valuable for two reasons: firstly, they often contain different types of information, which makes the input to the topic model more diverse and the resulting topic model richer. Secondly, topic models generally need a large amount of input, so combining inputs to train one larger topic model would result in a better topic model. The topic model can for example be used to categorize the textual data to enrich the structured patient data with new information and predict inpatient violence (1), detect virus outbreaks at an early stage (2), or get more insight into symptoms of certain diseases.

Privacy-Enhancing Technologies (PETs) provide a solution that retains the advantages of big data analytics of textual data and ensures privacy (or protects other kinds of sensitivity) of the analyzed documents. In the context of the GDPR, PETs contribute to data minimization—and therefore to proportionality—and to data control. In our work, we specifically focus on a PET called Secure Multi-Party Computation (MPC). In a nutshell, MPC allows to perform computations on data of multiple parties while keeping the inputs secret and only revealing the outcome.

Our work proposes an algorithm that enables topic modelling on distributed textual documents in a privacy-preserving way, using two MPC techniques called homomorphic encryption and secret sharing. This opens the door to new business cases that require topic models over textual personal data distributed over different entities, such as the ones previously mentioned.


1.1 Latent Dirichlet allocation

We focus on an existing algorithm called Latent Dirichlet Allocation to train a topic model for a set of documents. Intuitively, a topic model categorizes documents into different topics, where each document is assigned a combination of one or more topics. Furthermore, this gives insights into what words are often associated with these topics. Latent Dirichlet Allocation (LDA) is one of many topic modelling techniques. Among the most common topic modelling techniques, LDA is the most consistent performer over several comparison metrics, making it the most suitable algorithm for most applications (3). In particular, we consider LDA and use a technique called Gibbs sampling to train the model. Gibbs sampling is an iterative method to estimate latent distributions of a dataset based on observations from that dataset.

This means that we iterate over all the words in all the documents and observe what topic it most likely belongs to. With this topic, we then update the parameters of the topic model. This is done until the parameters converge to a stable representation of the topic model. There are also other methods to train latent parameters, but Gibbs sampling was chosen because it often yields relatively simple algorithms for approximate inference in high-dimensional models such as LDA (4, Figure 8).



1.2 Related work

Some research has already been done on privacy-preserving Latent Dirichlet Allocation. We can distinguish two lines of research: work that enables privacy-preserving LDA on centralized textual data, such that the final model does not leak information about the inputs (5), and work that enables LDA on distributed textual data, such that the information sent throughout the protocol does not leak information about the inputs (6–8).

Our work falls into the latter category and therefore distinguishes itself from the work in the former category by enabling LDA on decentralized data instead of centralized data. We present several new secure protocols to perform each step of the LDA algorithm in a privacy-preserving way. We now provide more explanation of the other works in the latter category. A comparison between our work and related work can be found in Table 1.



TABLE 1 Comparison with related work.



	Paper
	Accuracy
	Speed
	Security





	YN10 (8)
	Medium
	Low
	Medium: leaks probability distributions of topics



	WTS20 (7)
	Low
	Medium
	Medium: leaks statistics about all information



	CD16 (6)
	High
	High
	Low: leaks the complete document-topic matrix



	Our work
	High
	Low
	High: leaks just the total word count







The first work on privacy-preserving LDA on distributed data was published in 2010 by Yang and Nakagawa (8). Similar to us, they use homomorphic encryption. They use a custom protocol to draw the topics, which reveals the distributions to all parties. Additionally, they use a slightly altered version of the LDA algorithm, as do we. Whereas they argue the validity of their alteration with a notion of convergence based on the number of changes the algorithm makes, we use a more robust analysis using the perplexity score, showing that our alteration retains the quality and convergence rate of regular LDA.

Wang, Tong and Shi (7) propose a privacy-preserving LDA solution using federated learning and differential privacy. Their solution makes it possible to do local sampling, as the intermediate values are perturbed using differential privacy techniques. As their experiments show, this comes at a quality cost, as the perplexity score is higher for their solution than for regular LDA. Instead, we use homomorphic encryption to keep all information hidden, including intermediate values.

Colin and Dupuy (6) propose a solution to decentralized LDA with varying network topologies. They claim that their solution attains privacy of the textual documents, but no privacy arguments are given. In each iteration, two nodes, each holding a number of documents, exchange (and average) their local statistics. This is similar to sharing the matrix nm(k), which we avoid in our solution for privacy reasons.



1.3 Our contributions

We present a novel solution for decentralized topic modelling in a privacy-preserving manner using latent Dirichlet allocation. This is the first solution that does not leak anything about the content of the documents while at the same time maintaining the accuracy of non-private versions of LDA. This way, we bridge the gap between accuracy and security in distributed LDA training by presenting a solution that is both highly accurate as well as secure. Furthermore, we present two generic, cryptographic building blocks of independent interest:


	–Securely drawing a random number from a finite set without revealing the drawing probabilities, as described in Sections 3.4, 3.5.

	–A generic solution to efficiently convert (multiple) additively homomorphic encrypted values to secret sharings, as described in Sections 3.6, 4.2.





1.4 Problem setting

In this work, we consider the scenario where the documents are not stored in a single database, but are distributed among multiple parties that want to train a joint topic model, but do not wish to simply share these documents with each other. Concretely, our goal is to mimic the existing LDA algorithm in a privacy-preserving manner while maintaining the same accuracy as the non-private version of the algorithm.

Suppose we have M documents, document m, 1≤m≤M, containing Nm words. We consider the setting where we have multiple parties, each having one or more (sensitive) documents. Let K be the number of topics, and V the number of terms1 in our vocabulary. Let α=(α1,…,αK) be the Dirichlet hyperparameters for the topics in the topics-document distribution, and β=(β1,…,βV) the Dirichlet hyperparameters for the terms in the terms-topic distribution. All these parameters are public.

During the distributed algorithm, we need to manage the secret matrix elements nm(k), representing the number of words in document m that have topic k, and nk(t), representing the number of words with term t that have topic k. Note that {nm(k)}m∈{1…M},k∈{1…K} is a matrix, which will be referred to as the document-topic matrix. Furthermore, {nk(t)}k∈{1…K},t∈{1…V} will be referred to as the topic-term matrix. The document-topic matrix can be split into M vectors, such that each party can manage and store only the vectors corresponding to its own documents. For the second matrix we need a different solution to avoid sharing sensitive data, see Section 3.

The purpose of the algorithm is to train the latent variable zm,n, denoting the topic of the nth word of document m. In each iteration, for each document, and for each word within that document, a new topic is sampled for that word from a dynamic multinomial distribution. Given the word with index i=(m,n) and term t, this distribution is proportional to:






	Pr(zi=k)∝nk,¬i(t)+βt∑τ=1Vnk,¬i(τ)+βτ⋅nm,¬i(k)+αk∑κ=1Knm,¬i(κ)+ακ,

	(1)










where nk,¬i(t) indicates the count nk(t), excluding the current word with index i, and similarly nm,¬i(k) (4). The first ratio can be roughly interpreted as the empirical probability that a word (not the current word) with topic k has term t. The second ratio can be roughly interpreted as the empirical weight of topic k in document m. The hyperparameters α and β are often called pseudo-counts (from prior belief) and contribute too.




2 Preliminaries

Our work leverages cryptographic techniques to ensure secrecy of the documents’ contents, while still enabling us to learn from them. There are different technologies that can be applied to enable privacy-preserving computations. In this work we use additively homomorphic encryption (AHE) (9, 10) and secret-sharing (11, 12). In its basic form, both techniques represent the messages they encrypt as integers, which is also what we follow in this work. The key difference is that AHE can be computed by a single party knowing the required information, while with secret sharing all operations need to be performed by all the parties holding the secrets. Parties can perform the linear operations on the shares individually, but for more complex operations such as multiplication and division, interaction is required between the parties. Nevertheless, for non-linear operations, secret sharing often yields more efficient solutions than AHE.


2.1 Additively homomorphic encryption

We denote the encryption of a message or plaintext m by [m]. We use the Paillier encryption scheme (9), which gives us the operations ⊕ and ⊗ such that:



[x]⊕[y]=[x+y] and c⊗[x]=[c⋅x],





for any public constant c, and secret messages x and y. That is, given encryptions [x] and [y] of x and y, we can obtain an encryption [x+y] of the sum x+y without decrypting the ciphertexts. The resulting ciphertext can be decrypted to yield the result, or be input for further encrypted operations.



2.2 Secret sharing

Secret Sharing has similar properties but works in a fundamentally different, key-less way. Suppose we have a secret s and wish to use this in a computation with a set of parties P1,…,Pn. The party holding the secret s can split this secret up into a number of shares s1,…,sn and send each si to party Pi. We denote the sharing of s by ⟨s⟩=s1,…,sn.

Each party Pi can then compute operations for a public constant c and secret sharings ⟨x⟩=x1,…,xn and ⟨y⟩=y1,…,yn for secrets x and y such that:



⟨x⟩⊞⟨y⟩=⟨x+y⟩,\; c⋅⟨x⟩=⟨c⋅x⟩and⟨x⟩⊠⟨y⟩=⟨x⋅y⟩.





In this work, we use the Shamir secret sharing scheme (12), which is a linear secret sharing scheme. This means we can compute the linear additions and multiplications with a public constant without interaction between the parties. Multiplication of two secrets is additionally possible with communication between the parties.




3 Secure distributed LDA

In this section, we present the building blocks and algorithms required for securely performing the distributed LDA algorithm. To this end, we start in Section 3.1 with the required security assumptions. After that, in Section 3.2 we explain our solution for securely keeping track of the document-topic and topic-term matrices. Next we describe the main algorithm for securely performing Gibbs sampling in Section 3.3. Finally, in Sections 3.4–3.6 we respectively introduce separate building blocks for securely drawing a new topic from secret weights, computing encrypted integer weights and converting Paillier ciphertexts into Shamir secret sharings.


3.1 Security model

For both techniques, we assume the semi-honest setting, where each entity tries to learn as much information about the other entities’ data as possible, but does follow the steps of the protocol. For most use cases, this security model will suffice, as it is likely that honest participation will be agreed upon within a contractual agreement between the entities. Furthermore, since LDA already has some inherent privacy properties (5), it is unlikely that during execution a dishonest entity can retrieve a significant amount of information about other entities’ documents. However, we acknowledge this security model might not be appropriate for large-scale deployments with many potentially dishonest entities.



3.2 Tracking the matrices

As highlighted in Section 1.4, LDA essentially manages and updates two matrices: a document-topic matrix and a topic-term matrix. The document-topic matrix keeps track of the topic distribution of each document and consists of elements nm(k), representing the portion of document m belonging to topic k. The topic-term matrix keeps track of the topic distribution of each term in the vocabulary and consists of elements nk(t), representing the portion of term t belonging to topic k over all documents.

However, these matrices are precisely the sensitive information that completely leaks the content of the documents of a party when simply giving it away. Therefore, we need to find a secure way to store these matrices without (significantly) decreasing the accuracy of the algorithm.

A crucial observation is that during the LDA algorithm, the matrix elements nm(k) of the document-topic matrix are only needed by the party actually holding document m. Therefore, it is not needed to maintain a complete, joint matrix of all the documents, but it suffices to let each party locally maintain a part of that matrix corresponding to only its own documents.

On the other hand, the topic-term matrix depends on the distribution over all the documents and should therefore be available to all the parties in an oblivious way. Maintaining this matrix comes down to adding to, and subtracting from, the elements in the matrix, which suggests the use of additively homomorphic encryption for this. To avoid individual parties from decrypting and learning the entries, we furthermore need threshold decryption (10). This ensures that a decryption can only be done if all the parties participate. Note that if we were to do this with secret sharing, each party would need to keep track of the entire matrix, which would introduce a lot of computational overhead.



3.3 Performing the algorithm

A formal description of our Secure LDA solution for securely computing the topic-term matrix nk(t) and the document-topic matrix nm(k) can be found in Algorithm 1. In Figure 1, we present an intuitive overview of how our algorithm works. Roughly speaking, our Secure LDA solution consists of three phases: initialisation (blue), sampling (green) and updating (orange). Finally, the results are decrypted in a joint decryption phase (red).


[image: Flowchart illustrating a secure topic modeling process with three phases: initialisation with topic sampling and matrix encryption, iterative updates and encrypted sharing of local changes, and decryption of the word-topic matrix for final output of word-topic and document-topic matrices.]
FIGURE 1
Intuitive sketch of our algorithm.


In the initialisation phase, the goal is to initialise the two matrices with a random distribution that will be refined. To this end, all the parties sample random topics for each word in each document, and use these to fill in an initial (local) view on the document-topic matrix and the topic-term matrix. Next, the parties need to build a global view of the complete topic-term matrix. To achieve this, the parties encrypt all the elements in their local topic-term matrix and combine these by sending the encrypted elements to each other and aggregate them into a global matrix by adding the (encrypted) matrices of all the parties element-wise.

After the initialisation, for a fixed number of iterations, the parties perform a sampling and an updating phase. During the sampling phase, the parties use the (secret) matrices as they are at the start of the iteration, to compute, for each word in each document, a probability distribution over the topics. The secure sampling procedure ensures that the distributions remain hidden from the parties and is outlined in Sections 3.4, 3.5. For each party, the secure sampling procedure yields a new topic for each word in each document. A party uses this information to update her local version of the encrypted topic-term matrix and local document-topic matrix.

The distribution that is drawn from is proportional to Equation 1. Note that these distributions are in an encrypted form and the actual probabilities can thus not be seen by the parties. First, we compute the encrypted weights for all the topics using the procedure presented in Section 3.5. After that, we can perform a secure draw from the encrypted weights using our novel algorithm to draw from a secret probability distribution as presented in Section 3.4. This way, the parties obtain for each word in each document a newly sampled topic. During this sampling, the parties locally keep track of the matrix updates, which means that they decrease their local counters corresponding to the matrix elements of the old word topic by one, and increase the counters for the new topic by one.

The second part of each iteration then consists of each party updating its local document-topic matrix and the parties together updating the global topic-term matrix using the locally tracked changes. To this end, each party encrypts their local changes to the topic-term matrix and sends this to all the other parties. Then the parties can simply add these encrypted counters to their encrypted topic-term matrix to get the new, consistent, topic-term matrix. The document-topic matrix can be updated locally by each party without any communication.

We observe that the LDA algorithm requires linear computations, except for the computation of the probability Pr(zi=k) and the secure draw that uses these probabilities in the sampling step. Therefore, we perform most of the operations for tracking the topic-term matrix using AHE, and introduce a novel mechanism to switch between AHE and secret sharing in Sections 3.6, 4.2 to obtain the best performance. Concretely, we use AHE for the linear operations and only switch to (Shamir) secret sharings for securely drawing the new topics.

Typically, convergence of an LDA algorithm is checked by monitoring the changes in the model parameters, or monitoring how well the model fits a separate set of documents. In the encrypted domain, this can be quite costly to check after each iteration. Therefore, we simply iterate a sufficiently large, fixed number of times.



3.4 Random draw with secret probabilities

An important building block of secure LDA is a method of drawing a new topic k~∈{1,…,K}, given secret weights wk∈N, such that



Pr(k~=k)=wk∑iwi,1≤k≤K.





The new, randomly chosen topic will be revealed to party p, the holder of the current document. The intuition behind our solution is to compute cummulative weights Sk, k∈{1,…,K} such that Sk=∑i=1kwi. For notational convenience, we define an “extra” weight S0=0. Next, the parties sample a random value r in the range {0,SK−1} and find between which two cumulative weights this value r lies, which then corresponds to the sampled topic. Since r is sampled uniformly at random in the total range, the probability of r precisely ending up between cumulative weights Sk−1 and Sk is exactly (Sk−Sk−1)/SK=wk/∑iwi. This can be implemented with only log2⁡K secure comparisons between r and thresholds t=Sk (with varying k) by traversing a binary tree from the root to the leaf representing the new topic. Note that our solution assumes that the weights are integers. In Section 3.5, we explain how we securely transform fractional weights into integer weights.

Formally, the parties do the following for every word w in each document:


	1.The parties generate a secret random number ⟨r⟩, r∈{0,…,SK−1}:

	(a)They generate a secret random number ⟨R⟩, R∈{0,…2ℓ−1} for sufficiently large ℓ.

	(b)They securely multiply ⟨R⟩ with ⟨SK⟩, and compute the secure truncation ⟨r⟩, where r=⌊R⋅SK2ℓ⌋





	2.They find ⟨k~⟩, such that Sk~−1≤r<Sk~, by repeating log2⁡K times:

	(a)Party p determines the next secret threshold ⟨t⟩ (see below).

	(b)The parties compute the secure comparison ⟨(r<t)⟩, and reveal the outcome to p.







To see that indeed a uniformly random variable r is generated, we count the number of R that lead to r=x, for 0≤x<SK. We need x≤R⋅SK2ℓ<x+1, i.e. 2ℓ⋅xSK≤R<2ℓ⋅xSK+2ℓSK. The number of R that satisfy this is ⌊2ℓSK⌋, or ⌊2ℓSK⌋+1. Therefore, we need ℓ≥log2⁡SK+κ, where κ is the statistical security parameter, to assure that r is statistically indistinguishable from a uniformly random variable.

The first threshold choice will be t=KK÷2, each iteration adapting the threshold following the binary search principle. This means that if r<t, we go to the left and otherwise to the right. As the numbers ⟨wi⟩ are secret-shared, party p needs to generate a secret-shared binary indicator vector ⟨δ1⟩…⟨δK⟩, such that the threshold can be computed by ⟨t⟩=∑i⟨δi⟩⋅⟨wi⟩. Party p is the only party that can determine the binary indicator vector, because it is the only party that is allowed to learn k~.



3.5 Computing the integer weights

A key element of Algorithm 1 is the secure, random sampling of new topics for all of the words. As explained in Section 3.3, this is done in two steps: computing the integer weights and performing the secure draw. This subsection will introduce the steps required to compute the integer weights for Equation 1 given the matrices.



Algorithm 1 Protocol for performing the distributed LDA algorithm.



	

	1.Initialisation:

	(a)Each party p samples a random topic for each word of all its documents.

	(b)Each party p sets the local counters (nk(t))p and nm(k), for each of its documents m.

	(c)The parties encrypt (nk(t))p, and securely aggregate them to [nk(t)]=[∑p(nk(t))p]=∏p[(nk(t))p].





	2.Iterate a fixed number of times:

	(a)For each party p do

	i.Party p obtains the matrix elements [nk(t)], and sets all local counters (Δk(t))p←0.

	ii.Simultaneously choose a new topic for each word n of each document m of party p:

	A.Set index i=(m,n). Let t^ be the term of word i, and let k^ be the current topic of word i. Party p adjusts the local counters (Δk^(t^))p←(Δk^(t^))p−1, nm(k^)←nm(k^)−1.

	B.The parties securely sample a new topic k~ for word i with matrices [nk(t)+Δk(t)] and nm(k) (see Section 3.5), and reveal it to party p.

	C.Party p adjusts the local counters: (Δk~(t^))p←(Δk~(t^))p+1, nm(k~)←nm(k~)+1.





	iii.Party p encrypts the local counters (Δk(t))p, 1≤k≤K, 1≤t≤V, and communicates them.





	(b)The parties update the matrix elements [nk(t)], 1≤k≤K, 1≤t≤V, with local counts to [nk(t)]⋅∏p[(Δk(t))p].





	3.The parties jointly decrypt the topic-term matrix [nk(t)] to obtain nk(t).

	4.The parties output nk(t) and nm(k).










We assume we are given matrices [nk,¬i(t)]=[nk(t)+Δk(t)] and nm,¬i(k), the first one encrypted and the second one privately known to party p, the holder of document m. We omit the index ¬i for convenience.

To sample a new topic, first the weights have to be computed that determine the probabilities according to Equation 1, which we denote as Pr(zi)∝[wkn]/[wkd] for simplicity. The weights consist of numerators



[wkn]=[(nk(t^)+βt^)⋅(nm(k)+αk)],





and denominators



[wkd]=[∑τ=1V(nk(τ)+βτ)⋅(∑κ=1Knm(κ)+ακ)].





The encrypted numerators and denominators can easily be computed by party p due to the additively homomorphic property of our encryption scheme.

The only problem is that the hyperparameters α and β are not integers, while the secret sharing scheme requires the plaintexts to be integers. For this work, we chose symmetric priors, meaning αi=α, 1≤i≤K, and βi=β, 1≤i≤V (see Section 5.3). We then approximate the fractions α=αnαd and β=βnβd, where αn, αd, βn and βd are integers. Then the numerators wkn and denominators wkd are converted to integers w~kn and w~kd by multiplying both with αdβd.

Eventually, we want to obtain integer weights for the secure draw (see Section 3.4). To avoid costly secure integer divisions w~knw~kd, we multiply these fractions with W=∏kw~kd to obtain w~k=w~kn⋅∏κ≠kw~κd as follows:


	1.Party p computes the encryptions [w~kn]=[wkn⋅αdβd]=([nk(t^)]βd⋅[βn])αd⋅nm(k)+αn and [w~kd]=[wkd⋅αdβd]=([βn]⋅[V]⋅∏τ=1V[nkτ]βd])αn⋅V+αd⋅∑κnm(κ), which are converted to secret sharings (see Section 3.6) for efficiency reasons.

	2.With one fan-in multiplication (13) the parties compute ⟨W⟩=∏k=1K⟨w~kd⟩.

	3.For each w~kd, 1≤k≤K, they jointly compute the multiplicative inverse ⟨(w~kd)−1⟩ (14, Prot.4.11).

	4.The parties compute ⟨w~k⟩=⟨w~kn⟩⋅⟨W⟩⋅⟨(w~kd)−1⟩, 1≤k≤K.





3.6 Converting encryptions to secret-sharings

During the execution of Algorithm 1, we need to transform the encrypted weights [w] to Shamir secret sharings ⟨w⟩ to randomly draw new topics more efficiently. Suppose we have precomputed pairs ([R],⟨r⟩), such that R contains σ more bits than w, and r=RmodN, where N, N>w, is the modulus of the Shamir secret sharing scheme. Then a conversion from [w] to ⟨w⟩ is relatively straightforward:


	1.Compute [w+R]=[w]⋅[R], and (jointly) decrypt it.

	2.Jointly compute ⟨w⟩=(w+R)modN−⟨r⟩.



Note that R is different from the R used earlier in Section 3.4. The pairs could be precomputed as follows:


	1.Each party i generates random number Ri that has σ more bits than w, and encrypts it.

	2.Each party i computes ri=RimodN, and generates a secret sharing ⟨ri⟩ for it.

	3.Each party i sends each other party a share of ⟨ri⟩, together with [Ri].

	4.The parties compute [R]=[∑Ri]=∏i[Ri], and ⟨r⟩=∑i⟨ri⟩.



We have r=RmodN, because r=(∑iri)modN=(∑iRi)modN, and R=∑iRi. It is not necessary that all parties generate a random number; it is sufficient that at least t+1 parties do.




4 Optimisations

During the development of the protocol, we came up with several optimisations to improve the performance. The optimisations that we implemented are described below. Additional optimisations, that were not implemented due to time constraints, can be found in the Appendix A.


4.1 Parallelisation of secure samplings

We combine the sampling of all new topics of one party [step 2(a)iiB], such that we can parallelise each step of the binary search (see Section 3.4), and drastically reduce the number of communication rounds. This means that the probabilities from Equation 1 are not recomputed after each single topic sampling, but only when during one iteration all words of all documents of a certain party have been assigned a new topic. This version, which we will refer to as batched LDA, enables us to execute all secure comparisons at the same level of the binary tree (see Section 3.4) in parallel, and significantly reduce the total number of communication rounds. The disadvantage is that the drawing probabilities are not constantly adjusted, which might lead to accuracy loss, see Section 5.4.1.



4.2 Multiple conversions

We have multiple conversions that can be efficiently combined into one protocol. Suppose we have weights w1,…,wω, and corresponding pairs ([Ri],⟨ri⟩), 1≤i≤ω, such that ω⋅(σ+⌈log2⁡w⌉+⌈log2⁡n⌉+1)<⌈log2⁡N⌉, where ⌈log2⁡w⌉ is an upper bound on the bit size of the weights, ⌈log2⁡n⌉ is the bit size of number of parties n and ⌈log2⁡N⌉ the bit size of the encryption modulus. Then the ω conversions can be combined as follows.


	1.[C]=[wω+Rω]=[wω]⋅[Rω]

	2.For i=ω−1 to 1 do [C]=[C]2σ+⌈log2⁡w⌉+⌈log2⁡n⌉+1⋅[wi]⋅[Ri]{C=∑i=1ω(wi+Ri)⋅2(i−1)(σ+⌈log2⁡w⌉+⌈log2⁡n⌉+1)}

	3.The parties jointly decrypt C and split it into C1,…,Cω, each component consisting of σ+⌈log2⁡w⌉+⌈log2⁡n⌉+1 bits. {Ci=wi+Ri}

	4.For each i, 1≤i≤ω, the parties compute ⟨wi⟩=CimodN−⟨ri⟩.



This reduces the number of decryptions by a factor ω, at the cost of some extra multiplications that combined are comparable to one decryption effort. To further reduce the number of secure additions each party could pack ω random numbers before encrypting them when precomputing ([R],⟨r⟩) pairs [see Section 3.6], which also reduces the communication effort.




5 Evaluation


5.1 Security

Because topic sampling is performed in a secure, but joint way, the parties learn the total number of words in all documents of a single party. However, nobody learns the sampling probabilities, and only the document holder learns the new topics (of the words in his documents). Our solution is secure in the semi-honest model, i.e., parties are expected to exactly follow the protocol steps, but are allowed to compute with any data that is received during execution in an attempt to gain additional insights in other parties’ data.

As we use standard building blocks, such as secure comparison and random number generation, of the MPyC platform, which is known to be secure in the semi-honest model, our computations with secret-sharings are secure too. Similarly, Paillier is known to be semantically secure, and since we use threshold decryption, encrypted information will never fall in strange hands.

Therefore, we only need to investigate the conversions from encryptions to secret-sharings, as described in Section 3.6. Because the numbers R contain σ more bits than the weights, where σ is the statistical security parameter, we know that the sum w+R is statistically indistinguishable from a large random number, and can be safely revealed. Furthermore, as each party i generates its own Ri and ri, the sums ∑iRi and ∑iri can be considered as secret random numbers.



5.2 Implementation

We have implemented our secure LDA approach in Python 3.8. For the homomorphic encryption functionalities, we have used the Paillier implementation available in the TNO MPC Lab (15). This implementation is based on the distributed Paillier solution presented in (10). For the functionalities based on secret sharing, we have used the MPyC framework (16). This framework implements a number of functionalities based on Shamir secret sharing. We performed all of our experiments with three parties, but stress that our implementation also works for more parties.



5.3 Experimental setup

For our experiments, we used the Amazon reviews dataset presented by Ni, Li and McAuley (17). In total, this dataset consists of over 200 million reviews. However, we only used the first 150 entries. Furthermore, we split these 150 entries into three separate datasets of 50 documents for the three different parties. In total, this results in a vocabulary length of V=1492 terms and a total number of 2,965 words in the distributed corpus. For the experiments, we used 5, 10, 20, 30, 40 and 50 documents per party. As the number of words is not the same for every document, we compared the number of words over all documents for the actual experiments, which is 16, 406, 873, 1549, 2,197 and 2,965 respectively. Furthermore, we chose the symmetric priors α=β=1K. This corresponds to the default parameter choices in the scikit-learn implementation of LDA.

All experiments have been run on a single server running an Intel Broadwell CPU at 2.1 GHz with 4 cores and 32 GB RAM. The parties communicated via (local) HTTPS connections.



5.4 Performance

We evaluate the performance of our solution in terms of accuracy and runtime.


5.4.1 Accuracy

In order to evaluate the accuracy of our secure LDA solution, we compare its results to the results obtained when performing a regular LDA implementation without any encryption or secret sharing. We compare both using the perplexity metric. This metric is standard in language modelling and is defined as ∏mpm1/N. Here, N=∑mNm is the total number of words, and pm is the predictive likelihood of all words in document m (4). Perplexity is an objective metric that essentially computes the geometric mean of the log-likelihood per word in a set of observed documents. Lower perplexity scores imply a model that describes the dataset better. We have implemented and compared three versions of LDA:


	–Standard LDA: this is a standard implementation of LDA without the use of encryption and updating the matrices after each word topic generation.

	–Batching LDA: this version also does not use encryption, but implements a batched version of LDA, updating the matrices only once at the end of each pass through the entire corpus.

	–Secure LDA: this is the solution presented in this work. It implements a privacy-preserving batched version of the LDA algorithm.



By comparing the standard- and batching versions of LDA, we can measure the impact of the adaptation we made to the algorithm. By then comparing the batching- and the secure variants, we can furthermore measure the accuracy of our privacy-preserving solution.

We let all three variants run for 100 iterations with two topics and 50 documents per party, which results in a total of 2965 words distributed over the parties. The results of this experiment can be found in Figure 2. We ran all versions for five times and present the average results.


[image: Line graph comparing perplexity versus iteration for Standard LDA, Batching LDA, and Secure LDA. All models start with high perplexity above three thousand, decrease rapidly, then level off near one thousand eight hundred by iteration one hundred.]
FIGURE 2
Perplexity traces of three LDA variants.


As can be seen, the standard version of LDA converges faster than the batching- and secure variants. Furthermore, we see that by updating the weights after every word, the standard version generates a slightly better model. However, the differences do not seem to be significant. Finally, we observe that the secure variant shows behaviour similar to the batched plaintext variant, which strongly suggests that the use of encryption and secret sharing does not reduce the accuracy of the algorithm.



5.4.2 Runtime

To see the influence of the input size and the desired complexity of the model to train, we ran benchmarks varying both the total number of words in all the documents, and the number of topics to model. We separately measured the runtime of the pre-processing step for the ciphertext conversions and performing one iteration of the secure LDA algorithm. For all benchmarks, we used a 1024-bit Paillier key2 for the homomorphic encryptions and a 64-bit field size for the Shamir secret shares. All parameter combinations have been tested five times and averaged.

First, we present the results for a varying number of topics for the preprocessing phase and the iteration phase in Figures 3a,b respectively. As can be seen, the amount of work for the preprocessing phase is linear in both the number N of words and the number K of topics, which is as expected as the number of tuples required per iteration is N⋅K⋅2. For the iterations, the general trend for an increasing number of topics is also linear with slightly steeper increases from 2 to 3, 4 to 5 and 8 to 9. This is explained by the fact that for the secure drawing, the number of intervals is extended by dummies to reach a power of two (either 21, 22, 23, or 24 in these experiments), which incurs an extra step in the binary search (see Appendix A.3 to avoid this). Other than that, the amount of work scales linearly in the number of topics.

Second, to see the influence of the input size, we also plotted the runtimes in Figure 4 against an increasing number of words over all parties. As expected, the preprocessing phase again shows a linear increase in the number of words. However, the runtime of one iteration seems to grow slightly faster than linear which might seem surprising at first as the algorithm description does not suggest exponential increase as the number of words grows. This behaviour is explained by the way we batch conversions in Section 4.2. Namely, a fixed number of weights can be converted at once, depending on the size of the Paillier modulus. As long as the number of conversions that need to be performed fits in the same number of decryptions, the runtime of an iteration grows linearly. However, if more decryptions are required in this step, the increase in runtime grows faster.


[image: Side-by-side line charts showing preprocessing and iteration runtimes in seconds versus number of topics, for documents with 166, 406, 873, 1549, 2197, and 2965 words, with longer documents and more topics consistently increasing runtime.]
FIGURE 3
Benchmark of secure LDA in the number of topics. (a) Preprocessing. (b) Iteration.



[image: Two line charts show runtime in seconds versus number of words for topic modeling with two to nine topics. Preprocessing and iteration runtimes both increase linearly as word count and topic number rise.]
FIGURE 4
Benchmark results of secure LDA in the number of words. (a) Preprocessing. (b) Iteration.





5.5 Comparison to prior work

As explained in Section 1.2, there are three works that also consider decentralized, privacy-preserving LDA. In Table 1, we highlight the most important differences between our works and these related works. Due to the lack of comparable runtime measurements in these works it is hard to compare our work in that regard. Instead, we turn to a conceptual comparison.

In terms of accuracy, it is unclear how the altered algorithm of (8) impacts the accuracy exactly since they do not provide metrics such as perplexity. We do know that their convergence notion influences the resulting model accuracy to some extend. Furthermore, they leak the probability distributions for the topics in every round, which is a privacy risk as this reveals information about other parties’ data. Our solution keeps Pr(zi=k) secret throughout the entire protocol. Furthermore, they do not provide a security argument for their solution, which we do.

Due to the use of differential privacy, (7) is not able to match the accuracy of non-private LDA like we are able to do using MPC. Furthermore, this is a weaker security guarantee and might still leak some (statistical) information about the data of the other parties. This solution is, however, faster than our solution.

Finally, in (6) an approach is used where statistical information about the documents of the parties is shared in every round. This way, they are able to learn models with high accuracy and obtain a high performance at the cost of very low security guarantees as this essentially comes down to sharing your document-topic matrix.

All in all, our solution is very secure and accurate, at the cost of a lower performance. However, our solution scales linearly in both the number of words and the number of topics, which makes it scalable in practice.




6 Conclusions

In this work, we have presented and evaluated a fundamentally new approach to securely perform an LDA algorithm on a set of documents distributed amongst several, untrusting parties. Compared to earlier solutions, our solution provides stronger secrecy as we keep almost everything secret, including the topic weights. The only thing leaked in our solution is the total number of words over all documents of a party. Furthermore, we minimize the risk of leakage as the data is protected using cryptographic assumptions instead of statistical techniques like differential privacy, which might accidentally still leak some information. Furthermore, we show that the accuracy of our approach is similar to non-secure variants of the LDA algorithm.

Finally, we show that our solution scales nearly linear in the number of topics and the number of words. All in all, this makes it an attractive solution in practice, even for larger datasets.
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Appendix A. Optimizations

We describe a few optional optimisations that were not implemented due to time constraints.


A.1 Use of oblivious RAM

Another promising solution for securely storing and accessing the topic-term matrix is by oblivious RAM (18, 19). In the semi-honest model, a more efficient solution is to store the matrix entries somewhere, e.g. in the cloud, in an homomorphically encrypted way. Each party can query and modify entries, without the other parties noticing it.



A.2 Avoid indicator vectors

To avoid generating indicator vectors and computing a secure inner product for each new threshold, we could decide to postpone the conversions. Given the encrypted weights, party p can first add the proper weights to determine the next threshold. Only then the encrypted threshold is converted to a secret-sharing. This does not increase the number of conversions. The transforming of fractional to integer weights might become more intensive though.

Given our parallel approach of combining all drawings of one party, we could compute all weights as follows:


	1.[Nk]=∏τ=1V[nk(τ)+βτ]

	2.[N]=[∏kNk] {secure product}

	3.[ωk]=[N⋅Nk−1] {secure product and secure inverse}



Given [ωk], where ωk∝1Nk, the weights for each term t can be computed as [wk(t)]=[(nk(t)+βt)⋅ωk] with one secure product. Using the local matrix nm(k), these weights can be adjusted locally to document m, to cope with the factor nm(k)+αk∑κ=1Knm(κ)+ακ. This adjustment comes down to the exponentiation [w~k]=[wk(t)]vm(k), where vm(k)=(nm(k)+αk)⋅(∑κ=1K(nm(κ)+ακ))−1⋅∏μ=1M∑κ=1K(nμ(κ)+ακ).

To generate a secret random number r, given term t and document m, the encryption ∏k[w~k] needs to be converted to a secret-sharing. During each iteration step of the binary search, the proper weights [w~k] can be accumulated by party p to obtain the new threshold, which can then be converted to a secret-sharing for the secure comparison.



A.3 Number of topics not a power of two

If the number K of topics is a power of two, the binary search can be easily performed. If 2λ−1<K<2λ, then the number of iterations (λ or λ−1) of the binary search would disturb the uniform distribution of the randomly chosen topic. An easy way to fix this is to add 2λ−K dummy values, such that the number of iterations is always λ. However, this takes more secure comparisons than strictly necessary. We describe a way to avoid these additional secure comparisons without leaking information.




	1.Party p randomly chooses 2λ−K different dummy indices di∈{1,…,2λ}, 1≤i≤2λ−K, such that d1<d2<…d2λ−K. See argumentation below how this should be done.

	2.k←1; u←1 {Initialise counters}

	3.For i=1 to 2λ do: {Compute new weights vi}If du=i then vi=0; u←u+1 else vi=wk; k←k+1

	4.The parties perform a binary search with weights vi, 1≤i≤2λ:

	–If there is only one non-dummy index remaining, party p ends the binary search.

	–In each iteration, party p constructs an indicator vector of length K (ignoring the dummy weights).







We need K to be even to avoid information leakage. E.g., for K=3 the index 2 will never be selected after one iteration, irrespective of the chosen dummy index. This means that party p has to first choose one special dummy in case K is odd that should not lead to skipping iterations (in Step 4). The question remains how the 2λ−K random dummy indices (in Step 1) should be chosen, assuming K is even.

We order the K indices in K/2 pairs of consecutive numbers. We choose (2λ−K)/2 random positions out of these K/2 pairs. We add two dummies to each chosen pair, just before each element of the pair. In this way, each of the K indices will have an identical probability of being chosen after λ (no dummies in the pair) or λ−1 (dummies in the pair) rounds.





1Term refers to the element of a vocabulary, and word refers to the element of a document. A term has a particular meaning and can be instantiated by several words.

2From a security perspective, a 2048-bit key would have been preferable, but our primal goal was to investigate input scalability.
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The advent of electronic storage of medical records and the internet has led to an increase in the use of online medical records, thereby enhancing doctor–patient communication and facilitating medical treatment. Based on demographic and personal behavioral characteristics from the National Cancer Institute’s 2019–2020 National Trends in Health Information Survey data, this study explored the characteristics and factors influencing the frequent use of online medical records and compared them with those that do not. By combining traditional statistical tests and two machine learning algorithms, eight variables were identified as key variables in the frequent use of online medical records. These variables were then divided into three influencing factors (latent variables). The structural equation model was used to conduct impact path analysis of the three influencing factors and target variables. The three impact factors were (1) Whether to provide online medical records, (2) Degree of concern for health, and (3) Whether to use internet. This paper proposes recommendations based on the three impact factors, thereby promoting the usefulness of medical records in a larger group of people.
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1 Introduction

As a key tool, online medical records (OMR) help individuals and caregivers in understanding their health and managing their healthcare needs (1). Guo et al. (2) pointed out that online medical systems can improve the operating efficiency of hospitals. Derecho et al. (3) discussed the contributions to the development of online medical records from the perspective of physicians. Fleming et al. (4) highlighted that online medical records can be integrated with large language models to enhance the efficiency of hospitals. A regular review of self-medical records by patients can enhance doctor–patient communication. Such an effective communication can increase patient satisfaction and acceptance of medical services. More importantly, it can enhance patient compliance and cooperation with medical teams (5). Therefore, ensuring good communication by recording, processing, and sharing health information with patients is a must and an integral part of the healthcare process. Lloyd et al. (6) emphasized that promoting the widespread adoption of electronic medical records is fundamental to the digital health system, enabling hospital clinicians to deliver safer and more effective healthcare. The advent of electronic storage of medical records and the internet has allowed patients to access their medical records online. Internet-accessible medical records are more advantageous in terms of readability, accessibility, and popularity than traditional paper medical records written in technical language and containing raw data. Some studies have shown that online electronic medical records can replace traditional medical records (7–9).

While access to OMR is crucial for public health and OMR systems are maturing, many individuals still do not use OMR. The key questions related to this topic that remain unanswered are as follows: (1) What are the characteristics of frequent users of OMR, (2) What factors lead patients to use OMR frequently, and how do these factors affect patient’s selection?

Some studies have investigated the differences in the characteristics of the two groups of people who use OMR and who do not and the influencing factors of the suitability of OMR. However, some deficiencies still exist. First, most existing studies on the non-use of network medical records only include a specific factor and a specific population and are not sufficiently comprehensive. For example, a study investigated the relationship between social media use and whether OMR are used (10), and another study investigated the association between whether access is provided and whether OMR are used (11). Second, many studies have only used traditional statistical algorithms to discuss the correlation between influencing factors and target variables. Moreover, they did not discuss the relationship between the factors nor did they discuss the path of influence. Therefore, no clear policy recommendations can be implemented to increase OMR use. Based on the Health Information National Trends Survey data, Elkefi et al. (12) analyzed the characteristics and differences between individuals who use OMR and those who do not. This study found significant differences in social factors such as gender, race/ethnicity, and age between the two groups. The study considered more factors and used more authoritative databases. However, only the correlation between each influencing factor and the target variable was discussed, whereas the influence path was not explored. Finally, the current study also divided the population into two groups: those who use OMR and those who do not. However, people who have used OMR may not be “frequent users,” and therefore, the “non-user” and “frequent user” of this difference between the two groups must also be studied. The current study also did not perform this subgrouping.

Considering the limitations of existing research on OMR usage, this study made some corresponding improvements. First, data for this study were drawn from the National Cancer Institute’s 2019–2020 Health Information National Trends Survey (HINTS). HINTS is an ideal authoritative data source for providing an in-depth examination of the non-user characteristics of OMR (10). Furthermore, it can provide a variable-rich environment for finding influencing factors. Second, this study first used the traditional hypothesis testing method to explore the correlation between many influencing factors and target variables and performed preliminary screening of variables according to the test results. Then, machine learning models were used to determine the final influencing factors. Later, the structural equation model was used to discuss the influence path between the influencing factors and the target variable, as well as the interaction between the influencing factors. Based on the influence path, policy recommendations for increasing the use of OMR are put forward. Finally, this study divided the population into “frequent user” and “non-user” groups based on the OMR use frequency and explored the characteristics of OMR frequent users compared with non-users.

In analyzing the influencing factors of OMR usage, this work first identifies three core factors that affect the frequency of use through empirical analysis: system accessibility (whether to provide OMR), user health awareness (degree of concern for health), and technology acceptance (whether to use Internet device). This finding addresses a gap in the existing literature, which tends to emphasize technical aspects (such as system functionality) while neglecting individual user differences. It offers a more comprehensive perspective for understanding the driving mechanisms behind electronic medical record usage behavior. Furthermore, unlike traditional research that primarily focuses on factors related to medical institutions, this study innovatively incorporates patients’ subjective psychological characteristics (health concerns) and technology use capabilities (technology acceptance) into the analytical framework. The results indicate that even when a hospital provides a comprehensive electronic medical record system, individual patients’ cognition and attitudes remain crucial in determining usage frequency. This finding provides a theoretical foundation for a “patient-centered” approach to medical information construction.

The remainder of this paper is organized as follows. Section 2 outlines the data sources and variable selection. Section 3 describes the model and analysis methods. Section 4 presents the results of the empirical analysis, while Section 5 offers further discussion on these results. Finally, Section 6 concludes this work.



2 Methods


2.1 Data source

Study data were collected from the National Cancer Institute’s 2019–2020 HINTS. HINTS is a nationally representative survey of the US non-institutionalized adult population that collects data on the American public’s need for, access to, and use of health-related information (13). Note that the HINTS data did not include only cancer patients. This study analyzed merged data from Cycle 3 to Cycle 4. Data from Cycle 3 were collected between January and May 2019 and those from Cycle 4 were collected from February 2020 to June 2020. The respondents were screened on the basis of the target-dependent variable (i.e., frequent use of OMR), leaving the respondents with no missing values in the target-dependent variable. Finally, 6,380 respondents were screened out (N = 6,380). Among them, 971 individuals used OMR frequently and 5,409 individuals who never used OMR. HINTS administration was approved by the Institutional Review Board at Westat Inc. and deemed exempt by the National Institutes of Health Office of Human Subjects Research. HINTS data are available for public use. Additional information on the survey design is available on the HINTS website.

The target variable “Frequent Use of OMR” in this study was calculated on the basis of the following question in HINTS: “How many times did you access your online medical records in the last 12 months?” Questionnaire participants have options to choose from “0,” “1–2 times,” “3–5 times,” “6–9 times,” and “≥10 times,” and its corresponding variable name was “Times of Access to OMR.” We used this question to identify “frequent users” and “non-users” of OMR. The respondents who reported accessing their records “6–9 times” or “>10 times” were coded as “frequent users,” and those who reported accessing their records 0 times were coded as “non-users.”

Sociodemographic variables of interest (dichotomized for analyses) included gender (male, female), race/ethnicity (non-Hispanic white, racial, and ethnic minority), education (≤high school, >high school), income ranges (<$20,000, ≥$20,000), residential area (non-metropolitan, metropolitan), and marital status (with spouse, without spouse), as well as numerical sociodemographic variables, including age (continuous years) and body mass index (BMI).

For further analysis, we selected as many variables as possible from the HINTS database to identify their relationship with OMR use. Almost all variables in the questionnaire were analyzed using statistical tests, including chi-square tests for categorical variables and two-tailed t-tests for continuous variables. The 44 variables that passed the significance test were divided into the following blocks according to the questionnaire content (as shown in Table 1): part A (looking for health information), part B (using the internet to find information), part C (your health care); part D (medical records), part E (caregiving), part F (your overall health), part G (health and nutrition), part H (physical activity and exercise), part K (tobacco products, this part of the questionnaire was about the respondents’ diet of tobacco products), part L (cancer screening and awareness), part M (your cancer history), and part N (beliefs about cancer), and a numerical variable.


TABLE 1 Distribution of the characteristics of the variables in the HINTS database.

	Variable
	Online medical records non-users n (%)
	Online medical records frequent users n (%)
	p-Value



	Categorical variables

 

 	Total 	5,409 (84.78) 	971 (15.22) 	


 	Socio-demographic variables


 	Gender


 	 Male 	2,196 (45.23) 	323 (35.22) 	<0.0001


 	 Female 	2,659 (54.77) 	594 (64.78)


 	Race


 	 Non-Hispanic white 	3,492 (71.48) 	753 (81.58) 	<0.0001


 	 Racial and ethnic minority 	1,393 (28.52) 	170 (18.42)


 	Education


 	 >High school 	3,471 (66.60) 	841 (88.43) 	<0.0001


 	 ≤High school 	1,741 (33.40) 	110 (11.57)


 	Income


 	 ≥$20,000 	3,569 (75.28) 	89 (10.03) 	<0.0001


 	 <$20,000 	1,172 (24.72) 	798 (89.97)


 	Income feelings


 	 Not difficult 	3,803 (75.61) 	756 (81.03) 	0.0003


 	 Difficult 	1,227 (24.39) 	177 (18.97)


 	Area


 	 Metropolitan 	4,728 (87.41) 	872 (89.80) 	<0.0001


 	 Non-metropolitan 	681 (12.59) 	99 (10.20)


 	Marital status


 	 With spouse 	2,481 (47.73) 	617 (64.88) 	<0.0001


 	 Without spouse 	2,717 (52.27) 	334 (35.12)


 	A: looking for health information


 	Confident_get health info


 	 High_level 	4,796 (90.78) 	925 (95.66) 	<0.0001


 	 Low_level 	487 (9.22) 	42 (4.34)


 	Trust_doctor


 	 High_level 	4,932 (93.53) 	940 (97.01) 	<0.0001


 	 Low_level 	341 (6.47) 	29 (2.99)


 	Trust_gov


 	 High_level 	3,372 (68.33) 	739 (76.98) 	<0.0001


 	 Low_level 	1,563 (31.67) 	221 (23.02)


 	Trust_religious orgs


 	 High_level 	1,501 (30.42) 	197 (20.61) 	<0.0001


 	 Low_level 	3,433 (69.58) 	759 (79.39)


 	Seek cancer info


 	 Yes 	2,378 (44.50) 	682 (70.45) 	<0.0001


 	 No 	2,966 (55.50) 	286 (29.55)


 	B: using the internet to find information


 	Internet_use


 	 Yes 	3,841 (71.41) 	940 (97.21) 	<0.0001


 	 No 	1,538 (28.59) 	27 (2.79)


 	Electronic_use


 	 Yes 	3,752 (70.18) 	959 (99.38) 	<0.0001


 	 No 	1,594 (29.82) 	6 (0.62)


 	Have device


 	 Tablet computer 	342 (6.50) 	25 (2.60) 	<0.0001


 	 Smartphone 	1,579 (30.01) 	246 (25.55)


 	 Basic cell phone only 	775 (14.73) 	30 (3.12)


 	 None 	384 (7.30) 	4 (0.42)


 	 Multiple devices selected 	2,182 (41.47) 	658 (68.33)


 	Wearable device_track health


 	 Yes 	976 (18.27) 	349 (6.24) 	<0.0001


 	 No 	4,367 (81.73) 	614 (63.76)


 	Shared health info_device


 	 Yes 	593 (11.20) 	346 (36.04) 	<0.0001


 	 No 	4,076 (76.98) 	554 (57.71)


 	 Not applicable 	626 (11.82) 	60 (6.25)


 	Social media use


 	 Yes 	3,337 (63.09) 	858 (88.82) 	<0.0001


 	 No 	1,952 (36.91) 	108 (11.18)


 	C: your healthcare


 	Regular provider


 	 Yes 	3,285 (62.06) 	847 (88.23) 	<0.0001


 	 No 	2,008 (37.94) 	113 (11.77)


 	Freq go provider


 	 None 	990 (18.51) 	24 (2.48) 	<0.0001


 	 1 time 	788 (14.73) 	32 (3.31)


 	 2 times 	1,031 (19.27) 	96 (9.92)


 	 3 times 	791 (14.79) 	110 (11.36)


 	 4 times 	686 (12.82) 	167 (17.25)


 	 5–9 times 	648 (12.11) 	284 (29.34)


 	 10 or more times 	415 (7.76) 	255 (26.34)


 	Insurance


 	 Yes 	4,288 (92.35) 	852 (98.61) 	<0.0001


 	 No 	355 (7.65) 	12 (1.39)


 	D: medical records


 	Maintained OMR


 	 Yes 	3,829 (71.29) 	951 (98.35) 	<0.0001


 	 No 	220 (4.10) 	2 (0.21)


 	 Do not know 	1,322 (24.61) 	14 (1.45)


 	Access to OMR_provider


 	 Yes 	1,833 (34.37) 	935 (96.69) 	<0.0001


 	 No 	2,429 (45.55) 	21 (2.17)


 	 Do not know 	1,071 (20.08) 	11 (1.14)


 	Access to OMR_insurer


 	 Yes 	715 (15.05) 	487 (53.46) 	<0.0001


 	 No 	2,640 (55.57) 	259 (28.43)


 	 Do not know 	1,396 (29.38) 	165 (18.11)


 	E: caregiving


 	Caregiving who


 	 Yes 	723 (13.86) 	203 (21.32) 	<0.0001


 	 No 	4,493 (86.14) 	749 (78.68)


 	F: your overall health


 	Talk health friends


 	 Yes 	4,093 (76.68) 	864 (89.91) 	<0.0001


 	 No 	1,245 (23.32) 	97 (10.09)


 	Medical history


 	 Yes 	3,414 (64.02) 	691 (71.90) 	<0.0001


 	 No 	1,919 (35.98) 	270 (28.10)


 	Psychology distress


 	 Yes 	2,657 (51.16) 	431 (45.18) 	0.0008


 	 No 	2,537 (48.84) 	523 (54.82)


 	G: health and nutrition


 	Notice calorie info


 	 Yes 	2,125 (40.07) 	550 (57.17) 	<0.0001


 	 No 	3,178 (59.93) 	412 (42.83)


 	Drink days per week


 	 None 	2,623 (55.90) 	438 (48.08) 	<0.0001


 	 1–3 	1,389 (29.60) 	327 (35.89)


 	 4–7 	680 (14.49) 	146 (16.03)


 	H: physical activity and exercise


 	Moderate exercise


 	 None 	1,661 (31.29) 	230 (24.01) 	<0.0001


 	 1–3 days per week 	1,828 (34.43) 	380 (39.67)


 	 4–7 days per week 	1,820 (34.28) 	348 (36.33)


 	Strength training


 	 None 	3,100 (58.87) 	498 (52.20) 	0.00048


 	 1–3 day per week 	1,523 (28.92) 	328 (34.38)


 	 4–7 days per week 	643 (12.21) 	128 (13.42)


 	K: tobacco products


 	Electronic cigarettes


 	 relative less harmful 	2,194 (42.37) 	515 (55.44) 	<0.0001


 	 relative more harmful 	1,000 (19.31) 	199 (21.04)


 	 I do not know 	1,984 (38.32) 	232 (24.52)


 	L: cancer screening and awareness


 	Ever tested colon cancer


 	 Yes 	3,161 (60.67) 	657 (69.45) 	<0.0001


 	 No 	2,049 (39.33) 	289 (30.55)


 	Heard hpv


 	 Yes 	3,112 (58.83) 	763 (79.65) 	<0.0001


 	 No 	2,178 (41.17) 	195 (20.35)


 	Heard hpv vaccine


 	 Yes 	2,846 (54.66) 	728 (76.31) 	<0.0001


 	 No 	2,361 (45.34) 	226 (23.69)


 	M: your cancer history


 	Ever had cancer


 	 Yes 	789 (14.90) 	209 (21.79) 	0.0002


 	 No 	4,508 (85.10) 	750 (78.21)


 	N: beliefs about cancer


 	Everything cause cancer


 	 Strongly agree 	1,164 (22.73) 	174 (18.22) 	0.013


 	 Somewhat agree 	2,308 (45.06) 	483 (50.58)


 	 Somewhat disagree 	1,023 (19.97) 	190 (19.90)


 	 Strongly disagree 	627 (12.24) 	108 (11.31)


 	Prevent cancer_not possible


 	 Strongly agree 	464 (9.01) 	38 (3.99) 	<0.0001


 	 Somewhat agree 	1,287 (25.00) 	182 (19.10)


 	 Somewhat disagree 	1,938 (37.65) 	414 (43.44)


 	 Strongly disagree 	1,459 (28.34) 	319 (33.47)


 	Influence cancer_obesity


 	 A lot 	1,540 (30.35) 	378 (40.00) 	<0.0001


 	 A little 	1,634 (32.20) 	356 (37.67)


 	 Not at all 	522 (10.29) 	74 (7.83)


 	 Do not know 	1,378 (27.16) 	137 (14.50)







	Numeric variables
	Mean (SD)
	Mean (SD)
	p-value

 

 	Age 	58.35 (0.24) 	55.64 (0.51) 	<0.0001


 	BMI 	28.44 (0.09) 	29.00 (0.23) 	0.0228


 	Average time sitting 	6.58 (0.06) 	7.35 (0.12) 	<0.0001


 	Weekly minutes moderate exercise 	171.66 (4.94) 	148.09 (6.08) 	0.0027




 

Specific variables and their descriptive statistics are presented in Table 1, and Supplementary Table 1 lists details of some of the aforementioned variables, including sociodemographic variables and some variables adjusted for research needs with the readjustment information.



2.2 Models

The models used in this work include three types: random forest (RF), generalized linear model (GLM) and structural equation model (SEM). RF, first proposed by Breiman (14), is an algorithm that integrates multiple trees through the idea of ensemble learning. This is a powerful classification and regression tool. The basic unit in a RF is a decision tree that relies on an independently sampled random vector as a weak learner built on a randomly generated training set. In RFs, the final result obtained through the average prediction of all trees for categories or values. The parameters of the final model were as follows: the number of trees was 500, the number of variables contained in the variable selection set at the tree node was 4, and the maximum tree depth was 20 (see Figure 1).

[image: Diagram showing a random forest instance where multiple decision trees labeled Tree-1, Tree-2, and Tree-n classify data into classes such as Class-A or Class-B, followed by majority voting to determine the final class.]

FIGURE 1
 Structure of random forest.


The generalized linear model is a class of regression models that can model outcomes following exponential distributions (15). Compared with the simple linear model, the dependent variable Y in the GLM is transformed, and the transformed Y has a linear relationship with X.

f(E(yi))=xiTβ

In the aforementioned formula, β are the coefficients of the independent variables xi, and f(•) is the link function. In addition to the Gaussian distribution, the link function can also be established according to the Poisson, binomial, and gamma distributions. Each serves a different purpose, and depending on the type of distribution and link function, can be used for prediction or classification. The GLM model constructed in this study is a regularized GLM that introduces L1 and L2 penalty terms to avoid model overfitting and reduces the variance of prediction errors. The link function f(•) is the identity, and density corresponds to a normal distribution. Ours is the simplest GLM but has many uses and several advantages over other types of GLMs. The “H2o.grid” function in the “h2o” package was used to conduct grid search on several α values set on the (0, 1) interval, and an automatic λ search was performed for each α. The final selected model had a regularization parameter of 0.05.

Structural equation modeling is a method used for establishing, estimating, and testing causal models. Structural equation models typically include measurement and structural models. In these models, measurement equations describe the relationship between latent variables (variables believed to exist but cannot be directly observed) and observable variables. On the other hand, structural equations describe the relationship between latent variables. A structural equation can also be used to discover the relationship between multiple explanatory variables and the explained variables; the variables involved are typically numerical variables. However, measurement variables mostly collected from the questionnaire are categorized variables, and therefore, conventional MLE is no longer applicable. Instead, weighted least squares estimation with adjusted mean and variance (WLSMV) can be adopted through Mplus.

As suggested by Anderson and Gerbin (16), confirmatory factor analysis models were tested first, followed by a fit of structural models to explore the hypothesized relations among the variables of interest. The WLSMV was used to estimate the fit of a model, and standardized path coefficients (SPC) and their p values from the hypothesized model were used to test different study hypotheses. To evaluate model quality, several fit indices were also reported for the overall models, including the Tucker–Lewis Index (TLI), Comparative Fit Index (CFI), and root mean square error of approximation (RMSEA). Traditionally, models with TLI and CFI indices of >0.9 are considered to have a relatively good fit of the data (17), and an RMSEA of >0.10 indicates a poor fit (18). Relative goodness-of-fit indices (e.g., CFI, TLI) measure the fitting results of the structural equation. It represents the improvement in the goodness-of-fit of the hypothesized model relative to the baseline model. To calculate the relative goodness-of-fit indices, statistical values and degrees of freedom of the hypothetical and baseline models are required, namely Th, dfh, Tb, and dfb. One of the key problems associated with relative goodness-of-fit indices is that the baseline model is absurdly limited, whereas absolute goodness-of-fit indices (e.g., RMSEA) do not depend on the arbitrary baseline model. RMSEA is an indicator of lack of fitting, the larger the value is, the more mismatched the hypothetical model is with the data. Equations 1–3 provide the formulas for evaluating the goodness-of-fit of SEM.

TLI=(Tb/dfb)−(Th/dfh)(Tb/dfb)−1      (1)

CFI=(Tb−dfb)−(Th−dfh)(Tb−dfb)      (2)

RMSEA=Th−dfhdfh(N−1)      (3)



2.3 Statistical analysis

Explanatory variables were selected in this study based on a data-rich environment, and all questions in the questionnaire that all participants could answer were selected (P0 = 141, variables that can only be answered by a specific group were not considered, such as questions only for women: whether they have been screened for cervical cancer). The variable screening and modeling steps can be summarized as follows:


	1. Based on the variable-rich environment, the percentage of OMR frequent users and non-users in each variable was summarized. The correlation between each potential explanatory variable and the target variable was explored using the chi-square test of categorical variables and the two-tailed t-test of continuous variables. According to the test results, explanatory variables significantly related to the target variable were selected, and the first round of explanatory variable screening was realized (P1 = 44, some variables were merged and answers were regrouped, refer to Supplementary Table 1 for details).

	2. The variables selected in the previous round were introduced into the model after balancing the samples by using the random oversampling method, and the importance of variables was calculated using two machine learning methods, RF and GBM. In the order of variable importance, the top 15 important variables calculated using the two methods are listed. To ensure the robustness of the results, the intersection of the important variable sets chosen by the two methods was finally selected as the final explanatory variable set (P2 = 8).

	3. Using the structural equation model, the final explanatory variables were categorized into three potential influencing factors (f = 3). Then, the relationship and inference path between each influencing factor and the target variable were explored. Based on the results, suggestions for improving the OMR utilization rate were provided.



The structural equation model was modeled using MPlus software (19). All other statistical analyses were performed on R Software (20) version 4.1.2. p < 0.05 was considered statistically significant.




3 Results

Figure 2 presents the frequency distribution of the number of visits to OMR in the last 12 months. After removing missing values for the variable “Time of Access to OMR,” the combined dataset from HINTS Cycle 3–Cycle 4 had a total of 9,072 respondents. The study included 971 individuals used OMR frequently and 5,409 individuals who never used OMR. The number of OMR users is relatively high, but most are infrequent users, with a low proportion of frequent users. Specifically, a significant percentage of users have accessed OMR 0–5 times in the past 12 months, while those who have used it more than 5 times represent a smaller share. It is important to note that the respondents in this study do not include those who indicated “1–2 times” and “3–5 times” in Figure 2. This approach allows us to clearly distinguish between frequent users of OMR and those who do not use it, which facilitates our analysis.

[image: Bar chart showing counts of people by number of times they accessed online medical records: 5409 for zero times, 1522 for one to two times, 1170 for three to five times, 499 for six to nine times, and 472 for ten or more times.]

FIGURE 2
 Access to online medical records count, 2019–2020 survey participants.


This study explored the differences in characteristics between frequent users and non-users of OMR. In this study, the target variable included 971 (15.22%) OMR frequent users and 5,409 (84.78%) OMR non-users. Table 1 lists the frequencies and proportions of the variables. The chi-square test of categorical variables and the t-test of continuous variables revealed significant differences in some variables between the frequent users and nonusers (p < 0.05). Among sociodemographic variables, the proportion of respondents who chose “female,” “non-Hispanic white,” “>high school,” and “with spouse” was higher in the frequent users group. For example, in the frequent users group, “with spouse” accounted for 64.88%, whereas in the non-users group, the number reduced to 47.73%. In the analysis of second part, the focus was only on frequent users (n = 971) and factors regarding their preference for using OMR were explored. The population with a higher proportion of OMR frequent users has higher trust in getting advice or information about health or medical topics, using the internet to find information, paying more attention to his or her health care, and having his or her medical records maintained in a computerized system. For example, in the frequent user group, respondents who had looked for information about cancer accounted for 70.45%, whereas in the non-users group, the percentage decreased to 44.50%. The same was true for the following preferences: “trust information about health or medical topics from government health agencies” (76.98% vs. 68.33%), “use internet” (97.21% vs. 71.41%), “often see a particular doctor, nurse, or other health professional” (88.23% vs. 62.06%), and “have been offered online access to medical records by a health care provider” (96.69% vs. 34.37%). The t-test of continuous variables also showed that on some variables such as “age,” “BMI,” “average time sitting,” and “weekly minutes of moderate exercise,” a significant difference was observed between the frequent users and non-users (p < 0.05).

To further screen variables and explore the factors influencing frequent OMR use, we introduced the 44 influencing variables and target variables listed in Table 1 into the RF and GLM models. The 44 influencing variables were ranked according to their importance. Table 2 presents the top 15 important variables and importance scores in the two machine learning methods. The main reasons for selecting 15 variables are twofold: first, the remaining variables have significantly lower importance compared to these 15; second, the R software can screen a maximum of 15 variables. All variables selected by the two machine learning methods were classified into seven types of factors (indicated in Table 2): (1) “Whether to provide OMR,” (2) “Degree of concern for health,” (3) “Whether to use internet,” (4) “Psychological conditions,” (5) “Whether to play regular sports,” (6) “Sociodemographic characteristics,” and (7) “Living habits and experience.” In Table 2, we use Roman numerals to represent these seven categories. The Roman numerals in parentheses indicate the category to which each variable belongs. For instance, “Access to OMR_provider (I)” in Table 2 signifies that “Access to OMR_provider” falls under the first category, “Whether to provide OMR.” For the robustness of the results, we chose the intersection of the top 15 importance scores selected by the two methods, and the intersection contained eight variables. These eight variables were categorized into the first three factors among the aforementioned seven factors: (1) “Whether to provide OMR,” (2) “Degree of concern for health,” and (3) “Whether to use internet.”


TABLE 2 Predictors of online medical records nonusers built using random forests and GLM.

	Random forests
	Importance
	GLM
	Importance



	Predictor
	Predictor

 

 	Access to OMR_provider (I) 	100.00 	Electronic_use (III) 	100.00


 	Freq go provider (II) 	51.74 	Access to OMR_provider (I) 	82.94


 	Access to OMR_insurer (I) 	35.82 	Maintained OMR (I) 	56.06


 	Electronic_use (III) 	25.12 	Freq go provider (II) 	46.56


 	Maintained OMR (I) 	22.31 	Access to OMR_insurer (I) 	20.40


 	Regular provider (II) 	20.22 	Shared health info_device (III) 	19.13


 	Shared health info_device (III) 	20.03 	Regular provider (II) 	18.57


 	Age (VI) 	16.12 	Weekly minutes moderate exercise (V) 	13.04


 	Average time sitting (V) 	15.19 	Strength training (V) 	11.39


 	Have device (III) 	14.36 	Ever had cancer (VII) 	9.89


 	BMI (VI) 	14.07 	Internet_use (III) 	8.91


 	Influence cancer_obesity (II) 	10.67 	Race (VI) 	8.66


 	Everything cause cancer (IV) 	10.17 	Confident_get health info (II) 	8.31


 	Internet_use (III) 	9.84 	Heard hpv (II) 	7.95


 	Prevent cancer_not possible (IV) 	9.43 	Social media use (III) 	7.59




 

The fit indices and the significance of the p-value of factor loadings revealed that the selected indicators were valid measures of the model factors (Table 3). The factor loadings between OMR availability and the observation variables, namely Maintained OMR (factor loading = 0.927, p < 0.01), Access to OMR_provider (factor loading = 1.000, p < 0.01), and Access to OMR_insurer (factor loading = 0.536, p < 0.01) were significant. This indicates the presence of a sufficient variance explained rate to show that each variable can be represented on the same factor. Similarly, the factor loadings between health care and the observation variables, namely Freq go provider (factor loading = 1.000, p < 0.01) and Regular provider (factor loading = 1.110, p < 0.01), were significant. The factor loadings between the access to internet to find information and the observation variables, namely Internet_use (factor loading = 0.905, p < 0.01), Electronic_use (factor loading = 1.000, p < 0.01), and Shared health info_device (factor loading = 0.612, p < 0.01), were significant. The factor loading signs were all positive, indicating a positive correlation between the measured and latent variables.


TABLE 3 Factors with their factor loadings on measures from HINTS Cycle 3–Cycle 4.

	Factors
	Measures
	Questions in HINTS Cycle 3–Cycle 4
	Factor loading

 

 	Whether to provide OMR 	Maintained OMR 	Do any of your doctors or other health care providers maintain your medical records in a computerized system? 	0.927***


 	Access to OMR_provider 	Have you ever been offered online access to your medical records by your health care provider? 	1.000***


 	Access to OMR_insurer 	Have you ever been offered online access to your medical records by your health insurer? 	0.536***


 	Degree of concern for health 	Freq go provider 	In the past 12 months, not counting times you went to an emergency room, how many times did you go to a doctor, nurse, or other health professional to get care for yourself? 	1.000***


 	Regular provider 	Not including psychiatrists and other mental health professionals, is there a particular doctor, nurse, or other health professional that you see most often? 	1.110***


 	Whether to use internet 	Internet_use 	Do you ever go on-line to access the Internet or World Wide Web, or to send and receive e-mail? 	0.905***


 	Electronic_use 	In the past 12 months, have you used a computer, smartphone, or other electronic means to do things on medical activities? 	1.000***


 	Shared health info_device 	Have you shared health information from either an electronic monitoring device or smartphone with a health professional within the last 12 months? 	0.612***





***p < 0.001.
 

Based on the selected eight variables and four assumptions, three measurement models and one structural model were constructed. Moreover, standardized estimates from the WLSMV method from SEM were used to test specific model assumptions.


Hypothesis 1: OMR availability should be linked to individuals who tend to use OMR frequently. As shown in Figure 2, OMR availability is measured using three variables: Maintained OMR, Access to OMR_provider, and Access to OMR_insurer. OMR availability is positively related with OMR use (SPC = 0.725, p < 0.01).
Hypothesis 2: Frequent users of OMR are more likely to be characterized by more concern for health information. The concern for health is measured using two variables: Freq go provider and Regular provider. The higher probability of being frequent users of OMR should be linked to more concern for health (SPC = 0.244, p < 0.01).
Hypothesis 3: Electronic product usage affects OMR use. Access to internet to find information is measured using three variables: Internet_use, Electronic_use, and Shared health info_device. The higher probability of being frequent users of OMR should be highly linked to access to internet to find information (SPC = 0.413, p < 0.01).
Hypothesis 4: OMR availability is a mediator variable that the other two factors affect the dependent variable. The two factors “concern for health” and “access to internet to find information” indirectly affect the dependent variable by the mediator variable: OMR availability (Indirect effects = 0.465, p < 0.01; Indirect effects = 0.244, p < 0.01, respectively).


The original structural model fits the data well, as shown in Figure 3. The values between factors and dependent variables above the arrows are standardized path coefficients. These coefficients indicate the direct effect of one variable on another. The standard deviations are indicated in parentheses.

[image: Path diagram illustrating relationships among variables for a structural equation model. Latent variables Use_Int, Hea_care, and Acc_OMR are linked with observed indicators; arrows display standardized coefficients and errors, culminating in Fre_use as the primary outcome.]

FIGURE 3
 A psychological and behavioral model of frequent use of online medical records.χ2(22) = 319.413, p < 0.05; Comparative Fit Index (CFI), 0.980; Tucker–Lewis Index (TLI), 0.968; Root Mean Square Error of Approximation (RMSEA), 0.066. Path loadings are standardized coefficients. Note that the indirect effects of “Use_Int” and “Hea_care” on the dependent variable are not depicted in this figure. The impact coefficients for these effects are presented in Hypothesis 4.




4 Discussion

The ability of patients or individuals to access their OMR is among the pillars for improving patient engagement and outcomes in the healthcare system. Using nationally representative data from HINTS Cycle 3–Cycle 4, we examined factors influencing OMR usage. Previous survey findings showed that OMR use was improving compared with that in previous years—41% overall in 2019 compared with 28% in 2017 (12). However, the proportion of individuals who regularly use OMR remains low—11% in the combined data for 2019–2020. We attempted to understand why patients tend to using OMR and compared the characteristics of frequent OMR users and OMR non-users based on socio-demographic and questionnaire results.

Among the 6,380 respondents, 971 (15.22%) were frequent users. From a sociodemographic perspective, consistent with past survey findings, respondents who chose “female,” “non-Hispanic white,” “>high school,” and “with spouse” were even more inclined to access OMR. Frequent users are younger than non-users of OMR. Studies have also reported that those older than 65 years would be less likely to use the internet to find health information (21) and less likely to use electronic personal health records (22).

According to the results of the structural equation model, OMR availability is the most direct and crucial factor affecting OMR use. It is also the mediator of the other two influencing factors. In the UK, patients’ access to their own medical records is a critical element of patient centered healthcare. Initiatives to enable patients to access and understand their electronic health records are gaining momentum in the UK, with the 2015 constitution of the National Health Service in England guaranteeing patients access to their health records (23). At present, the rapidly developing electronic information technology can provide the necessary technology for OMR.

Similar to previous findings, people with more health concerns often use OMR. Conversely, lack of attention to one’s health and lack of the need for health-related information can also lead to not using OMR. An ONC (The Office of the National Coordinator for Health Information Technology) study found that individuals may not appreciate the value of accessing their OMR until they have a medical need. Given that the patient record request process can be time consuming, accessing one’s data prior to an urgent health need may be more beneficial (1). Therefore, popularizing health knowledge among the public and increasing public’s attention to health information can to some extent increase the public’s demand for health-related information, thereby promoting OMR use. This paper confirms the positive impact of patient health concerns on the use of OMR, providing health departments with new insights for chronic disease management.

The use of electronic devices is also a factor that influences OMR use. Moreover, people who are proficient in using electronic products find it more convenient to use OMR, and the convenience and readability that OMR offers to these people can be more fully reflected. The reason for avoiding OMR may not be a disadvantage of OMR itself, but rather resistance mentality to electronics. This paper identifies a positive correlation between technology acceptance and the frequency of OMR usage, highlighting the current disparities in digital health access.

Based on the research results, we puts forward several corresponding suggestions. First, healthcare authorities worldwide should recognize and actively promote the adoption of Online Medical Records (OMR). This study underscores the critical role of hospital electronic medical record systems and provides empirical support for governments to prioritize digital infrastructure in primary healthcare institutions. Given resource constraints, the findings suggest that expanding system coverage—particularly by upgrading information systems in underserved and remote hospitals—should take precedence. Once this foundational step is achieved, patient-side engagement initiatives can be introduced to encourage usage. This phased approach offers actionable insights for public health agencies in optimizing financial allocations. Second, integrating electronic medical record systems with health education initiatives could enhance their public health impact. For instance, the system could automatically deliver personalized health recommendations (e.g., for hypertension management) to patients upon accessing their records. By leveraging data analytics to proactively identify high-need populations, healthcare providers can deliver more precise and effective interventions, thereby improving health outcomes at scale. Third, policy measures should be supplemented with community-based digital literacy programs and alternative access solutions to ensure equitable adoption. Not all patients may have access to or proficiency with smartphones; thus, supplementary channels—such as telephone-based inquiry systems—should be implemented to bridge the digital divide and maximize inclusivity in healthcare delivery.

Based on the data from the National Cancer Institute’s 2019–2020 HINTS database, this study identified factors influencing patients’ predisposition to use OMR. Moreover, this study compared the characteristics of frequent users and non-users of OMR based on demographic and other factors. Using a combination of traditional statistical tests and two machine learning algorithms, we identified 8 variables as key variables in the frequent use of OMR and divided them into three influencing factors (latent variables). The structural equation model was used to conduct the inference path of the three influencing factors and target variables. The three impact factors were (1) “Whether to provide OMR,” (2) “Degree of concern for health,” (3) “Whether to use internet.” This paper proposes recommendations based on the three impact factors, thereby promoting the usefulness of medical records in a larger group of people. This article also has some limitations. For instance, it does not conduct an in-depth analysis of whether the influencing factors of online medical record (OMR) usage frequency are consistent across different populations. Additionally, some of the factors analyzed rely on patient self-assessment, which may introduce social expectation bias or cognitive errors. In future studies, we will expand the diversity of our sample by including patients from different regions, socioeconomic backgrounds, and age groups, with particular attention to the usage barriers faced by digitally disadvantaged populations. Furthermore, we will investigate whether the mechanisms influencing OMR adoption have shifted in the post-pandemic era compared to pre-pandemic trends. Additionally, this research will conduct cross-system comparisons to examine how drivers of electronic medical record utilization vary across different healthcare systems, aiming to derive universally applicable principles for OMR implementation and optimization.
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With the digitization of health records, the reuse of Electronic Health Record (EHR) data has become increasingly prevalent in research. Using blood pressure as a case study, this paper examines the complexities and practical realities of reusing EHR data, emphasizing the importance of contextual information for accurate interpretation. Although blood pressure data derived from EHR systems may appear straightforward—often captured by machines or derived from standardized workflows—their reuse is frequently complicated by variability in measurement methods and clinical contexts, which can produce seemingly similar but clinically distinct blood pressure readings. The paper begins with the physiology of blood pressure and the various techniques used to measure it. This is followed by an analysis of different clinical settings—i.e., the different pathophysiological situations—that may affect both measurement practices and data interpretation. The paper then explores how these measurements are recorded in EHR systems and concludes with practical guidance to support researchers in identifying blood pressure data that are truly fit for the intended research purpose. By acknowledging the inherent complexities of healthcare data and making informed data selection decisions, researchers can better harness the potential of EHRs to generate meaningful insights that ultimately improve patient care.
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1 Introduction

With the digitization of health records, an increasing number of databases containing valuable healthcare data have become available for (re)use in research beyond the original intent for which the data was collected (1). The future European Health Data Space (EHDS) will accelerate health data exchange across Europe, enabling researchers to gain access to much more, and more diverse, health data (2). This presents new opportunities: i.e., uncovering patterns and correlations that may lead to new treatment plans, improving patient care, and supporting more effective health policies (1).

Electronic Health Record (EHR) data are typically generated in clinical processes (e.g., diagnosis making, therapeutic decisions). Besides qualitative data such as clinical notes, EHR data may include a variety of quantitative measurements: from laboratory results such as hemoglobin values to vital signs such as blood pressure. These measurements may appear straightforward and ideal for (re)analysis as they are often captured by machines or derived from protocolized workflows. Unfortunately, such EHR data are far more complex than they appear, which complicates their immediate reusability (3). A single type of measurement can have multiple methods to acquire its values and can often be used for different clinical purposes. This makes the interpretation of these values highly sensitive to the clinical context in which the measurements were made. A lack of understanding of these contextual factors makes it impossible to first correctly understand the data within the clinical context; and next to be able to select which data are relevant and appropriate to answer one's research question.

This paper aims to illustrate the complexity of health data reuse and the practical realities of working with real-world clinical data, and that careful interpretation and evaluation is necessary to create value from EHR data. Although the considerations in this paper are important for almost all data coming from measurements performed in medical settings, we will focus on blood pressure measurements as an example.

We will first discuss the physiology of blood pressure, followed by how blood pressure can be measured. Then we distinguish the different clinical settings—i.e., the different pathophysiological situations—that may affect both measurement methods and interpretation. We will then discuss how measurements end up in EHR databases and conclude with concrete examples and practical guidance to support researchers in selecting blood pressure data that are truly fit for answering their research questions.



2 The basic physiology of blood pressure

The heart pumps blood through the blood vessels of the entire circulatory system, delivering oxygen and nutrients to all the organs and tissues, and, at the same time, evacuating waste products. The force exerted by the circulating blood on the blood vessels walls is known as blood pressure. In clinical practice, blood pressures are used as an indicator of blood vessel wall stress, which may result in damage. In addition, blood pressure is used as a surrogate of blood flow within the circulatory system, as blood pressure, unlike blood flow, can easily be measured in vivo.

During each cardiac cycle, blood flows through the arteries in a pulsatile fashion. Systolic pressure represents the peak pressure when the left ventricle of the heart contracts and ejects blood into the aorta. Diastolic pressure reflects the lowest pressure during cardiac relaxation, when the ventricles refill. The difference between these two values is called the pulse pressure.

Blood pressure exhibits variability patterns that reflect the body's dynamic efforts to preserve homeostasis through continuous autoregulation (4). A short-term regulatory system (seconds to minutes) can be distinguished from a long-term regulatory system (days to weeks) (5).

Furthermore, blood pressure changes with age: systolic blood pressure rises between the ages of 30 and 84 years whereas diastolic blood pressure increases until the fifth decade of life, then slowly decreases after the age of 60 (6). Moreover, the blood pressure trajectories of men and women differ notably. As early as the third decade of life, women exhibit faster rates of blood pressure elevation compared to men (7). Women generally have lower blood pressure than men until menopause, after which their systolic blood pressure surpasses that of men (8).



3 Measuring blood pressure


3.1 The development of blood pressure measurement

The mercury sphygmomanometer has been the traditional method for blood pressure measurement (9). Introduced by Scipione Riva-Rocci in 1896, it includes compressing the brachial artery non-invasively with a cuff until blood flow stops, then gradually releasing the pressure and detecting the return of flow with the fingertips, providing a systolic pressure reading. The sphygmomanometer included a column of mercury to display the pressure (10), which is why blood pressure is denoted in millimeter mercury rather than Pascal, the SI unit of pressure [even though mercury sphygmomanometers are not used anymore (4) due to safety and economic concerns about the effects of mercury (11)]. Riva-Rocci's name can still be found in the frequently used abbreviation RR to denote blood pressure in patient charts (e.g., RR 120/80 mmHg).

In 1905, Nikolai Korotkoff discovered that listening to the brachial artery using a stethoscope during cuff deflation revealed more detailed information. Specifically, he identified a series of sounds, now known as Korotkoff sounds, that occur as blood begins to flow again during deflation. In the manual auscultation method, the first appearance of these sounds indicates the point where the pressure from each heartbeat is strong enough to overcome the cuff's compression, corresponding to systolic blood pressure. As the cuff further deflates, these sounds disappear, corresponding to diastolic pressure, as the cuff pressure is no longer strong enough to compress the artery when there is no force from the heartbeat (12). Blood pressure is most of the time expressed as systolic over diastolic blood pressure (SBP/DBP). Over time, mercury manual auscultatory devices have been replaced by aneroid auscultatory devices, which require regular calibration. The accuracy of these devices is highly dependent on operator skill, particularly in detecting Korotkoff sounds. This innovation remains the foundation of modern blood pressure measurement.



3.2 Modern blood pressure measurement

Manual auscultatory blood pressure measurement is now being replaced by automatic blood pressure measurement devices that follow the same basic principles as manual methods, particularly in the usage of a cuff and inflation to temporarily halt the blood flow in the branchial artery (9). However, rather than relying on a stethoscope to detect Korotkoff sounds, these devices use electronic sensors to analyze oscillations in cuff pressure during deflation (13). These oscillations form an envelope used by algorithms to estimate systolic, diastolic, and mean pressures. The algorithms are trained on limited datasets and often validated either against manual or invasive BP measurements (only recently). Increasingly, manufacturers validate their algorithms using invasive standards to reduce discrepancies between non-invasive and intra-arterial BP readings. However, differences in algorithm design persist, especially across age groups (neonates, pediatrics, adults). The auscultatory method, which involves using a stethoscope to listen to Korotkoff sounds, is still preferred in certain situations, such as when measuring blood pressure in patients with atrial fibrillation (4) and is still seen as the reference standard in the treatment of hypertension.

Invasive blood pressure measurement can provide continuous, real-time blood pressure monitoring by directly measuring the pressure inside an artery. Invasive blood pressure measurement is considered the reference standard in critical care. A cannula is inserted into an artery, typically the radial artery (femoral or brachial arteries can also be used), and is connected to tubing filled with heparinized saline. The fluctuations in blood pressure cause pulsations in the saline column and displacement of a diaphragm which has an in-built gauge (“Wheatstone Bridge”). The monitor amplifies the signal from the transducer, filters out noise, and generates a pressure waveform. This waveform can be displayed in real time, along with the digital values for systolic, diastolic, and mean arterial pressure (14). For accuracy, transducers must be zeroed at the level of interest, typically the heart level, and the lines must be fluid-filled and air-free. Improper leveling or air in the system can dampen waveforms and yield inaccurate values. Regular calibration (at least every 24 h) is required. These lines are also used for arterial blood sampling. Newer methods of continuous, non-invasive blood pressure management are available, but typically not yet applied at a large scale. An overview of blood pressure methods is provided in Table 1.



TABLE 1 An overview of blood pressure methods.



	Method
	Access route
	Measurement Principle
	Frequency
	Examples/Devices
	Remarks





	Auscultatory (Korotkoff) (AU)
	Non-invasive
	Occlusion (sound)
	Intermittent
	Manual cuff with stethoscope
	Reference method, requires operator skill



	Oscillometric (OSC)
	Non-invasive
	Occlusion (oscillations)
	Intermittenta
	Automatic monitors, ABPM, home devices
	Most commonly used; less accurate in arrhythmia or vascular pathology



	Volume clamp (finger cuff) (VC)
	Non-invasive
	Volume regulation
	Continuous
	Finapres, CNAP
	Suitable for continuous monitoring; fairly accurate but limited availability



	Pulse Transit Time (PTT)
	Non-invasive
	Pulse propagation (timing)
	Continuous
	Wearables, R&D setups
	Not standard in clinical care; estimation only, requires calibration



	Arterial catheter (A-line) (INV)
	Invasive
	Direct pressure measurement
	Continuous
	ICU, OR, emergency settings
	Highly accurate; risk of complications; used in specialist care




	aOscillatory measurements can be performed in a “continuous mode” where intermittent measurement are automatically performed at regular intervals, typically between 1 and 60 min.


	R&D, research & development; ICU, intensive care unit; OR, operating room; ABPM, ambulatory blood pressure monitoring; CNAP, continuous noninvasive arterial pressure.









3.3 Measurement considerations

A valid blood pressure reading accurately represents the patient's cardiovascular status and complies with regulatory and methodological standards. Differences have been observed between invasive and non-invasive blood pressure measurements: invasive blood pressure measurement is generally considered more accurate than non-invasive methods. Non-invasive systolic values tend to be overestimated, while diastolic and mean arterial pressure (MAP) readings are often underestimated. Nevertheless, non-invasive methods generally show good correlation with invasive readings across time points, supporting their continued use in clinical practice (15). There are ISO standards for quality assurance of blood pressure devices (e.g., ISO 81060-1 through 7). However, multiple factors can influence the accuracy or interpretation of a blood pressure reading, as detailed in Supplementary Table S1.

In clinical care, blood pressure measurements are particularly used for screening for a condition (first measurement), or diagnosis or monitoring of one (using follow-up measurements). Age-specific reference ranges are available for systolic and diastolic blood pressure, that may indicate hypotension (low blood pressure), normotension (normal blood pressure), or hypertension (high blood pressure).



3.4 Screening for a condition

Blood pressure is frequently used as a simple and quick screening tool for general health status, both in general practice, outpatient clinics, on clinical wards, and in emergency healthcare settings. Low blood pressure can manifest as a feeling of malaise, along with other symptoms like dizziness, lightheadedness and fatigue, and high blood pressure may present with headaches, all frequently occurring complaints at GPs and outpatient clinics. Blood pressure for screening purposes is typically performed once, using an oscillometric measurement. Accurate interpretation of this measurement requires considering the patient's age, gender, and overall clinical situation, along with clinical expertise to determine what is normal for that individual. Since the normal blood pressure reference range is relatively broad, a reading may still fall within this range but be significantly lower or higher than the patient's usual levels, making it a cause for concern. Moreover, there may be a suspicion that the patient's situation may change, which calls for repeating the blood pressure measurement.



3.5 Diagnosis of a condition

If blood pressure is high, a follow-up measurement may be taken to diagnose a disease called “essential hypertension”, which means that no underlying cause for the hypertension could be detected. With an estimated 1.28 billion adults affected worldwide—nearly half of whom are unaware of their condition (16)—an early diagnosis of hypertension is essential for effective management (17). Hypertension progresses without noticeable symptoms while causing progressive damage to blood vessels over time and thus increases the risk of cardiovascular diseases, including life-threatening conditions such as heart attacks, strokes, and kidney damage.

In the hypertension clinic, blood pressure is typically measured according to specific guidelines (18). First, consecutive measurements, such as 24 h blood pressure measurement, where patients wear a portable device that measures an automated blood pressure every 15 min for 24 h, or a 30 min measurement in continuous mode, where automated blood pressure is measured every 3 min for 30 min, may be needed to definitively make the diagnosis.

When diagnosing hypertension, the focus is on whether blood pressure exceeds established thresholds. Conditions such as stress, pain, fever, or pharmacological interventions can cause transient blood pressure elevations. Differentiating temporary from chronic changes is vital for diagnosis and treatment. The threshold is dependent on the measurement method; office, home, and ambulatory blood pressure measurement threshold differ (Table 2).



TABLE 2 Comparison of office, home, and ambulatory blood pressure measurements thresholds for elevated blood pressure and hypertension by the ESC (18).



	
	Office BP (mmHg)
	Home BP (mmHg)
	Daytime ABPM (mmHg)
	24 h ABPM (mmHg)
	Night-time ABPM (mmHg)





	Reference



	Non-elevated BP
	<120/70
	<120/70
	<120/70
	<115/65
	<110/60



	Elevated BP
	120/70-<140/90
	120/70-<135/85
	120/70-<135/85
	115/65-<130/80
	110/60-<120/70



	Hypertension
	≥140/90
	≥135/85
	≥135/85
	≥130/80
	≥120/70




	ABPM, ambulatory blood pressure monitoring; BP, blood pressure.







There is an ongoing discussion about whether women should have lower diagnostic thresholds than men, as they may face health risks at comparatively lower blood pressure levels (19).

As monitoring over time is needed, accurate measurements are key to drive pharmaceutical treatment with blood pressure lowering medication. Manual measurements are preferred because of their accuracy, but out-of-office measurements, such as home and ambulatory blood pressure monitoring, are increasingly recommended, as they reduce the risk of misdiagnosis due to phenomena like white-coat or masked hypertension (18, 20) (Supplementary Table S1).



3.6 Monitoring of a condition

A follow-up measurement may also be taken to either monitor while treating a disease-causing hypotension or hypertension, or during an induced condition such as anesthesia. In critical care and surgical environments, blood pressure measurements are vital for monitoring patient stability.

Acute hypertension may have several origins and may lead to acute vessel damage, such as brain bleeds if left untreated. While titrating blood pressure downwards, the culprit of the hypertension needs to be treated to prevent the damage. On the other hand, hypotension may be associated with acute illness as it causes inadequate tissue perfusion, which may lead to deprived delivery of oxygen and nutrients: shock. Shock can have different origins, but, too, will not resolve by restoring blood pressure unless the underlying culprit is treated (21). Blood pressure is measured frequently in these situations, up to every few minutes. In severe cases, invasive methods can be used, e.g., on the intensive care unit (ICU).

In the intensive care unit, continuous blood pressure monitoring is especially important for critically ill patients, whose blood pressure often fluctuates due to their unstable condition. For these patients, goal-directed therapy guided by continuous blood pressure monitoring using invasive measurements is essential to ensure effective circulatory management and to make timely interventions aimed at stabilizing their condition (22).

Anesthesiologists measure blood pressure using an automated device before surgery to establish a baseline, which is then used for comparison during the procedure. Throughout surgery, blood pressure is continuously monitored to maintain hemodynamic stability, with adjustments made as necessary to address any fluctuations. Invasive methods, such as arterial lines, provide real-time blood pressure data during surgery, allowing for precise regulation. After the operation, the anesthesiologist continues to monitor blood pressure during the recovery period to ensure stability. Maintaining appropriate blood pressure levels is crucial for optimal recovery and preventing complications.

In summary, both hypotension and hypertension may warrant treatment, yet for two entirely different reasons. In the case of hypotension, the underlying condition causing the low blood pressure is treated to prevent damage to the hypoperfused organs. On the other hand, in the case of hypertension, either acute or chronic damage to the vessels itself is at stake and hypertension may be diagnosed and treated as a condition on its own. These different reasons for measuring blood pressure highlight how different clinical scenarios may generate seemingly similar blood pressure data points in clinical care (Figure 1).


[image: Flowchart providing a decision pathway for interpreting first blood pressure measurement, covering high, normal, and low values, evaluating risks, need for repeated or continuous monitoring, suspicion of error, and adjustments based on clinical factors.]
FIGURE 1
Pathways of blood pressure measurements. The numbered factors to consider correspond to the entries listed in Supplementary Table S1.




3.7 Capture and storage of blood pressure measurements in EHR systems

Most EHR systems capture and store blood pressure measurements along with the corresponding metadata in a measurements table. This table may include also other measurements like length, weight and risk scores like Glasgow Coma Scale, so filtering on measurement type may be needed. Blood pressure data is typically stored as systolic (SBP) and diastolic (DBP) values in separate numeric fields or sometimes as a combined character string (e.g., “120/80”). Most health devices will adhere to the international communication standard (i.e., ISO/IEEE 11073). Regardless of the entry method, blood pressure values are typically recorded as whole numbers, without the use of decimals to indicate measurement precision. When unit of measurement is not explicitly stated, is it generally safe to assume it to be millimeters of mercury (mmHg). Data interoperability models like FHIR, OMOP, and openEHR support the capture of metadata; however, these fields are often left unfilled in practice, as structured data entry can be time-consuming and its adoption varies widely among clinicians (23). Measurement tables in EHR databases may therefore contain more or less of the following metadata elements per observation: a measurement identifier, identifier of the person or device that captured the measurement (“performer” or “device”), measurement date and time, and a measurement method.

According to local IT infrastructure and availability of devices that are interoperable with the EHR system, both people and devices may record readings into the EHR. Auto-recorded values from devices may or may not be manually verified by people, according to local protocol. In addition, the specific device used for measurement is rarely documented, limiting traceability and posing challenges for retrospective quality control if equipment malfunction or miscalibration is discovered, introducing the risk of systematic bias in downstream analyses. The method of measurement, whether invasive or non-invasive, may be specified. In case of a manual recording, the identity (code) of the healthcare provider associated with the measurement is often recorded; however, this typically refers to the individual or machine who entered the data into the database, which may not necessarily be the person or machine who performed the measurement. For manually entered data, the recorded timestamp, too, frequently reflects the time of data entry rather than the actual time of measurement, especially when entries are made in batches following clinical rounds (24).

The increasing use of consumer-grade wearables and cuffless blood pressure adds complexity. While non-invasive techniques have advanced considerably, limitations in calibration and traceability hinder their clinical applicability. Cuffless monitoring—often based on optical or tonometric data—still lacks the precision and regulatory backing necessary for use as a primary diagnostic tool. As such, while promising, these technologies are not yet a replacement for validated clinical methods. However, IT solutions, both in-hospital, transmural and patient-oriented (such as CE or non-CE marked consumer monitoring apps), may facilitate capturing automated or manual capture and storage of patient-derived blood pressure data. Different healthcare professionals, departments and hospitals may deploy different protocols for how and when to incorporate these data into their clinical decision making.

As the previous paragraph exemplifies, clinical practice is evolving. This includes changing guidelines and practices that may further influence and shape the clinical context in which blood pressure measurements are captured. For example, in cardiovascular risk management, recent changes in clinical guidelines reflect an evolving understanding of cardiovascular risk. For example, the 2017 ACC/AHA guidelines lowered the threshold for hypertension diagnosis from 140/90 mmHg to 130/80 mmHg. Implementation of these new guidelines and the accompanying efforts towards target attainment may have lowered both the mean and the median blood pressure in preventive care in recent years, thereby for example affecting frequently used imputation methods of missing data.

In summary, even when interoperability standards are sufficiently deployed, the accompanying recorded metadata may be insufficient for reconstructing full measurement conditions that are needed to facilitate reuse of data. Below, we will further dive in to provide some practical examples on how to select fit-for-purpose data based on contextual clues.




4 Preparing the ideal blood pressure data for reuse

For researchers reusing EHR data, specifically (data) scientists working on big datasets, blood pressure data is likely presented in long-format tables, with values linked to distinct patient measurements across large populations. However, in a data table, these values are disconnected from the clinical context they were measured in. Unlike clinicians, scientists that reuse these data do not see the individual patient, hear their symptoms, or have access to the description of a clinical context and the clinical rationale for which the data was captured. Assuming all data points are equivalent in meaning or quality risks misinterpretation. By now, the reader knows a blood pressure measurement that was recorded in an emergency department during a crisis is not the same as one taken during a calm check-up visit, even if the data and metadata appear identical and technically sound in the dataset. Without awareness of the meaning of the variables, what information is missing, and how that may affect interpretation, an analysis can be technically correct but lack clinical meaning.

First, a clearly defined research question is essential. It not only shapes the analytical approach but also guides which data should be used. This way, data selection is not treated as a fixed starting point, but rather as a design choice aligned with the study's purpose. This principle, referred to as “fit-for-purpose”, emphasizes that data must be both relevant and appropriate for the question being addressed (25). Furthermore, fit-for-purpose acknowledges that some research questions may tolerate more variability in measurement or documentation than others. Exploratory studies, for instance, may be less sensitive to occasional inconsistencies, while evaluations of treatment effects or safety may require highly standardized and reliable data. Meaningful analysis depends on data that are not only of high quality but also contextually aligned with the research question; without this contextual alignment, even the best data may fail to produce meaningful results (26). Fortunately, on top of metadata, contextual clues may exist in the EHR system to help researchers assess this alignment.

A key component of the fit-for-purpose principle on a dataset level is considering the source of the data. While issues such as selection bias and limited generalizability are common to all database research, they deserve particular attention when EHR data are used for secondary purposes. Using data that is primary collected for research, the decision to collect data using specific devices or describe specific metadata can be made before data collection, leading to generally a more harmonized and complete dataset for the specific research question. Unlike primary data collection, EHR data is not designed for research purposes, and its structure often reflects e.g., clinical workflows rather than study design. For instance, including only patients with complete longitudinal records can unintentionally overrepresent sicker individuals, who typically have more frequent and detailed documentation (27). Similarly, data obtained from specific settings, such as long-term care facilities or specialized clinics, may not be representative of broader patient populations or be generalizable to the wider population due to differences in clinical practices and patient demographics. Understanding the background and structure of the contributing health organization is essential to determine whether it can provide the target cohort and relevant clinical data (28).

On an individual datapoint level, contextual clues may be found in different areas. First, the frequency of the measurements itself may point towards a clinical situation: if 10 measurements are available in a 30 min timeframe, these are probably part of an automated measurement in “continuous mode”. If blood pressure measurements have a high frequency of for example one every minute, they were probably measured invasively, which points towards a monitoring situation. Second, some contextual information can be inferred from associated data in the EHR system. For example, the performer of the measurement could be linked to the medical discipline or department. Moreover, blood pressure measurements can be linked to encounters, further specifying if the measurement occurred during an inpatient stay, outpatient visit, or emergency episode. In addition, linkage can be made to medications, which may indicate the use of antihypertensive drugs during the measurement.


4.1 Example use cases

A 30-year-old woman in her third trimester visits an obstetric outpatient clinic for a routine prenatal check-up. Her blood pressure is measured at 145/90 mmHg using an automated office cuff. Concerned about possible gestational hypertension, her physician schedules further monitoring. However, the elevated reading was due to anxiety triggered by the clinical setting—a classic case of white-coat hypertension. Over the following days, she measures her blood pressure at home using a validated device under calm conditions, with average readings consistently around 118/76 mmHg. If a researcher reuses only the office measurement from the hospital EHR without context—such as gestational age, clinical setting, or subsequent home monitoring—the patient may be wrongly classified as hypertensive. This could affect studies on hypertensive disorders of pregnancy, overestimate prevalence, or bias models predicting maternal or fetal outcomes. If the researcher is interested in taking into account hypertension as a covariate in a risk model for infertility, pregnant women may need to be excluded all together, and the researcher needs to look for contextual clues to establish pregnancy.

A 67-year-old man visits the emergency department for chest pain. His first blood pressure is measured at 160/100 mmHg using an automated cuff. After diagnostic evaluation, the patient turns out to have a panic attack. Follow-up measurements show blood pressure values within the normal range. The elevated reading was due to the physiological stress response of the patient. If a researcher assigns the label “hypertension” to this patient, as they ever crossed the diagnostic threshold, this patient may wrongly be classified as having hypertension. This could affect case-control studies of hypertension, and studies where hypertension was included as a risk factor, for example, for cardiovascular disease.

A 74-year-old woman is admitted to the ICU with septic shock. During the first 24 h, she receives vasopressors and aggressive fluid resuscitation. Her recorded blood pressure fluctuates widely, with one of the lowest values being 78/46 mmHg. As her condition stabilizes over the next several days, her blood pressure normalizes to around 125/75 mmHg without support. If a researcher wants to assess a personalized normal value for this patient and would simply use the first available value, this woman would be labeled as “severely hypotensive”. However, this label reflects her acute critical illness, not her typical baseline. One could question the decision of the researcher to include ICU data to establish a baseline blood pressure, as including measurements in critical situations is prone for misclassification and bias.

A 52-year-old man with obesity visits hypertension outpatient clinic, where his blood pressure is first measured using a regular cuff that is too small for his arm circumference, resulting in an elevated reading of 155/95 mmHg. At a follow-up visit, a correctly sized cuff is used, and his blood pressure measures 135/85 mmHg, better reflecting his true level. This example illustrates a common issue: the selection of appropriate cuff size for blood pressure measurement is frequently neglected. A randomized crossover trial found that using a single cuff size regardless of arm circumference produces strikingly inaccurate readings, causing systematic over- or under-estimation (29). When researchers mine EHRs for blood pressure values, the cuff size is almost never recorded in structured form. That means that in a large dataset, there may be a mix of readings taken with the correct cuffs, too-small cuffs, and too-large cuffs, but it is impossible to differentiate them. Because cuff size selection depends on patient characteristics like obesity or body build, this may lead to differential misclassification: overestimating hypertension in heavier patients and underestimating it in smaller-framed individuals, potentially distorting prevalence estimates and associations (e.g., inflated BP-BMI correlation simply due to measurement artefact).

While these examples illustrate only a fraction of the complexities involved and may be self-evident to some, they serve as an important gateway for a growing body of non-medical researchers in healthcare, to consider the critical role of contextual factors in interpreting data from EHRs.




5 Discussion

Reusing EHR data holds great potential to advance research and improve patient care. However, as exemplified here using blood pressure measurements, quantitative EHR data may not be as straightforward as they may appear. Selecting data that truly fit the research question—data that are “fit-for-purpose”—is essential. By acknowledging the complexities inherent in healthcare data and making informed data selection decisions, researchers can move closer to unlocking the full potential of EHR data, generating meaningful findings that ultimately improve patient care.

The ideal dataset thus contains rich contextual data to be able to select data that are fit for the intended purpose. However, data selection is only the first step of preprocessing when reusing EHR data. The importance of contextual clues is not limited to the data selection step. In downstream preprocessing steps, for example during feature extraction and handling missing data (e.g., imputation strategies), these contextual data are equally important to assess the preferred strategy.

Furthermore, interpreting and discovering contextual clues may be difficult for scientists with limited knowledge of pathophysiological processes. Therefore, preprocessing of EHR data needs interdisciplinary collaboration. This interdisciplinary team often starts with clinicians who generate the data, and scientists who analyze it. For some research questions, including patients may be beneficial. Yet when reusing EHR data, the interdisciplinary team should be aware of the importance of interpreting and discovering contextual clues, for which they lack expertise, and inclusion of data managers, business intelligence officers or data platform engineers that curate and extract data may be of fundamental additional benefit. The interdisciplinary team thus ensures accurate interpretation and alignment of data and research question, including revealing gaps in contextual information and coming up with appropriate solutions.

Researchers should always strive to include the optimal data in their models, as the saying goes “garbage in = garbage out”. Future studies could aim to quantify the impact of different data selection methods on model weights, model performance, and simulated clinical decisions to further study this principle in different use cases.
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Introduction: Healthcare e-government plays a vital role in advancing the United Nations 2030 Agenda for Sustainable Development, by disseminating vital information and delivering essential services, particularly during the coronavirus disease 2019 (COVID-19) pandemic. China faces challenges within the context of health care, such as limited infrastructure and equitable healthcare access, underscoring the necessity of evaluating and improving the quality of healthcare e-government services.



Methods: This study proposes a novel multicriteria decision-making framework for systematically evaluating the quality of healthcare e-government services. The framework structurally extends the SERVQUAL model into 5 first-level and 31 s-level dimensions tailored to digital governance and integrates it with the entropy weight method and the technique for order of preference by similarity to ideal solution. This hybrid methodology enables objective, scalable, and theory-based assessment. To validate its effectiveness, the model was empirically applied to 17 Chinese municipal health commission websites in the period of 2019–2024 to validate its effectiveness.



Results: The results revealed that empathy represents the most critical quality gap among the evaluated healthcare e-government services, while cross-platform interoperability has become a strategic focus for system improvement. These results highlighted that sustainable service quality is contingent on both robust technical infrastructure and human-centric factors.



Discussion: The proposed framework can offer policymakers a replicable decision-support tool by bridging the gap between operational performance and sustainable service delivery, particularly in developing regions. This provides practical insights into achieving digital healthcare transformation, contributing to the United Nations Sustainable Development Goals, offers a scalable evaluation approach for comparative research in digital governance, and promotes global e-government systems.
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1 Introduction

Healthcare e-government initiatives play an increasingly vital role in accelerating the achievement of the United Nations 2030 Agenda for Sustainable Development (1). They have supported governments worldwide during healthcare crises, ensuring the effective delivery of essential public services during periods marked by increased isolation, uncertainty, and societal vulnerability. They have become a pivotal tool for communication and collaboration between policymakers and society, a role that was particularly evident during the coronavirus disease 2019 (COVID-19) pandemic when governments worldwide relied on healthcare e-government systems to disseminate critical information, provide services, and develop tools for tracking the pandemic's progress and coordinating relief efforts. Approximately 90% of Member States have established dedicated portals or created specialized sections within their national e-government platforms to address pandemic-related issues and provide relevant public services (2). The 2024 United Nations E-Government Survey paints a picture of progress in the global development of healthcare e-government, with all regions adopting digital technologies to enhance service delivery and public engagement. This trend has accelerated during the post-pandemic world, marked by increased investments in resilient infrastructure and advanced solutions such as cloud computing and broadband (3).

In 2024, the E-Government Development Index (EGDI) of China was 0.8718, ranking 35th globally. This places China in the high-level V3 category. This significant improvement is attributed to strategic policies, substantial investment in digital infrastructure, and innovative initiatives. However, China still lags behind several Asian countries with very high EGDI, namely, Singapore (0.969), South Korea (0.9679), Saudi Arabia (0.9602), the United Arab Emirates (0.9533), and Japan (0.9351). This is due to the fact that local governments are restricted by inadequate internet coverage and insufficient infrastructure that hinder them from delivering efficient and accessible e-government services, thereby affecting both service quality and fairness (3). Furthermore, local healthcare e-government platforms exhibit persistent challenges in reaching vulnerable populations (4), enhancing user experience (5), and improving technological integration (6). Like other segments of the public sector, government health departments, national agencies responsible for monitoring and improving public health, and publicly funded healthcare providers face growing pressure to enhance efficiency, transparency, and service delivery, necessitating their active participation in the e-government initiatives.

While there has been significant progress in e-government in the healthcare sector, systematic evaluations of service quality within this domain remain relatively insufficient. Extant studies primarily focus on macro-level infrastructure, policy implementation, and information disclosure (7–9) but do not offer fine-grained, multidimensional assessments of local health department e-government platforms. The few studies that have evaluated service quality typically rely on a limited number of dimension indices or expert-assigned weights (10, 11), lacking an integrated user-centered experience aspect such as accessibility, interactivity, interface design, and overall usability. This limits data-driven policy improvement and resource optimization. Moreover, although some classic evaluation models have been widely validated in healthcare service assessment (12), their application in the context of e-government and integration with multicriteria decision-making (MCDM) methods remain limited. MCDM techniques, such as technique for order of preference by similarity to ideal solution (TOPSIS) and fuzzy/analytic hierarchy process (AHP)-TOPSIS, have been adopted in public sector evaluations, including the provision of government services and organizational resource planning (13), but are rarely represented in the healthcare e-government domain (14–16). Other countries have some comprehensive SERVQUAL + AHP-TOPSIS frameworks for public services (17, 18), but similar frameworks tailored for local healthcare e-platforms are virtually nonexistent.

Therefore, it is necessary to establish a comprehensive and universal evaluation framework that can integrate the multidimensional characteristics of service quality and has strong data compatibility and interpretability to more scientifically and operatively identify the key improvement priorities in local government healthcare e-government platforms and enhance their service quality.

Herein, an e-government service quality assessment system is developed based on an MCDM framework. The system integrates and expands the original structure of the SERVQUAL model, further refining its five core dimensions into 5 first-level dimensions and 31 s-level dimensions, particularly tailored to the services of the Official Websites of Municipal Health Commissions in China. Due to its theoretical completeness and cross-domain applicability, the SERVQUAL model has been a widely applied tool for measuring service quality in various contexts such as health care, education, and government affairs. Its dimensionalized analysis feature effectively overcomes the fragmented limitations of traditional single-dimensional assessment methods. To enhance the objectivity and data-driven nature of the evaluation system, this study employs the entropy weight method (EW) to allocate weights to each indicator, identifying high-differentiation features based on the principle of information entropy, thereby avoiding bias from subjective weighting. Given that the data collected for this study is sourced from annual government website work reports, which encompasses quantitative information, such as total information releases, and qualitative information, such as page design, this study further introduces the TOPSIS method for data normalization and comprehensive ranking, which is well known in multiattribute decision analysis due to its simplicity and robustness, effectively supporting tasks involving heterogeneous indicators and priority identification. Finally, a service quality ranking map is generated to present the improvement priorities of each website in terms of service quality dimensions.

The contribution of this study lies in proposing and validating a practical, theory-based, and reality-adaptive framework for evaluating the quality of e-government services. Moreover, through empirical research on Chinese cases, its practical value has been verified. It has been proven that this framework has strong applicability and practical value in optimizing the efficiency of digital governance in countries or regions with limited technological infrastructure, fragmented policies, and restricted financial or administrative capabilities. In addition, the framework can be replicated for digital governance assessment under the MCDM paradigm.

The rest of this study is structured as follows. Section 2 presents the related literature review on service quality measurements of healthcare e-government. Section 3 explains the construction process of the research framework. Section 4 introduces a case study. Section 5 extensively discusses the research findings and puts forward policy suggestions and practical implications. Section 6 delineates the conclusions, and Section 7 points out the limitations of this study.



2 Literature review

By screening the recent studies on quality assessment of e-government services and utilization of the SERVQUAL model, there exists considerable research on the assessment and development of e-government services; however, studies specifically addressing healthcare e-government services remain limited. Compared with other sectors, implementing e-government initiatives in healthcare faces substantial technological, managerial, and implementation challenges (4). Mainda (19) examined the role of e-government in enhancing service efficiency in healthcare, highlighting that the adoption of digital technologies improves the efficiency, transparency, and accessibility of medical services. They identified system integration, user acceptance, and stakeholder collaboration as critical factors for the success of these initiatives. Anthopoulos et al. (20), in their analysis of the HealthCare.gov website's failure, identified poor project management, technical barriers, changing requirements, and bureaucracy as contributing factors. They emphasized quality assurance, effective planning, and stakeholder engagement for successful projects. Sorn-in et al. (21) examined key factors influencing e-government development and revealed that service quality, policy-and-governance frameworks, information technology infrastructure, organizational factors, and socioeconomic conditions play crucial roles. Governments should prioritize them to meet citizen demands and continuously improve e-government services. Wang et al. (22) stressed that bidirectional, instantaneous information exchange is vital for optimizing healthcare governance: the public accesses authoritative health guidelines (e.g., vaccination and pandemic prevention measures) via government platforms, thereby reducing health risks, while governments gather real-time public health data (e.g., self-reported symptoms and regional infection rates) through official platforms and social media channels to inform evidence-based decision-making. Recent empirical work from Tanzania further illustrates that perceived usefulness and ease of use are decisive for medical staff acceptance of digital platforms (19), while provincial panel data from China confirm that integrated e-government significantly improves both the quality and the equity of public services through efficiency and innovation channels (23).

SERVQUAL is a widely recognized model for service evaluation in five dimensions, namely, tangibility, reliability, responsiveness, assurance, and empathy (24). This model is particularly effective in assessing service fairness, coverage, and technical compatibility (25). Moreover, it can identify specific service quality issues—such as digital health services for vulnerable populations, data transparency, and user privacy protection—that are often overlooked in broader evaluation frameworks or alternative dimensional analyses (26). The model has been applied across diverse domains, including health care (27), transportation (28), education (29), public service (30), and e-government services (31). Owing to its multidimensional nature, SERVQUAL has been integrated with various decision-making methodologies, for example, with AHP-TOPSIS to evaluate terminal express delivery service quality (32), with EW-TOPSIS (EW-TOPSIS) to assess e-commerce-logistics service quality (33), and as the basis for an integrated fuzzy quality-function-deployment approach to measure airport service quality (34). Numerous studies applied user questionnaires to collect perceptual data on e-service quality. Alabdallat et al. (35) developed an instrument covering tangibility, reliability, responsiveness, security, and personalization. Elnaffar (36) combined an improved SERVQUAL scale with a two-dimensional mean-value matrix to visualize importance–satisfaction gaps. Although such subjective ratings reflect user experience, they are influenced by emotions, background, and sample representativeness (37), thereby introducing bias. To mitigate this subjectivity, this study employs the EW method for indicator weighting and applies the TOPSIS method to evaluate the service quality of healthcare e-government websites across Chinese cities. The EW-TOPSIS model integrates objective weighting techniques with multicriteria decision analysis and has been extensively applied in studies on digital platform openness (38), evaluations of service quality in online health communities (39), and research on the equity of medical resource allocation (40). This objective, data-driven approach not only mitigates potential biases from subjective user perceptions but also provides a scientifically sound and operationally viable reference framework. Compared with other TOPSIS methods (e.g., Neutrosophic TOPSIS (18), Fermatean Fuzzy TOPSIS (41), intervalued type-2 TOPSIS (42), q-Rung Orthopair Fuzzy TOPSIS (43)), EW-TOPSIS directly utilizes the discrete information in the government database without the need for subjective scale transformation. Moreover, the calculation is simple; it does not need for a large number of expert calibrations, high-dimensional parameter estimates, and complex defuzzification processes and is easy to explain to nontechnical decision-makers. Empirical studies on machining optimization (44) and platform governance (38) have both verified the effectiveness of the EW method in suppressing expert bias. Furthermore, the EW process is completely transparent and complies with the auditing requirements of government departments, enhancing the replicability and interpretability of this study.

Despite the methodological richness outlined above, two gaps remain. First, extant studies seldom integrate SERVQUAL with purely objective weighting schemes; most rely on expert-driven AHP or fuzzy linguistic scales, leaving room for bias when government back-office datasets are available. Second, healthcare-specific e-government evaluations lag behind both generic e-government and commercial platform research; cross-country evidence is scarce, and particularly, Chinese municipal platforms are under-represented. Addressing these gaps, this study combines SERVQUAL with EW-TOPSIS to deliver an objective, scalable assessment framework tailored to healthcare e-government.

The main contributions of this study are as follows.


	(1)The novel fusion of the five-dimensional SERVQUAL model with entropy-weighted TOPSIS establishes the first sustainability-oriented evaluation system for healthcare e-government. By replacing subjective weighting with entropy-based objectivity, this framework resolves long-standing tensions between multidimensional service equity and resource efficiency, enabling life cycle assessment of digital health governance sustainability.

	(2)Our multistep methodology creates an adaptive policymaking ecosystem that embeds sustainability benchmarks into digital service optimization. From dynamic indicator weighting to policy visualization, the framework institutionalizes continuous quality improvement cycles, critical for maintaining service continuity during public health crises while reducing institutional carbon footprints through data-driven resource allocation.

	(3)Validated across 17 Chinese municipal platforms, this study delivers an implementation toolkit that prioritizes interoperability resilience and empathy-driven service design. This addresses the urgent need of developing nations for scalable models that balance digital infrastructure investments with human-centered sustainability outcomes, particularly in resource-constrained pandemic-recovery contexts.





3 Methodology

This study employs a three-level MCDM approach (see Figure 1). First, it integrates the five-dimensional SERVQUAL model along with corresponding subdimensions, ensuring that each subdimension is clearly defined and mutually exclusive. The five dimensions serve as the primary criteria of the decision-making model, while their respective subdimensions function as subcriteria. Second, the EW method is applied to objectively determine the weight of each dimension and subdimension. Third, the TOPSIS method is utilized to generate a ranked mapping of service quality.


[image: Flowchart illustrating a three-level MCDM framework, beginning with model construction and data preparation using the SERVQUAL model and original data from municipal health reports, followed by data quantification and processing steps employing the Entropy-Weight method, and concluding with the TOPSIS method to determine and present ranking results for city performance.]
FIGURE 1
Methodological framework integrating SERVQUAL model, entropy-weight, and TOPSIS.



3.1 Construction of the modified SERVQUAL model

The primary dimensions of the SERVQUAL model include tangibility, reliability, responsiveness, assurance, and empathy. Tangibility, encompassing elements such as interface design and layout, shapes users’ intuitive perceptions of website services. Reliability measures the website's ability to deliver promised services dependably, with emphasis on information accuracy and system stability. Responsiveness refers to the speed with which a company addresses user requests and inquiries and ensures timely service delivery. Assurance measures taken to build trust in data security and privacy and reliability of overall services. Finally, empathy emphasizes understanding and meeting personalized user needs, highlighting genuine care and attention.

To adapt the SERVQUAL framework to healthcare e-government websites in China, this study developed a tailored set of subdimensions based on the official evaluation indicators listed in the Annual Report on Government Websites (see Figure 2). These indicators are performance standards used by government authorities to evaluate public service websites nationwide. Based on the functional characteristics and service logic of each item, the indicators were systematically categorized into the five SERVQUAL dimensions: tangibility, reliability, responsiveness, assurance, and empathy. This classification process was done through a collaborative and iterative strategy involving multiple researchers and validation through group discussion and reviews, ensuring the internal consistency and conceptual validity of the subdimension structure.


[image: Chart illustrating service quality factors grouped by five dimensions: Tangibility, Reliability, Responsiveness, Assurance, and Empathy. Each dimension contains specific metrics such as platforms, accessibility, response rates, security, interoperability, and communication volumes.]
FIGURE 2
The modified SERVQUAL model.


In addition, several indicators related to the structure and user experience of government websites, such as website accessibility, page design, and cross-browser and cross-device compatibility, were included to reflect specific concerns in the online healthcare service environment. Definitions for each dimension and subdimension are provided in the Supplementary Table S1 of the Supplementary Material. All descriptions were adapted from the Annual Report on Government Websites to ensure contextual relevance and alignment with the national policy framework.



3.2 Data analysis and evaluation methods

Using the annual work reports published on official websites as data sources, this study quantifies the five dimensions of the SERVQUAL model, thereby reflecting the actual operational performance and service effectiveness of government websites. This study employs the EW-TOPSIS method to comprehensively evaluate the quality of municipal health commission websites.


3.2.1 Selection of evaluation objects and data sources

Herein, case data refer to official websites of municipal health commissions from 17 selected Chinese megacities, with populations of >10 million as of 2024: Beijing, Changsha, Chengdu, Chongqing, Dongguan, Guangzhou, Hangzhou, Linyi, Qingdao, Shanghai, Shenzhen, Shijiazhuang, Suzhou, Tianjin, Wuhan, Xi'an, and Zhengzhou (see Figure 3). These cities were chosen to ensure both demographic representativeness and the availability of complete multiyear data.
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FIGURE 3
Regional distribution of 17 cities.


All data were retrieved from the Annual Government Website Work Reports published on the respective official sites. Previous studies have similarly utilized official institutional data (45, 46), which underscores the reliability and efficacy of relying exclusively on this data source. We selected these reports for four primary reasons. First, the Annual Government Website Work Reports are compiled according to uniform guidelines established by the State Council and are audited by supervisory authorities, thereby ensuring both objectivity and standardization of the data. Second, these reports encompass all 17 Chinese megacities and span the period from 2019 to 2024, effectively capturing both horizontal (intercity) and vertical (temporal) dimensions, which allows for comprehensive cross-sectional and longitudinal comparisons. Third, the Annual Government Website Work Reports are published annually and remain publicly accessible online, providing a low-cost and easily replicable data foundation for future studies. Finally, each data point can be traced back to official government websites, which enhances the transparency and credibility of the research.

The dataset includes both quantitative indicators—such as the number of public surveys conducted and the frequency of security inspections and assessments—and qualitative attributes, including emergency response drills and intelligent Q&A systems. Notably, several indicators reflecting end-user perceptions—such as page design, cross-browser and cross-device compatibility, and a unified platform—are also included, rendering the dataset relatively comprehensive. Future research may further expand and refine these perception-related indicators to enhance the evaluation framework.

To address scale heterogeneity across these diverse indicators, a unified scoring mechanism was employed. As previously outlined, binary and rule-based scoring methods were applied to qualitative features, while continuous numerical indicators were normalized using linear interpolation.



3.2.2 Index weight calculated by the EW method

The EW method is an objective approach for determining indicator weights by calculating their information entropy. Information entropy reflects both the concentration of information distribution and an indicator's discriminative ability. A lower entropy value implies stronger discriminative power, thereby resulting in a greater weight and a higher impact on the overall evaluation (44). If the sample data for a particular indicator are completely identical, its influence on the overall evaluation is null, and its weight is zero.

The following formulas illustrate the entropy-based weight calculation procedure, based on the methodology outlined by Zou and Yun (47).


	(1)Constructing a standardized matrix



Assume that the evaluation index system comprises m samples and n indicators. Xij is the value of the j -th evaluation index of the i -th sample (i=1,2,3,⋯,m;j=1,2,3,⋯,n). Based on this, a standardized matrix can be constructed, as shown in Equation 1.





	Xij=[x11x12⋯x1nx21x22⋯x2n⋮⋮⋱⋮xm1xm2⋯xmn](1≤i≤m,0≤j≤n)

	(1)











	(2)Data standardization



Because using indicators with different measurement units may introduce bias, data normalization is needed during computational processing. This step eliminates dimensional influences and generates a new data set rij.






	rij=xij−min(xi)max(xj)−min(xj)

	(2)










In the Equation 2, rij is the value of the j -th evaluation index of the i-th sample. To ensure numerical validity, a minimal value of 0.0001 is added to rij, preventing potential computational exceptions.


	(3)Calculation of the proportion y of the index value of the i -th object under the j -th index yij, as illustrated in Equation 3.





	yij=rij∑i=1mrij(0≤yij≤1)

	(3)












	(4)Calculation of the index information entropy value ej, as presented in Equation 4.





	ej=−1ln⁡m∑i=1m⁡yijln⁡yij

	(4)












	(5)Calculation of the index information utility value dj, as shown in Equation 5.





	dj=1−ej

	(5)












	(6)Calculation of the weight of evaluation indicators.





	wj=dj∑j=1n⁡dj

	(6)

















3.2.3 TOPSIS method comprehensively ranks the quality of service

The TOPSIS method is widely employed in multiobjective decision analysis. As a ranking optimization technique based on similarity to an ideal solution, the TOPSIS method fully utilizes available data while minimizing the influence of subjective factors on decision outcomes. Its core principle is to identify both the ideal and negative-ideal solutions and then compute the Euclidean distance between each alternative and these reference points. An alternative that is closest to the ideal solution and farthest from the negative-ideal solution is considered the best option (48).


	(1)Data standardization, see Equation 1

	(2)Data normalization, see Equation 2

	(3)Calculation of the weighted decision matrix zij.



Based on Equations 2 and 6, the weighted decision matrix is constructed using the weights derived from the EW method for each evaluation index, thereby reducing the influence of subjective factors.






	zij=rijwj(1≤i≤m,0≤j≤n)

	(7)











	(4)Determination of the positive ideal solution Sj+ and negative ideal solution Sj− of each evaluation index, according to Equations 7–9.



According to Equations 10 and 11, the Euclidean distance was used to calculate the distance between the evaluated object and the positive and negative ideal solutions Hi+ Hi−.






	Sj+=max{zij}(1≤i≤m,0≤j≤n)

	(8)















	Sj−=min{zij}(1≤i≤m,0≤j≤n)

	(9)















	Hi+=∑j=1n⁡(zij−Sj+)2

	(10)















	Hi−=∑j=1n⁡(zij−Sj−)2

	(11)











	(5)Calculation of the ideal closeness coefficient ci, as defined in Equation 12.





	ci=Sj−Sj++Sj−

	(12)












	(6)Determination of the ranking based on the closeness coefficient.



A higher closeness coefficient means superior service quality for the Official Website of the Health Commission of a city, whereas a lower value means poorer service quality.



3.2.4 Data quantification processing

Because the constructed government website quality evaluation system incorporates both qualitative and quantitative data, significant differences exist in the scales and ranges of various indicators. Therefore, it is necessary to standardize these evaluation indicators quantitatively.

To ensure methodological transparency, reproducibility, and cross-city comparability, this study operationalizes 11 service quality indicators with a binary or fixed point scheme. Specifically, website accessibility, page design, and cross-browser and Cross-device compatibility are scored 100 when no performance defects are observed, and 0 otherwise; security detection and early warning mechanism, emergency response drills, website administrator, service item catalog, unified platform for interaction, and intelligent Q&A are scored 100 if the Annual Report on Government Websites confirms their presence, and 0 if absent. For the average response time for public messages, a response time of ≤3 days receives 100 and a response time of >3 days receives 0. The indicator website special features indicator is quantified at 20 points per feature (five official categories in the report), yielding 0–100 in total. Binary design is adopted because each indicator entails a clearly defined “present/absent” state, and thus, it eliminates ambiguity and simplifies the distance computation in the subsequent TOPSIS procedure. To minimize bias, the three manually tested indicators are independently appraised by multiple raters, with cross-validation and screenshot archiving to ensure consistency, while the remaining institutional indicators are taken verbatim from the authoritative government report. This scoring framework provides an objective and standardized foundation for the EW-TOPSIS evaluation. All other indicators are quantified using a value-assignment method, in which the score of each sample is determined by its relative position within the indicator range via linear interpolation. In particular, the sample value is normalized by subtracting the minimum value of the indicator, dividing by the range, and multiplying by 100 to map it on a 0–100 scale. Compared with traditional interval-based classification methods, this linear interpolation approach provides a more precise reflection of the actual distribution of sample data within the indicator range (49), thereby laying a solid foundation for the subsequent processing and computation. This method effectively resolves scale differences among various indicators, enhancing the scientific validity and rationality of the evaluation results. Table 1 presents the frequency of security inspections and assessments indicator under the assurance dimension for 2023. The middle column shows the frequency of security inspections and assessments conducted by each city in 2023, and the right column lists the assigned scores calculated using the linear interpolation method. In addition, the Calculation Example section in our Supplementary Material includes a simple calculation example of the EW-TOPSIS method, which is about the ranking calculation process of 17 cities in the tangibility dimension in 2024.



TABLE 1 Assigned value for frequency of security inspections and assessments (2023).



	City
	Numbers
	Value





	Tianjin
	13
	100



	Beijing
	12
	92



	Changsha
	12
	92



	Guangzhou
	12
	92



	Qingdao
	12
	92



	Wuhan
	12
	92



	Shenzhen
	9
	67



	Xian
	9
	67



	Chongqing
	7
	50



	Shanghai
	6
	42



	Chengdu
	4
	25



	Shijiazhuang
	4
	25



	Suzhou
	4
	25



	Zhengzhou
	4
	25



	Linyi
	2
	8



	Dongguan
	1
	0



	Hangzhou
	1
	0











4 Results

This section presents the main results from integrating the SERVQUAL model with the EW-TOPSIS method for evaluating the service quality of healthcare e-government services, as defined by the dimensions and subdimensions of the modified SERVQUAL model.


4.1 Weights of dimensions and subdimensions

Table 2 lists the annual weights of the five SERVQUAL dimensions from 2019 to 2024 using the EW method. A higher weight indicates greater importance in the overall evaluation. Throughout the six-year period, the empathy dimension consistently ranked first, with weights ranging from 0.3341 (2021) to 0.4054 (2024), highlighting its dominant role in user-perceived service quality. This is followed by reliability (0.2171–0.2487); tangibility, which slightly fluctuates over the years from its lowest value of 0.1513 in 2021 to its peak in 2023 at 0.2054; responsiveness (0.1415–0.1665); and, finally, assurance with notably low weights (0.0394 in 2022 and 0.0413 in 2023), indicating limited influence on the overall assessment. These overall dimension weights were calculated as the sum of the EWs of their corresponding subdimensions. By contrast, the weights of individual subdimensions varied more significantly across the years (Supplementary Table S2 in the Supplementary Material and Figure S4), where the blank part in Figure 4 indicates that the weight of this secondary dimension does not exist in the current year.



TABLE 2 Weights of dimension in 2019–2024.



	Dimension
	Entropy weight
	Rank



	2019
	2020
	2021
	2022
	2023
	2024





	Empathy
	0.3842
	0.4047
	0.3341
	0.3909
	0.3598
	0.4054
	1



	Reliability
	0.2171
	0.2280
	0.2487
	0.2448
	0.2275
	0.1966
	2



	Tangibility
	0.1961
	0.1676
	0.1513
	0.1824
	0.2054
	0.1833
	3



	Responsiveness
	0.1479
	0.1498
	0.1415
	0.1425
	0.1660
	0.1665
	4



	Assurance
	0.0547
	0.0499
	0.1244
	0.0394
	0.0413
	0.0481
	5








[image: Heatmap data visualization comparing annual weights from 2019 to 2024 across website service sub-dimensions, with color intensity indicating value and a vertical color scale legend plus a bar chart for average weights on the right.]
FIGURE 4
Heatmap and mean weight barplot of 31 subindicators (2019–2024).




4.2 Evaluation of healthcare e-government service quality

Evaluation was conducted based on the five dimensions of the SERVQUAL model, and comprehensive rankings were derived using the EW-TOPSIS method. The results were visualized with a ranking quality map. First, the weighted normalized matrix was calculated, as detailed in Equation 19.


4.2.1 Ranking changes from 2019 to 2024

A longitudinal analysis indicates considerable heterogeneity in the service quality evaluation indices of the Official Websites of the Health Commission across cities from 2019 to 2024 (see Figure 5). The study identifies the following key characteristic.


	(1)Regional disparities in service quality




[image: Horizontal bar chart comparing city ranks in China from 2019 to 2024 across seventeen cities. Cities include Beijing, Shanghai, Guangzhou, and others. Each bar color represents a year, showing rank changes over time.]
FIGURE 5
Overall ranking evolution of cities (2019–2024).


The official health commission websites in economically developed regions exemplified by Shenzhen, Shanghai, and Guangzhou have consistently maintained leading positions in overall service quality assessments. Notably, Shanghai exhibits exceptional stability, ranking among the top three for six consecutive years. These findings highlight substantial regional disparities in digital governance capacity and underscore the positive correlation between investments in urban digital infrastructure and service quality outcomes.


	(2)Analysis of dynamic evolution trends



The service quality index displays significant temporal fluctuations, with notable changes in city rankings. For example, Dongguan experienced a substantial decline in its comprehensive evaluation index, falling from 3rd place in 2019 to 11th place in 2024, while Zhengzhou dropped from a median ranking in 2019 to the 13th spot in 2024. By contrast, Qingdao and Linyi exhibited an upward trend in rankings. This dynamic shift suggests a zero-sum effect in intercity digital governance capabilities, whereby improvements in some cities occur at the expense of others. The longitudinal comparative study not only illustrates the evolutionary trajectory of healthcare e-government service quality but also provides empirical evidence for the differentiated development of regional digital governance capacity.



4.2.2 Dynamic analysis of service quality performance

To further analyse the performance of the official health commission websites, this section systematically examines the dynamic changes in specific service quality dimensions across cities during the period of 2019–2024. This section provides a detailed explanation of the underlying factors contributing to ranking fluctuations through two analyses.

In multidimensional service quality evolution analysis, by comparing the rankings of cities across five key service quality dimensions, the unique strengths and weaknesses of the e-government practices of each region are revealed. This analysis not only offers insights into the strategic measures employed to enhance service quality but also identifies innovative models and best practices in digital governance.

In dynamic evolution analysis of the subdimensions, the changes in city rankings across various subdimensions over a six-year period are revealed, uncovering potential driving factors behind the improvement or decline in service quality. This analysis distinguishes long-term trends from short-term fluctuations, thereby facilitating an assessment of the effectiveness of policy interventions and management practices.

By integrating these two analytical approaches, this study offers a comprehensive perspective on the service quality of the Official Websites of the Health Commission, providing empirical support for city administrators to develop targeted improvement strategies and policy adjustments. This analytical framework not only deepens our understanding of the complex urban digital service environment but also supplies robust scientific evidence for enhancing public service quality (detailed data available in Supplementary Tables S3–S8 of the Supplementary Material).


4.2.2.1 Multidimensional service quality evolution analysis (2019–2024)

This study utilizes multidimensional visualization analysis to reveal structural differences in service quality among cities, with bubble size representing the comprehensive evaluation index (see Figure 6).


	(1)Advantage distribution across horizontal dimensions




	

	•Empathy dimension








[image: Grouped bubble charts display rank trends by city from 2019 to 2024, with bubbles color-coded by service quality dimensions and sized by significance, allowing comparison of each city’s ranking variation across years and dimensions.]
FIGURE 6
Multidimensional service quality evolution analysis (2019–2024).


Guangzhou has issued thousands of policy interpretations through the Guangzhou Municipal Health Commission website and developed an intelligent Q&A knowledge base to address high-frequency consultation scenarios. The optimized service architecture has considerably improved user task completion rates.


	•Reliability dimension



Shanghai has enhanced its website functionality and introduced an intelligent Q&A system to improve response efficiency. Standardized message processing has resulted in a 100% on-time completion rate for public inquiries. In addition, the city has advanced the “One Thing” Reform, which streamlines government service workflows, increases user efficiency, and enhances the transparency and accessibility of e-government services.


	•Tangibility dimension



Shenzhen has developed a digital healthcare public service platform that ensures 100% integration and sharing of health information resources. The promotion of the “Health Shenzhen” app, along with initiatives supporting the development of smart hospitals and smart health communities, has expanded expert and resource databases for health education. Furthermore, Shenzhen has established a regularized science popularization mechanism, organized health literacy competitions, and launched the dedicated Healthy Shenzhen Action section, thereby enhancing the intelligence of medical services and improving public health literacy.


	•Responsiveness dimension



Shenzhen has optimized its website design and introduced a search function for occupational health check institutions to bolster public service accessibility. A public message big data analysis platform now accurately identifies key areas of public inquiry and complaints, facilitating efficient problem resolution.


	•Assurance dimension



Tianjin has implemented a security detection and early warning mechanism, conducted regular security inspections and assessments, and organized emergency response drills. In addition, the city has optimized browser compatibility and improved the online service completion rate, ensuring both the security and operational efficiency of its government websites.


	(2)Analysis of the longitudinal evolution mechanism

	•   Consistently leading type







Shenzhen has maintained a leading position in the tangibility and responsiveness dimensions through its “Triple Helix” innovation model, comprising a cloud platform, an artificial intelligence (AI) orchestration layer, and community feedback integration. In 2021, the city processed over 1,100 public requests, achieving a 100% completion rate.


	•Fluctuating upward type



Tianjin has advanced its “Resilience Initiative,” resulting in a notable improvement in its assurance index—from 4th place in 2019 to 1st place in 2024. This enhancement is primarily due to a reduced response time for public health early warnings, which has facilitated a more accurate and timely warning mechanism.


	•Phase-declining type



Due to fragmentation within its digital governance system, Zhengzhou experienced a decline in its responsiveness ranking, falling from 1st place in 2021 to 8th place in 2024, accompanied by a slight deterioration in website response capability.


	(3)Innovation-driven factor

	•   Technology empowerment







Shanghai's “One Network for Integrated Governance” system has significantly enhanced government response speed since 2020.


	•Institutional innovation



Changsha launched China's first pilot project to standardize e-government services in 2019.


	•Public health service ecosystem



Hangzhou introduced several innovative initiatives in 2023, including the Trusted Cloud-Based Herbal Medicine Processing e-Platform, AI-enhanced medical escort service, and health brain smart framework.

This multidimensional analytical framework effectively deconstructs the dynamic formation mechanisms underlying digital government service quality, providing a verifiable evolutionary model for smart city governance. Empirical data indicate that cities implementing digital transformation strategies have experienced a year-on-year increase in their service efficiency index, significantly outperforming those reliant on traditional governance models.



4.2.2.2 Dynamic evolution analysis of subdimensions (2019–2024)

This study conducts a detailed analysis of fluctuations in the subdimensions of healthcare e-government service quality across cities in the period of 2019–2024. These fluctuations reveal the underlying factors by which subdimensions influence overall dimensions and cause ranking changes while illustrating the improvement measures implemented by cities to enhance service quality (see Figure 7).


	•Empathy dimension




[image: Five bubble charts display annual city-level data from 2019 to 2024 for five service quality dimensions: empathy, reliability, tangibility, responsiveness, and assurance. Bubble sizes represent varying data magnitudes for each city and year across each dimension.]
FIGURE 7
Dynamic evolution analysis of subdimensions (2019–2024).


Guangzhou has consistently led in the cross-platform interoperability, service item catalog, and intelligent Q&A indicators. By posting health education information on its official website and organizing events such as the “Health Cup” Competition, the city has strengthened public health awareness. However, its relative shortcomings in other indicators indicate that there is still room for overall improvement in the empathy dimension. Beijing has significantly enhanced information transparency and public satisfaction by implementing multichannel policy interpretation, improving its immediate complaint resolution mechanism, strengthening public opinion monitoring and emergency response, and increasing public interaction and engagement. These efforts have contributed to the continuous healthcare services optimization. Conversely, Dongguan experienced a decline in ranking due to weaker performance in indicators such as the annual volume of policy interpretations published, which highlights the importance of timely response to public concerns in service quality evaluation.


	•Reliability dimension



Shanghai has demonstrated continuous improvement in survey transparency rate and average transaction per user rate, thereby enhancing information disclosure through the online service completion platform. By contrast, Shenzhen and Xi'an have experienced notable fluctuations in the average transaction per user rate, constrained by service frequency and system performance instability, which negatively impacted user experience and satisfaction.


	•Tangibility dimension



Shanghai and Shenzhen have consistently maintained their leading positions, with both cities achieving full scores on the unified platform for interaction and demonstrating exceptional cross-departmental collaboration capabilities. In addition, Shenzhen has adopted a proactive approach to public demand responsiveness and information interpretation by introducing new specialized sections on its platform.


	•Responsiveness dimension



Shenzhen has maintained a high level of stability by optimizing page design and service responsiveness. By contrast, Beijing experienced a significant decline, with sharp drops in the average response time for public messages and the public response rate in online interviews, leading to a severe rank decrease. Guangzhou has shown short-term fluctuations, indicating that insufficient capacity for processing user feedback has adversely affected its performance in this dimension.


	•Assurance dimension:



Beijing and Tianjin have achieved significant improvements in the frequency of security inspections and assessments and the online service completion rate, thereby enhancing platform accessibility and convenience. Conversely, Wuhan has presented score fluctuations in these indicators, indicating insufficient stability in its security assurance capabilities.

Therefore, the continuous development and improvement across different subdimensions have significantly influenced the overall service quality ranking of each city. Through a longitudinal interpretation of comprehensive data, this study provides empirical support for government agencies in formulating and optimizing e-government service strategies. This further recommends prioritizing long-term stability and comprehensive capability enhancement to achieve an efficient and sustainable Official Website of the Health Commission service system.






5 Discussion


5.1 Analysis of imbalances in the development of healthcare e-government services across cities


5.1.1 Impact of economic development

This study reveals a notable moderating effect of regional economic heterogeneity on the development of healthcare e-government services. Economic development acts as a catalyst of adoption and expansion of e-government services, particularly in large cities with populations of >10 million, where economic disparities substantially impact the progress and quality of healthcare e-government services (2, 50).

For example, Shenzhen has demonstrated a leading position in healthcare e-government services by leveraging robust financial support and policy advantages. According to the TOPSIS-based ranking results, Shenzhen remained within the top five cities for six consecutive years and ranked first in both 2021 and 2022, reflecting its consistent excellence and dominant performance in service quality. Its strong industrial foundation and vibrant innovation ecosystem, particularly in AI and big data, provide solid technological backing and financial guarantees for the development of smart healthcare and healthcare e-government platforms. This combination of technology and funding enables Shenzhen to deliver high-quality e-government services under uniquely favorable conditions. By contrast, cities with depressed economies face challenges in building healthcare e-government services due to funding shortages and uneven resource allocation. These cities often lack industrial and technological research capabilities necessary to support the growth of high-end industries, thereby limiting their progress in smart healthcare and data integration compared to cities with robust economies. Although basic functionalities have been deployed, challenges in optimizing user experience and improving response efficiency persist due to technological and resource constraints, hindering comprehensive service quality enhancement.



5.1.2 Relevance of regional information technology infrastructure

This study examines key factors, such as technological infrastructure levels, professional talent reserves, and data interoperability, and explores their impact on the uneven development of urban e-government services (51). Cities with strong technological resources often establish highly efficient network environments, modernized data centers, and advanced digital platforms, thereby providing a solid foundation for the effective operation of digital healthcare services. By contrast, cities with limited technological resources may contend with outdated infrastructure and insufficient technical support, which restrict the functionality of their platforms.

The case of Shanghai illustrates how technological advantages contribute to improved e-government service efficiency. Shanghai is not only a domestic leader in AI development but also excels in data governance and infrastructure construction. This is reflected in its strong performance in the reliability and tangibility dimensions, where it ranked within the top three cities in most years between 2019 and 2024. In particular, the reliability scores of Shanghai improved from 3rd place in 2019 and 2020 to 1st place in both 2023 and 2024. Meanwhile, it ranked 1st place in the tangibility dimension in 2020 and 2023 and never fell below 4th place. These consistent high rankings position Shanghai as a national benchmark for digital governance in healthcare services. By establishing a comprehensive health data platform, the city has achieved centralized data management and utilization. Systems such as “One-Code Medical Service” and mobile health service platform have significantly streamlined medical service processes. Furthermore, with strong computational power and robust industry–academia–research collaboration, Shanghai has become a hub of technological innovation while providing a replicable model for e-governance.

By contrast, some cities lack modernized data governance mechanisms, limiting their ability to integrate and share health data. This deficiency results in inefficient, redundant service processes that detrimentally impact overall efficiency and effectiveness. Additionally, slow response times and poor system stability of the e-government platforms of these cities contribute to a suboptimal user experience, reducing public engagement and the willingness to use e-government services.



5.1.3 Policy-driven development and urban disparities

This study examines progress of China in e-government initiatives and the developmental imbalances among its cities. The analysis indicates that national-level initiatives, such as the “Internet plus” policy and 5G investments, have succeeded in enhancing service delivery and modernizing public administration (52). For example, the Action Plan for the Integrated Development of Virtual Reality and Industrial Applications (2022–2026) demonstrates a strong commitment to virtual technology applications, while Jointly Build a Community with a Shared Future in Cyberspace underscores the importance of cooperation in cybersecurity with countries around the world.

However, disparities in policy support and strategic implementation among cities have emerged as a major factor contributing to imbalances in e-government development. In particular, in Guangzhou, strategic planning and policy orientation have provided a solid foundation for the efficient implementation of healthcare e-government services. The 14th Five-Year Plan for Guangzhou Municipal Health Development has promoted standardized development in three key areas of health informatization: regional health, hospitals, and public health (53). Through the implementation of the “Internet plus Healthcare” model, Guangzhou has achieved full coverage of electronic health codes, significantly improving service accessibility and efficiency. This progress is also reflected in the evaluation results: Guangzhou consistently ranked among the top three cities in the empathy dimension from 2019 to 2024, highlighting its strong performance in delivering patient-centered and user-responsive services.

By contrast, some cities lack clear policy objectives and long-term development plans, resulting in uncertain technology adoption and resource allocation that limit service coverage and infrastructure development. These cities lag in both the depth and breadth of e-government services, failing to adequately address diverse public needs. Moreover, weak policy execution negatively impacts user experience and compromises data integration optimization.



5.1.4 Digital accessibility and public demand disparities

This study examines the impact of differences in public demand and uneven digital accessibility (54). In economically developed cities such as Shanghai, Beijing, Guangzhou, and Shenzhen, well-established digital infrastructure and high levels of digital literacy fuel strong demand for efficient and personalized e-government services. For example, Shanghai has implemented cross-departmental data sharing via a big data platform to fulfill resident expectations for smart services. Similarly, Shenzhen has successfully integrated electronic health records with medical services through its “Internet plus Healthcare” initiative. The long-term leading positions of these cities in the empathy dimension also reflect their strengths in user-centered interaction and feedback mechanisms. By contrast, cities such as Linyi and Shijiazhuang, despite having large populations, exhibit relatively lower demand for online services due to weaker economic foundations and limited digital capabilities. From 2019 to 2024, these cities consistently ranked lower in the empathy dimension, particularly in the subdimensions cross-platform interoperability and intelligent Q&A, indicating persistent gaps in seamless interaction and timely response. In these cities, constrained digital skills restrict online service usage, resulting in e-government platforms that primarily support basic functions and fall short of meeting advanced service needs.

The imbalance in digital accessibility is particularly pronounced in the allocation of technological resources and the promotion of digital literacy. For example, Beijing and Wuhan have made significant investments in educational resources and technology training, successfully enhancing the digital capabilities of their citizens. By contrast, other cities lag in network infrastructure development, thereby creating a digital accessibility divide between urban and rural areas. For example, Suzhou and Zhengzhou experience unstable network signals in urban–rural transition zones, which negatively affect both the accessibility and user experience of e-government services.




5.2 Recommendations on sustainable development strategies

This study demonstrates that empathy and reliability are the key dimensions of healthcare e-government services and deserve the priority of regulatory authorities. The public's needs shifted markedly after the COVID-19 pandemic, making these dimensions especially critical in AI- and data integration–driven e-government services (55). The pandemic has served as a pivotal turning point, transitioning service demands from basic information access to intelligent interaction (56). Based on multidimensional evaluation results, this study proposes the following systematic optimization recommendations.


5.2.1 Empathy enhancement strategies

Empathy has emerged as a core dimension in the evaluation of healthcare e-government services. A closer examination of subdimension weights from 2019 to 2024 reveals that cross-platform interoperability, intelligent Q&A, and number of public opinions received consistently contributed the most to this dimension. Notably, cross-platform interoperability ranked first in every year, peaking at 0.1183 in 2019. Both intelligent Q&A and number of public opinions received also maintained relatively high and stable weights throughout the period. These findings underscore the public's growing expectations for seamless cross-platform interaction, timely government responses, and accessible feedback mechanisms.

This pattern aligns with post-pandemic digital behavior trends where users increasingly engage through mobile apps, web portals, and social media platforms, expecting integrated and timely service delivery. The high weight of cross-platform interoperability, often overlooked in traditional offline-centric service evaluations, reflects a fundamental shift toward seamless, platform-neutral service delivery. Similarly, intelligent Q&A systems are seen as essential for improving perceived responsiveness and alleviating the burden on human staff, particularly in times of public health emergencies. These results reinforce the notion that empathy in e-government is no longer limited to passive information delivery but hinges on active, intelligent, and participatory interaction, which is in line with contemporary governance expectations.

To address these critical needs, the following strategies are proposed. First, a multichannel information diffusion matrix should be established to facilitate empathetic communication and interaction (57). This involves enhancing intelligent Q&A systems by deploying natural language processing–based chatbots, for example, Spain's Hispabot-Covid19 model, which effectively answered over 200 pandemic-related queries (58). Second, digital inclusion must be prioritized by setting up smart health kiosks in underserved areas, integrating features such as free Wi-Fi and multilingual service interfaces to bridge digital divides. Third, interactive policy coordination can be improved by employing social media sentiment analysis to build a dynamic demand-policy alignment model, thereby allowing government to better meet evolving public expectations (59). Together, these strategies directly target the most influential empathy subdimensions and support the creation of a more inclusive, responsive, and citizen-centered healthcare e-government environment, offering concrete paths for cities to enhance perceived service quality where it matters most.



5.2.2 Reliability optimization pathway

A detailed analysis of subindicator weights from 2019 to 2024 highlights average transaction per user rate and total information releases as the two most influential indicators within the reliability dimension. Notably, the average transaction per user rate indicator consistently held the highest weight among all subindicators for multiple years, with values of >0.09 in most cases. The total information releases indicator also maintained a stable and relatively high contribution, particularly between 2021 and 2024, reflecting user expectations for platform efficiency and transparency.

To improve reliability, the following strategies are proposed. First, user engagement should be enhanced by analyzing transaction data to optimize high-frequency service functions, and personalized behavioral models should be developed (60, 61). Second, unified service delivery should be promoted by advancing the online service completion strategy and establishing a coordinated, interdepartmental processing mechanism. Third, services should be inclusive by developing intelligent assistance tools for special user groups, thereby reducing digital exclusion and promoting broader access to dependable e-government healthcare services (62).



5.2.3 Tangibility enhancement strategies

Interview platforms serve as channels for both policy dissemination and interpretation while fostering public engagement in decision-making and enhancing trust between the government and its citizens. Strategies to improve interview efficiency include establishing an interactive mechanism by systematically conducting government–public interviews and creating a closed-loop system for demand collection, analysis, and response (63) and developing multidimensional feedback channels through online surveys, digital questionnaires, and other digital tools (64).



5.2.4 Responsiveness enhancement framework

Average response time for public messages is a key indicator for assessing the efficiency of e-government services and bolstering public trust. Timely responses enable users to quickly access relevant information and promote transparency in government information disclosure. To enhance responsiveness, the following measures are recommended: (a) to use an intelligent response system, a hybrid service model can be deployed, which integrates AI-powered customer service with dedicated human support teams (65, 66); and (b) for a multilevel processing mechanism, a classification-based transfer and tracking feedback system can be established to handle complex inquiries (67, 68).



5.2.5 Assurance enhancement plan

Within the assurance dimension, security inspections and assessments are paramount. Therefore, efforts should prioritize the following areas: (a) security protection upgrades by establishing a multilayer security architecture to enhance data encryption and access control (69, 70), (b) an intelligent monitoring system by implementing AI-driven real-time security monitoring (71, 72), and (c) an emergency response mechanism by forming specialized emergency response teams to ensure continuous service provision (73).





6 Conclusions

This study constructs a comprehensive evaluation framework that integrates the SERVQUAL model, EW method, and TOPSIS method to assess the quality of healthcare e-government services in 17 Chinese megacities. The proposed model enables a multidimensional, data-driven analysis and yields the following key findings:

Empathy emerges as the most influential dimension across all years, with Cross-platform interoperability, intelligent Q&A, and number of public opinions received consistently ranking among the top contributors. Despite traditionally being viewed as a “soft” dimension, our results highlight its central role in fostering user-centered, interactive government services. Similarly, reliability is strongly influenced by average transaction per user rate and total information releases, while tangibility is mainly driven by the number of online expert interviews. Responsiveness hinges on average response time for public messages, and assurance relies on security inspections and assessments. These findings provide a structured understanding of user priorities and inform the optimization of e-government interfaces.

The cross-city ranking results reveal substantial service quality gaps, indicating that disparities in economic capacity, technological resources, and administrative leadership remain key obstacles to balanced development. Some cities consistently lag in core dimensions such as empathy and responsiveness, pointing to systemic shortcomings in user-centered design and timely response mechanisms. However, these differences also present an opportunity for collaborative benchmarking and knowledge transfer between cities, thereby transforming regional imbalances into catalysts for policy learning and governance innovation. This perspective aligns with Sustainable Development Goal (SDG) 10 (Reduced Inequalities) by advocating targeted interventions in underperforming regions and promoting more equitable access to digital health services across urban populations.

This study demonstrates both methodological innovation and practical value. The integration of the SERVQUAL–EW-TOPSIS model with a binary/fixed value scoring strategy significantly enhances the consistency and interpretability of evaluation results. This approach minimizes subjective bias and provides a stable, replicable evaluation pathway, especially suitable for multiregion, multi-indicator comparisons in complex governance environments. At the practical level, the proposed framework supports a closed-loop policy optimization mechanism, enabling governments to identify weak points, prioritize interventions, and monitor improvement outcomes over time. It also provides a scalable decision-support tool for other public sectors and is especially valuable for low- and middle-income countries striving to improve digital healthcare governance. These contributions directly serve SDG 3 (Good Health and Well-being) by addressing health service gaps, support SDG 10 (Reduced Inequalities) through fairer access mechanisms, and advance SDG 11 (Sustainable Cities and Communities) by enhancing inclusive and resilient digital public services.



7 Limitations

This study encounters several limitations that warrant further investigation. First and foremost, while the SERVQUAL model provides a valuable framework for assessing service quality, it does not fully encompass critical technical dimensions such as website performance and user data security. This oversight may potentially limit the comprehensiveness of the service quality evaluation. Furthermore, the study has focused solely on 17 megacities, which constrains the generalizability of the findings to small- and medium-sized cities as well as other regions. Additionally, although the EW-TOPSIS method offers objectivity in weight allocation, its heavy reliance on data dispersion may not accurately reflect user preferences.

To address these limitations, future research should aim to integrate additional technical indicators and broaden the evaluation scope to encompass smaller municipalities and various administrative contexts. This approach would facilitate the exploration of service quality improvement strategies tailored to regional characteristics. Moreover, we recommend adopting a mixed-methods design that merges the current institutional-data-based framework with user-centered data collection strategies. These strategies might include large-scale online surveys, focus group interviews, and citizen feedback platforms. Notably, several indicators within the existing framework—such as page design, cross-browser and cross-device compatibility, and unified platforms for interaction—already reflect user-facing aspects to some degree. These indicators could be further validated and expanded through empirical user feedback, leading to a more comprehensive understanding of user needs.

This mixed-methods approach would enable the inclusion of user-derived indicators within the SERVQUAL hierarchy and support the development of hybrid weighting strategies that effectively balance objective performance with subjective user experience. Furthermore, future studies could investigate the association between quality scores and real-world outcomes, such as user satisfaction, digital health literacy improvements, and service utilization rates. Such investigations would contribute to the empirical validation of the practical impact of service quality and significantly enhance both the comprehensiveness and practical value of this study.
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Introduction: Ensuring high quality and reusability of personal health data is costly and time-consuming. An AI-powered virtual assistant for health data curation and publishing could support patients to ensure harmonization and data quality enhancement, which improves interoperability and reusability. This formative evaluation study aimed to assess the usability of the first-generation (G1) prototype developed during the AI-powered data curation and publishing virtual assistant (AIDAVA) Horizon Europe project.



Methods: In this formative evaluation study, we planned to recruit 45 patients with breast cancer and 45 patients with cardiovascular disease from three European countries. An intuitive front-end, supported by AI and non-AI data curation tools, is being developed across two generations. G1 was based on existing curation tools and early prototypes of tools being developed. Patients were tasked with ingesting and curating their personal health data, creating a personal health knowledge graph that represented their integrated, high-quality medical records. Usability of G1 was assessed using the system usability scale. The subjective importance of the explainability/causability of G1, the perceived fulfillment of these needs by G1, and interest in AIDAVA-like technology were explored using study-specific questionnaires.



Results: A total of 83 patients were recruited; 70 patients completed the study, of whom 19 were unable to successfully curate their health data due to configuration issues when deploying the curation tools. Patients rated G1 as marginally acceptable on the system usability scale (59.1 ± 19.7/100) and moderately positive for explainability/causability (3.3–3.8/5), and were moderately positive to positive regarding their interest in AIDAVA-like technology (3.4–4.4/5).



Discussion: Despite its marginal acceptability, G1 shows potential in automating data curation into a personal health knowledge graph, but it has not reached full maturity yet. G1 deployed very early prototypes of tools planned for the second-generation (G2) prototype, which may have contributed to the lower usability and explainability/causability scores. Conversely, patient interest in AIDAVA-like technology seems quite high at this stage of development, likely due to the promising potential of data curation and data publication technology. Improvements in the library of data curation and publishing tools are planned for G2 and are necessary to fully realize the value of the AIDAVA solution.
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1 Introduction

Personal health data (PHD) consist of vast amounts of rich, structured and unstructured data in narrative forms, available in heterogeneous formats and scattered amongst healthcare systems. PHD is stored as hospital and non-hospital data in electronic health record (EHR) systems, which may or may not be interconnected (1–3). Curating and publishing PHD are costly and time-consuming, and consequently, PHD are difficult to reuse due to the large amounts of narrative text. For example, text-based content comprises 40%–80% of electronic health record information (3). These data could benefit healthcare and research if they are curated and published in an interoperable and reusable format for data users (i.e., patients or healthcare professionals).

In this article, “data curation and data publishing” denotes the integration, harmonization, and quality enhancement (data curation) of PHD, consisting of multimodal data, and its transformation into a target format (data publishing) to make these data more reusable for humans and machines. Today, expert data stewards can make sense of the unstructured data by using existing data curation tools, such as text mining and additional manual processing. However, due to the enormous amount of available PHD, parts of these data are undoubtedly not curated or unused, even though they represent a wealth of information for clinical care and clinical research (4). AI-based automated curation with an active human-in-the-loop (HITL) approach (5) could be a promising solution for data curation and data publishing.

Research has shown positive health-related outcomes, such as improved self-care or medication adherence, as a result of active patient engagement in managing their PHD (6). The problem, however, resides in enabling or motivating patients to actively engage in curating their PHD. Patients may prefer to take on a passive role, rather than an active role in entering or updating their PHD, especially with more complex medical information (6). Therefore, it seems unfeasible for some, if not most, patients to curate and enhance their PHD without adequate support from expert data stewards or AI and non-AI curation tools.

Currently, the approach to reuse PHD is population-centric curation (7), which relies on forms of mass curation by expert data stewards. PHD, anonymized or pseudonymized, cannot be linked across data sources. Moreover, further organizational (lack of skilled resources), cultural, ethical, and legal challenges remain prevalent (8). We believe a paradigm shift is required from population-centric and anonymized curation to individual-centric curation (7), supported by AI and non-AI curation tools and an HITL approach. Thus, multimodal patient data is transformed into a knowledge graph, which is defined as a semantic network that represents the relationships between entities or events in the real world (9). The sources of each patient’s data are curated into a source knowledge graph (SHKG); all SHKGs would then be integrated into a single personal health knowledge graph (PHKG) (9–11). PHKGs can be introduced to enhance the interoperability and reusability of PHD, provided they are supported by an ontology aligned with widely adopted standards and medical terminologies such as Systematized Nomenclature of Medicine Clinical Terms (SNOMED-CT) (12) and Logical Observation Identifiers Names and Codes (LOINC) (13). This would introduce the paradigm shift we believe necessary to provide a centralized, personal health dossier in an interoperable and reusable format (7).

The AI-powered data curation and publishing virtual assistant (AIDAVA) project (7, 14) that started in September 2022 aimed to support patients to quickly and automatically curate their PHD (15, 16) into a PHKG. In the first-generation (G1) prototype, we integrated existing and newly developed AI and non-AI data curation tools, with an intuitive front-end to support data curation and data publishing. We evaluated G1 in two separate, but relevant use cases. The first use case involved patients with cardiovascular disease (CVD), presenting a longitudinal health record. This includes hospital and non-hospital data collected across multiple organizations in heterogeneous formats, from which a Second Manifestations of Arterial Disease (SMART) risk score (17) could be calculated that primarily benefits clinical healthcare. The second use case involved patients with breast cancer (BC), addressing the issue of non-interoperable, cross-border patient registries and supporting international clinical research. The PHKGs from the patients in both use cases were extracted and visualized into a personal International Patient Summary (IPS), “an electronic health record extract containing essential healthcare information about a subject of care” following the emerging European Electronic Health Record Exchange Format (EEHRxF) standard identified in the European Health Data Space (EHDS) regulation (18). The aim of this formative evaluation study was to assess the usability and explainability/causability of (19) and patient interest in G1 in these use cases.



2 Methods


2.1 Research design

This formative evaluation study was conducted at four health institutions across three European countries. These were the North Estonia Medical Centre (NEMC) in Estonia, Maastro and the Maastricht University Medical Centre (MUMC+) in Netherlands, and the Medical University of Graz (MUG) in Austria. The patients tested G1 for at least 2–4 weeks, with support from the research team. The study flow for the patients is visualized in the Supplementary Materials. In addition, a list of the AI and non-AI tools deployed in G1 can be found in the Supplementary Materials.



2.2 Patient selection

The inclusion goal was set at 90 adult patients for adequate evaluation, equally dividing 30 patients between NEMC, Maastro/MUMC+, and MUG, each of which included 15 patients with BC and 15 patients with CVD, specifically with type 1 myocardial infarction. The recruitment period for G1 lasted from May 2024 to December 2024. The inclusion and exclusion criteria for G1 prototype testing are listed in Table 1. The development of G1 took place with the support of patient consultants selected by the European Patient Cancer Coalition (ECPC) (20) and European Heart Network (EHN) (21). They did not contribute their PHD but acted as patient representatives in the co-development of G1.



TABLE 1 Inclusion and exclusion criteria for G1 prototype testing.



	Inclusion criteria
	Exclusion criteria





	Data available in the electronic health records within the related medical center
	The patient was vulnerable, as judged by the physician



	Owner and user of a smartphone
	The patient was underage



	Provide consent for the data curator, study nurse, and research associate to access and identify, and extract their PHD
	



	Sign a collaboration agreement with the relevant HDI, if applicable
	



	Agree to test both the G1 and G2 prototypes
	



	Understand and speak English or the local language (Dutch, Estonian, or German)
	









2.3 Research setting

The start of the study was superseded by a “dry-run workshop”, conducted with the patient consultants in May 2024, as preparation for the evaluation of G1. A comprehensive training plan was developed, which included role specifications for study nurses, research associates, expert data curators, patients, and data users (clinicians) (Table 2). The patient consultants provided many valuable insights and feedback to implement before G1 testing that may have reduced the chance of errors during actual deployment.



TABLE 2 Task overview during G1 testing.



	Role in G1
	Main task(s)a





	Study nurse and/or research associate
	Extract PHD from EHR



	Fill in REDCap forms for the patients



	Contact for patients' concerns and questions



	Explain the ingestion, curation, publishing, and use steps to patients



	Administer questionnaires



	Expert data curator
	Supervise and support the ingestion, curation, publishing, and use steps for the patients



	Answer questions in AIDAVA if the patient has selected: “I don't know”



	Patient
	Work through the ingestion, curation, publishing, and use steps for G1 prototype testing



	Data user/clinician



	BC specialist
	Screening and recruitment



	Check the accuracy of BC registry inquiries



	CVD specialist
	Screening and recruitment



	Calculate the SMART risk score




	aThe table provides a general overview of tasks within the research team. However, tasks could be interchangeable between each role if the appropriate skill and knowledge were present.







The dry run had three objectives, namely to (1) gather feedback on the AIDAVA prototype (pre-G1) at that stage and the health data intermediary (HDI) integration, (2) align the evaluation process across sites, and (3) consolidate feedback on the Research Electronic Data Capture (REDCap) tool. The patient consultants were asked to comment on the user journey, and the final draft is available in the Supplementary Materials. After the dry run, the formative evaluation started, and eligible patients were invited to an information session to explain the purpose of the study and go through the informed consent. Patients who signed informed consent forms were guided by the study nurse or research associate in a 1-h training session. In this session, the study nurse or research associate (1) reminded the patient of the objective of AIDAVA, (2) created an account with the patient for G1 and the HDI, and (3) explained the data flow and steps, as presented in Supplementary Figure S1.

The patients worked through four steps (data ingestion, data curation, data publishing, and data use) after the deployment of G1 at the four health institutions acting as the test sites in this study (Supplementary Figure S1). The first three steps required active patient involvement, which include HITL mechanisms to improve the quality of the final IPS that the patient receives. In step 1, data ingestion, the patients consented to have their PHD identified and extracted from the hospital EHR, as well as from the HDI. In this context, HDI refers to an entity or platform that facilitates the collection, integration, and controlled sharing of PHD across different healthcare systems and data users. The patient actively connects their HDI account to the AIDAVA account. Then, these PHD were transferred to the AIDAVA data store, which was exclusively available within the hospital testing environment of the local site or a secure national cloud service. An overview of the complete data flow is illustrated in Figure 1.


[image: Infographic illustrating a health data workflow with four sections: Data Ingestion, Data Curation, Data Publishing, and Data Use. It depicts data coming from general practitioners, questionnaires, and devices, managed by hospitals or external systems. The curation phase highlights a personal health knowledge graph and human oversight. Publishing displays health summaries on mobile devices. Data use shows patients, cardiologists, and breast cancer specialists accessing and utilizing summarized health data.]
FIGURE 1
Overview of the data flow and steps. AI, artificial intelligence; BP, blood pressure; GP, general practitioner; HDI, health data intermediary; IPS, international patient summary; QLY, quality of life.


In step 2, data curation, the patients activated their AIDAVA account to transform, integrate, and complete their ingested PHD into a standardized representation, the PHKG. As G1 is in the prototyping phase, the patients were warned that any output from the virtual assistant may be incorrect. G1 generated questions for the patients when complete automation of data curation failed, which was generally expected to occur due to missing data. This was the main role and implementation of the HITL mechanism, i.e., to catch any errors prior to data publication. If the patients were unsure of the answer or the question generated by G1 did not make sense to them, they were able to forward the question to the expert data curator appointed by the local health institution.

In step 3, data publishing, the data to be extracted from the PHKG were specified. For this formative evaluation study, three data publishing outputs were defined: (1) extraction and visualization of the patient's IPS, one of the six critical data categories proposed in the EHDS and compliant with the international Health Level Seven Fast Healthcare Interoperability Resources (HL7 FHIR) guideline (18); (2) extraction of data elements to create local BC registries at each site (BC use case); and (3) extraction of key variables supporting the automatic calculation of the patient's SMART risk score (17) (CVD use case). These data elements and key variables can be found in the Supplementary Materials. The curated PHD, which are the source of these three different outputs, only need to be curated once as the respective data extraction processes are executed multiple times in the PHKG.

In step 4, data use, these three outputs were exploited by different data users (Figure 1). The patients were able to visualize their IPS through a specific visualization tool (MIDATA IPS Viewer). The BC specialist could access the metrics calculated from their local BC registry and from interoperable cross-border registries. The prototype executes federated queries for the virtual cross-border BC registry to avoid any data transfer across hospitals. The CVD specialist could visualize the automatically calculated SMART risk score and the details of its calculation for each patient. Due to the possibility of inaccurate data curation at this prototype stage, the SMART risk scores were solely used to test the prototype's accuracy, not for communicating actual risk to the patients.

The patients began testing G1 under the guidance of their local study nurse and/or research associate. Each patient tested and evaluated G1 for a duration of 2–4 weeks, starting with an on-site visit in which the study nurse supported the patient with the activation of their AIDAVA account. In addition, the patients created a personal HDI account, filled out the Medical and Digital Literacy questionnaires, and created an account for their blood pressure device (only for patients with CVD).

As shown in Figure 1, there were two paths for uploading data into the patient's AIDAVA account. First, after the patient had signed the informed consent form, the study nurse/research associate extracted the PHD of the patient from the hospital EHR and imported these data into the patient's personal AIDAVA account. Second, the patients uploaded PHD to their HDI account (including data from their blood pressure device), which were also sent to the patient's personal account within the hospital’s secure environment setup for AIDAVA, respecting the security requirements of each institution. In the remaining weeks, the patients tested the system with general support from the study nurse/research associate, and technical support from the expert data curator, who used a shared ticketing system to quickly solve any issues.

Once the data from different sources, typically in a heterogeneous format, were ingested, the patient could then request the AIDAVA system to curate them into a PHKG. This structured representation of PHD is compliant with the AIDAVA ontology based on the Swiss Personal Health Network (SPHN), including the SNOMED, LOINC, and FHIR profiles and is easily mappable to multiple standards, supporting semantic interoperability. AIDAVA uses an AI-powered semantic transformation infrastructure to orchestrate curation workflows; it leverages predefined data source descriptions (i.e., dictionaries) to process and transform data based on its meaning, rather than just its format. Each attribute/column in (semi-)structured data sources is first semi-automatically mapped either to the AIDAVA ontology with classical extract, transform, and load (ETL) transformation tools, or to dedicated curation tools such as entity linking (mapping to clinical terminologies) and entity alignment (linking terms from two different terminologies), supporting transformation of the data source into an SHKG compliant with the AIDAVA ontology. Unstructured data were directly processed by the natural language processing (NLP) tools and transformed into another SHKG. When data from each SHKG are integrated into a single patient's PHKG, the entity deduplication tool removes duplicate records referring to the same real-world entity and validation is performed using individual data quality checks. Quality scores are computed across multiple dimensions (e.g., completeness and consistency) and categories (e.g., valid code and temporal order consistency) and each detected quality issue is formulated as a question to the user to support data improvement. The entire curation and quality enhancement process is recorded within an audit trail to meet regulatory compliance.

The main task for the patients was to test data ingestion and data curation of their PHD, while checking the accuracy of the published PHD in their own IPS (Figure 1). More precisely, this meant that patients ingested files and documents that were uploaded to their personal AIDAVA account, so that these files and documents would then be available to them for automatic curation. To preserve data ownership, the patients could always choose whether to start automatic data curation for all or only some of the ingested files. G1 addressed questions to the patient whenever issues during the automatic curation arose (i.e., missing data, incompatible formats, unrecognizable documents, etc.). The patients answered these questions in a format related to the question (i.e., when asked for a date, they were presented with a “mm/dd/yyyy” format input field). The patients always had the possibility to either answer the question if they knew the answer or skip the question by clicking the “I don't know the answer” option. When patients selected the “I don't know the answer” option, the question was automatically forwarded to the expert data curator. To finalize the question, the patients either provided feedback on the question or pushed the “skip feedback” button. Furthermore, the patients were always able to check their IPS. At the closing evaluation session, the patients provided feedback on each step in the evaluation study, and the patients’ comments were documented in REDCap forms (22, 23) by the study nurse and/or research associate.



2.4 Data collection

Evaluation data were collected via REDCap forms (questionnaires and narrative feedback) by the study nurse and/or research associate. The patients' answers to the Medical and Digital Literacy questionnaire were collected during the first on-site visit. The patients' answers to the G1 evaluation questionnaires were collected after testing the prototype for 2–4 weeks after the first on-site visit. These questionnaires included the system usability scale (SUS) (24) and study-specific questionnaires on the explainability/causability of G1 and the patient's interest in AIDAVA-like technology.

The patients were asked to comment on the questionnaires, the HDI, the blood pressure device, and each of the four deployment steps of G1 (data ingestion, data curation, data publishing, and data use). These comments were collected in the REDCap forms. The patients were given a time sheet to track how much time they spent on testing G1, and how much time they spent on study-related activities other than G1 testing (which include blood pressure measurements and other study-related activities).



2.5 Data analysis

All the quantitative data from the questionnaires are presented as mean ± standard deviation, median, and range. The study-specific Medical and Digital Literacy questionnaires contained six questions in each domain. The answers ranked from 0 (i.e., no knowledge) to 5 (i.e., expert knowledge). The purpose of the Medical and Digital Literacy questionnaires was user profiling, so that in an ideal situation, the virtual assistant could adjust communication to the patient accordingly. The evaluation questionnaires comprised the SUS questionnaire, which contains 10 questions, six study-specific questions on explainability/causability, and six questions related to the patient's interest in AIDAVA-like technology. The answers to these questions ranged from 1 (strong disagreement) to 5 (strong agreement) on a 5-point Likert scale. The item responses for each of the three sets of SUS questionnaires were analyzed using cumulative link mixed models, including a random intercept per patient. The Cronbach's alpha values were used to assess the reliability of the SUS questionnaires. The original 10 SUS questions were used to calculate the SUS score (0–100), which was then correlated to a level of acceptability and net promoter score (25). Data on time spent on data ingestion and data curation are presented as mean ± standard deviation, median, and range. Comparisons between the two use cases (BC vs. CVD) and questionnaire items were analyzed using independent-samples tests (t-test or Mann–Whitney U test, as appropriate). A P-value of 0.05 or less was considered statistically significant in all the analyses.



2.6 Ethics statement

The study was approved by each local ethics committee at the participating test sites. An ethical advisory board, which includes external advisors, oversaw the G1 development process and the dry run workshop to ensure the study met all ethical and procedural standards.




3 Results


3.1 Participants

A total of 423 patients were screened for inclusion in the study, with 182 for the CVD use case and 246 for the BC use case (Table 3). A total of 83 patients signed informed consent forms for G1 testing. However, 13 patients withdrew before or during the testing of G1. The reasons for withdrawals were lack of motivation, difficulty using digital devices, personal reasons, the perceived effort required for testing G1, or a combination of these. Ultimately, 70 patients successfully tested G1.



TABLE 3 Overview of the patients screened and recruited, the withdrawals, and the number finalized per site.



	Study stage
	CVD use case
	BC use case



	NEMC
	MUG
	MUMC
	Total
	NEMC
	MUG
	Maastro
	Total





	Screened
	32
	110
	40
	182
	35
	142
	246
	423



	Recruited—signed informed consent
	13
	10
	15
	38
	15
	15
	15
	45



	Withdrawalsa
	4
	3
	1
	8
	1
	4
	0
	5



	Finalized
	9
	7
	14
	30
	14
	11
	15
	40




	aWithdrawals after signing informed consent.









3.2 Medical and digital literacy

The patients reported significantly higher mean digital literacy scores (18.2 ± 6.7) than medical literacy scores (15.6 ± 5.9) (P = 0.01) (Table 4). Moreover, the patient-reported medical literacy scores were significantly higher for the patients in the BC use case (17.3 ± 5.9) compared to those in the CVD use case (13.3 ± 5.0) (P < 0.01). There was no significant difference in the patient-reported digital literacy scores between the BC use case (18.1 ± 6.3) and the CVD use case (18.3 ± 7.1) (P = 0.92).



TABLE 4 The patient-reported medical and digital literacy and system usability scores for G1.



	Questionnaire
	Mean ± SD
	Median
	Range





	Medical literacy (score 0–30) (n = 70)
	15.6 ± 5.9
	15.0
	2.0–30.0



	 BC (n = 40)
	17.3 ± 5.9
	17.0
	5.0–30.0



	 CVD (n = 30)
	13.3 ± 5.0
	14.0
	2.0–22.0



	Digital literacy (score 0–30) (n = 70)
	18.2 ± 6.7
	19.0
	2.0–30.0



	 BC (n = 40)
	18.1 ± 6.3
	18.5
	7.0–27.0



	 CVD (n = 30)
	18.3 ± 7.1
	20.0
	2.0–30.0



	System usability scale (score 0–100) (n = 62)
	59.1 ± 19.7
	57.5
	15.0–97.5



	 BC (n = 34)
	61.5 ± 18.0
	61.3
	15.0–95.0



	 CVD (n = 28)
	55.9 ± 20.9
	55.0
	22.5–97.5









3.3 System usability

The results suggest that the usability of G1 was marginally acceptable to the patients, as the mean score of the total was 59.1 ± 19.7 (Table 4) (Cronbach's α = 0.85). In total, 18 patients scored G1 higher than 68, which was considered the threshold of complete acceptability. In contrast, 18 patients scored G1 lower than 52, which means one should consider them detractors. The statement that scored the highest was “I am ready to use this system frequently”, with an average score between neutral and agreement (3.5 out of 5) (Figure 2). The lowest scores were for the statements “I would need the support of a technical person to be able to use this system”, “I found the system very awkward to use”, and “I needed to learn a lot of things before I could get going with the system”, with average scores between disagreement and neutral (2.3–2.6 out of 5). The comments by patients ranged from acceptance to rejection, as evidenced by the following two quotes:


[image: Bar chart comparing ten subjects (sus_1 to sus_10) across three categories: Totals, BC, and CVD. Totals and BC values are very similar and higher, while CVD values are lower for each subject. Data labels are present on each bar.]
FIGURE 2
System usability scale scores for the G1 prototype. sus_1: I am ready to use this system frequently. sus_2: I found the system unnecessarily complex. sus_3: I thought the system was easy to use. sus_4: I would need the support of a technical person to be able to use this system. sus_5: I found the various functions in this system were well integrated. sus_6: There was too much inconsistency in this system. sus_7: Most people would learn to use this system very quickly. sus_8: I found the system very awkward to use. sus_9: I felt very confident using the system. sus_10: I needed to learn a lot of things before I could get going with the system.



“AIDAVA is a system you can get used to, but it needs time and training. As soon as you understand it, there is nothing complicated.”




“In general, AIDAVA G1 is not reasonably usable for the average user, cannot be recommended. The main basis for this conclusion is the inability to obtain or analyze sufficiently high-quality data. If one of the doctors starts making decisions based on a health report synthesized from low-quality data, it can be a threat to human life.”





3.4 Explainability/causability

The patients had moderately positive scores for the explainability/causability questions, scoring between 3.3 and 3.8 out of 5 (Figure 3) (Cronbach's α = 0.69). The results indicate a significant difference between the scoring for the question “For me it is important to know where the different curated health data are coming from” and the scoring of the question related to its explainability in AIDAVA, “In my opinion, information regarding this aspect is sufficient in AIDAVA” (3.8 vs. 3.2; P = 0.01). The patients in both the BC and CVD use cases agreed in their scoring of explainability/causability. A specific comment by a patient in the CVD use case emphasized the lack of explainability as to where the PHD came from:


[image: Horizontal bar chart comparing scores for six categories (scs_1, scs_suff_1, scs_2, scs_suff_2, scs_3, scs_suff_3) across three groups: Totals, BC, and CVD. Scores range from 3.1 to 4.0.]
FIGURE 3
Explainability/causability scores for the G1 prototype. scs_1: For me, it is important to know where the different curated health data are coming from. scs_suff_1: in my opinion, information regarding this aspect is sufficient in AIDAVA. scs_2: For me, it is important to know who has curated my health data and which tools have been used. scs_suff_2: In my opinion, information regarding this aspect is sufficient in AIDAVA. scs_3: For me, it is important to know whether a health data curation method has been applied by a human or an algorithm. scs_suff_3: In my opinion, information regarding this aspect is sufficient in AIDAVA.



“What does ‘medical partner’ mean under file names? This should mention WHERE the document came from. That is unclear with this term.”





3.5 Patient interest

The patients were moderately positive to positive in their interest in AIDAVA-like technology, scoring between 3.4 and 4.4 out of 5 (Figure 4) (Cronbach's α = 0.78). The patients in both the BC and CVD use cases were in agreement in their scoring, except for the question “I am ready to spend the needed time to ensure proper data curation of my data”, as the patients in the CVD use case were more willing to spend time to complete data curation than the those in the BC use case (4.3 vs. 3.7; P = 0.012).


[image: Horizontal bar chart comparing six categories labeled sus_11 through sus_16. Three series are shown: green for Totals, yellow for BC, and blue for CVD. Values range from 3.3 to 4.4.]
FIGURE 4
Overall interest scores in AIDAVA-like technology. sus_11: I would recommend AIDAVA to my friend, colleague, or family member. sus_12: I am ready to work with AIDAVA when it is available on the market. sus_13: I understand the purpose of data curation. sus_14: I am ready to spend the needed time to ensure proper data curation of my data. sus_15: This system is unique and different from anything else available. sus_16: This system will allow me to manage my health records better.




3.6 Prototype testing

The time spent on G1 consisted of “data ingestion and data curation” and “other activities,” such as the training, visit(s), or visualization of PHD. On average, the patients spent 124 ± 132 min on data ingestion and data curation, with a median of 75 min and a range of 0–635 min (Table 5). The patients in the BC use case spent significantly less time on average on data ingestion and data curation than those in the CVD use case (78 vs. 176 min, P < 0.01). The patients spent 78 ± 37 min on average on other activities related to G1 testing, with no significant differences between the BC and CVD use cases (78 ± 35 vs. 78 ± 38, P = 0.99).



TABLE 5 Patient-reported time (min) spent on G1 testing.



	Activity
	Mean ± SD
	Median
	Range





	Data ingestion and data curation (n = 60)
	124 ± 132
	75
	0–635



	 BC (n = 32)
	78 ± 62
	60
	5–290



	 CVD (n = 28)
	176 ± 166
	130
	0–635



	Other activities
	78 ± 37
	80
	0–175



	Training, visit(s), and visualization (n = 55)



	 BC (n = 32)
	78 ± 35
	80
	19–175



	 CVD (n = 23)
	78 ± 38
	75
	0–150










4 Discussion

The aim of this formative study was to evaluate G1’s usability and explainability/causability and patient interest in AIDAVA-like technology. It allowed us to assess the AI-powered automatic health data curation and data publishing workflow, gather feedback regarding its strengths and weaknesses, and identify areas for improvement and necessary changes that need to be considered for the development of second-generation (G2) prototype. Before testing using real patient data, the system was built and tested using synthetic test data, which, although it performed sub-optimally, was considered adequate by the evaluation site to proceed with this formative evaluation. Despite its perceived marginal acceptability among the patients who tested it using real-world data, G1 shows potential in automating data curation into a PHKG.

Apart from well-established tools, such as the optical character recognition (OCR) tool TESSERACT (26) and the German NLP tool AVERBIS Health Discovery (27), the majority of the curation tools integrated into G1 were still in the early stages of development and had not yet been fully tested and refined. However, they offered a promising solution and were seen as a better alternative to not having these tools in G1. For example, to extract structured data from Estonian and Dutch text, the AIDAVA consortium is developing a multi-lingual model capable of extracting concepts directly from these languages; this tool will be available in G2. In G1, we had to use a translation tool to translate these languages into German and then use the AVERBIS tool. This could have resulted in suboptimal translation and extraction. Unfortunately, this has likely contributed to the marginal acceptability of G1 but leaves an opportunity for improvement after further development.

Regarding the perceived usability of G1 by the patients, there was an equal mix of complete acceptability and detraction (approximately 25% each), according to Brooke’s scoring system (28). The fact that this was a formative evaluation study likely explains some of the detraction at this stage of development. The unfinished integration of all the curation and publishing tools could give patients a sense of it being an early prototype (which G1 is). Conversely, acceptability at this stage may be explained by the perceived future value of AIDAVA-like technology. Our data on the overall interest in AIDAVA-like technology suggests as much, as the patients’ scores for these questions were moderately positive to positive. As for the explainability/causability of data curation in G1, there were specific aspects that required improvement. For example, there was a discrepancy in scores between the questions “For me it is important to know where the different curated health data are coming from” and its follow-up “In my opinion, information regarding this aspect is sufficient in AIDAVA”. This illustrates a clear need for explainability from the patients' point of view. An explainability module incorporated in G2 may address this issue.

Overall, the user interface of G1 was considered quite straightforward and easy to use. Some patients suggested implementing a push notification when documents were ready to be ingested, as patients would have to manually check if documents were ready or they would have someone from the research team notify them, which they considered to not be user-friendly. Patients who curated documents found the procedure easy to follow and the patients who uploaded documents via their HDI found this to be very convenient and straightforward. Overall, G1 was, as expected, no more than marginally acceptable to the patients. The patients scored the lowest for the question, “Would you recommend AIDAVA to a friend, colleague, or family member?” at this stage of the development. Conversely, the patients scored highly in “understanding the purpose of data curation.” This suggests that the patients saw the potential for a well-developed, AI-supported virtual assistant that ingests and curates their PHD, which G1 has not achieved thus far due to its early development stage.

In addition, comments were made about the HITL dialogue, which will be improved in G2. Full automation without errors or missing data did not occur in any of the patients' PHD. The goal of the HITL dialog was to provide the patients with the correct context when asking for the missing data. However, the communication between the intelligent virtual assistant and the patient was not understandable in many cases and lacked the very context that would have been necessary for understandability. Comments such as “[t]he questions were not asked in a simple way/in simple language” were reiterated by patients across sites in both use cases. An example of the language used is as follows: “AIDAVA needs your help with patient identification (admission, discharge, transfer information). Information about hat Geburtsdatum is missing” [original question for the Dutch patient: “AIDAVA heeft uw hulp nodig bij patient identification (admission, discharge, transfer information). Informatie over hat Geburtsdatum mist”]. Even though patients could understand that a date of birth is being required from the context, the terms “admission, discharge, transfer information,” referring to the source documents, were not understandable for the average patient. In addition, the German words scattered through the question for non-German patients gave a strong sense of G1 being an early prototype, which may also have negatively impacted usability scores. Therefore, implementing the complete set of curation tools for G2 will likely benefit the HITL approach and will likely result in more favorable usability and patient interest outcomes.

In the development of G2, the AIDAVA consortium will focus on improving and integrating the curation tools according to the findings from the G1 evaluation. A critical component of the configuration and deployment of G1 was the technical specification of the data to be exchanged between the hospital system and G1. The data transfer specification (DTS) was designed to ensure the consistency and accuracy of the data transfer. Unfortunately, during the deployment of G1 in the Netherlands, the DTS was not properly configured, which led all the patients with BC and a few patients with CVD to have issues with data ingestion and curation. Even though the issue of data ingestion was solved in time, curation was solved too late for these patients, likely impacting the acceptability of G1. Thus, the AIDAVA technical team will explore and develop solutions to facilitate necessary configurations for this approach and ensure that the automated data curation and data ingestion workflow will be streamlined and effective in G2.

In addition, further development of the publishing tools could provide patients with the most tangible use for their PHD (and PHKG), in the form of their IPS. Unfortunately, due to the incomplete integration of the curation tools as described before and the resulting incomplete quality of the PHKG, data publishing was not well covered by G1. Thus, the evaluation of the publishing step will be prioritized in the G2 assessment. Moreover, we aim to upgrade the entire automated workflow for effective data curation and data publishing by smoothing the integration of both non-AI and AI-based tools. We will improve the HITL process based on large language models and optimize the human–machine interaction according to the users' medical and digital literacy.



5 Conclusion

Despite its marginal acceptability, G1 shows potential in automating data curation into a personal health knowledge graph, but it has not reached full maturity yet. G1 was intended to reuse existing curation tools. However, apart from a few off-the-shelf software solutions, there were no suitable tools available for reuse. As a result, the team had to rely on very early prototypes of tools that were originally planned for use in G2. This may have contributed to lower usability and explainability/causability. Conversely, patient interest in AIDAVA-like technology seems quite high at this stage of development, likely due to the promising potential of curation and publication technology. Improvements in the library of curation and publication tools are planned for G2 and are necessary to fully realize the value of the AIDAVA solution.
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