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Editorial on the Research Topic
 Advancing knowledge-based economies and societies through AI and optimization: innovations, challenges, and implications




The rapid expansion of Artificial Intelligence (AI), data-driven analytics, and intelligent optimization is reshaping the foundations of modern knowledge-based economies and digitally enabled societies. These developments are no longer confined to laboratories or tech-driven sectors; they are actively transforming industry, governance, education, logistics, and daily social interactions. We are witnessing a fundamental shift toward environments that increasingly rely on Computational Intelligence (CI), automation, and large-scale data interpretation. The research presented in this Research Topic: “Advancing Knowledge-Based Economies and Societies through AI and Optimization: Innovations, Challenges, and Implications,” reflects this broader societal transformation. Altogether, the nine contributions highlight emerging opportunities, methodological advancements, and the complex challenges that accompany the deployment of AI and optimization within real socio-economic ecosystems.

Beyond their individual findings, the papers published in this Research Topic together point to a deeper evolution in how AI and optimization are influencing the development of knowledge-based societies. Several contributions converge on the idea that intelligent decision-making, data-driven governance, and socio-economic innovation are becoming tightly interconnected. This trend suggests a future in which knowledge-based economies increasingly depend on autonomous analytical systems, adaptive policy mechanisms, and algorithmic models capable of responding to complex uncertainties. The overall message is clear: AI and optimization are not simply improving existing systems; they are reshaping how knowledge is produced, shared, and applied across institutions, industries, and communities.

At the same time, this rapidly expanding domain faces structural challenges that deserve careful attention. The field continues to struggle with issues such as data quality and accessibility, ethical and transparent AI governance, interpretability of increasingly complex models, and the scalability of optimization techniques in uncertain or data-scarce environments. Methodological gaps persist as well, particularly in integrating domain expertise into Machine Learning (ML)-driven automation and ensuring that technically sophisticated models remain practical for deployment. Yet these challenges also reveal substantial opportunities. Advances in cross-sector data fusion, human-centric algorithm design, and sustainability-oriented optimization approaches represent the emergence of new research pathways with the potential to shape next-generation societal infrastructures. By framing the Research Topic papers against the backdrop of these broader issues, this Editorial spotlights the expanding complexity as well as growing significance of this interdisciplinary field. It sets forth a forward-looking research agenda for scholars and practitioners. The contributions in this Research Topic collectively indicate several priority directions. One urgent need is for more transparent, explainable, and ethically aligned AI systems. Another is the development of optimization models that can operate reliably under real-time uncertainty, especially within dynamic socio-economic environments. A third is the design of socio-technical frameworks that integrate algorithmic insights with human judgment, institutional realities, and societal values. Progress in these areas will require deeply interdisciplinary collaboration, bringing together economists, engineers, computer scientists, policymakers, and social scientists. From an editorial perspective, we argue that future scholarship should move beyond isolated technical improvements and instead work toward scalable, inclusive, and context-aware AI-optimization ecosystems capable of genuinely supporting societal wellbeing. These emerging trajectories form a strategic foundation for guiding the next era of research and practice in knowledge-based economies.

A critical synthesis of the Research Topic contributions reveals meaningful patterns. The papers converge on the recognition that data-driven intelligence, predictive analytics, and decision support tools are becoming foundational across diverse sectors, from public administration and education to manufacturing, transportation, and urban systems. They highlight the need for AI systems that are adaptive, transparent, and responsive to human and societal needs. However, the papers also diverge in their methodological approaches, target domains, and interpretations of socio-technical concerns. These contrasts illuminate persistent points of conflict between technical sophistication and real-world usability, between efficiency-oriented objectives and ethical or equity considerations, and between automation and the preservation of human agency. These patterns also indicate that the field must work toward reconciling such tensions by developing frameworks that balance methodological robustness with relevance to societal needs. For scholars, this means advancing research in areas such as cross-domain modeling, human-AI collaboration, and ethical algorithm design. For practitioners, it emphasizes the importance of implementing AI-optimization systems that are responsible, context-sensitive, and aligned with institutional and community priorities.

Several thematic clusters within the Research Topic further illustrate the transformative role of AI and optimization. One group of papers focuses on AI-powered decision support tools, which are increasingly used to address multifaceted challenges in both public and private sectors. These tools leverage ML, predictive analytics, heuristics, and hybrid models to improve planning, resource management, and organizational adaptability. In knowledge-based societies, where information flows, digital services, and citizen expectations evolve rapidly, such intelligent systems can enhance transparency, accountability, and responsiveness. Another cluster highlights optimization and algorithmic intelligence within industrial and manufacturing contexts. Here, the emphasis lies on improving efficiency, resilience, and sustainability through advanced scheduling, production planning, energy management, and uncertainty modeling. Altogether, these studies show how optimization is becoming a strategic driver of competitive advantage, supporting broader shifts toward digitized, automated, and flexible production ecosystems.

Research on logistics, mobility, and urban systems provides additional evidence of AI's societal influence. The proliferation of urban data, from traffic patterns to environmental indicators, enables the design of more adaptive, responsive, and sustainable mobility solutions. Optimization-driven models help reduce congestion, lower emissions, and improve equitable access to urban services. These studies also bring attention to a crucial point: technological innovation must be paired with human-centered design to ensure real-world impact. Methodological innovations also feature prominently in this Research Topic. Many contributions introduce novel algorithms, improved metaheuristics, hybrid AI-optimization architectures, or specialized modeling tools capable of tackling high-dimensional, nonlinear, or uncertain environments. Importantly, the Research Topic concludes with perspectives on AI in education, knowledge management, and societal development. The contributions remind us that building a knowledge-based society requires not only technological progress but also sustained investment in digital literacy, collaboration, and institutional support.

Finally, we extend our sincere gratitude to all authors who contributed to this Research Topic for their insightful, innovative, and high-quality work. We are equally grateful to the reviewers, whose careful evaluations and constructive feedback significantly strengthened the publications. Our appreciation also goes to the Frontiers editorial team for their guidance and continued support throughout the entire process. We hope this Research Topic inspires further investigation at the intersection of AI, optimization, and socio-economic development, encouraging new collaborations and advancing the global dialogue on how technology can responsibly and effectively support knowledge-based societies. As communities, industries, and governments continue to engage with the accelerating pace of digital transformation, the insights collected here offer valuable pathways for shaping more intelligent, sustainable, and inclusive futures.
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Introduction

In recent years, the concept of universal basic income (UBI) has gained significant attention, not from grassroots community organizations traditionally associated with social welfare advocacy (Jarow, 2023), but from some of the most powerful figures in the technology sector—AI elites (Shead, 2021). Prominent advocates like Elon Musk and Sam Altman argue that UBI is necessary to address the economic disruptions caused by artificial intelligence (AI) and automation (Crumley, 2024). They present UBI as a way to ensure that the benefits of AI are distributed across society, not just concentrated in the hands of a few. However, this seemingly benevolent narrative camouflages a deeper agenda: to seek out a social license to gain public acceptance for the omnipresence of AI in society, and the will to control under the guise of universal benefit.

While economic, social, and normative analyses have been put forward in articles in Frontiers in Artificial Intelligence (Ernst, 2022; Huo et al., 2024; Merola, 2022), two key dimensions that remain underexplored in the UBI discussion are 1) the utilitarian calculation behind the AI-justified UBI narrative; and 2) the associated symbolic violence, as articulated by sociologist Pierre Bourdieu. I argue that UBI, while ostensibly a tool for social good, may end up justifying even greater disparities in wealth and entrench symbolic violence by reinforcing divisions between AI owners, those skilled or capacitated in using AI, and those who are merely recipients of its “benefits.” This symbolic violence is particularly perverse as it perpetuates a narrative of AI as universally beneficial, when in reality, it risks exacerbating socio-economic inequalities and creating profound epistemic and symbolic injustices.



The AI elites' advocacy for UBI

The advocacy for UBI by AI elites is a relatively new phenomenon. Figures like Elon Musk, the CEO of Tesla, SpaceX, and X, and Sam Altman, the CEO of OpenAI, have positioned themselves as champions of UBI. Musk (2024) recently indicated about the rise of AI that “In a benign scenario, probably none of us will have a job. There would be universal high income. There would be no shortage of goods and services. The question will really be one of meaning: if a computer can do, and the robots can do, everything better than you, does your life have meaning? I do think there's perhaps still a role for humans in that we may give AI meaning.” For his part, Altman (2016) indicated that “[he's] fairly confident that at some point in the future, as technology continues to eliminate traditional jobs and massive new wealth gets created, we're going to see some version of this at a national scale.” AI elites argue that as AI and automation increasingly replace human labor, UBI will be essential to prevent widespread economic dislocation and social unrest. This argument may be compelling, especially in a world where technological advancements threaten to render large segments of the workforce obsolete (Islam, 2024). However, the promotion of UBI by these tech magnates is not simply a philanthropic gesture; it is deeply intertwined with their interests in the expansion and dominance of AI technologies. Crane et al. (2019) argue that corporate strategies often align with maintaining and enhancing power structures that benefit corporate elites. The advocacy for UBI by AI leaders can be seen as a strategic move to pre-emptively address potential backlash against AI-induced risk and negative externalities, such as job losses or job polarization [i.e., reducing middle wages, shifting demand toward low and high wages (see Goos and Savona, 2024)], thereby securing a favorable business environment for continued AI development and deployment.

Without going so far as to say that AI may be an existential risk (or X-Risk, a risk to the very viability of humanity)—as other movements such as the members of the effective altruism movement and the associated cause of longtermism may do (Jecker et al., 2024)—AI may pose significant economic and social risks if job losses are not offset. The narrative presented by these AI leaders suggests that UBI is a necessary adaptation to the inevitable rise of AI—a tool to ensure that everyone benefits from technological progress. Yet, this narrative serves to legitimize and reinforce the power dynamics that already exist in the AI industry. By advocating for UBI, these AI elites position themselves as benevolent visionaries who are concerned about the wellbeing of humanity. However, as Sadowski (2016) argues, promoting UBI can be a strategic way for AI elites to deflect criticism, maintaining control over narratives about AI's future while avoiding challenges to their profit motives. This framing distracts from the fact that the same individuals who are pushing for UBI are also those who stand to gain the most from the proliferation of AI technologies (Spencer, 2024). Bourdieu's concept of symbolic violence offers valuable insight into the deeper implications of UBI in the context of AI; however, it is important first to examine UBI from its utilitarian foundation.



A utilitarian justification for UBI

This narrative aligns with a utilitarian view for assessing the benefits and risks of AI in society. AI elites apply a utilitarian calculation, evaluating the moral justification of replacing humans with AIs by weighing the potential to maximize societal wellbeing against the associated harms. From this eudemonic standpoint—focused on balancing wellbeing and harm, or even more simply pleasures and pains—they envision a future where AI's dominance across human-dominated fields leads to a society characterized by widespread leisure and, for some, heightened performance. In their view, this transformation is morally defensible if measures (such as UBI) are implemented to mitigate the negative effects and ensure distribution of certain benefits for all. UBI is thus used to justify the possibility, and to demonstrate, that AI can provide for humanity's basic needs, while at the same time justifying that some can be ultra-wealthy and possess these technological tools of humanity's (apparent) sustenance (Islam, 2024). While it has not been directly invoked up to now, this is a curious application of John Rawls' principle of difference, which in his “Theory of Justice” states that social and economic inequalities are to be arranged so that they are to the greatest benefit of the least advantaged members of society, consistent with the just savings principle and the principle of fair equality of opportunity (Rawls, 1971). Arguably, providing UBI to all does not solve everything; it creates more equality amongst the less well-off, without acting to address inequalities and wealth gaps. Yes, this would be a first for humanity—an economic safe net from which all could benefit (which appears to be of a fixed-benefit nature, with no indication of adjustment to economic trends)—but this cannot justify the kind of leanness in which it seems to place the non-owners of AI (i.e., virtually the entire world population) compared to the AI elites. It is hard to make a convincing utilitarian claim that this is for the benefit of the less well-off. Furthermore, as Sen (2009) argues, a focus on utility maximization may neglect the distribution of capabilities and freedoms, which are essential for genuine social justice; something very plausible if like Musk (2024) is thinking that if “[computers and robots can be doing] everything better than [humans], does [human] life have meaning?” With AI potentially representing a X-risk (Jecker et al., 2024) or at the very least risking to lead to a “a shift in power toward actors with the capital and authority to deploy powerful AI systems, such as elites, corporations, and governments” (Dafoe, 2018), it is very unclear that AI will actually maximize utility and be for everyone's benefits.

Unfortunately for AI-justified UBI proponents, a study funded by Altman has found that UBI is not a comprehensive solution to the economic challenges posed by AI-driven job loss (Ropek, 2024). The research, conducted by OpenResearch (2024) between 2020 and 2023, provided $1,000 a month to 1,000 low-income individuals, with a control group receiving $50 monthly. While UBI helped participants cover essential expenses like housing and groceries, it did not lead to significant improvements in employment quality, education, or overall health. The study concluded that while UBI can alleviate some immediate financial stress, it falls short of addressing deeper systemic issues such as healthcare access, job stability, and upward mobility. Thus, UBI alone is unlikely to mitigate the broader economic impacts of AI on the workforce. So, unfortunately, proponents' utilitarian calculation does not seem to be working as well as they would like. As a result, the impetus for supporting UBI seems more ideological and self-serving than beneficial.



Symbolic violence in the AI-justified UBI narrative

Here, Pierre Bourdieu's concept of “violence symbolique” can help deceive AI elites' benevolent narrative. Symbolic violence refers to a form of domination that is subtle and often imperceptible, yet profoundly effective in maintaining social hierarchies (Bourdieu and Wacquant, 1992). Symbolic violence operates through the imposition of meanings that are accepted as legitimate, even by those who are subordinated by them (Bourdieu, 1993). This form of violence is not physical, but it is deeply embedded in the social structures and cultural norms that shape our understanding of the world. With society's increased digitalization, Couldry and Mejias (2020) denote how data practices can constitute a new form of colonialism, reinforcing existing power structures through symbolic means. Such symbolic violence allows dominant groups perpetuate their power without overt coercion, by making their worldview appear natural and inevitable.

In the context of UBI and AI, symbolic violence manifests in the way that the narrative of AI, as a universal good, is constructed and disseminated. The AI elites' promotion of UBI suggests that the best way to address the disruptions caused by AI is to provide people with a guaranteed basic income, thereby ensuring that everyone benefits from technological progress. However, this narrative obscures the deeper structural inequalities that are being reinforced by the same technologies that UBI is supposed to mitigate. Symbolic violence, Bourdieu and Wacquant (1992, p. 172) notes, “accomplishes itself through an act of cognition and of misrecognition that lies beyond—or beneath—the controls of consciousness and will.” In the case of AI-justified UBI, public's acceptance of this proposal as a universal good would be a form of misrecognition that a symbolic violence is being perpetrated and instead considering that AI and UBI are normal and rather logical within the existing social order. Such acceptance would be a legitimization of the power of the AI elite by presenting UBI as the solution to the very problems their technologies create, thus reinforcing the existing social order.



AI-justified UBI as a tool for maintaining social hierarchies

UBI, as promoted by AI elites, can be seen as a tool of symbolic violence in several ways. First, it reinforces the division between those who own and control AI technologies and those who are merely consumers of its benefits. The owners of AI—who are also the primary advocates of UBI—are positioned as the benevolent providers of a safety net for the masses. Meanwhile, the recipients of UBI are cast as passive beneficiaries of a system that they have little control over. This dynamic perpetuates the power of the AI elite, while simultaneously legitimizing their dominance by presenting them as the solution to the very problems that their technologies create.

Moreover, UBI as a form of symbolic violence operates by masking the true nature of the inequalities that it purportedly seeks to address. By providing a basic income, the narrative suggests that the economic and social disruptions caused by AI can be managed and mitigated. However, this narrative ignores the fact that UBI does nothing to address the underlying power imbalances that give rise to these disruptions in the first place. Critics argue that UBI, without accompanying structural reforms, may fail to address underlying inequalities (Parijs and Vanderborght, 2017), just like the OpenResearch study hinted. As Jarow (2024) puts it, “hitching the case for basic income to fears of rapid AI progress makes it far more vulnerable than it needs to be.” By linking UBI to AI, its advocates risk creating a policy that merely manages the symptoms of economic inequality without addressing the root causes. This approach perpetuates a superficial solution that maintains the status quo, allowing the AI elite to continue accumulating wealth and power while the majority remains dependent on the systems that marginalize them.



The perverse nature of symbolic violence in UBI

The symbolic violence inherent in the promotion of UBI by AI elites is particularly perverse because it creates the illusion of inclusivity and fairness; values central to AI ethics (Victor et al., 2024). The narrative of UBI as a universal good suggests that everyone stands to gain from the increased presence of AI in our societies. However, this narrative obscures the fact that the benefits of AI are not distributed equally, and that UBI, as currently envisioned, may actually entrench existing inequalities rather than alleviate them. By framing UBI as a necessary response to AI-induced unemployment, the AI elites are effectively shifting the focus away from the need for more equitable distribution of power and resources. Those who control AI technologies continue to benefit disproportionately, while those who are dispossessed by these technologies are offered only a minimal safety net in return.

Moreover, this symbolic violence has epistemic implications (Bourdieu, 1993), as it shapes our understanding of what is possible and desirable in a world increasingly dominated by AI. Musk (2016), almost a decade ago, said that “There's a pretty good chance we end up with a universal basic income, or something like that, due to automation. I'm not sure what else one would do. I think that is what would happen. People will have time to do other things, more complex things, more interesting things. Certainly more leisure time.” The promotion of UBI by AI elites reinforces the idea that the best we can hope for is an AI-induced universal income, rather than a more radical rethinking of how wealth and power are distributed in society—nor seeing UBI as a way to enhancing people's capabilities (Endo and Choi, 2024). The loss of meaningful work can have profound psychological effects, as Jahoda (1982) highlights the role of employment in providing structure, social contacts, and a sense of purpose. Rubin (2024) presents it nicely in indicating that “The AI revolution is accentuating the flow of income and power to the owners of property, leaving a new class—the precariat—wallowing in insecurity and existential fear.” Or as Jarow (2024) puts it “The basic income movement might be better off severing ties with speculations about AI altogether. Then, the conversation could focus on what basic income can actually be: an effective anti-poverty tool that would neither stave off dystopia nor usher in a leisurely paradise, but instead, just a world with less poverty.“ AI-justified UBI's narrative acts as symbolic violence and limits our collective imagination, making it harder to envision alternative futures where technology actually serves the common good rather than aiming to place populations in a state of indigence compared to the fortunes of those who control AI.



Discussion

Universal Basic Income, as promoted by AI elites, is not the straightforward solution to the disruptions caused by AI that it is often portrayed to be. Instead, it can be understood as a form of symbolic violence that reinforces existing power dynamics and socio-economic inequalities. Or as Bourdieu would put it, those in power “tend to seek social respectability” (Bourdieu and Passeron, 1970) and this can be achieved through the imposition of narratives and meanings presented as legitimate while concealing the power relations which are the basis of their force (Bourdieu, 1987). By presenting UBI as a benevolent response to AI-induced unemployment, the AI elite mask their own role in creating the very problems that UBI is supposed to solve. In doing so, they perpetuate a narrative that benefits them while marginalizing those who are most negatively affected by the rise of AI. Interestingly, what is being distributed is a basic economic safety net, without committing to providing basic and free access to AI itself. Recent statements by OpenAI suggested that free AI models may not be here to stay. The current idea is a freemium model with advertising to better monetize the models, development costs, and hosting (FT News Briefing, 2024). Dayan et al. (2024) demonstrated that older AI models tend to experience performance degradation over time, which, although the term “dementia” anthropomorphizes AI, effectively illustrates the decline of these models. Therefore, offering (un)restricted access to older AI models is not a viable solution to share more broadly the benefits of AI or promote computational justice. This is especially true since making such models widely available may not ensure equitable access, particularly when those who can afford newer models receive them significantly earlier than others.

However, what is touted as benefits falls short of addressing structural inequities or advancing computational justice, which goes beyond mere access to AI. Computational justice emphasizes equitable access, representation, and outcomes in AI, ensuring that everyone—regardless of socioeconomic status or geography—can not only use AI but also participate in its development and governance. It requires addressing biases in algorithms, democratizing computational power (so actively supporting computational justice), and ensuring transparent, ethical governance. Such an approach could empower marginalized communities and provide tools to tackle systemic inequities. Instead, these economic models appear more focused on sustaining AI's pervasive presence in everyday life, potentially prioritizing corporate profit over the transformative potential of AI to create a more equitable digital society both economically for all and in making the AI tools accessible for all. By sidelining these principles, the freemium model risks cementing existing inequalities rather than challenging them, raising concerns about whether the AI-driven future will be one of inclusion or exploitation. this will lead to a state where people will receive a UBI as a justification for the increased presence of AIs in society and to compensate for the externalities this induces, then will either have to pay for the advanced models or watch advertising to access the basic models. To truly address the societal disruptions posed by AI, structural reforms are necessary, including policies that promote equitable distribution of wealth and power (Stiglitz, 2019).

This framing of UBI as a panacea for AI-induced challenges reflects a broader strategy by AI elites to deflect criticism and maintain control over narratives about AI's future. As Schiff (2023) argues, the ethical aspirations embedded in AI policy often fall short in their translation to actionable solutions due to challenges like technical feasibility, value acceptability, and institutional constraints. By focusing on symbolic solutions like UBI, which align with their profit motives, AI elites can sidestep calls for deeper structural reforms that would redistribute wealth or power. Ethical principles, while rhetorically emphasized, are often narrowed or deprioritized when translated into sector-specific policies, reflecting institutional limitations and a preference for technical fixes over transformative socio-political solutions. This narrowing of ethical commitments not only limits meaningful progress but also exacerbates the phenomenon of AI ethics dumping, where ethical responsibilities are shifted from developers and regulators onto ill-equipped users and local communities (Bélisle-Pipon and Victor, 2024). AI-driven UBI serves as a key example of how symbolic solutions allow AI elites to divert attention from their complicity in creating structural inequalities. It enables them to project a narrative of benevolence while avoiding substantive changes that would challenge their profit motives or operational frameworks. Ethics dumping is particularly insidious in this context because it disguises systemic inequities under ethical innovation. Developers embed normative assumptions into AI systems, and high-level ethical guidelines fail to account for local contexts, leaving the most vulnerable communities to grapple with the downstream impacts of these technologies. The promotion of UBI thus reinforces a cycle where the burdens of AI-induced disruptions are offloaded onto those least equipped to address them, all while AI elites continue to benefit from an unchallenged status quo.

Furthermore, UBI as a mitigating mechanism remains predominantly confined to the United States—or more specifically, to key regions where AI development and control are concentrated among AI elites—while failing to extend its scope to the global population. This narrow framing is highly problematic given that AI systems are trained on data sourced from diverse global populations and have profound, far-reaching effects not only on humanity as a whole but also on the environment (Crawford, 2021). Framing the benefits of AI within the privileged contexts of already-advantaged nations disregards the inequitable realities of the Global North and Global South divide (Birhane, 2021; Mohamed et al., 2020), particularly from the perspective of an AI-driven UBI. Such an exclusionary focus not only marginalizes billions of individuals who contribute to the ecosystems enabling AI but also underscores a critical flaw in the utilitarian logic underpinning the justification for AI development. The omission of global equity considerations exposes the ethical limitations of benefit-sharing mechanisms like UBI, raising serious questions about the moral defensibility of AI's promised benefits and the structural inequities they perpetuate.

Tackling the issues surrounding AI governance requires embedding ethical principles into practical frameworks that consider the broader socio-political context of technological innovation (Bélisle-Pipon et al., 2022). Policymakers must move beyond symbolic gestures, such as Universal Basic Income (UBI), and instead focus on participatory decision-making, context-specific solutions, and robust accountability mechanisms. These measures must seek to dismantle the structural inequalities perpetuated by prevailing AI narratives, ensuring that technological progress is guided by principles of justice and equity rather than being wielded as a tool for consolidating power and profit. The expanding influence of tech elites in governmental and political spheres, exemplified by figures like Elon Musk's involvement in federal policymaking and Sam Altman's forays into municipal politics, highlights a calculated effort to control AI's development and its societal implications. This trend aligns with concerns over an impending “AI regulation winter” (Bélisle-Pipon, 2024) scenario in which regulatory mechanisms are intentionally weakened to serve elite interests, further entrenching their dominance. This pervasive involvement across federal, municipal, and regulatory levels underscores a systematic strategy to shape society's future in ways that prioritize private power over public good.

In this context, UBI risks becoming a superficial concession—a mechanism for placating the public while masking deeper systemic inequities. As such, it can function as a form of symbolic violence that reinforces structural injustices rather than addressing them. Framed merely as a token redistribution of wealth, UBI has the potential to serve as a veneer of reform, obscuring the underlying exploitation and inequity facilitated by unchecked AI expansion and aggravated computational injustices. Policymakers must reject deregulation or the outsourcing of AI governance to elites whose primary aim is to entrench their dominance. Instead, they should adopt comprehensive strategies that aim at providing social conditions that enable individuals and collectives to thrive (Lees-Marshment et al., 2020), which include progressive taxation to redistribute AI-generated wealth, substantial investment in education and workforce reskilling to equip individuals for an AI-driven economy, stringent labor regulations to protect workers from exploitation in automated industries, and ensure that AI is a commons rather than adding to socio-economic inequalities, a growing computational injustice. Critically, there must be a concerted effort to challenge the disproportionate influence of tech elites on public policy (Ricaurte, 2022), ensuring that governance frameworks are designed to serve collective wellbeing rather than elite agendas. Superficial solutions like AI-funded UBI must not be heralded as quick fixes for systemic inequalities. Instead, efforts must focus on addressing the root causes of these disparities, building a society where technological innovation supports justice, inclusion, and equity rather than perpetuating existing power imbalances.
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In business-to-business (B2B) companies, marketing and sales teams face significant challenges in identifying, qualifying, and prioritizing a large number of leads. Lead prioritization is a critical task for B2B organizations because it allows them to allocate resources more effectively, focus their sales force on the most viable and valuable opportunities, optimize their time spent qualifying leads, and maximize their B2B digital marketing strategies. This article addresses the topic by presenting a case study of a B2B software company's development of a lead scoring model based on data analytics and machine learning under the consumer theory approach. The model was developed using real lead data generated between January 2020 and April 2024, extracted from the company's CRM, which were analyzed and evaluated by fifteen classification algorithms, where the results in terms of accuracy and ROC AUC showed a superior performance of the Gradient Boosting Classifier over the other classifiers. At the same time, the feature importance analysis allowed the identification of features such as “source” and “lead status,” which increased the accuracy of the conversion prediction. The developed model significantly improved the company's ability to identify high quality leads compared to the traditional methods used. This research confirms and complements existing theories related to understanding the application of consumer behavior theory and the application of machine learning in the development of B2B lead scoring models. This study also contributes to bridging the gap between marketers and data scientists in jointly understanding lead scoring as a critical activity because of its impact on overall marketing strategy performance and sales revenue performance in B2B organizations.
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1 Introduction

In business-to-business (B2B) sales processes, marketing and sales teams face the challenge of identifying, qualifying, and prioritizing leads. Lead qualification is a critical task because it impacts conversion rates and maximizes the effectiveness of marketing and sales efforts and strategies (Priya, 2020). Digital marketing strongly emphasizes the need to address potential customers in a personalized manner in the B2B segment (Espadinha-Cruz et al., 2021), this challenges the management of potential customers in organizations, motivating them to develop a greater understanding of potential customers by viewing them as unique individuals, with particular interests, needs, aspirations and behaviors (Bondarenko et al., 2019), however in the B2B segment the process of managing potential customers is often ineffective and the conversion of potential customers into real customers is an issue that is not entirely clear (Espadinha-Cruz et al., 2021).

The industrial revolution 4.0 has been transforming industry and economics by generating major trends such as big data, the application of artificial intelligence and the digitization of markets (Gouveia and Costa, 2022; Khan and Iqbal, 2020). This digitization of markets is redefining the way customer relationships are managed and built, the way companies communicate their value offering, and the way customers buy in B2B markets (Hofacker et al., 2020). In this digital, dynamic and constantly evolving environment there is a marked trend toward an economic system in which customer prioritization may dominate business relationships (Libai et al., 2020). Organizations in the B2B segment that usually operate with seven-step consultative sales models (Moncrief and Marshall, 2005), that require more processes to complete transactions, that their sales take longer to close than in a B2C market (D'Haen and Van den Poel, 2013) and where their sales representatives have highly committed times with multiple activities, face the difficult challenge of adapting and differentiating themselves (Zaif and Cerchia, 2019).

Sales representatives often feel overwhelmed (D'Haen et al., 2013) when faced with qualifying and following up on a large number of leads from different sources and generated from the various marketing strategies and campaigns, because they usually have their time committed to different activities such as customer acquisition, customer retention, and non-sales activities, making it challenging to allocate time to lead qualification and follow-up activities (Sabnis et al., 2013).

The task of lead qualification often becomes difficult to achieve because sales reps do not have the initial information to determine how viable one sales opportunity is in relation to the others (Priya, 2020), so that they can establish the order of attention they should give to leads according to their likelihood of conversion, situation that frequently derives in late leads contacts (Nygård and Mezei, 2020), arbitrary decisions (D'Haen et al., 2013), based on intuition when selecting leads to work with (Järvinen and Taiminen, 2016), causing waste of resources, inaccurate sales forecasts and lost sales (Monat, 2011).

The purpose of this paper is to find a way to qualify and prioritize leads in a standardized and automatic way, as well as to explore how artificial intelligence influences B2B lead classification tasks. To this end, the authors propose a lead scoring model based on supervised machine learning techniques to predict and prioritize leads in a B2B company that provides software solutions for product design and manufacturing. This company needed a lead scoring model that was not static and allowed marketing and sales teams to determine the order of attention they should give to leads based on their probability of conversion, since there was evidence that sales representatives, as in other B2B organizations, did not have information at an early stage to determine the probability of a lead and often focused on qualifying leads without an established order.

Given the above, this study seeks to explore the relationship between scoring models and lead prioritization, hypothesizing that the implementation of the machine learning based lead scoring model facilitates lead prioritization in B2B markets. The questions that guide this research are: how to identify, in a standardized and automated way, which leads are priority leads in order to optimize the time of sales reps destined to qualify B2B leads; what are the characteristics of the most relevant leads for the lead scoring model; how can artificial intelligence influence the scoring of B2B leads; which supervised machine learning techniques could help predict the probability of lead conversion into business-to-business sales.

This study addresses a case study of a B2B software company for product design and manufacturing that needed a non-static lead scoring model that would allow marketing and sales teams to determine the order of attention to give to prospects based on their likelihood of conversion, as evidence was found that sales representatives, as in other B2B organizations (Nygård and Mezei, 2020; Eitle and Buxmann, 2019; D'Haen and Van den Poel, 2013), did not have information at an early stage to determine the likelihood of a potential customer converting and often focused on scoring leads without an established order. Therefore, the purpose of this article was to develop a lead scoring model based on machine learning techniques to improve the accuracy of identifying high quality customers with the goal of prioritizing leads for sales representatives in a B2B company case study.

An effective lead scoring system is critical because it allows companies to focus on the most valuable leads by increasing the conversion rate (Nygård and Mezei, 2020), makes offer personalization possible, contributes to higher sales team and customer satisfaction (van der Borgh et al., 2020), and ultimately improve companies' sales revenue.

A small amount of academic contributions related to the success of lead scoring systems in B2B sales can be found in the literature (Eitle and Buxmann, 2019; Nygård and Mezei, 2020), only a few researchers have dedicated their research to the development of machine learning models with the aim of facilitating lead scoring and predicting the probability of winning a sale (Espadinha-Cruz et al., 2021).

Predicting the conversion of a B2B lead is a fertile field for research because of the implications this has on sales and revenue for companies. Lead prediction and segmentation are crucial in the B2B segment (Rohaan et al., 2022) and given the modest attention paid to the success of B2B lead scoring models there is a need to expand the amount of research in this area.

The authors begin with the introduction providing the context of the topic, then present the literature review on key concepts such as B2B digital marketing, consumer behavior theory and its influence on lead scoring models, lead scoring models, artificial intelligence and machine learning, and predictive classification models for lead scoring, all of which are relevant topics and closely related to the development of lead scoring models. Then, the methodology is proposed, including the case study of a lead scoring model using machine learning techniques, the results and discussion are presented, then the academic and managerial implications, conclusion and limitations, and future research are discussed.



2 Literature review


2.1 B2B digital marketing

Digital marketing for the business-to-business or B2B sales segment as it is commonly known can be understood as the adaptive and non-intrusive technology-enabled process by which companies create, communicate and deliver value to their customers. Digital marketing includes a wide variety of strategies and tactics to promote products through digital media and some of its components are content marketing, social media marketing (SMM), mobile marketing, e-commerce, customer data mining (Figueiredo et al., 2021), search engine marketing (SEM), search engine optimization (SEO), affiliate marketing, email marketing, digital display advertising and web analytics, among others (Rosario and Cruz, 2019).

Although little attention has generally been given to the study of the digitization of B2B Marketing (Hofacker et al., 2020), digitization is an increasingly present theme in the way business is done in this segment. The use of artificial intelligence technologies driven by machine learning methods and Big Data have a great impact on advertising and digital marketing (Gao et al., 2023), and on the other hand in terms of lead generation possibly the greatest contribution of artificial intelligence is the ability to target customers in a highly personalized and individualized way (Syam and Sharma, 2018) and the possibility of the creation of lead scoring models.



2.2 Marketing automation

The combined use of process design and technology in marketing make marketing automation possible (Lindahl, 2017). Marketing automation is realized by software programs that allow monitoring and analyzing the digital footprints left by potential customers (Lindahl, 2017) to make individual, relevant and meaningful digital communication along the customer journey (Jadli et al., 2022), delivering personalized and automated content under specific rules set by users and marketers, with the goal of attracting, building and maintaining the trust of potential customers (Jäarvinen and Taiminen, 2016).

Marketing automation is empowered and complemented by content marketing, together they make it possible to create automated marketing campaigns in real time (Jadli et al., 2022) with personalized content streams for targeted audiences enabling multiple interactions across the company's various communication channels. B2B content marketing includes images, videos, e-books, guides, podcasts, webinars, infographics, blog texts, social media posts, digital brochures (Jäarvinen and Taiminen, 2016).

The concepts of Marketing Automation, Content Marketing, and a lead scoring system are closely linked (Jäarvinen and Taiminen, 2016) and their efficient integration can contribute to increase the conversion rate (Essi Pöyry and McFarland, 2017), generate high quality Sales leads (Stadlmann and Zehetner, 2022) and delivers a higher ROI for the marketing activities performed (Heimbach et al., 2015).

Although little attention has generally been given to the study of B2B Marketing digitalization (Hofacker et al., 2020), digitalization is an increasingly present topic in the way of doing business in this segment. The use of artificial intelligence technologies driven by machine learning methods and Big Data have a great impact on digital advertising and marketing (Gao et al., 2023), and on the other hand, in terms of lead generation, possibly the greatest contribution of artificial intelligence is the ability to target customers in a highly personalized and individualized way (Syam and Sharma, 2018), for which a deep understanding of consumer behavior is essential.



2.3 Consumer behavior theory

Consumer behavior is a valuable source of information for creating lead scoring models, because it allows you to identify patterns and behaviors to assess the level of interest and the probability of conversion. Understanding how potential customers will interact with the brand is essential. The time spent browsing the website, downloading content, interaction on social networks, webinars attended, requests for quotes or demos, etc., are valuable behavioral data that influence the purchase decision process and are relevant attributes for the lead scoring model.

Consumer behavior theory provides a conceptual theoretical framework for analyzing and predicting consumer behavior (Solomon et al., 2012). It is an interdisciplinary field that includes disciplines such as psychology, sociology, social psychology, anthropology, and economics (Solomon et al., 2012; Kotler et al., 2015; Solomon, 2020). The field of study of this theory is based on and the understanding of consumer decisions and the buying process (Solomon, 2020; Morgan and Hunt, 1994).

The term consumer is used to describe the individual consumer, who purchases goods and services for individual consumption, and the organizational consumer, which includes for-profit and nonprofit, public and private organizations that purchase goods and services for use in the production of other products and services (Solomon et al., 2012).

Consumer behavior includes acquisition or pre-consumption, consumption, and post-consumption, which is the disposition of goods and services by buyers (Jacoby, 1978), who may assume different roles during the process of selecting, purchasing, and using the goods (Solomon, 2020). In consumer behavior theory, the analysis of consumer purchasing behavior begins with the identification of consumer characteristics (Dilogini and Shanmugathas, 2017).

Consumer Behavior Theory analyses the psychological factors (personality, motivation, perception, learning and attitudes), social factors (influence of family, friends, social class and interest groups), economic factors (consumer's ability to pay, economic conditions of the environment such as inflation, interest rate, unemployment), cultural factors (subculture, social class and values) that influence the process of selecting products and services.

The key components of consumer theory are: preferences (basic needs and tastes), perception (how consumers perceive brands), learning (how consumers learn from experience), motivation (the drive or reason that motivates purchase), attitudes (feelings toward a brand), social influences (family, friends and peer groups) and culture.

In consumer behavior theory, decision making is the process of selecting an alternative from among available options (Blackwell et al., 2017). According to Kotler, the stages of the purchase decision process are problem or need recognition, information search, evaluation of alternatives, purchase decision, and post-purchase behavior. On the other hand, the stages in the new product adoption process are awareness, interest, evaluation, trial, and adoption (Armstrong, 2009).

The theory of consumer behavior is well known and has been widely accepted since the seventies (Rau and Samiee, 1981), resulting in a large number of theories and models of consumer behavior (Reina Paz and Rodríguez Vargas, 2023) that have been generated over the years, which is a notable achievement. However, according to Jacoby (1978) and Rau and Samiee (1981), the gap between theory and applied practical models has not been bridged.

Numerous studies have influenced the consumer behavior school (Socorro et al., 2018; Blackwell et al., 2017) offering a variety of approaches, perspectives and models of consumer behavior (Prasad and Jha, 2014; Lancaster, 1966). The models that have made significant contributions to the field of consumer behavior are the Nicosia model (Nicosia, 1966), the Howard-Sheth model (Howard and Sheth, 1969), and the Engel-Blackwell-Kollat model (Engel et al., 1978) (Rau and Samiee, 1981; Jacoby, 1978), most of these studies examine the link between external factors and one or more components of the decision-making process (Darley et al., 2010).

The Nicosia model, proposed by Francesco Nicosia, focuses on the decision to purchase a new product, taking into account the consumer's attitude toward the message, the search and evaluation of the product of interest, and the act of purchase and feedback generated (Nicosia, 1966). The positive contributions found in this model are based on the conceptualization of consumer behavior as a decision process and not as the result of a decision process. The main tool used was a system of differential equations in endogenous micro-variables (Sengupta, 1969). This model shows the relationship between stimuli, consumer characteristics, consumer decision process, and consumer responses (Dilogini and Shanmugathas, 2017).

The Howard-Sheth model explains the process of purchasing a product as a system in which the purchasing behavior is a rational and non-random decision that is made within the limits of the consumer's cognitive and learning abilities, and with the restrictions of having limited information. When the behavior is caused by a marketing stimulus to the consumer or his environment, the event or stimulus is the input of the system, the purchase behavior is the output of the system, and the process variables are the internal stages of the consumer decision process such as perception, learning, attitude, and motivation (Haines, 1970).

The Engel-Kollat-Blackwell (EKB) model integrates various facts, internal and external influences that are part of the consumer's path to purchase. This model takes into account perception, learning and motivation. It consists of several stages: problem recognition, search for alternatives, evaluation of alternatives, purchase and consequences (Goyat, 2011; Prasad and Jha, 2014).

The school of consumer behavior has an impact on marketing and business and encourages companies to understand why customers buy, how much they buy, where they buy, when they buy, and how they buy (Solomon et al., 2012). This allows marketers to develop marketing strategies, market segmentation, communication, advertising, promotion, pricing, market research, developing personalized customer experiences, and developing new products that meet consumers' needs and wants.

Improving customer understanding to build more profitable relationships is essential (Hennig-Thurau et al., 2002; Weinstein, 2014). According to Berry (2002), companies must undertake activities and investments aimed at attracting new potential customers and maintaining and improving relationships with existing real customers (Sun, 2009). Relationship marketing, or customer relationship management as this concept is also known, requires commitment and trust (Morgan, 1994). Relationship marketing or one-to-one marketing can increase the value of a company's existing customers by identifying, differentiating, interacting with, and personalizing products and services that best meet their individual needs (Peppers et al., 1999).

Understanding consumer behavior makes it easier to analyze the characteristics of prospects who have become actual customers, which can be used to develop lead scoring models. B2B buyers expect brands to anticipate their needs and provide them with personalized experiences, and customer data is considered a key issue in being able to provide this personalization (Purcarea, 2019).

Knowledge of consumer behavior, market segmentation, and lead scoring models complement each other to enable more effective and customer-centric marketing strategies.



2.4 Lead scoring model

A central part of B2B digital marketing is the concept of lead scoring modeling, as it allows organizations to focus their efforts on the most likely and profitable opportunities (Lindahl, 2017). The lead scoring process allows the company through data analysis to predict the weight of each lead according to its probability of conversion (Nygård and Mezei, 2020; Jadli et al., 2023) and was developed by assigning numerical values to each lead generated, and then scoring them based on accumulated points. Points are usually assigned based on the amount of information shared by the lead and based on the lead's involvement with the website or brand of the branded company (Nair and Gupta, 2021).

Lead qualification can be considered a subtask of customer relationship management (CRM) (Nygård and Mezei, 2020). CRM is the methodologies, software and internet capabilities that help a company to manage customer relationships in an organized way (Xu et al., 2002). CRM can include lead management system (LMS) tools to streamline lead generation, management, nurturing, and follow-up. Lead management systems (LMS) are information technology tools that help automate and filter leads and are list-based and queue-based, providing the sales representative with a list of leads filtered according to scoring models, or certain predefined business rules and a given workflow sequence respectively (Ohiomah et al., 2019).

CRM integrates and analyzes data that were generated from formal and informal interactions between customer and supplier (Chatterjee et al., 2021) providing real-time information that can be collaboratively queried by members of a company. The analysis of this data is indispensable for the implementation of successful strategies where artificial intelligence and CRM systems are vital tools in a business environment with decision-making processes that are increasingly data-driven (Saura et al., 2021).

The benefits of establishing a good lead scoring system modeled with information from CRM are evident and allow Marketing teams to reduce the costs and time involved in lead qualification and prioritization (Jadli et al., 2022), to outline efficient marketing strategies and content, which could lead to overall business optimization (Dordevic, 2019).

You can combine attribution models, whether first-click, last-click, multi-touch, or others, to more effectively prioritize prospects. These frameworks improve your understanding of prospect behavior and provide essential input for formulating superior resource allocation tactics.

Without the addition of customer touchpoint information, it's impossible to analyze how these individual interactions drive conversion. For example, first-click attribution models give sole credit to the first interaction, while last-click models reward the last interaction that occurs before conversion (Li et al., 2016; Ben Mrad and Hnich, 2024). Multi-touch attribution, unlike the previous one, considers all touchpoints in the customer journey, providing a holistic view of the customer journey and the customer's relationship with the company (Hülsdau and Teuteberg, 2018; Lee, 2010).

Using these models, companies can assign different weights to each type of interaction to facilitate the scoring of potential customers. Using this approach, scores are modified to better represent the conversion behavior of each prospect (Jadli et al., 2022; Josephine VL et al., 2024; Nygård and Mezei, 2020). Specifically, if a customer interacts multiple times through multiple channels, that customer will receive a higher score and thus have a higher probability of conversion than another customer who receives a lower score because he or she has fewer interactions (Li et al., 2016; Ronen et al., 2021).

In summary, this new system of attribution models and machine learning not only allows for more efficient prioritization of prospects, but also better allocation of resources to achieve higher overall conversion success.



2.5 Classification of lead scoring models

Lead scoring models can be classified into two segments; traditional models and predictive models. Traditional lead scoring models use various traditional predictive methods that rely on personal experience, intuition, judgment and cognitive ability of sales and marketing teams (Rohaan et al., 2022; Wu et al., 2024a).

Traditional or manual lead scoring methods are based on rules, points and scorecard models and usually lack formal statistical validation. In these traditional lead scoring models sales reps spend too much time dealing with a large volume of low quality leads that will not convert into customers as they can become inaccurate, arbitrary and biased methods (Nygård and Mezei, 2020; Eitle and Buxmann, 2019; D'Haen et al., 2013). Table 1 shows a traditional lead scoring model, with manual assignment of values to the different characteristics of the leads belonging to the company in the case study.


TABLE 1 Traditional lead scoring model.

[image: Table listing potential customer interactions with company content and corresponding scores. Interactions include website duration, content downloaded, use of call-to-action, requests, calls, marketing responses, social network interactions, webinars, workshops, touchpoints, and recent activity, with scores ranging from two to thirty five.]

Predictive models rely on historical data for the identification of relevant patterns and attributes to calculate lead scoring (Wu et al., 2024b). The goal of a learning algorithm is to learn from training data to predict class labels for unanalyzed observations (Tharwat, 2021). Predictive models are heavily supported by data analytics and Big data technologies, which are helpful in modeling the likelihood of lead conversion, and trend detection through predictive analytics of data available to an organization (Nair and Gupta, 2021). These technologies can extract relevant data and transform it into new knowledge that generates value to the company (Figueiredo et al., 2021).

Scoring models can be based on demographic segmentation or behavioral segmentation. The demographic model is oriented to score audiences with standard data such as age, gender, position, industry, location, etc., while the behavioral lead model analyzes the actions performed by potential customers online such as type and number of pages visited, time spent browsing the website, content downloads, etc (Boyer and Hult, 2005). In the behavioral approach we find the engagement-based lead scoring model that suggests that a high engagement with the brand will result in a high conversion, this model analyzes the interactions that potential customers have with the brand (Nair and Gupta, 2021), since through data analysis it is possible to explore the interest of a user, analyzing the interactions made, the sequential behavioral characteristics of the clicks made, all with the aim of increasing the accuracy in predicting the behavior and interests of that user (Gan and Xiao, 2019).

Some authors such as Bondarenko et al. (2019) and Priya (2020) classify leads according to their probability of conversion under a temperature approach considering them cold, warm and hot. Cold leads are those who know nothing about the company and do not seem to have no need for the products and services the company offers, warm leads already know something about the company, have heard about the company, have read articles, follow the company's social networks and are likely to already understand the company's offering and value. Hot prospects are ready to make the purchase and payment for the products (Bondarenko et al., 2019; Priya, 2020).

Often companies combine the mixed approach based on demographic and behavioral data for the creation of traditional or predictive mode lead scoring models.



2.6 Other work related to lead scoring models and their applicability across industries and regions

Predictive lead scoring models are not only indispensable, they are being implemented in a variety of industries. Information technology (IT)-related companies are at the forefront of implementing predictive lead scoring models and automating routine processes. Lead scoring models can be found in various disciplines, such as banking (Djurisic et al., 2020), science (Gouveia and Costa, 2022), services (Bohanec et al., 2016), logistics (Pereira, 2021) and packaging (Mortensen et al., 2019), telecommunications (Espadinha-Cruz et al., 2021), among others, demonstrating their remarkable versatility and importance in the industry of different sectors in Europe, Asia and the Americas.

The implementation of lead scoring models depends on the availability of accurate data on leads and sales in an organization, since the study of such information facilitates their classification and prioritization, regardless of the industry and country in which they operate. End-to-end optimization of the organization can be achieved by implementing machine learning techniques in scoring models. These techniques enable the application of a personalized model for customers, a capability that traditional scoring systems of competitors undoubtedly cannot achieve (Dordevic, 2019).

As part of the literature review, other existing studies related to the construction of potential customer scoring models were found in various industries and geographic regions, which are discussed below.

Authors such as Monat (2011) present qualitative lead scoring studies focused on lead characterization. D'Haen et al. (2013) developed a model that sought to generate a ranked lead list with high predisposition to conversion, based on information from the company's current customers and using the nearest neighbor algorithm to obtain predictions, as well as logistic regression, decision trees and neural networks. They considered their findings positive as the model increased the conversion rate of potential customers (D'Haen et al., 2013).

Other studies based on multinomial logistic regression analysis explained how the complexity of the sales situation affects lead performance in B2B environments, predicting that increased complexity and collaboration in the sales situation causes more lead opportunities to be lost or canceled. They did this study using mixed methods, with data originating from sales force interviews and lead data recorded in an IT company's CRM, where they categorized leads as won, lost, and canceled. Their data analysis technique categorized leads into won, lost and canceled. The data was collected through interviews with sales personnel and extracted directly from the CRM of a global IT company (Virtanen et al., 2015).

Gabryel et al. (2018) conducted studies on lead qualification models in a Polish bank using simple calculations performed by the Bag-of-words algorithm. The research was conducted by taking data collected from their web forms. The classical bag-of-words algorithm is based on the concept of text search methods within document collection. Negatively scored opportunities were moved to the end of the opportunity queue to prioritize the most important opportunities. This scoring model discriminated forms filled out by human or real leads from forms completed by bots (Gabryel et al., 2018).

Eitle and Buxmann (2019) proposed a study integrating business analytics in the form of machine learning involving lead management where they demonstrated that CatBoost and random forest tools have high predictive performance in lead and opportunity management due to their good handling of categorical big data. In their 2019 study, Mortensen et al. presented a case study that employed a predictive approach to identify opportunities with a higher propensity to be won in a paper and packaging company (Mortensen et al., 2019). The researchers used several techniques, including binomial logit, decision trees, and random forest, to demonstrate an improvement in the accuracy of opportunity prediction.

In Priya (2020), the authors developed a traditional lead scoring model and scored leads according to their likelihood of conversion into hot, warm, or cold leads. This model was executed with unstructured data in a simple spreadsheet, without the use of technology tools. The marketing team was required to utilize their expertise to define the ideal customers and the parameters that influenced purchases, assigning scores from –2 to +10 to each parameter. The marketing team was tasked with identifying three types of decision parameters: characteristic data, behavioral data, and negative data. The lead value was determined as the sum of each lead's score and the comparison of each lead's score to the total score. The researchers posited that the limitations of traditional lead scoring models could be overcome by emphasizing negative data in the model. This study was conducted in India.

Nygård and Mezei (2020) presented in their study the feasibility of using machine learning as an alternative to the manual customer scoring processes that are still widely used. They found that there are major challenges in preparing and preprocessing lead activity data and found that while the random forest model performed well there were opportunities to improve the models by extending the optimization of the data parameters.

In their study, Djurisic et al. (2020) present predictive models used to classify and segment credit card users with the aim of improving revenue and reducing expenses (Figure 1). Concurrently, Pereira (2021) proposed a decision tree model augmented by the CART algorithm, with the objective of predicting the conversion of potential customers in a logistics company.


[image: Line chart showing the learning curve for a GradientBoostingClassifier with training instances on the x-axis and score on the y-axis. Training score remains higher than cross-validation score, both declining slightly as instances increase.]
FIGURE 1
 Learning curve of Gradient boosting classifier.


Espadinha-Cruz et al. (2021) proposed a method to estimate the probability of lead conversion in a telecommunications company in Portugal. Their predictive model suggests the application of data mining for the optimization of lead and opportunity management processes.

Stadlmann and Zehetner (2022) compared AI-based methods with traditional methods, finding that data mining tools may be even weaker than traditional methods if web tracking activities are influenced by the underlying databases. They find it advisable not to rely on a single approach and suggest combining traditional and AI methods.

In the work, Gouveia and Costa (2022) developed a model for predicting leads in the education sector in Brazil, applying logistic regression and finding significant improvements in the conversion rate. It was helpful in the customer segmentation process and provided time savings for the work teams involved in filtering potential customers.

Jadli et al. (2023) investigated the advantages of using machine learning algorithms to optimize lead scoring as a replacement for traditional lead scoring systems. Their experiment analyzed the probability of conversion based on the demographic and behavioral data of website visitors. They employed various machine learning techniques and found that the random forest model outperformed the others. In another study on lead scoring, Jadli et al. (2022) concluded that artificial intelligence-based scoring models are effective in identifying high-quality leads among website visitors, resulting in a better ROI for companies.

In Wu et al. (2024b), the authors in their study “The state of lead scoring models and their impact on sales performance,” reviewed 44 studies of lead scoring models published between 2005 and 2022 and found that the use of lead scoring models has a positive relationship with the following assumptions; Lead scoring models improve lead conversion rate, reduce costs involved in lead conversion, increase revenue and profit and increase the number of high quality leads. They concluded that artificial intelligence-based predictive lead scoring models positively influence sales performance.

Artificial intelligence has the ability to develop and apply predictive algorithms to assist in the creation of lead scoring models. Artificial intelligence systems can analyze past prospect data and determine which actual online and offline features are most likely to generate conversions (Syam and Sharma, 2018).




3 Artificial intelligence and its influence on B2B lead scoring models


3.1 Introduction to artificial intelligence

Artificial intelligence (AI) can be conceptualized as the use of computational machinery to emulate capabilities inherent in humans and can become designed to have multiple intelligences to perform physical, thinking, and feeling tasks as humans have (Huang and Rust, 2021).

The first studies on artificial intelligence emerged after the Second World War in 1940 with the appearance of the first computer and the work of Alan Turing proposed in 1950 called the Turing Test (Turing, 1950) in which he presented a way to validate whether the computer could have some kind of human intelligence (Prieto and Braga, 2021). Turing called this test the imitation game (French, 2000). Subsequently, McCarthy and a team of researchers at the University of Dartmouth in 1955 (Prieto and Braga, 2021) went deeper into the research on artificial intelligence.

The proposal of artificial intelligence is to convert large amounts of data into meaningful information for the creation and management of superior knowledge in B2B sales, which could come to significantly alter the B2B funnel and its sales stages (Paschen et al., 2019).

In the field of marketing, AI contributes to solving different problems, such as automation of repetitive tasks through mechanical AI, personalization activities with thought AI, and those related to the analysis of human interactions through sentiment AI (Huang and Rust, 2021). Generative AI is also on the rise as it is able to generate seemingly new content such as text, images and audio from training data such as GPT-4 and Copilot (Feuerriegel et al., 2024).

AI with its data mining is useful for extracting meaningful knowledge from large datasets by applying machine learning methods and since it is an iterative process it allows to continue adding new knowledge to the dataset (Aggarwal, 2014). In machine learning machines perform their work through the use of intelligent software which has its basis in statistical learning methods (Kumar et al., 2020). Data mining, inference and prediction as elements of statistical learning are of utmost importance in addressing various real-world problems (Hastie et al., 2009).



3.2 Machine learning

We will address machine learning because it is the basis of the functionalities offered by artificial intelligence (Campbell et al., 2020). Machine learning is a branch of artificial intelligence that provides systems with the ability to learn and improve automatically from data without being explicitly programmed, because its algorithms detect patterns and learn to make predictions and recommendations by processing data from previous experiences (Campbell et al., 2020). Machine learning can be broadly classified into supervised learning, unsupervised learning and reinforcement learning.

In supervised machine learning, structured and labeled data is analyzed seeking to predict an outcome and unsupervised machine learning seeks to determine the hidden structure or patterns of an unstructured and sometimes unlabeled data set (Syam and Sharma, 2018). Reinforcement learning is used in situations where there is no dataset, the algorithm will learn by performing different actions and evaluating their success or failure and the immediate and continuous feedback will allow the system to learn while creating a dataset (Campbell et al., 2020).

In supervised machine learning techniques, one starts by collecting relevant labeled data reflecting the characteristics of potential customers, then cleaning the collected data and then dividing it into a ratio of 80/20 or 70/30 to be used for training and testing respectively. The goal of a learning algorithm is to learn from the training data to predict class labels for unanalyzed observations (Tharwat, 2021). After training the model, the results are evaluated and the best performing algorithm is selected to apply to future cases (Rohaan et al., 2022).

The most common predictive supervised machine learning models are regression and classification models (Wu et al., 2024b). Regression models are less common due to the categorical results of lead scoring. These models use linear regression, exponential regression, seasonal ARIMA time series model, and neural networks to forecast lead conversion rates and estimate sales revenue. Classification methods have been applied in many fields of science (Tharwat, 2021) and play an important role in business decision making (Kiang, 2003). One of the areas where they are recurrent is the development of scoring systems and we will address them in a little more detail below.



3.3 Predictive ranking models for scoring potential customers

Predictive models based on ranking algorithms are the most requested in the creation of lead scoring models because of their predictive efficiency whenever historical data is available. Classification methods predict qualitative responses by analyzing qualitative variables that are classified as categories or classes. Often the methods used for classification first predict the probability that the observation belongs to each of the categories of a qualitative variable as a basis for performing the classification (James et al., 2023).

Some of the most popular classification algorithms are decision trees, logistic regression, random forest, support vector machines (SVM), K-nearest neighbors, gradient boosted trees, neural networks, Gradient Boosting Machines (GBM) and Bayesian networks (Wu et al., 2024b; Syam and Sharma, 2018). We will address some of them due to the fact that they play a relevant role in the study of this article. Decision trees, this technique is used to iteratively segment the data into subsets of similar characteristics and each leaf of the tree is assigned a class (Aggarwal, 2014). This technique is used to identify factors that convert potential customers into actual customers. It automates prediction using rules extracted from data patterns. Examples include models that optimize sales productivity and automated lead classification systems (Wu et al., 2024a).

Random forest: This technique is based on decision trees and assembles multiple decision trees by combining their predictions to improve their accuracy. It is a suitable technique for classifying prospects with social network data and explanatory models. Despite being considered a black box algorithm, it offers excellent accuracy in lead classification.

Logistic regression is a simple but very effective binary linear classification algorithm (Jadli et al., 2022) that works by mapping a vector of latent features to a range of values of 0,1 using a sigmoid function. It is useful for identifying, qualifying and prioritizing leads as it helps to predict the conversion probability of a lead based on its characteristics and previous purchases.

The k-NN is a machine learning algorithm that takes the “k” nearest neighbors or nearest data to a given query point with missing data and imputes them based on the non-missing values in the neighbors. The nearest and most similar neighbors are found by decreasing a distance function. With this distance calculation it will determine the proximity to make classifications and predictions about the clustering of an individual point (Filipe, 2020) since an observation will be assigned to the group to which most of its K-nearest neighbors belong (Kiang, 2003).

Naive Bayes, is a simple probabilistic classifier that uses probabilities according to Bayes' theorem relating conditional and marginal probabilities of events A and B (Bole and Papa, 2011). This algorithm focuses on building probabilistic models to estimate the probabilities that potential customers belong to target classes (Wu et al., 2024a).

Neural networks simulate the human brain with a large number of interconnected nodes that unlike humans are able to extract information and patterns from messy and complex data. They work by breaking problems into smaller components and solving them iteratively taking into consideration findings from previous stages (Campbell et al., 2020). Neural networks can address unbalanced class labels, reveal typical purchase patterns, and can be implemented in lead scoring models to estimate conversion probabilities (Wu et al., 2024a).

Gradient Boosting Classifier, is an algorithm that uses the “boosting” approach producing highly robust and interpretable competitive procedures for classification (Hastie et al., 2009).

The extreme gradient boosting algorithm (XGBoost) is a supervised learning technique that is based on gradient boosted decision trees (GBDT), combining predictions to make predictions by weighted averaging. This algorithm offers high performance compared to the Gradient Boosting algorithm.

Support Vector Machine (SVM) this technique can make nonlinear classifications efficiently through Kernels, it only requires a subset of the input data, called support vectors to determine the maximum margin that makes the classification (Syam and Sharma, 2018).

Supervised learning algorithms for classification can solve problems related to customer scoring, as they enable artificial intelligence analysis of the data by structuring and classifying it in such a way that it provides greater insight into the customer and their preferences (Paschen et al., 2019).

Lead scoring is considered a critical task in marketing departments as it brings effectiveness to Marketing campaigns and will help the sales team to increase the conversion rate (Priya, 2020).




4 Methodology

The methodology used was a case study of a B2B SME company providing software for product design and manufacturing for the development of a lead scoring system based on supervised machine learning for the qualification and prioritization of potential customers, since this study had hypothesized that the implementation of the lead scoring model based on machine learning facilitates the prioritization of potential customers compared to traditional models in B2B markets.

Several supervised machine learning classification techniques were used to estimate the conversion probability of B2B leads. Classification techniques were selected in this study because of their suitability for predicting responses to qualitative variables, as they can predict the category or class to which a new observation belongs based on previous examples, thus the classification algorithms can predict which leads might eventually purchase based on information from customers who previously purchased from the company.

The company in this study was facing difficulties in predicting and prioritizing its leads even though it had traditional lead scoring model, it maintained a strong interest in improving the process and assertiveness of lead scoring activities in order to increase its lead conversion rate.

Its consultative sales process consists of several stages that can be seen in Figure 2, in its business activities it generates many leads to qualify, however its lead conversion rate is very low, due to the fact that many times sales representatives delay in attending leads that will convert because they are spending time in vain looking to convert other leads that are not ready to convert, eventually sales representatives lose interest in calling the rest of the leads or the leads will look for a quick response with the competition, causing the loss of resources invested in demand generation.


[image: Flowchart illustrating the sales process in six labeled arrows: Lead Prospecting, Lead Qualification, Validation or Demonstration, Proposal or Quote, Negotiation, and Closed Sale, moving sequentially from left to right.]
FIGURE 2
 Sales process of the case study company.


The research proposed a solution to the need for automatic lead qualification and demonstrates the relevance of applying artificial intelligence to this type of problem.



5 Lead prediction model development process

In general terms, the process used to develop the customer prediction model began with the collection of historical data of potential customer records of the company from May 2020 to April 2024. The data was then post-processed to make it suitable for analysis. Afterwards, the data was divided in a ratio of 70/30 for training and testing respectively. Several classification algorithms were used to train the models. Subsequently, the performance of the machine learning models was evaluated by applying the metrics of Accuracy, precision, recall, f1-score, confusion matrix and ROC analysis. Figure 3 breaks down the process used for the development of the lead scoring model under the supervised machine learning approach.


[image: Flowchart illustrating the lead scoring model development process with supervised machine learning, showing steps from raw data to preprocessing, data splitting, model selection, evaluation, and final metrics such as accuracy, confusion matrix, ROC analysis, and learning curves.]
FIGURE 3
 Lead scoring model process using supervised machine learning algorithms.



5.1 Data description

Real business data considered relevant were extracted from the company's CRM Microsoft Dynamics customer relationship management system for exploration and understanding. The dataset contained information related to leads and transactions conducted with the company from January 2020 to April 2024. The structure of the dataset consisted of 23,154 records and 67 fields. The dataset had numeric, categorical and text data and contained fields such as lead ID, lead classification, source of origin (specific source of the lead), main contact, telephone, mail, status (location), state (status), reason for status (status), date of last activity, among other data. In the data dictionary, each field was defined, the type of value it was, and a short description was made (see Supplementary Appendix 5).



5.2 Data processing
 
5.2.1 Exploratory data analysis

To guarantee the transparency and reproducibility of the study, a detailed analysis of the data used in the development of the classification model has been included. This analysis includes the distribution of key variables through histograms and other graphical representations that allow for the identification of possible patterns and outliers. Given the large volume of variables analyzed, the individual histograms are presented in the Supplementary Appendix 10, which allows for detailed consultation without overloading the main body of the text.

Figure 4 shows the correlation matrix of the numerical variables used in the study. It is important to point out that this matrix has been filtered due to the presence of missing data in some variables, which led to their exclusion to ensure a more accurate representation of the relationships between the available data.


[image: Heatmap showing the correlation matrix of numerical variables, with stronger positive correlations in red and negative in blue. Variables include lead classification, number of responses, product, interest level, and opportunity won, aiding pattern analysis.]
FIGURE 4
 Correlation matrix.


The following key points can be highlighted:

	• Strong relationships between variables: A significant positive correlation is observed between Account Type and Lead Source (0.55), as well as between Product and Account Type (0.56), suggesting that certain types of accounts are more associated with specific sources of leads and products.
	• Moderate correlations with lead classification: The Lead Classification variable shows a moderate correlation with Lead Source (0.41) and Account Type (0.37), indicating that the type of account and the source of the lead can influence its classification.
	• Impact of variables on opportunity conversion: The Opportunity Won variable does not present particularly high correlations with any variable in this matrix, which suggests that other non-numerical factors may play a crucial role in the conversion of opportunities.
	• Effect of negative values: Some variables show negative correlations, such as Sector (Industry) and Reason for Status (–0.50), which could indicate that certain sectors have specific reasons for the classification of their leads.

The “Qualified Opportunity” variable is binary and highly unbalanced, see Figure 5 for the distribution of classes. Class 0 (unqualified opportunity) represents the majority of observations, while class 1 (qualified opportunity) is represented by a small number of records. With fewer examples in the minority, models trained on this data may be less effective at predicting classifications in this group. Algorithms tend to favor the dominant class, resulting in lower performance in identifying qualified opportunities.


[image: Bar chart showing class distribution of qualified opportunity, with class zero having a count over fourteen thousand and class one having a count under two thousand, indicating class imbalance.]
FIGURE 5
 Class distribution of qualified opportunity.


Tukey's rule for detection of outliers in a data set should be applied. It takes into account Q1 and Q3 and interquartile distance (IQR) and categorizes the data value(s) that lie outside the range: Q1 − 1.5 × IQR and Q3 + 1.5 × IQR as outliers. Thus, this rule is applied to the data to check its extreme values and that the data being processed are consistent and representative (see Table 2). This method enhances analytical capability by ensuring data integrity and consistency before any calculation or analysis.


TABLE 2 Analysis of outlier detection in the Dataset.

[image: Table listing sales lead variables with their outlier percentages and recommendations. Most variables have zero or low outlier rates, with suggestions to consider transformations or removal; high outliers advise data quality review.]

Most of the numeric variables include a manageable instance of outliers. This signal indicates that the overall data is found good and needs a small transformation to be used more effectively. However, there are some important variables that need further assessment. In this regard, Lead Source (13.26%), Prospected by Marketing (6.10%), and Qualified Opportunity (11.84%) are listed as outliers. These percentages may stem from a variety of reasons, and further investigation is warranted. These might stem from capture errors, random variations by data entry people, or data-specific properties which we need to adjust for. These are all factors associated with the lead source and its quality, which signifies proper handling for correct insights.

On the other hand, Title (primary contact for the lead) reaches 18.80 % of outliers, which could also point to data quality issues. This is an extremely important variable from a marketing perspective as it tells us who is the main contact in the organization. For marketers, it is important to obtain this information so they can create personalized strategies, focus on a small number of customers, and make the most of the data and resources they work with. Its high percentage indicates that it must be removed. Doing so would restrict the data that could be used to derive insights, and the variable should be kept.




5.3 Data cleaning

With the help of PyCaret, data cleaning was performed, identifying, correcting and removing errors, inconsistencies and duplicate data from the dataset in order to ensure the accuracy and reliability of the results. PyCaret a Python library that facilitates data preparation for model training (Ali, 2019), provides functions for data cleaning, outlier handling, missing value imputation and coding of categorical variables. Fields were selected based on their impact on a potential customer's probability of purchase and records were selected based on the amount of information contained. Some columns were excluded from the database because they were created at different times, which meant that only some records had values and were therefore eliminated. At this stage the database structure was reduced to 16,600 records and was reduced to 22 fields.



5.4 Coding of categorical variables

In some cases it was necessary to code categorical variables using techniques such as one-hot encoding and label encoding in the following fields:

	• Level of interest contained four categories and we proceeded to use label encoding to assign them a numerical value prioritizing the level of greatest interest.
	• Purchase period, it was scaled between the highest and lowest purchase period and was given a value of 1–5, to denote its importance the options of immediate and 3 months were given a value of 1 and the least important option was given a value of 5.
	• Status reflecting the status of the potential client was expressed in terms of open, won and lost and was changed to a numerical value.
	• Some text categories were transformed to bilevel values, e.g., qualified opportunity to determine which customers had been qualified and which had not an opportunity to determine whether or not the lead had completed the purchase.

The PyCaret classification module was used to solve classification problems in the database columns. This model predicts the possibility of generating new categorical variables to be taken from the input values and the columns were increased from 45 to 22, leaving the final structure of the dataset with 16,600 records and 22 fields.



5.5 Division of the data set

After data processing, the dataset was left with 16,600 records, which was randomly divided leaving 70% for training the algorithms and the other 30% for testing. The training dataset was in turn divided into 10 parts for better results.



5.6 Training and comparison of models

In order to perform an accurate training and comparison of models, the field “qualified opportunity” was defined as a target variable. Since PyCaret allows to compare multiple machine learning models in this study the data were analyzed through several classification algorithms such as Naive Bayes, Logistic regression, Ada Boost Classifier, Random Forest classifier, Gradient Boosting Classifier, Extreme Gradient Boosting, Light Gradient Boosting, Machine, Quadratic Discriminant Analysis, Linear Discriminant Analysis, Decision Tree Classifier, K Neighbors Classifier, Extra Trees Classifier, Dummy Classifier, Ridge Classifier and SVM.



5.7 Evaluation of model performance

Some of the evaluation metrics applied to examine model performance are described below:

	• Accuracy is the proportion of correctly predicted sales over the total number of sales predictions (correct or wrong).
	• Precision is the proportion of true positives to the total number of positive predictions.
	• Recall (sensitivity or completeness) is the proportion of true positives to the total number of true positives.
	• F1 score which represents the harmonic mean of precision and recall. It is the percentage of sales that were correctly predicted out of the total number of actual sales predicted (Rohaan et al., 2022). Its value range is from 0 to 1, and high values in this metric indicate high classification performance (Tharwat, 2021; Wu et al., 2024).

In order to evaluate the results of the best models, the following tools were used:

• Confusion matrix: A confusion matrix summarizes the classification job performance of a classifier with respect to some test data.

• Receiver Operating Characteristics (ROC) is used to evaluate many systems, including machine learning systems. This two-dimensional plot is used to make a trade-off between the benefits that would be true positives and the costs that would be false positives (Tharwat, 2021).

• Area under the ROC curve (Receiver Operating Characteristics AUC) expresses the extent to which the prediction model can distinguish between classes. This metric takes values in the range of 0 to 1. Any value below 0.5 indicates that the classifier is unrealistic and that the prediction model cannot differentiate classes. A value of 1 indicates that the model works correctly to differentiate between classes.



5.8 Model evaluation metrics

The overall result of the fifteen different models is presented in Table 3. Gradient Boosting Classifier: Has the highest accuracy (0.9839), along with high AUC (0.9891), recall (0.9586) and MCC (0.9252), indicating excellent overall performance on all metrics. LightGBM: It has very similar performance to Gradient Boosting Classifier, with slightly lower recall and precision, but very close values in all metrics. Ada Boost Classifier: Excels in AUC (0.9891), suggesting an excellent ability to distinguish between classes, but has a slightly lower performance in terms of precision and F1 compared to the previous models. Ridge Classifier: It has a very high accuracy (0.9605) in terms of precision, but a very low recall (0.1759), indicating that it detects few true positives, but when it does, they are very accurate.


TABLE 3 Evaluation metrics of the applied models.

[image: Table comparing classification models across accuracy, AUC, recall, precision, F1, kappa, and MCC. Gradient boosting classifier has the best metrics, highlighted in yellow, except for ridge classifier’s superior precision value.]



5.9 Best performing models

After performing multiple tests with different training and validation samples to ensure the integrity of the results, it was found that the best models for this dataset were Gradient Boosting Classifier, Light Gradient Boosting Machine, Extreme Gradient Boosting and Logistic regression. Table 4 shows that the Gradient Boosting Classifier model has a superior performance with respect to the other classifiers.


TABLE 4 Best performing models for this study.

[image: Table comparing classification models with metrics accuracy, AUC, recall, precision, F1, kappa, MCC, and TT (seconds). Gradient boosting classifier shows the highest or average values highlighted in yellow for all metrics except precision, which is highest for XGBoost. Values in yellow represent key metric averages for performance comparison.]

Below in the Figure 6 is the ROC curve where the four different models are compared. It can be observed that all four models have very high AUCs, with Gradient Boosting, XGBoost and LightGBM showing an AUC of 0.99, indicating that they are very good classifiers and slightly better than logistic regression.


[image: Line graph depicting a receiver operating characteristic (ROC) curve comparing four classification models. All curves are tightly grouped near the top-left indicating high performance, with area under the curve values around zero point ninety-nine for each model.]
FIGURE 6
 ROC curve for the four different models.




5.10 Evaluation metrics of the best performing models

The Figure 7 presents a comparison of the results of various classification models in terms of multiple performance metrics, evaluated through 10-fold cross-validation. Within the figure, the tables highlight the average values of the key metrics in yellow, making it easy to compare the performance of the models in different classification scenarios.


[image: Four data tables comparing model performance metrics, each labeled a, b, c, and d. Each table lists Accuracy, AUC, Recall, Precision, F1, Kappa, and MCC for folds zero to nine. Mean and standard deviation rows are highlighted in yellow, with slight variation across tables, emphasizing comparative results for cross-validation folds in machine learning experiments.]
FIGURE 7
 Comparison of performance metrics between different classification models using 10-fold cross-validation. (A) Gradient boosting classifier. (B) Light gradient boosting machine. (C) Extreme gradient boosting. (D) Logistic regression.




5.11 Confusion matrix

Figure 8 shows the confusion matrices of four classifiers. The confusion matrices show how well each model does, and specifically the number of correct vs. incorrect predictions made by it in the validation data. Above, boosting models (i.e. Gradient Boosting, LightGBM and XGBoost) in general show better performance than the logistic regression having lower False positives errors as well false negatives. It clearly show that this dataset will works great with boosting models specially the Gradient Boosting model is better than others for classification accuracy score.


[image: Four confusion matrix graphics for classification model performance are shown: (a) GradientBoostingClassifier, (b) LGBMClassifier, (c) XGBClassifier, (d) LogisticRegression. Each presents true positives, true negatives, false positives, and false negatives with numerical cell values.]
FIGURE 8
 Confusion matrices for the four classification models. (A) Gradient boosting classifier. (B) Light gradient boosting machine. (C) Extreme gradient boosting. (D) Logistic regression.





6 Constraints and challenges


6.1 Overfitting

One of the main challenges in building the model was the risk of overfitting, especially due to the use of a gradient boosting based algorithm, which is prone to overfitting the training data. To mitigate this problem, strategies such as cross-validation, hyperparameter optimization, and regularization by parameters such as maximum tree depth and learning rate were implemented.



6.2 Class imbalance

If not properly managed, typical metrics (e.g., accuracy) can be misleading, as a model that simply predicts the majority class will show high accuracy without actually capturing the minority class instances that really matter. To overcome this problem, it is recommended to use the Synthetic Minority Oversampling Technique (SMOTE), which consists of creating synthetic instances of the minority class using their nearest neighbors. This helps to avoid the even bigger problem of ensemble imbalance, as we do not want to lose information about the majority class and allow the model to learn better about both classes. In our case, after several tests evaluating the results using metrics such as the area under the precision-recall curve (AUC-ROC) and the F1 score, which are more appropriate in the presence of class imbalance than precision, we decided to keep the imbalanced data since the application of these techniques fell short of the metrics.



6.3 Real-time applicability

The model had a fairly good prediction, but could be expensive and slow in real production environments. Examples: XGBoost, LightGBM: Gradient boosting based models take a long time to train and can consume a lot of computational resources. One direction for future work would be to simplify the architecture to use a flatter model, or to explore the use of dimensionality reduction techniques to improve inference speed without sacrificing accuracy.




7 Results

This article was based on a case study of a B2B SME company for the creation of a B2B lead scoring model by analyzing data and applying classification supervised machine learning techniques, for its realization CRM data was used and the variables involved in lead conversion were explored.

This study coincides with the literature and the work of some authors who indicate that having a prediction about the probability that a potential customer has of buying, could positively impact B2B marketing (Priya, 2020), since the messages toward potential customers would be much more personalized and according to the stage of purchase in which they are (Nygård and Mezei, 2020) facilitating the conversion and being of help in the efficiency and digitization of the SME B2B company (Hofacker et al., 2020).

It is concluded that supervised machine learning based models can significantly improve the lead conversion rate and improve the effectiveness of marketing and sales activities in SME B2B companies.

The classification evaluation showed a good quality customer qualification model that is substantially superior to the one currently operated by the case company, and the model can be iteratively improved using feedback data. The study confirms the desirability of having a lead scoring model to guide the organization for efficient management of Sales and Marketing automation activities, aimed at achieving the business objectives set by the company.


7.1 Model performance

After comparing various classification models with PyCaret, the gradient boosting classifier emerged as the best performing model for this dataset. The model achieved an average accuracy of 98.39%, indicating a high level of predictive performance. The comprehensive evaluation metrics of PyCaret further corroborate the effectiveness of the model. These metrics suggest that the gradient boosting classifier not only accurately distinguishes between survivors and non-survivors but also maintains a good balance between precision and recall as evidenced by the F1 score. In addition, hyperparameter optimization is performed using Pycaret's tune function y the classification result can be seen in Figure 9. In Figure 10 we show the parameter configuration corresponding to the Gradient boosting classifier model.


[image: Data table showing cross-validation metrics for a model over ten folds, including accuracy, AUC, recall, precision, F1, kappa, and MCC. Mean values are highlighted in yellow in the second to last row.]
FIGURE 9
 Gradient boosting classifier model tuning.



[image: Screenshot of a GradientBoostingClassifier initialization in Python, showing hyperparameters such as ccp_alpha zero, criterion set to 'friedman_mse', max_depth three, learning_rate zero point one, and n_estimators one hundred.]
FIGURE 10
 Setting the parameters of the Gradient boosting classifier model.


Figure 11 shows KS statistic (Kolmogorov–Smirnov), which is a measure of how well the binary classification model separates two classes by comparing it to the cumulative distribution of predicted probabilities for both Class 0 and Class 1. KS: 0.953: Therefore, the two classes are highly separated from each other A larger KS value indicates a model that is more effective at discriminating between the two classes. A value closer to 0.953 means the model is really good at separating Class 1 from Class 0 data points. Threshold (0.279): This is the threshold for which this separation of two class probabilities goes maximum. It is commonly used as the threshold value that optimizes it to create classification decisions.


[image: Line chart titled KS Statistic Plot shows cumulative distributions for Class 0 and Class 1 against threshold values. A vertical dotted line highlights the KS statistic of 0.953 at threshold 0.279.]
FIGURE 11
 KS statistic plot for Gradient boosting classifier.


Figure 10 shows the learning curve of Gradient boosting classifier. It compares the training and cross-validation scores based on how they evolve as the number of training instances increases. This curve has the following issues:

	• No severe Underfitting issue in this model, as there is not a huge difference between training and validation scores.
	• There is some little Overfitting in this model as well, it also happens at the start and shrinks as dataset becomes bigger.
	• As we can see, the cross-validation score improves with more samples; hence having more data will probably improve performances of your model as well.
	• A model that generalizes well will improve with more data on average.

Figure 12 shows the validation curve for the Gradient boosting classifier model, from it is clear that max_depth influences performance not only on training data, but also in cross-validation. The blue line tells how much better our model can learn as trees get deep (Training Score) and shows almost a perfect score on the training set. This indicates that the model is capable of learning quite complicated patterns. The green curve (Cross Validation Score) is almost decreasing a bit but its at very high scores. This indicates that the model still performs well, even under large max_depth values.


[image: Line chart showing validation curves for Gradient Boosting Classifier with max_depth on the x-axis and score on the y-axis. Training scores increase steadily, while cross-validation scores decrease slightly, indicating potential overfitting.]
FIGURE 12
 Validation curve of Gradient boosting classifier.




7.2 Feature importance analysis

Feature importance analysis was also performed in order to determine the most important features that contributed substantially on model predictions. The summary of the analysis is presented below: Variables in question are lead source, reason for state, categorization on leads and product (refer to Supplementary Appendix 5). PyCaret creates a feature importance chart to visually represent these observances which shows the significance of each contributing attribute in the model. Full list of feature importance is shown in Figure 13.


[image: Horizontal bar chart showing variable importance for predicting an outcome. "Lead Source," "Reason for the state," and "Lead Classification" are the top features, while "Do not allow Faxes" has the least importance.]
FIGURE 13
 Feature importance.





8 Discussion

This paper addresses a case study of a B2B company that was looking for a standardized and automated way to identify its priority leads in order to optimize the use of its sales reps' time spent on scoring B2B leads. Therefore, the purpose of this paper was to develop a systematic machine learning-based model to improve the accuracy of identifying high quality leads with the goal of prioritizing leads for sales reps in a B2B business case study.

The results showed that lead behavior and characteristics play an important role in building B2B lead scoring models. The top characteristics that contributed significantly to model predictions in this study were “Lead Source,” “Reason for State,” and “Lead Classification,” followed by “Product,” “Number of Responses,” “Account Type,” and “Interest Level. The “lead source” variable reveals the marketing strategy of the lead source, “number of responses” reflects the number of interactions with the company, “account type” reflects the segmentation of commercial, educational, and research customers, and “level of interest” shows the level of commitment of the potential customer to purchase a product or service from the company.

These characteristics reflect the behavior of potential customers when they interact with the company and answer the research question of this study, which are the most relevant characteristics of potential customers for the construction of the lead scoring model for this company. The above confirms the importance of consumer behavior theory in the development of lead scoring models and in the design of marketing strategies adapted to the interests and characteristics of customers (Solomon et al., 2012; Kotler et al., 2015; Solomon, 2020). Consumer behavior theory combined with market segmentation can improve the development of scoring systems (Goller et al., 2002).

This study is consistent with the literature and the work of some authors such as Priya (2020) and Espadinha-Cruz et al. (2021), who indicate that having a prediction of the probability of converting a potential customer could have a positive impact on the optimization of business processes and the overall marketing strategy, since it would allow sharing much more personalized messages aligned with the buying stage that potential customers are in Nygård and Mezei (2020), facilitating conversion and contributing to the efficiency and digitalization of the B2B SME company (Hofacker et al., 2020).

This study confirms previous research suggesting that lead scoring models are a central part of marketing strategy because they allow organizations to focus their efforts on the most likely and profitable opportunities (Lindahl, 2017). The findings of this study extend previous studies by Espadinha-Cruz et al. (2021), Stadlmann and Zehetner (2022), Gouveia and Costa (2022), and Jadli et al. (2023) on the importance of applying machine learning-based lead scoring systems.

The results of this study showed that the Gradient Boosting Classifier model has a superior performance compared to the other classifiers. The evaluation of the classification showed a good quality lead scoring model that is significantly superior to the one currently used by the company and that offers the possibility of being iteratively improved using feedback data compared to the existing traditional model. This supports the proposed alternative hypothesis that the use of machine learning-based lead scoring models will improve the accuracy of identifying high quality leads compared to traditional methods, thereby facilitating the prioritization of leads in B2B markets.

According to Nygård and Mezei (2020), Eitle and Buxmann (2019), and D'Haen and Van den Poel (2013), traditional lead scoring methods are ineffective and inaccurate, causing sales representatives to waste a lot of time on lead qualification activities. This research agrees with the authors (Armstrong, 2009) that it is not possible for sales representatives to serve an unlimited number of potential customers, which is why it is necessary for companies to segment their market to focus on the most appropriate ones and adapt their marketing strategies to build mutually satisfactory relationships (Sun, 2009).

The results of this study suggest that a machine learning-based lead scoring system can not only facilitate and optimize lead prioritization (Jadli et al., 2022) compared to traditional scoring methods, but also improve sales team efficiency by reducing the time required to assess lead quality, allowing sales teams to focus on opportunities with the highest potential, also impacting the marketing team by reducing the time involved in qualifying leads to outline efficient marketing strategies and content.

The results of this study expand the field of study of machine learning-based lead scoring systems and add value to the study by Wu et al. (2024b) by reinforcing their premise regarding the positive relationship that exists between scoring models and the reduction of lead conversion costs and the increase of high-quality leads, which could influence an optimization of the lead conversion rate and an increase in sales revenue.

This study agrees with Aggarwal (2014) and Jadli et al. (2022) on the value of artificial intelligence and answers the research questions on its influence on scoring models by demonstrating its functionality and influence on lead scoring through a case study of developing a lead scoring model, where supervised machine learning classification techniques were most appropriate to predict the probability of lead conversion in the B2B company of this case study (Paschen et al., 2019).


8.1 Academic and managerial implications

The results of this study have important practical implications for B2B marketing strategies. By prioritizing high-scoring leads, companies can allocate resources more effectively and increase sales team efficiency by focusing on the most viable and profitable opportunities. This approach not only improves conversion rates, but also optimizes the use of organizational resources. As there are few academic contributions in the literature on the success of lead scoring systems in B2B sales (Eitle and Buxmann, 2019; Nygård and Mezei, 2020; Espadinha-Cruz et al., 2021), this research will contribute to broaden the field of study of B2B lead scoring systems based on machine learning, adding a practical case of creating a lead scoring model to other previous studies by Espadinha-Cruz et al. (2021), Stadlmann and Zehetner (2022), Jadli et al. (2023), and Gouveia and Costa (2022), adding a practical case of developing a lead scoring model. In the business field, this research could be useful for managers seeking to improve the conversion and prioritization of potential customers, which could influence the reduction of B2B sales cycles and the increase of sales and therefore the revenue of organizations.




9 Conclusion

The use of machine learning-based lead scoring models improves the accuracy of identifying high-quality leads compared to traditional methods, making it easier to prioritize leads in B2B markets.

Below are the answers to the research questions and some key findings:

	• Standardized and automated lead identification, replacing the traditional static model used by the case study company.
	• Optimize the time B2B sales reps spend qualifying leads.
	• According to the results of this research, the most relevant characteristics that significantly contributed to the predictions of the model in this study were “Lead Source,” “Reason for Condition,” and “Lead Classification,” followed by “Product,” “Number of Responses,” “Account Type,” and “Interest Level.”
	• It concludes that AI-based models can significantly improve automated lead scoring, which would mean an improvement in lead conversion rate and the effectiveness of marketing and sales activities in B2B SMBs.
	• The results of this research showed that the Gradient Boosting Classifier model was the best performing supervised machine learning classification algorithm in lead prediction compared to the other 15 classifiers applied.
	• Integrating consumer behavior theory and market segmentation could further improve the effectiveness of lead scoring models.
	• B2B lead conversion prediction was found to be a fertile area for research, as little attention has been paid to the success of B2B lead scoring models; therefore, the results of this study contribute to extending the theory and provide important practical implications for the design of machine learning-based lead scoring models with a focus on consumer behavior theory.

In conclusion, the results of this study underscore the importance of the lead scoring model as a strategic and essential tool in B2B marketing. Empirical evidence suggests that proper implementation of a machine learning-based lead scoring system not only facilitates and optimizes lead prioritization compared to traditional scoring methods, but also optimizes the time sales reps spend on lead scoring activities and enables marketers to develop customized marketing strategies aimed at achieving the company's business objectives. The study recommends that companies invest in developing and customizing machine learning-based lead scoring models that are aligned with their specific objectives to maximize their business effectiveness.


9.1 Limitations and possible future research

Although the model works correctly in scoring and prioritizing prospects, the recent development of this scoring model limits the evaluation of the results of the conversion rate of prospects to real customers qualified by this application, since the sales process of this B2B company has an average cycle of about 3 months. However, the embedded integration of this application into the company's customer relationship management system (Microsoft Dynamics) has just been completed, and the functioning of the implemented model is being evaluated in order to fine-tune the necessary adjustments. Consumer Behavior Theory was used to analyze the database in the CRM and was the basis for the selection and structure of the variables. A “buyer persona” model was also developed. However, the authors believe that its application could be further explored, as well as the market segmentation strategy. As the study is applied in the technology and services sector, it may show possible biases inherent to the industry in which the company involved in this research participates.

Lead scoring allows companies to obtain leads with a high probability of closing, which is a strategic issue in B2B companies, but the cycle may not be completely closed without evaluating sales reps so that companies can be sure they are delivering the highest quality lead to the most appropriate sales rep, possibly based on their skills, closing rate, and other aspects that could be explored in future research.

On the other hand, this study explores the importance of a B2B lead scoring model through a case study of an SME vendor in the technology sector. The authors believe it would be interesting to expand the evaluation of lead scoring models in other B2B verticals to identify similarities and trends.
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Tourism in Peru represents an opportunity for local development; however, there is limited understanding of visitor profiles. The aim of this study was to characterize tourists using machine learning techniques in order to identify distinct segments that can inform planning and promotional strategies for the Alto Amazonas destination. The research followed the CRISP-DM methodology for data analysis, based on surveys administered to 882 visitors. The data were processed using the clustering algorithms K-Means, DBSCAN, HDBSCAN, and Agglomerative, with Principal Component Analysis applied beforehand for dimensionality reduction. The results showed that the Agglomerative Clustering model achieved the best performance in internal validation metrics, allowing for the identification of five distinct visitor profiles. These segments provide valuable insights for the design of more inclusive and personalized tourism products. In conclusion, the study demonstrates the value of machine learning as a tool for tourism segmentation, offering empirical evidence that can strengthen the management of emerging destinations such as Alto Amazonas. The practical contribution of this study lies in providing strategic information that enables destination managers to tailor services and experiences to the characteristics of each segment, thereby optimizing visitor satisfaction and strengthening the destination’s competitiveness.
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1 Introduction

Tourism has become one of the most dynamic industries worldwide, making a significant contribution to the economic development of many countries (Babafemi et al., 2023; Rebelo, 2022). Various authors highlight its capacity to generate income and employment, foster cultural exchange, and promote infrastructure development (Álava-García et al., 2024; Félix-Mendoza et al., 2024; León-Gómez et al., 2021). In this regard, it is recognized as an economic pillar that drives growth and sustainability in different communities, acting as a catalyst for progress (Pulido-Fernández and Cárdenas-García, 2021; Thommandru et al., 2023; Walker et al., 2021).

In the Peruvian context, tourism is highly significant due to its vast cultural, historical, and natural wealth (Riojas-Díaz et al., 2022; Zavaleta-Chavez-Arroyo et al., 2024). Machu Picchu stands out as one of the New Seven Wonders of the World, built by the Inca civilization in the 15th century and located high in the Andes Mountains. Likewise, the Nazca Lines are highlighted, which are pre-Columbian geoglyphs etched into the desert sands, covering nearly 1,000 square kilometers and comprising around 300 distinct figures, including animals and plants. Among Peru’s natural resources, the Gocta Waterfall, located in the Amazonas region, also stands out, ranking 17th among the tallest waterfalls in the world.

According to data from Ministry of Foreign Trade and Tourism (2024), between January and November of 2024, Peru received 2,976,151 international tourists. This statistic represents a 31.6% increase compared to the same period in 2023 and a 74.2% recovery relative to pre-pandemic levels in 2019. The most visited destinations by foreign tourists are located in the Cusco region, with the Historic Sanctuary of Machu Picchu leading the list with 981,666 visitors, followed by the Ollantaytambo Archaeological Park with 495,462; the Sacsayhuamán Esplanade with 439,139; the Moray Archaeological Complex with 393,988; and the Pisaq Archaeological Park with 327,877. However, despite its potential, there is a need for a better understanding of visitor characteristics knowledge that, according to Camacho Delgado et al. (2023), is essential for developing tourism promotion strategies, ensuring that destinations offer better experiences.

The problem identified lies in the lack of knowledge regarding the characteristics of visitors to Alto Amazonas, a Peruvian tourist destination that, due to its natural environment and cultural richness, offers a variety of tourism modalities, including ecotourism, cultural tourism, and recreational tourism. According to Martell-Alfaro et al. (2024) and Ruiz Camus et al. (2022), the main tourist attractions with the highest demand include Lake Cuipari, ideal for canoeing, artisanal fishing, and birdwatching; the community of Apangurayacu, known for its cultivation of Amazonian flowers; the Kumpanama petroglyphs, an archaeological site that remains largely unexplored; the San Lorenzo waterfall, where visitors can enjoy its cold waters; and the community of Canoapuerto, which offers immersive experiences related to the ancestral customs of the Indigenous Shawi people.

Lee and Kim (2023) mention that limited access to visitor information hinders decision-making by tourism managers, restricting their ability to attract and satisfy different tourist segments. Without a clear understanding of who the visitors are and what they seek, it becomes challenging to design offerings that meet their expectations or needs (Aksu et al., 2022). Among the causes of this problem, we identify that the collection and analysis of data on Alto Amazonas tourists have been insufficient and fragmented. Often, studies rely on surveys or traditional methods that fail to capture the complexity and dynamism of tourist behavior. Furthermore, according to Dolnicar (2022), low investment in emerging technologies for data analysis limits the ability to obtain strategic information about visitors.

Consequently, without an adequate characterization of tourists, destinations lose competitiveness (Nakhaeinejad et al., 2022). Additionally, tourist offerings may become irrelevant compared to the interests and needs of visitors, leading to decreased satisfaction and loyalty among tourists (Jarumaneerat, 2022). Moreover, the lack of information about visitor characteristics results in ineffective marketing strategies and poor management of tourism resources (Zhou and Chen, 2023).

In light of this reality, the use of artificial intelligence techniques, specifically machine learning, has proven to be an efficient solution (Egger, 2024; Marín Rodriguez et al., 2025; Penagos-Londoño et al., 2021; Yadegaridehkordi et al., 2021). According to Mor et al. (2023), this technique allows for the analysis of large volumes of data to uncover patterns and trends that would not be evident through traditional methods. Clustering, for example, can group tourists into segments based on their behaviors and preferences, thereby facilitating the creation of detailed and actionable profiles (Ghosh and Mukherjee, 2023; Tsegaw, 2023).

Although artificial intelligence has demonstrated increasing practical use in the tourism sector, its application in Amazonian regions remains limited. Most studies continue to rely on conventional approaches that fail to capture the complexity and heterogeneity of visitor behavior in these territories. Therefore, this study aims to apply machine learning techniques to characterize visitors to the Alto Amazonas tourist destination in Peru. By adopting this approach, we seek to identify distinct tourist segments to support the development of promotional and management strategies that enhance the visitor experience and foster sustainable tourism in the region.



2 Previous studies

In the tourism industry, segmentation is a widely addressed topic due to its relevance in generating information that supports the design of marketing and loyalty strategies. Among the reviewed studies, the work of Parra Vargas et al. (2021) stands out. They applied lifestyle-based segmentation to domestic tourists in Spain using a two-stage analysis that combined hierarchical and k-means clustering techniques. Based on demographic, personality, and lifestyle data, they identified four tourist profiles: Social, Activist, Cautious, and Adolescent. They also found significant differences in personality traits, highlighting the usefulness of psychographic segmentation for designing personalized tourism strategies.

In a different context, Nella and Christou (2021) segmented wine tourism in Greece using a multinational sample of visitors to 18 wineries. They applied statistical analyses such as chi-square and t-tests to identify significant differences between domestic and international visitors, as well as between first-time, repeat, individual, and group tourists. Their findings revealed differences in motivations, income levels, wine-related spending, brand loyalty, satisfaction, and post-visit attitudes. The authors demonstrate the value of a multidimensional segmentation approach for developing marketing strategies tailored to visitor profiles. From another perspective, Yao et al. (2021) conducted a segmentation of nautical tourism in China based on tourist motivations. Using survey data from visitors in Dalian, they applied a factorial analysis combined with clustering, identifying four main segments: novelty seeking, leisure and sport, multiple experiences, and self-fulfillment. The results offer deeper insights into tourist motivations and provide tourism operators with tools to design more effective management strategies.

We also highlight the study by Hassan et al. (2022), which focused on the segmentation of religious tourism in the city of Mecca based on pilgrims’ motivations. The authors applied a factorial and cluster analysis (k-means), identifying three motivational dimensions: religious, sociocultural, and shopping. Based on these dimensions, they identified three tourist segments: “Multiple Motivations,” “Passive,” and “Religious.” The first two segments showed high levels of satisfaction and loyalty toward the destination. Moreover, significant differences were found among the segments based on sociodemographic variables such as gender, age, education level, income, and number of visits. This study demonstrates the value of segmenting religious tourism by motivation to enhance the management and sustainability of sacred destinations.

In Latin America, several studies have explored the use of tourist segmentation techniques applied to local contexts through machine learning. Garcia Reinoso (2021) analyzed the segmentation of domestic tourism in Manta (Ecuador) based on tourist motivations, employing factorial techniques, cluster analysis, and dependency analysis. This study made it possible to identify differentiated tourist profiles and develop strategies based on the complementarity between sun-and-beach tourism and cultural heritage. Similarly, Penagos-Londoño et al. (2021) applied genetic algorithms and finite mixture models (latent class analysis) to segment tourists in Chile and Ecuador according to their perceptions of sustainability and destination trustworthiness. The study identified three segments (extremely optimistic, optimistic, and moderately optimistic), demonstrating that such perceptions can serve as useful criteria for managing destinations more sustainably.

In addition, Carvache-Franco et al. (2023) applied the K-means algorithm to segment urban tourists in cities across Mexico, Peru, Colombia, and Argentina, classifying them into three groups: those oriented toward multiple attractions, those focused on basic services, and passive tourists. This study demonstrates how unsupervised techniques can reveal emerging profiles in Latin American urban environments. Along the same lines, Carvache-Franco et al. (2024) analyzed visitors to protected areas in Ecuador using factorial analysis and hierarchical clustering, identifying three segments: basic recreation, landscape appreciation, and multiple-use recreation, with important implications for environmental and tourism planning. On the other hand, Pérez Gálvez et al. (2021) implemented multivariate segmentation techniques to analyze the profiles of tourists in natural parks in Colombia, incorporating attitudinal variables related to the environment, which enabled the classification of visitors into groups with different orientations toward sustainability.

As evidenced by the studies reviewed, segmentation contributes to a deeper understanding of tourist behavior by enabling the identification of differentiated profiles based on motivations, lifestyles, and other relevant criteria. This practice not only facilitates the development of effective marketing strategies but also supports the personalization of tourism offerings, enhancing the user experience and fostering loyalty. Therefore, segmentation should not be regarded merely as a commercial tool but also as a means to promote sustainability, innovation, and inclusion in tourism planning.


2.1 Tourist segmentation

Market segmentation is a field within consumer behavior studies that enables the division of a heterogeneous market into more homogeneous groups with similar characteristics, motivations, or behaviors. This technique, originally developed by Smith (1956) and later adapted to tourism by Mazanec in 1984, has become a key tool for improving planning, designing tourism products, and supporting strategic decision-making at destinations (Parra Vargas et al., 2021). Understanding the differences between segments allows tourism managers to tailor their offerings to the actual needs of visitors, thereby increasing satisfaction and fostering loyalty (Blanco-Moreno et al., 2024).

Traditionally, segmentation has been based on sociodemographic variables such as age, gender, educational level, or income. However, while these variables are useful, they are often insufficient to fully explain tourist decisions and preferences. As a result, psychographic segmentation techniques—which take into account aspects such as lifestyles, values, motivations, and personality—have gained prominence (Molina Collado et al., 2007). These dimensions provide a more comprehensive and predictive understanding of tourist behavior, especially in a context increasingly shaped by the demand for personalized experiences (Choe and Tou, 2025).

Within this framework, lifestyle segmentation has emerged as one of the most effective approaches within psychographic segmentation (Agarwal and Singh, 2021). This technique is based on identifying behavioral patterns related to activities, interests, and opinions, and has proven useful across various types of tourism, including urban, cultural, and nature-based tourism (Tasci et al., 2022). Moreover, recent studies, such as that of Parra Vargas et al. (2021), have incorporated personality traits as a complementary explanatory variable, demonstrating that this combination allows for more precise identification of tourist profiles.

Based on these premises, tourist segmentation is not only useful for destination marketing and promotion, but also for sustainable management and innovation within the sector. It enables the design of differentiated experiences, the anticipation of behavioral trends, and the ability to respond to the evolving expectations of travelers. Through more complex and integrative approaches—such as segmentation based on lifestyle and personality—it is possible to move toward smarter, more inclusive, and visitor-centered tourism planning.



2.2 Machine learning models for segmentation

Machine learning is a subfield of artificial intelligence focused on developing algorithms capable of learning from data and performing specific tasks without explicit programming (El Naqa and Murphy, 2015). Its main goal is to enable systems to identify complex patterns, make decisions, and generate predictions through the analysis of large volumes of data (Perales-Domínguez et al., 2024; Shinde and Shah, 2018). In the tourism sector, machine learning has gained increasing importance, particularly in processes such as service personalization, demand forecasting, and market segmentation (Bartra-Rategui et al., 2024; Núñez et al., 2024).

Within machine learning, segmentation is primarily carried out using clustering algorithms, an unsupervised learning technique that identifies natural groupings within data without requiring predefined labels (Al-Omary and Jamil, 2006). These methods are useful for dividing tourists into profiles or segments with similar characteristics, based on variables such as behavior, preferences, or lifestyle (Hassan et al., 2022). Unlike traditional techniques, clustering models can process complex, multidimensional datasets, offering a more accurate and nuanced understanding of target audiences (Huamán et al., 2022; Valles-Coral et al., 2022).

Among the most commonly used models is K-Means, a partitioning algorithm that groups data into k clusters defined by the user. Its simplicity and efficiency have made it a widely employed tool in tourism studies (Jauhari et al., 2022). On the other hand, hierarchical algorithms such as Agglomerative Clustering construct a tree-like clustering structure (dendrogram) by progressively merging similar observations, offering a visual representation that is useful for understanding relationships between segments (Rodríguez et al., 2018).

In addition, there are density-based clustering models such as DBSCAN (Density-Based Spatial Clustering of Applications with Noise) and HDBSCAN (Hierarchical DBSCAN), which can identify arbitrarily shaped clusters and detect noise or outliers (Pensiri et al., 2022). These techniques are particularly well-suited for tourism data that lack clearly defined structures or exhibit irregular distributions (Faizal et al., 2025). Their main advantage is that they do not require specifying the number of clusters in advance and are capable of capturing more realistic patterns in heterogeneous scenarios (Fuchs and Höpken, 2022).

Based on the literature, it can be stated that machine learning models offer new possibilities for tourism segmentation, overcoming the limitations of traditional techniques. By applying clustering algorithms, more accurate, flexible, and context-adaptable segments can be obtained. This enables the design of more personalized and effective strategies in both marketing and destination management, fostering tourism experiences that are better aligned with the real interests and behaviors of visitors.




3 Materials and methods

We adopted the CRISP-DM (CRoss-Industry Standard Process for Data Mining) methodology, which provides a structured and standardized approach for conducting data mining and machine learning projects (Gonçalves et al., 2023). This methodology is divided into six main phases, each of which is essential for the success of the project.

Although the CRISP-DM methodology served as the overarching framework for this study, the following diagram (Figure 1) provides a complementary operational perspective of the technical workflow. It details the specific steps taken for data extraction, preprocessing, dimensionality reduction, clustering, and validation, thus illustrating the methodological flow from a data science implementation standpoint.
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FIGURE 1
 Technical workflow diagram aligned with CRISP-DM methodology.



3.1 Business understanding

The province of Alto Amazonas, located in the western part of the Loreto region in Peru, has Yurimaguas as its capital city. Established on February 7, 1866, it borders the province of Datem del Marañón to the north and west, the provinces of Loreto and Requena to the east, and the San Martín region to the south. Covering an area of 18,764.32 km2, its territory ranges from mountainous areas along the border with San Martín to riverine lowlands on both banks of the Huallaga River, including sub-basins such as those of the Paranapura and Yanayacu rivers. The province is administratively divided into six districts: Yurimaguas, Balsapuerto, Jeberos, Lagunas, Santa Cruz, and Teniente César López Rojas. According to the 2017 census, it has a population of 122,725 inhabitants, making it the second most populous province in Loreto.

Its economy is primarily based on agriculture, extractive activities (forestry, hunting, and fishing), and commerce. The province is also recognized for its cultural diversity, being home to Indigenous communities such as the Shawis, Chayahuita, and Cocama, among others. Additionally, its strategic location in the Peruvian Amazon provides access to abundant natural resources, contributing to a growing influx of tourists. However, tourism stakeholders lack a clear understanding of visitor profiles, highlighting the need to identify and analyze their characteristics through homogeneous segments. This would support more effective promotion and management of the destination, better aligned with the needs and preferences of tourists. Therefore, this study aims to characterize visitors to the Alto Amazonas tourist destination using machine learning techniques.



3.2 Data understanding

For data collection, we used a survey technique through an ad hoc questionnaire specifically designed to characterize the profile of visitors to the Alto Amazonas province. The instrument included 38 variables, such as gender, age, occupation, income, among others, using categorical response scales. The surveys were administered both in person and virtually by the authors of this study, with the support of six previously trained university students. Surveys were conducted in situ on Fridays, Saturdays, and Sundays over a nine-month period, from August 2023 to April 2024, at the main tourist gathering points such as transport terminals, hotels, and the central square. The average response time was approximately 10 min. Prior to its field application, the instrument underwent a content validation process through expert judgment. It was presented to three academic specialists in tourism, who assessed each item based on the criteria of sufficiency, clarity, coherence, and relevance, using a dichotomous scale with “agree” and “disagree” options. This procedure ensured the content validity of the questionnaire.

Participants were selected using non-probability purposive sampling, reaching a total of 882 visitors to the province of Alto Amazonas. Only individuals over the age of 18 who stayed at least one night for tourism, recreational, academic, or commercial purposes were included. All participants voluntarily provided informed consent after receiving a clear explanation of the study’s objectives, thereby ensuring adherence to ethical principles of confidentiality, autonomy, and informed participation. The questionnaire is available upon request from the corresponding author.



3.3 Data preparation

The data preparation phase involved a systematic data engineering process to transform the raw survey responses into a format suitable for clustering algorithms. We prepared the data for analysis through a series of preprocessing steps in Python. The dataset initially consisted of 882 records corresponding to the responses provided by the surveyed participants. The process began with data cleaning, where duplicate records were removed. Missing values were handled using an imputation strategy: for categorical variables, the mode (most frequent value) of the respective column was used, while for numerical variables such as age, the mean was imputed. This process resulted in a dataset with 30 variables, which could pose a risk of multicollinearity and affect the performance of distance-based clustering algorithms.

Subsequently, feature engineering was performed. Categorical were converted into a numerical format using One-Hot Encoding. This technique creates new binary columns for each category, preventing the models from assuming an artificial ordinal relationship between categories. Finally, all numerical features, including the newly created binary ones and original numerical data like ‘Age’ and ‘Income’, were standardized using Standard Scaling (Z-score normalization). This step ensured that all variables contributed equally to the distance calculations in the clustering algorithms by transforming the data to have a mean of 0 and a standard deviation of 1. This entire process resulted in a fully numerical and normalized data matrix, ready for the application of Principal Component Analysis PCA.

The selection of the optimal number of components was determined using the Parallel Analysis method, a robust statistical technique that compares the eigenvalues of real data with those of random data generated with the same dimensions. The rule was adopted to retain all components whose true eigenvalue was greater than the mean eigenvalue of the Parallel Analysis. As shown in Figure 1, this criterion indicated that the number of statistically significant components to retain was 26. This choice was further supported by the fact that these 26 components explain approximately 90% of the total cumulative variance, ensuring a reduction in dimensionality without a significant loss of information for the subsequent cluster analysis (Zhang et al., 2025) (Figure 2).

[image: Three-panel data visualization showing principal component analysis results. Top left: line graph of eigenvalues versus number of components; real eigenvalues decline steeply, parallel analysis values remain lower and more stable. Top right: line graph of cumulative explained variance versus number of components, steadily rising with horizontal lines at eighty and ninety percent. Bottom: combined line graph showing real eigenvalues, parallel analysis, and cumulative variance on dual y-axes against number of components, integrating results from the top panels.]

FIGURE 2
 Determination of the optimal number of components using Parallel Analysis and cumulative explained variance. Source: Authors’ own elaboration.




3.4 Modeling

To gain a comprehensive understanding of tourist segments in Alto Amazonas, we selected a diverse set of clustering algorithms, each with distinct strengths. K-Means was included as a benchmark method widely used in tourism segmentation. Density-based algorithms, DBSCAN and HDBSCAN, were chosen for their ability to identify clusters of varying densities and effectively handle noise (Wang et al., 2022), characteristics often present in heterogeneous tourism data. Agglomerative Clustering was incorporated to explore potential hierarchical structures within the dataset (Wong et al., 2024). The purpose of this approach was to later evaluate and compare the performance of each technique to determine which yields the best results during the evaluation phase.

We began by using the Agglomerative Clustering algorithm with the preprocessed dataset, followed by the DBSCAN algorithm (Noorian Avval and Harounabadi, 2023), and the HDBSCAN algorithm (Wibowo et al., 2021) to identify clusters of different densities and effectively handle noisy data. Lastly, we applied the K-Means algorithm, which is widely used in numerous studies with satisfactory results (Wu and Yang, 2023).



3.5 Evaluation

We evaluated the quality of the clustering models using various internal validation metrics. We used the Silhouette coefficient to measure how well an element fits within the assigned cluster compared to other clusters, where a value close to 1 indicates that the points within a given cluster are cohesive and well-separated from other clusters (Rousseeuw, 1987):
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where a(i)a(i)a(i) is the mean intra-cluster distance and b(i)b(i)b(i) is the mean distance to the nearest cluster for each sample.

We also used the Davies-Bouldin index, which evaluates the dispersion and separation of the clusters, where lower values indicate more compact and better-separated clusters.
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Additionally, we applied the Calinski-Harabasz index, which considers the number of observations and the number of clusters, aiming to maximize the result as the number of clusters (k) changes. The index is calculated using the between-group sum of squares (BGSS) and the within-group sum of squares (WGSS), providing a measure of cluster separation (Calinski and Harabasz, 1974):
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Where N is the total number of points.

These metrics allow us to objectively select the most effective clustering technique to characterize the profiles of Alto Amazonas visitors, focusing on the consistency of the groupings.



3.6 Deployment

For the deployment of the clustering model and the obtained information, it is proposed to design a cloud-based system in the future that allows tourism operators and local authorities in the Alto Amazonas province to access the analysis results easily and quickly. The clustering model should be integrated into an interactive platform that presents the different visitor segments and their characteristics through visual dashboards, using intuitive charts to display visitor behavior patterns and preferences, thereby facilitating data-driven decision-making.




4 Results and discussion

To begin, we performed hyperparameter tuning of the clustering algorithms using the Grid Search technique, based on maximizing the average Silhouette Coefficient. For the Agglomerative Clustering algorithm, we explored different hyperparameter configurations, such as the number of clusters (n_clusters), whose range was estimated to identify the expected segments or subsegments within the data. The linkage method and distance metric (affinity) were defined according to the available hyperparameters. The tested values were:


	• n_clusters: [3, 4, 5, 6, 7, 8, 9, 10]

	• linkage: [‘ward’, ‘complete’, ‘average’, ‘single’]

	• affinity: [‘euclidean’, ‘l1’, ‘l2’, ‘manhattan’, ‘cosine’]



For the DBSCAN algorithm, we analyzed the hyperparameters eps (search radius), which was explored across a wide range based on the dispersion observed in the data, and min_samples (minimum number of samples), where lower values (3, 5) were selected to allow the identification of small groups, and higher values (7, 10) were tested to avoid excessive fragmentation of the data. The values considered were:


	• eps: [0.3, 0.5, 0.7, 1.0, 1.5, 2.0]

	• min_samples: [3, 5, 7, 10]



With HDBSCAN, being an algorithm that can find clusters of different densities, we adjusted the hyperparameters min_cluster_size (minimum cluster size), min_samples (minimum number of samples), and metric (distance metric). The tested configurations included:


	• min_cluster_size: [5, 10, 15, 20]

	• min_samples: [3, 5, 10]

	• metric: [‘euclidean’, ‘manhattan’, ‘cosine’]



Finally, for the K-Means algorithm, we configured the hyperparameters n_clusters, which corresponds to the number of clusters to be identified, and max_iter, which determines the number of iterations the algorithm performs in a single run. We established values that ensure stability in cluster assignment without incurring excessive computation times:


	• n_clusters: [3, 4, 5]

	• max_iter: [300, 500]



After running and recording the various tests with the proposed configurations, the following results were collected as shown in Table 1.


TABLE 1 Internal validation.


	Algorithm
	Hyperparameters
	Clusters
	Silhouette
	Davies-Bouldin
	Calinski-Harabasz

 

 	Clustering Agglomerative 	n_clusters = 3, linkage = single, affinity = ‘euclidean’ 	5 	0.3593 	0.4923 	6.7046


 	DBSCAN 	eps = 2.0, min_samples = 3 	3 	0.0453 	2.3188 	18.3665


 	HDBSCAN 	min_cluster_size = 5, min_samples = 3, metric = ‘euclidean’ 	3 	−0.0060 	2.8605 	48.7201


 	K-Means 	n_clusters = 5, max_iter = 300 	4 	0.2039 	1.4110 	178.5731





Source: Authors’ own elaboration.
 

After evaluating the results provided by the various configurations, it was found that the clustering technique with the best results is Agglomerative Clustering, surpassing the other techniques in Silhouette and Davies-Bouldin coefficients, though it was only surpassed in the Calinski-Harabasz index by K-Means. Thus, Agglomerative Clustering is the best option according to the Silhouette metrics, which aligns with results obtained in similar contexts, such as Kingrat et al. (2023) who achieved a coefficient value of 0.405. It also aligns with the Davies-Bouldin coefficient, which, compared to the work of Ramadhani et al. (2023), shows improved results, indicating good consistency among the clusters obtained during this research.

The clustering analysis results reveal several distinctive segments among visitors to the Alto Amazonas province. We identified five main visitor groups, each with unique demographic, socioeconomic, and travel behavior characteristics (Figure 3).

[image: Three-dimensional scatter plot displaying data points grouped into five color-coded clusters labeled Cluster 0 to Cluster 4, with axes labeled PC1, PC2, and PC3. A legend appears in the upper left corner.]

FIGURE 3
 Three-dimensional graph of the distribution of clusters identified through Agglomerative Clustering. Source: Authors’ own elaboration.


The interpretation of the identified clusters was carried out through a visual analysis of the graph generated using the enrichment function from the hnet module, integrated into Python’s clusteval library. This tool allowed us to visualize the relationships between the distinctive features of each group in a two-dimensional space, where the proximity between points represents similarities in visitor profiles. Figure 4 illustrates the spatial distribution of the five clusters, with labels identifying the most relevant sociodemographic characteristics for each group, such as gender, educational level, income, among others.

[image: Scatter plot displaying multiple clusters of colored data points distributed along labeled x-axis and y-axis, with each cluster labeled by text including cluster number, characteristics, and occupation details at the group centers.]

FIGURE 4
 Visualization of the five visitor clusters with their dominant characteristics, generated using enrichment from hnet in clusteval. Source: Authors’ own elaboration.


Cluster 0 (C0)—Emerging Visitors with Local Affinity: This cluster is predominantly composed of women (F(1.0)) with monthly incomes below S/1,025.00 (P_8(1)). The most common educational level in this group is secondary education (P_6(2)), and their main occupations are homemakers (occupation_5(1.0)) and students (occupation_4(1.0)). In Figure 2, this cluster appears clearly defined in the lower right area, showing a significant spatial separation from the other groups. This segment represents an important target for the development of inclusive tourism in Alto Amazonas. Its socioeconomic profile, marked by limited income, highlights the need for economically accessible tourism offerings that enable participation in recreational and cultural activities. Despite financial constraints, this group constitutes a significant segment of visitors whose needs should be considered in destination planning efforts.

Cluster 1 (C1)—Flexible Visitors: This cluster is composed primarily of men (M(1.0)) with monthly incomes below S/1,025.00 (P_8(1)) and a secondary level of education (P_6(2)). Their predominant occupations are self-employed workers (occupation_3(1.0)) and students (occupation_4(1.0)). This segment shares similar economic characteristics with Cluster 0 but is clearly distinguished by the predominance of male participants and specific occupational roles. As shown in Figure 2, this group forms a well-defined segment in the upper right area of the two-dimensional space. Like Cluster 0, it represents a key target for the development of inclusive tourism aimed at visitors with limited budgets. Its occupational profile, combining self-employment and student status, suggests flexible time availability and a potential interest in activities that integrate learning and affordable recreation. Developing tourism offerings tailored to this segment would contribute to democratizing access to tourism in Alto Amazonas and generating a more consistent flow of visitors.

Cluster 2 (C2)—High-Income Visitor: This cluster is primarily composed of men (M(1.0)) with incomplete higher technical education (P_6(4)), who work in the public sector (occupation_1(1.0)) and earn monthly incomes exceeding S/4,100.00 (P_8(5)). This segment appears clearly differentiated in the upper left area of the graph (Figure 2), showing considerable distance from Clusters 0 and 1, which are characterized by lower income levels. It represents a significant opportunity for the development of higher value-added tourism services. Their greater purchasing power supports the implementation of higher quality standards in the local tourism offer, benefiting the sector as a whole. Additionally, their connection to the public sector could facilitate the development of institutional or corporate tourism, extending the tourism season beyond traditional vacation periods.

Cluster 3 (C3)—Discerning International Visitors: This cluster is predominantly composed of foreign visitors (foreign(1.0)) who report a low willingness to return (P_22(0)) or recommend the destination (P_23(0)), and who rate their experience negatively (P_25(1)). This segment appears in the central-upper area of the graph, clearly distinguishing itself from the other groups. Its position on the map (Figure 2) confirms it as a distinct profile with unique characteristics, particularly regarding its international origin and level of satisfaction with the tourism experience. This segment is especially relevant for the international projection of the destination. The low satisfaction expressed by this group serves as a significant warning regarding potential shortcomings in the tourism offer for international visitors. Enhancing this segment’s experience is essential for developing a sustainable inbound tourism strategy in Alto Amazonas and for improving the destination’s image in international markets.

Cluster 4 (C4)—Aspirational Visitors with Cultural Affinity: This cluster is predominantly composed of women (F(1.0)) with higher education (P_6(4)), who work in the public sector (occupation_1(1.0)) and earn monthly incomes between S/3,076.00 and S/4,100.00 (P_8(4)). This segment represents an opportunity to develop tourism with a stronger focus on cultural and educational aspects. Their educational level and moderate-to-high purchasing power suggest a potential interest in tourism experiences that combine learning, cultural authenticity, and quality services. Developing tailored offerings for this group could help diversify the visitor profile and enhance the destination’s cultural tourism offer.

Additionally, Table 2 presents the sociodemographic characteristics of visitors segmented through clustering techniques. Substantial differences emerge across clusters in terms of gender, age, and educational attainment. Cluster C0 primarily consists of young women with secondary education, while clusters C2 and C4 are composed mostly of visitors with university-level education. Cluster C3 stands out for its high proportion of older adults and international tourists, contrasting with the predominantly domestic profiles of the other groups. These distinctions reveal clearly differentiated segment identities, which are essential for designing targeted promotional strategies.


TABLE 2 Socio-demographic profile of each visitor cluster.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	Gender 	Female 	81.40% 	32.70% 	19.30% 	48.90% 	74.10%


 	Male 	17.60% 	62.80% 	80.50% 	45.70% 	24.60%


 	Other 	1.00% 	4.50% 	0.20% 	5.40% 	1.30%


 	Age 	<30 years 	59.20% 	38.90% 	28.40% 	18.60% 	32.80%


 	30–50 years 	33.50% 	49.10% 	61.70% 	52.30% 	49.70%


 	>50 years 	7.30% 	12.00% 	9.90% 	29.10% 	17.50%


 	Source 	National 	99.50% 	100.00% 	100.00% 	1.10% 	100.00%


 	Foreign 	0.50% 	0.00% 	0.00% 	98.90% 	0.00%


 	Marital status 	Single 	51.20% 	47.80% 	22.50% 	41.30% 	29.80%


 	Married 	38.70% 	44.90% 	71.40% 	47.60% 	60.50%


 	Divorced/Widowed/Other 	10.10% 	7.30% 	6.10% 	11.10% 	9.70%


 	Education 	Secondary or lower 	79.40% 	64.20% 	9.80% 	48.50% 	11.20%


 	Technician/Univ. inc. 	17.80% 	26.70% 	59.60% 	29.40% 	32.70%


 	Univ. full or more 	2.80% 	9.10% 	30.60% 	22.10% 	56.10%





Source: Authors’ own elaboration.
 

Moreover, Table 3 reveals significant contrasts in socioeconomic characteristics. Cluster C0 comprises individuals with low income levels, mostly students and homemakers, whereas Cluster C2 includes high-income individuals, predominantly employed in the public sector. Cluster C4 represents a mid-range profile with medium income levels and greater occupational diversity. These socioeconomic variations suggest that income levels and employment status are closely associated with travel motivations and decisions, providing valuable insights for the development of differentiated tourism products.


TABLE 3 Socio-economic characteristics by cluster.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	Revenue 	<S/1,025 	84.20% 	69.80% 	9.50% 	28.30% 	12.10%


 	S/1,025–2,075 	10.30% 	22.60% 	9.80% 	29.70% 	19.50%


 	S/2,076–4,100 	4.50% 	6.40% 	40.40% 	24.60% 	49.70%


 	>S/4,100 	1.00% 	1.20% 	40.30% 	17.40% 	18.70%


 	Occupation 	Public sector 	5.40% 	9.70% 	60.40% 	9.80% 	32.10%


 	Private sector 	5.80% 	10.30% 	9.40% 	10.20% 	10.30%


 	Independent 	11.30% 	49.20% 	11.50% 	9.90% 	9.80%


 	Student 	29.80% 	19.40% 	9.60% 	10.50% 	9.80%


 	Housewife 	40.70% 	4.90% 	2.30% 	9.70% 	5.50%


 	Retired/not working 	7.00% 	6.50% 	6.80% 	49.90% 	32.50%





Source: Authors’ own elaboration.
 

With regard to Table 4, it shows notable diversity in travel behavior. Clusters C2 and C4 are characterized by more frequent previous visits and longer stays, indicating a stronger connection to the destination. In contrast, clusters C0 and C1 reflect occasional travel patterns, short stays, and a preference for family or budget accommodations. Cluster C3, composed largely of international tourists, relies heavily on air travel and platforms such as Airbnb. This information is critical for designing loyalty strategies and diversifying accommodation and service offerings.


TABLE 4 Travel habits of visitor clusters.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	Frequency of national tourism 	Never 	9.80% 	10.20% 	5.10% 	19.70% 	4.30%


 	Rarely 	59.60% 	60.40% 	15.20% 	49.70% 	20.20%


 	Frequent 	30.20% 	29.40% 	39.30% 	19.80% 	50.10%


 	Very frequent 	0.40% 	0.00% 	40.40% 	10.80% 	25.40%


 	Times visited Alto Amazonas 	Once 	79.30% 	68.40% 	18.70% 	49.80% 	38.60%


 	≥2 times 	20.70% 	31.60% 	68.90% 	44.30% 	61.40%


 	Overnight stay 	1 night 	88.90% 	68.20% 	29.30% 	79.60% 	38.50%


 	2–3 nights 	7.10% 	20.30% 	42.50% 	14.20% 	41.30%


 	>3 nights 	4.00% 	11.50% 	28.20% 	6.20% 	20.20%


 	Accommodation type 	Hotel 	48.50% 	39.20% 	28.60% 	19.80% 	25.70%


 	Hostel 	19.50% 	24.70% 	19.60% 	14.70% 	20.10%


 	Shelter 	9.70% 	11.50% 	15.20% 	12.30% 	10.40%


 	Camping 	4.80% 	5.00% 	9.40% 	6.50% 	10.20%


 	Home of family or friends 	12.80% 	15.70% 	15.00% 	29.80% 	28.60%


 	AIRBNB 	4.70% 	4.00% 	12.20% 	16.90% 	4.90%


 	Transport used 	Private mobility 	69.20% 	64.80% 	49.80% 	39.10% 	58.40%


 	Loaned mobility 	11.10% 	15.30% 	9.60% 	9.90% 	9.70%


 	Travel agency 	5.30% 	5.70% 	21.30% 	10.40% 	11.10%


 	Airplane/Light aircraft 	10.20% 	9.80% 	15.50% 	29.70% 	15.90%


 	Other 	4.20% 	4.40% 	3.80% 	11.00% 	4.90%





Source: Authors’ own elaboration.
 

As for Table 5, it shows that travel motivations vary considerably across clusters. While C0, C2, and C4 are primarily motivated by conventional tourism and cultural interests, Cluster C3 places greater emphasis on family reunions and affordability. Cluster C2 also includes a notable proportion of visitors driven by academic or research purposes, while C4 demonstrates a particular interest in traditional festivities and events. These findings highlight the specific destination attributes that appeal to each visitor segment.


TABLE 5 Primary travel motivations by cluster.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	Travel motivations 	Tourism 	58.40% 	49.70% 	70.30% 	29.90% 	64.50%


 	Commerce 	9.80% 	15.10% 	6.20% 	19.80% 	9.70%


 	Academic affairs 	4.60% 	4.70% 	14.80% 	10.10% 	15.20%


 	Family visit 	10.30% 	9.80% 	5.20% 	25.20% 	9.80%


 	Research 	4.90% 	8.80% 	24.50% 	14.70% 	19.80%


 	Scenic beauty 	48.20% 	44.80% 	40.20% 	19.80% 	38.70%


 	Economic prices 	69.30% 	64.40% 	19.60% 	28.40% 	26.20%


 	Traditional festivities (achiote carnival) 	19.80% 	24.70% 	9.80% 	24.60% 	29.70%


 	Other 	4.50% 	4.80% 	9.60% 	9.90% 	6.40%





Source: Authors’ own elaboration.
 

Table 6 indicates that there are clear differences in culinary preferences, information sources, and preferred social media platforms. Cluster C0 highly values local cuisine and relies mainly on recommendations from relatives and friends. In contrast, C3 makes extensive use of digital channels and platforms such as YouTube and Airbnb. Clusters C2 and C4 combine various digital sources with a strong interest in regional gastronomy. These results underscore the importance of differentiated communication strategies aligned with the information-seeking behaviors of each group.


TABLE 6 Additional information sources and preferences.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	Food preferences 	Local gastronomy 	79.10% 	70.30% 	60.20% 	50.50% 	65.40%


 	Vegetarian gastronomy 	11.20% 	10.70% 	15.30% 	10.10% 	10.50%


 	Varied gastronomy 	30.20% 	35.40% 	40.10% 	29.70% 	39.80%


 	Fast food 	22.90% 	25.10% 	10.40% 	10.30% 	15.20%


 	Information source 	Internet 	48.90% 	60.20% 	70.30% 	80.10% 	65.60%


 	Television 	12.30% 	15.70% 	9.80% 	15.20% 	10.40%


 	Press 	5.20% 	5.40% 	10.10% 	10.30% 	5.10%


 	Tourism magazine 	6.10% 	5.90% 	10.00% 	10.40% 	5.20%


 	Friends and relatives 	29.80% 	25.30% 	20.20% 	15.10% 	25.60%


 	Tourism fairs 	11.40% 	10.70% 	20.50% 	10.30% 	15.70%


 	Radio 	7.10% 	5.80% 	10.20% 	10.50% 	5.30%


 	Other 	6.90% 	5.80% 	5.70% 	10.20% 	5.40%


 	Social media platform 	Facebook 	69.30% 	59.80% 	50.20% 	39.80% 	54.70%


 	WhatsApp 	78.40% 	75.60% 	60.10% 	49.90% 	69.80%


 	Twitter 	20.50% 	15.20% 	10.00% 	9.80% 	15.30%


 	YouTube 	12.30% 	10.40% 	20.30% 	20.20% 	15.10%


 	Instagram 	60.70% 	55.30% 	50.00% 	29.80% 	59.90%


 	Website 	28.90% 	25.60% 	20.20% 	15.00% 	20.40%


 	Travel companion(s) 	With friends 	39.80% 	45.20% 	30.10% 	20.30% 	30.50%


 	With your partner 	31.20% 	25.30% 	20.40% 	29.80% 	25.10%


 	With family 	60.50% 	49.70% 	40.20% 	29.90% 	39.80%


 	Coworkers 	11.40% 	15.10% 	20.30% 	10.40% 	10.20%


 	Classmates 	21.60% 	20.20% 	15.00% 	10.30% 	15.30%


 	Alone 	9.70% 	5.50% 	10.10% 	20.20% 	10.10%





Source: Authors’ own elaboration.
 

Similarly, Table 7 shows that previous experiences, planning levels, and activities undertaken at the destination vary significantly. Cluster C0 has engaged with indigenous communities and frequently participates in nature-based activities. C2 and C4, with greater prior experience, tend to plan their trips in advance and diversify their activities. By contrast, C3 is characterized by limited knowledge of the destination and late-stage planning. These behavioral patterns reflect varying levels of connection to the territory and offer critical insights for enhancing the personalization of the tourist experience.


TABLE 7 Pre-trip behaviors and prior experiences.


	Variable
	Indicator
	C0
	C1
	C2
	C3
	C4

 

 	District visited 	Yurimaguas 	69.30% 	65.10% 	40.20% 	10.40% 	30.50%


 	Balsapuerto 	12.10% 	15.30% 	20.10% 	5.30% 	20.20%


 	Jeberos 	5.80% 	5.20% 	10.40% 	5.10% 	10.30%


 	Lagunas 	5.40% 	5.50% 	10.30% 	5.20% 	10.10%


 	Santa Cruz 	5.70% 	5.10% 	10.20% 	15.60% 	10.00%


 	Teniente César López Rojas 	3.20% 	3.10% 	5.00% 	15.30% 	5.20%


 	None 	2.50% 	0.70% 	4.80% 	53.10% 	3.70%


 	Indigenous communities 	Shawi 	49.60% 	40.20% 	20.10% 	10.30% 	15.20%


 	Achuar 	10.80% 	10.30% 	10.00% 	5.40% 	10.50%


 	Cocama–Cocamilla 	10.30% 	10.10% 	20.20% 	5.20% 	10.30%


 	Awajún 	9.70% 	15.20% 	20.30% 	10.10% 	20.40%


 	Candozi 	5.20% 	5.30% 	10.10% 	5.30% 	10.00%


 	Otro 	4.60% 	4.70% 	4.80% 	20.20% 	9.70%


 	None 	8.70% 	10.60% 	10.20% 	25.30% 	20.10%


 	Unaware of existence 	1.10% 	1.60% 	5.40% 	19.20% 	4.80%


 	Tourist destinations visited 	Cumpana 	18.70% 	25.20% 	15.30% 	10.10% 	15.20%


 	Lago Cuipari 	50.90% 	45.80% 	40.20% 	20.30% 	40.50%


 	Lago Sanango 	32.10% 	34.50% 	25.00% 	15.20% 	30.10%


 	Río Huallaga 	40.30% 	35.70% 	30.30% 	20.40% 	35.40%


 	Reserva Pacaya Sam. 	25.50% 	20.30% 	30.10% 	15.00% 	25.30%


 	Apangurayacu 	29.70% 	25.10% 	20.20% 	10.30% 	20.20%


 	Other 	9.20% 	9.20% 	10.10% 	15.10% 	9.30%


 	Activities undertaken 	Lake/lagoons/river walks 	68.50% 	64.90% 	60.20% 	40.40% 	55.20%


 	Walking in the countryside/nature areas 	39.70% 	45.10% 	35.20% 	25.30% 	35.40%


 	Go to restaurants 	31.00% 	35.30% 	20.10% 	25.20% 	30.00%


 	Walking in parks/plazas 	21.20% 	25.40% 	15.00% 	20.10% 	25.30%


 	See flora and fauna in their natural environment 	49.90% 	45.20% 	40.50% 	29.80% 	45.10%


 	Going to discotheques/karaoke/pubs 	12.30% 	10.20% 	5.10% 	15.20% 	10.00%


 	Buy handicrafts 	19.80% 	24.90% 	15.00% 	20.10% 	20.20%


 	Attending traditional festivals (achiote carnival) 	14.90% 	19.80% 	9.90% 	30.20% 	25.10%


 	Visiting native/native/peasant communities 	24.00% 	20.20% 	15.30% 	25.10% 	20.30%


 	Visiting nature reserves 	19.80% 	19.90% 	20.20% 	19.80% 	19.80%


 	Other, please indicate 	6.90% 	5.50% 	5.40% 	10.20% 	6.40%


 	Trip planning horizon 	Unplanned 	39.40% 	35.20% 	20.10% 	30.30% 	25.10%


 	≤1 week 	31.20% 	35.30% 	40.00% 	30.20% 	35.20%


 	2 weeks 	11.30% 	15.10% 	15.00% 	10.30% 	15.30%


 	3 weeks 	5.20% 	5.30% 	10.10% 	5.10% 	10.40%


 	1 month 	8.80% 	5.20% 	10.00% 	10.20% 	10.10%


 	2 months 	3.70% 	3.80% 	2.90% 	5.20% 	3.70%


 	>2 months 	1.40% 	1.60% 	1.90% 	19.50% 	1.20%


 	Pre-trip information search 	Yes 	79.30% 	75.10% 	60.00% 	49.90% 	69.80%


 	No 	20.70% 	24.90% 	40.00% 	50.10% 	30.20%





Source: Authors’ own elaboration.
 

The findings of this study support the formulation of concrete intervention strategies aimed at strengthening tourism management in the Alto Amazonas destination. The segment of recurrent and well-informed visitors can be leveraged through loyalty programs, the creation of digital communities, and the design of exclusive tourism products that capitalize on their prior experience and intention to return. For tourists motivated by culture and gastronomy, and who possess higher educational levels, the development of thematic routes that integrate local festivals, cultural expressions, and traditional culinary experiences is proposed. Such offerings would not only diversify the tourism supply but also reinforce the destination’s identity and its competitive positioning.

In contrast, spontaneous visitors with limited budgets require targeted outreach strategies focused on immediacy, such as digital marketing campaigns and accessible basic services that facilitate quick travel decisions. The family-oriented segment demands improvements in hospitality infrastructure, safety measures, and recreational activities tailored to diverse age groups. Tourists with multiple motivations represent a hybrid profile that could be addressed through integrated packages combining nature, culture, and relaxation. These practical proposals, grounded in empirical and context-specific segmentation, provide essential inputs for public policy formulation, tourism product diversification, and institutional coordination for the sustainable development of Alto Amazonas.

It is important to note that visitor characteristics are unique to each tourist destination, as factors such as local culture, accessibility, specific attractions, and marketing draw different types of tourists (Coelho and Castillo Girón, 2023). Understanding visitor profiles allows for the adaptation of services and products to better meet their expectations; it also contributes to more efficient planning of promotional strategies and sustainable development of the destination (González Rosas et al., 2024).

The results show a methodological convergence with the findings of Carvache-Franco et al. (2024), who applied factorial analysis and hierarchical clustering to visitors of protected areas in Ecuador, identifying segments focused on basic recreation, landscape appreciation, and multiple motivations. Although both studies coincide in the diversity of tourist motivations and their utility for environmental planning, our research further incorporates the technological dimension and the role of prior information, offering a more comprehensive perspective on tourist behavior in rural settings.

The findings also align with the study by Carvache-Franco et al. (2023), who identified three urban tourist segments in cities across Mexico, Colombia, Peru, and Argentina using the K-means algorithm. While the urban context differs from the rural Amazonian setting, both studies revealed that sociodemographic variables—such as age, educational level, and income—play a key role in shaping visitor profiles. In our case, these variables not only influence the types of activities selected but also determine the sources of information used and the degree of trip planning. Unlike the urban context, the Alto Amazonas destination includes segments that are less familiar with digital platforms, posing challenges for designing adapted promotional strategies.

Furthermore, the attitudinal component explored by Pérez Gálvez et al. (2021) in natural parks in Colombia—using multivariate segmentation based on environmental attitudes—shows similarities with our results. Both studies highlight the importance of pro-environmental orientations in defining distinct tourist segments. However, our analysis introduces a broader array of motivational variables—such as price, social connections, gastronomy, and festivities—allowing sustainability to be interpreted not as a single criterion, but as part of a more complex system of decision-making. Similarly, the profiles identified by Penagos-Londoño et al. (2021) in Ecuador and Chile through finite mixture models and genetic algorithms reinforce the relevance of sustainability perceptions and destination trust as key segmentation axes, comparable to our more informed and recurrent visitor clusters.

In this regard, the study by Garcia Reinoso (2021) on domestic tourism in Manta (Ecuador), which used motivations, factorial analysis, and clustering techniques, supports the integration of motivational variables as a basis for segmentation. As in our research, a direct relationship was found between travel motives, behavior during the stay, and destination loyalty. However, our contribution goes further by employing artificial intelligence to model the data and incorporating variables related to digital channels, prior experience, and future intentions—thus expanding the methodological horizon of tourism studies in the Amazon region. Accordingly, the five segments identified not only offer actionable profiles for local destination management but also present a transferable model for other rural territories facing similar challenges in sustainability and strategic promotion.

This study represents a novel contribution to the field of tourism in emerging contexts, as it is one of the first to apply a comparative approach of clustering models—including K-Means, DBSCAN, HDBSCAN, and Agglomerative—to segment visitors in an Amazonian region of Peru. Unlike previous studies focused on consolidated or urban tourist destinations, our research provides empirical evidence on how advanced artificial intelligence techniques can uncover patterns in contexts where tourism data is scarce or fragmented. This approach not only expands the scientific understanding of tourism segmentation but also has a direct practical impact by providing actionable insights for local tourism managers facing data and resource constraints. In this sense, the study reinforces the potential of artificial intelligence as a democratizing tool for more inclusive and strategic tourism planning in rural and biodiverse regions such as Alto Amazonas.

It is important to acknowledge the methodological limitations of the present study, which should be considered when interpreting its findings. The target group analyzed corresponds specifically to visitors surveyed during weekends, which may not fully represent the total population of tourists throughout the week. This sampling decision was based on empirical evidence indicating that weekends concentrate the highest volume of tourist activity in the Alto Amazonas region, making them a critical window for analyzing behavioral patterns and segmentation. Nevertheless, this temporal delimitation restricts the generalizability of the results to other periods with potentially different visitor dynamics. Furthermore, the use of self-administered surveys may have introduced self-selection bias, as participation relied on the voluntary engagement of tourists, possibly influencing the composition of the identified clusters. These limitations should be taken into account in future research, which may consider complementary methodological approaches and broader temporal scopes according to the characteristics and operational objectives of each destination.



5 Conclusion

We successfully characterized the visitors to the Alto Amazonas tourist destination through the application of machine learning techniques. Using unsupervised clustering algorithms, we identified five visitor segments with distinct sociodemographic characteristics. The agglomerative clustering algorithm demonstrated the best performance in internal validation metrics, enabling the establishment of useful profiles for understanding the diversity of tourism in the region. These findings provide relevant insights into the different types of visitors to the destination, offering empirical evidence to support a more strategic approach to segmentation.

From a practical perspective, the results offer tourism stakeholders valuable information for decision-making in destination management, promotion, and planning. The characterization of segments allows for the adaptation of tourism products and services to the specific needs and expectations of each group, which can enhance the visitor experience, increase satisfaction levels, and promote loyalty. Moreover, identifying segments with lower levels of satisfaction, such as discerning international visitors, facilitates the design of corrective strategies to strengthen the destination’s global reputation. Altogether, these contributions support the development of a more competitive tourism sector in Alto Amazonas.

Moreover, the findings are not only relevant to tourism management in the Alto Amazonas destination, but also offer a replicable framework for other rural tourism contexts with similar characteristics. The application of unsupervised learning techniques enables the identification of distinct tourist profiles based on local data, which can be adapted to various territorial realities in Latin America and other regions seeking to enhance their tourism competitiveness through strategic segmentation. In this regard, the proposed model serves as a valuable tool for designing promotional and management policies grounded in evidence, contributing to both the sustainability and personalization of the visitor experience.

For future research, we recommend further exploring visitor motivations, perceptions, and emotions using mixed-method approaches that combine qualitative and quantitative techniques. Additionally, incorporating complementary data sources such as social media, digital reviews, or geolocation systems would enable a more dynamic understanding of tourist behavior. Finally, applying this methodology in other Amazonian or rural destinations in Peru would allow for the comparison of visitor profiles and the design of more integrated, evidence-based regional strategies.
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As artificial intelligence (AI) technologies become increasingly integrated into everyday life, understanding how the public perceives and interacts with AI is essential for fostering responsible and secure adoption. This study investigates the relationship between self-assessed AI competence, trust in AI-generated content, and sentiment toward AI among public and private sector employees in Latvia. Using a mixed-methods approach, the research combines quantitative survey data with open-ended qualitative responses to explore how demographic factors influence AI-related perceptions. Results reveal that although participants rate their AI competence and trust relatively highly, a significant portion of respondents either do not use AI or use it only for simple tasks. Sentiment toward AI is generally positive but often neutral, indicating that public attitudes are still forming. Statistically significant differences in AI competence were found across gender, age, and work sector, while trust in AI varied by education and age. Sentiment remained consistent across groups. Importantly, AI competence was positively correlated with trust, which in turn correlated with sentiment. Thematic analysis identified concerns about risk assessment, ethical implications, and the uncertain role of AI in daily life. The study underscores the need to enhance AI literacy and critical evaluation skills to ensure informed trust and societal resilience. These findings inform future strategies for public education, workforce training, and digital security policy in the context of accelerating AI adoption.
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Introduction

While the term “artificial intelligence” continues to evolve, major institutions offer working definitions that help frame this study. The OECD defines AI as machine-based systems that make predictions or decisions to affect real or virtual environments (Berryhill et al., 2019). The European Commission views AI as autonomous systems that pursue goals based on environmental input (European Commission, 2019). These evolving definitions underscore AI’s complexity and its wide-ranging implications for different sectors of society (Lāma and Lastovska, 2025).

Artificial intelligence (AI) has rapidly become embedded in everyday life, powering technologies from virtual assistants to medical diagnostics (Faverio and Tyson, 2023). As AI systems increasingly assist with decisions and automate services, the public’s trust in these systems has emerged as an important factor in their widespread adoption (Afroogh et al., 2024). Trust (or distrust) acts as a “regulator” of AI’s diffusion: people are more likely to embrace AI applications they trust, and conversely, distrust can significantly slow down adoption (Afroogh et al., 2024). Indeed, realizing AI’s benefits for society requires maintaining public confidence that AI is developed and used responsibly. Sustained acceptance and effective use of AI in society are founded on this trust (Gillespie et al., 2023). In other words, if users do not trust AI technologies—whether due to concerns about bias, privacy, or reliability—they may reject even beneficial AI solutions, undermining the positive impact these systems could have.

Importantly, trust and competence in AI are not only matters of ethical adoption or innovation—they are increasingly viewed as key pillars of digital and national security. AI technologies now underpin essential sectors such as cybersecurity, infrastructure monitoring, healthcare, finance, and law enforcement. Owing to the rapid advances in information and communication technologies (ICT) and their increasing pervasiveness, disingenuous information can now be produced easily and in a realistic format, and its dissemination to a targeted audience occurs at an unparalleled speed and scale—including through AI techniques (Bontridder and Poullet, 2021). This significantly amplifies the threat of misinformation, propaganda, and influence operations in the digital public sphere.

Moreover, AI-driven systems themselves are increasingly susceptible to cybercriminal activities, including data breaches, adversarial assaults, and zero-day vulnerabilities (Almaiah, 2025). Public misunderstanding or misjudgment of these technologies can create vulnerabilities—ranging from inadequate privacy practices to exposure to manipulation and cyber threats. A population lacking AI competence may fall victim to AI-driven fraud, exploitation, or disinformation campaigns, making societal resilience against digital threats harder to maintain. Thus, advancing public competence in AI is not just a matter of inclusion or fairness—it is a strategic necessity in a world where both everyday decisions and national defense increasingly depend on automated systems.

Public trust in AI does not develop in a vacuum; it is closely intertwined with people’s understanding of and confidence in AI. Self-assessed AI competence (often termed AI literacy or self-efficacy with AI) refers to how knowledgeable and capable individuals feel about AI. Research suggests that this competence plays a significant role in shaping trust and attitudes. For example, a recent study found that individuals with higher AI literacy tend to exhibit greater trust in AI technologies across various practical scenarios (Huang and Ball, 2024). Those with advanced understanding of AI were consistently more trusting of AI systems, whereas people with only moderate familiarity showed increased skepticism, especially in high-stakes contexts like healthcare or transportation (Huang and Ball, 2024). Similarly, a large cross-cultural survey reported that higher self-efficacy and competency in AI correlate with more positive attitudes toward AI (Naiseh et al., 2025). In that study, feeling more knowledgeable and capable with AI went hand-in-hand with greater confidence and optimism about using AI (Naiseh et al., 2025). These findings support the notion that when people understand how AI works, its limitations, and its potential, they are more likely to trust the technology and respond to it positively, rather than with fear or confusion.

Broader public sentiment towards AI encompasses a spectrum from enthusiasm and curiosity to wariness and fear. Recent surveys indicate a cautious optimism among many communities. Globally, a slight majority now believes AI’s benefits will outweigh its drawbacks (Maslej et al., 2024), yet concerns remain high about specific risks and ethical issues. In the United States, for instance, 52% of adults report feeling more concerned than excited about the growing role of AI in daily life (only 10% are more excited than concerned) (Faverio and Tyson, 2023). Such cautious sentiment underscores why public competence and trust are so important for the ethical and effective deployment of AI. If people lack understanding of AI, they may overestimate its threats or underestimate legitimate risks, leading to either undue fear or unwarranted overtrust. Both scenarios carry ethical implications—but also security consequences: fear can hinder the adoption of AI tools essential for public safety, while blind overtrust can expose individuals to harm from unverified, malicious, or biased AI systems. Improving the public’s AI competence is therefore seen as a critical step toward addressing these issues. An AI-literate public is better equipped to interpret AI outputs and intentions, which fosters informed trust, more measured expectations, and safer user behavior (Kumar et al., 2025). In fact, studies note that enhancing AI literacy among users encourages trust in AI-driven tools and improves acceptance of innovative applications (e.g., AI in telemedicine or autonomous vehicles) (Kumar et al., 2025). By cultivating understanding and addressing people’s concerns, stakeholders can ensure AI is deployed in a manner that aligns with societal values, adheres to ethical standards, and reinforces digital resilience and security.

While there is growing recognition of the links between AI literacy, trust, and attitudes, these factors have typically been studied in isolation. On one hand, numerous studies have measured public attitudes toward AI using structured questionnaires and scales—for example, instruments like the Attitude Towards AI Scale or the General Attitudes towards AI Scale capture people’s general positivity or negativity toward AI (Şahin and Yıldırım, 2024). On the other hand, separate research streams have examined AI literacy or competence, including interventions to improve people’s understanding of AI, and assessed outcomes such as user behavior or basic trust levels (Gillespie et al., 2025). Most prior surveys rely on predefined statements, which may not fully reflect the nuances of how people feel about AI. Open-ended sentiment—the emotions and opinions people freely express about AI—is an under-explored dimension in quantifying public attitudes. Understanding this richer sentiment alongside quantitative measures of trust and competence is important because it can reveal why people hold certain attitudes. For instance, two individuals might both report low trust in AI on a survey, but an open-ended response could show that one fears AI stealing jobs while the other is concerned about privacy violations. Without analyzing such qualitative sentiments, researchers and policymakers might miss context critical for addressing public concerns. Therefore, a gap exists in the literature: integrative studies that examine how people’s AI competence (literacy) relates to their trust in AI, and how both relate to the sentiments (positive or negative feelings) people articulate about AI. Addressing this gap is important for developing a holistic understanding of public interaction with AI. By linking competence, trust, and sentiment, the present research aims to shed light on how educating the public about AI might influence their trust and emotional responses, and vice versa, ultimately informing strategies for more responsible AI design, user education, and policy-making that proactively safeguards public confidence and digital security.

Significant development processes nowadays take place in workplaces. Despite the longstanding presence of AI in academic and technological discourse, its adoption in the public sector has consistently lagged behind that of the private sector (Wirtz et al., 2018). While private enterprises have proactively responded through investment in AI-focused training, organizational learning, and cultural transformation (Lāma and Lastovska, 2025), public sector institutions are only beginning to adapt to the new digital paradigm. They must now confront not only technical challenges but also organizational, ethical, and attitudinal barriers that shape AI integration (Lāma and Lastovska, 2025). This study focuses on Latvia as a representative case of a small European country navigating these complex demands. Latvia’s national strategy emphasizes innovation and e-governance, yet its public sector continues to face significant limitations in workforce capacity, infrastructure, and AI readiness (Lāma and Lastovska, 2025). These dynamics make Latvia a compelling site for examining both the drivers and obstacles to effective AI adoption, especially among public employees.

The aim of the research is to examine how individuals’ self-assessed AI competence relates to their trust in AI-generated content and their emotional sentiment toward AI, with the goal of identifying correlations, differences across socio-demographic groups, and thematic patterns in qualitative reflections.

Research questions


	1. Does the Latvian population possess adequate AI competence, trust in AI-generated content, and positive sentiment toward AI?

	2. Are AI competence, trust in AI-generated information, and sentiment toward AI interconnected?

	3. How does AI Competence, trust in information generated by AI and sentiment differ across various socio-demographic groups?

	4. What themes emerge in people’s opinions about AI?




Theoretical framework

Researchers have increasingly focused on AI literacy and competence frameworks to define what it means to be “AI-competent.” Many frameworks adapt classic educational taxonomies (e.g., Bloom’s taxonomy) to the AI context (Carolus et al., 2023; Lāma and Lastovska, 2025), mirroring the progression from basic knowledge to higher-order skills such as creation and evaluation, and explicitly incorporating an ethics dimension—underscoring that ethical awareness is a crucial component of AI competence (Almatrafi et al., 2024).

At the core of this study lies a conceptual triad: AI competence, trust in AI, and sentiment toward AI. In this model, competence—defined as individuals’ self-assessed ability to understand, use, and critically evaluate AI systems—forms the foundation for trust, which in turn shapes overall sentiment. This theoretical framing draws on Mayer et al.’s (1995) trust model, which identifies competence as a key antecedent of trust, and is reinforced by empirical studies in human–AI interaction (Aaker et al., 2010; Glikson and Woolley, 2020; Dang and Li, 2025).

From a psychological perspective, familiarity with a technology often breeds comfort and trust—up to a point. A consistent theme in recent literature is that higher AI literacy often correlates with greater confidence, perceived usefulness, and positive attitudes toward AI (Bewersdorff et al., 2025), yet this relationship is not uniformly linear. Some highly knowledgeable users develop what Pan et al. (2025) term “informed skepticism,” setting a higher bar for trust when they are aware of issues such as bias, lack of transparency, or error-prone performance. This dual pattern aligns with technology acceptance models, where competence can enhance perceived usefulness and reduce anxiety (Nillos, 2016; Abbad, 2021), but also with the notion of “cautious critics” who combine strong knowledge with vigilant oversight (Bewersdorff et al., 2025).

Trust functions as a mediating mechanism in this framework. Users cognitively evaluate AI capabilities—assessing reliability, accuracy, and functionality (Hertel et al., 2006)—and these evaluations directly shape trust. High performance and transparency tend to enhance trust, while unpredictability or errors diminish it (Chandra et al., 2022; Hancock et al., 2011). Expectancy-disconfirmation theory further explains how trust influences sentiment: when AI meets or exceeds expectations for accuracy and fairness, trust reinforces positive sentiment; when it fails, trust erodes and sentiment turns negative (Bhattacherjee, 2001; Oliver, 1980; Balakrishnan and Dwivedi, 2021).

Sentiment, in this context, captures the emotional and attitudinal orientation toward AI—ranging from enthusiasm to apprehension—and is shaped by both cognitive trust judgments and personal values. Positive sentiment often follows favorable trust assessments, leading to acceptance, advocacy, and engagement (Afroogh et al., 2024). Conversely, low trust prompts skepticism, resistance, and heightened focus on perceived risks such as job loss, privacy violations, or unethical use (Acemoglu, 2021; Frey and Osborne, 2017).

Building on this literature, we propose a competence → trust → sentiment pathway as a robust, empirically grounded framework for understanding AI perception in workplace contexts (Figure 1).
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FIGURE 1
 The conceptual model illustrating the proposed theoretical framework, where AI competence influences trust in AI, which in turn shapes sentiment toward AI.


Quantitatively, we assess whether the Latvian population possesses adequate AI competence, trust in AI-generated content, and positive sentiment toward AI, and whether these factors are interconnected. We also examine how competence, trust, and sentiment vary across socio-demographic groups, acknowledging that domain, perceived stakes, and individual values may influence attitudes. Qualitatively, we identify the themes that emerge in public and private sector employees’ reflections, illustrating how competence development can shift both trust levels and emotional orientations toward AI—from enthusiasm to caution—depending on knowledge depth, perceived risk, and application context.



Sentiment and thematic analysis of open-ended AI perspectives

Beyond quantitative surveys, researchers have employed open-ended questions and text analysis to capture the nuances of how people talk and feel about AI. The advent of powerful Python-based natural language processing (NLP) tools has enabled large-scale analysis of free-text responses, social media posts, and interview transcripts. Typical methodologies include sentiment analysis – detecting whether text expresses a positive, negative, or neutral sentiment – and thematic analysis or topic modeling – discovering recurring themes and concerns in the content. These approaches provide a richer understanding of public discourse around AI, revealing not just what people know, but how they feel and what issues they frequently mention.

Automated sentiment analysis is often performed using Python libraries such as NLTK/VADER or transformer-based models. For example, Arboleda et al. (2024) analyzed ~39,000 tweets about ChatGPT using a combination of VADER (a lexicon method) and the NRC emotion lexicon, integrated with Python code, to quantify sentiment polarity and emotional tone. Their results showed a predominantly positive or neutral sentiment in the public’s early reactions to ChatGPT. Over half (54.4%) of tweets carried a positive tone, while only 17% were negative, and the rest neutral (Arboleda et al., 2024). Emotional analysis indicated that trust, anticipation, and joy were the most frequently expressed emotions on social media regarding ChatGPT (Arboleda et al., 2024) – suggesting an overall optimistic and hopeful public outlook at that time. Negative emotions like fear or anger were present but less common, reflecting that although some users voiced concerns or skepticism, the general vibe leaned optimistic. Another study of Twitter discourse by Koonchanok et al. (2024) likewise found neutral-to-positive overall sentiment, with negative sentiment actually decreasing over time as people became more familiar with ChatGPT. This temporal trend implies that initial worries may have been somewhat allayed as users saw more practical examples of AI’s capabilities (or simply grew accustomed to the technology).

To complement sentiment scores, researchers apply topic modeling and thematic coding to open-ended data, revealing what specific themes or issues dominate AI discussions. Using techniques like Latent Dirichlet Allocation (LDA) or BERTopic (in Python), studies have uncovered the main topics people associate with AI. In Arboleda et al.’s analysis of tweets, the key themes revolved around ChatGPT’s potential and utility – topics such as its use in education, its functionality in content creation, and its integration into search or marketing were prominent (Arboleda et al., 2024). Koonchanok et al. identified popular topics by month, with education, search engines, marketing, cybersecurity, and AI research (OpenAI itself) among the most discussed aspects of ChatGPT (Koonchanok et al., 2024). Notably, users tended to discuss AI in ways relevant to their own fields – for example, tech professionals talked about cybersecurity and coding applications, while teachers and academics discussed educational uses (Koonchanok et al., 2024). This indicates that people contextualize AI’s usefulness (or threats) within their domain of interest, which is an important consideration for thematic analysis of open-ended responses in surveys. If a study asks the public “What do you think about AI?,” a student might mention AI helping with homework, whereas a content creator might mention AI in art or writing – each highlighting different hopes or concerns.

Across various sentiment analyses of AI discourse, several recurring themes emerge. Ethical concerns are one major theme: people frequently raise issues of bias, fairness, privacy, and the need for responsible AI use (Vesely and Kim, 2024). For instance, in a qualitative interview study on AI in mobile health apps, end-users consistently brought up trust and ethics – they wanted to know that AI decisions were endorsed by professionals, that their personal data was safe, and that the AI’s recommendations were explainable (Ryan et al., 2025). Misinformation is another prevalent worry: with the rise of deepfakes and AI-generated content, many respondents fear AI could “supercharge” the spread of false information (Yan et al., 2025). In fact, a 2024 survey in Europe and the US found that concerns about AI-driven misinformation and manipulation were among the top reasons the public supports stricter AI oversight (Vesely and Kim, 2024). This indicates that even when people express positive sentiment about AI’s capabilities, there is an undercurrent of caution about AI being misused to deceive or misinform.

On the positive side, usefulness and productivity form a key theme in AI discourse. Open-ended feedback often highlights AI’s efficiency and problem-solving potential. Many respondents describe AI as a powerful tool – for example, mentioning how generative AI can save time in drafting documents, or how AI analytics can improve decision-making in business. Such comments reflect an appreciation of AI’s practical benefits, aligning with the high proportion of joyful or anticipatory sentiments on social media (Arboleda et al., 2024). Especially among those who have used AI tools, sentiments of amazement at what AI can do are common, as are stories of AI yielding valuable insights or creative outputs. These positive narratives feed into a broader social sentiment that AI, if harnessed well, could augment human capabilities in many domains.

Finally, we see references to emotional and social impacts of AI in the qualitative data. Some people express anxiety or concern about how AI might affect human relationships, jobs, or society at large. For instance, open-ended survey responses and interviews have noted fears of AI causing unemployment (a social impact) or reducing human contact (e.g., “Will AI replace my teacher or my doctor?” indicating an emotional concern about losing human touch) (Vesely and Kim, 2024). Others, however, voice excitement that AI could handle mundane tasks and free up humans for more creative or interpersonal work – an optimistic social vision. Emotions like anticipation and curiosity suggest that many are eagerly watching how AI evolves and what it means for the future of work, education, and daily life (Arboleda et al., 2024). In the public Twitter discourse, trust emerged as a frequently expressed emotion regarding ChatGPT (Arboleda et al., 2024), implying a notable portion of users felt comfortable relying on it – an interesting social indicator of AI’s integration into everyday life. Yet, trust in this context may be tentative and contingent on AI meeting certain expectations (e.g., being accurate, unbiased). As one qualitative study concluded, users often draw a line between where AI is valuable and where it is not: for example, participants were willing to extend a degree of trust or “empathy” to AI in health apps if the AI proved helpful, but they remained wary of AI that lacked explainability or accountability (Ryan et al., 2025).

Examples of studies using sentiment analysis and thematic analysis on open-ended AI discussions. These studies employed Python-based NLP tools to quantify sentiment (positive/negative emotion) and extract prevalent themes. Common findings include a generally positive public sentiment toward new AI tools like ChatGPT (Arboleda et al., 2024), coupled with prominent discussion of ethical concerns, trust, and AI’s practical uses across different communities (Ryan et al., 2025).

The literature reveals a multifaceted relationship between individuals’ self-assessed AI competence and their attitudes toward AI, as well as rich insights from sentiment analysis of how people express their hopes and concerns about AI in their own words. On the one hand, higher AI literacy – whether measured through structured frameworks (Bloom-inspired cognitive skills, ethical awareness, etc.) or simple self-report familiarity – often correlates with more positive attitudes, greater trust in AI systems, and higher self-efficacy in using AI (Bewersdorff et al., 2025). People who understand AI’s capabilities and limits tend to appreciate its usefulness and are willing to integrate it into their work or studies. On the other hand, research also cautions that knowledge brings nuance: competent users might approach AI with informed skepticism, identifying pitfalls that less savvy users overlook (Pan et al., 2025). Thus, while lack of knowledge can breed unfounded fears or unrealistic expectations, extensive knowledge can breed a healthy caution that tempers over-optimism. Effective AI education should strive to produce users who are both confident and critical – trusting AI where warranted but mindful of ethical and reliability issues.

Analyses of open-ended responses reinforce that attitudes toward AI are not monolithic. Through sentiment and thematic analysis, we see a public discourse that is broadly positive about AI’s potential yet continually interrogating its implications. Key themes like ethics, trust, misinformation, and social impact recur across studies, indicating these are universal touchstones in the AI debate. Even as many marvel at AI’s innovative applications, they simultaneously worry about privacy, bias, and the loss of human touch or jobs (Ryan et al., 2025). Sentiment analysis with Python tools has shown that excitement (joy, anticipation) and optimism (trust) currently outweigh fear in many forums (Arboleda et al., 2024), but the margin of public trust is conditional. Transparency, education, and responsible AI practices will be crucial in maintaining and improving positive attitudes.

Overall, the literature since 2018 paints a picture of a society in the early stages of grappling with AI: people are learning about AI (building competence) and forming attitudes in real-time, while researchers develop better instruments to measure these constructs. There is a clear call for more studies that link objective AI literacy to subjective attitudes – and for interventions that boost both. By understanding the correlation (or lack thereof) between what people think they know about AI and how they feel about it, stakeholders can design educational programs that not only impart knowledge but also address misconceptions and fears. Moreover, incorporating sentiment and thematic analyses into AI perception research provides a holistic view: it captures not just survey tick-box responses, but the genuine voices of users – their excitement, reservations, suggestions, and lived experiences with AI. Such comprehensive insight is invaluable for informing AI design, policy, and education that resonate with public values. The evidence reviewed here underscores that improving AI competence (from basic literacy to advanced skills) is likely to foster more empowered and nuanced attitudes toward AI, which in turn can lead to more effective and ethical use of AI in society. As we move forward, continued monitoring of both the knowledge and the sentiments surrounding AI will be key to ensuring that the evolution of AI technology remains aligned with human needs, expectations, and well-being (Ryan et al., 2025).



Security and AI

The competence of citizens in understanding and using artificial intelligence (AI) technologies has direct and far-reaching implications for individual, societal, and national security. As AI systems become increasingly integrated into daily life, the ability of citizens to engage with these technologies in a knowledgeable and responsible manner is significant for mitigating associated security risks.

One of the factors influencing the security impact of AI is public perception. Effective communication about AI’s benefits and risks is essential. Miscommunication or lack of transparency can exacerbate public fears and hinder the acceptance of AI technologies (Goicochea Parks et al., 2024; Brauner et al., 2023). Citizens’ emotional responses to AI—such as feelings of dread or perceived lack of control—shape how they assess and respond to AI-related risks. These perceptions are not formed in isolation but are influenced by broader cognitive and social factors such as trust in scientists, susceptibility to conspiracy theories, and beliefs about the impact of technological change on employment (Romualdi et al., 2025). These beliefs can hinder the public’s ability to critically assess the opportunities and threats posed by AI, potentially leading to either complacency or unwarranted fear—both of which are detrimental to security.

Trust in AI systems and the implementation of privacy-protective behaviors are significant predictors of AI adoption and safe usage. Notably, online skills alone do not significantly influence whether individuals use AI-based services, suggesting that trust and perceived control over personal data play a more crucial role (Jang, 2023). A lack of understanding of these dimensions may lead individuals to unknowingly compromise their privacy or avoid using beneficial AI services due to unfounded concerns, both of which can have security consequences.

The ethical implications of AI—such as algorithmic biases, opaque decision-making, and privacy concerns—further highlight the need for public competence. Ensuring fairness, accountability, and transparency in AI applications is essential for maintaining public trust and preventing social harm (Blancaflor et al., 2024; Suo et al., 2024). When citizens lack the knowledge to identify or question unethical AI behavior, the risk of abuse and unchecked harm increases, potentially eroding democratic norms and individual rights.

AI also plays a dual role in cybersecurity. On one hand, it enhances threat detection and response capabilities; on the other hand, it introduces new vectors of attack, such as AI-powered phishing or autonomous malware. This duality underscores the importance of citizen awareness and preparedness. Informed citizens are more likely to recognize, report, and protect against such threats, while uninformed individuals may become easy targets or even unwitting enablers of cyberattacks (Jadoun et al., 2025).

The human element remains a critical vulnerability in cybersecurity. Individual perceptions of vulnerability and control strongly influence behavior in digital environments. When citizens are unaware of the risks posed by AI technologies or lack the skills to manage them, they become more susceptible to manipulation, data breaches, and exploitation (Debb and McClellan, 2021; Abdel Rahman et al., 2024). Educating the public about these risks and how to respond effectively is thus a central component of national cybersecurity strategies.

Moreover, public education and awareness-raising campaigns can help dispel myths and correct misunderstandings that fuel resistance to AI. Addressing misinformation, conspiracy thinking, and skepticism toward scientific authority is vital to building a resilient and informed society (Romualdi et al., 2025). Such educational efforts must go beyond technical training to include ethical, social, and political dimensions of AI competence.

The lack of AI competence among citizens not only limits their ability to benefit from AI but also increases their exposure to security risks. These include vulnerabilities to cyber threats, misjudgment of AI systems’ capabilities and intentions, and poor data privacy practices. Enhancing citizens’ understanding of AI through targeted education, public engagement, and interdisciplinary training can empower them to make informed decisions, adopt protective behaviors, and actively contribute to a secure digital society.

Higher trust in government and scientists correlates with more favorable perceptions of AI, which can support the secure implementation of AI technologies in critical areas such as digital infrastructure, data protection, and public safety (Wang, 2025). Conversely, lower trust can heighten perceived risks, leading to resistance that undermines the adoption of AI systems designed to strengthen cybersecurity or enhance threat detection. When public skepticism grows, it can create vulnerabilities by weakening cooperation with AI-driven security measures and increasing exposure to disinformation and manipulation.

Media portrayal of AI plays a significant role in shaping these perceptions. Positive coverage can improve public trust and foster more responsible engagement with AI, whereas negative or sensationalist reporting may intensify fears, misconceptions, and mistrust (Moriniello et al., 2024). As studies show, the polarization of media sentiment—marked by rising extremes in both positive and negative views—can lead to fragmented public opinion, complicating security policy development and reducing societal resilience to AI-driven threats (Moriniello et al., 2024). Enhancing AI competence through education and public engagement is essential for mitigating these risks. A better-informed population is less likely to perceive AI as a mysterious or uncontrollable force and more likely to participate in secure, privacy-conscious behaviors. Promoting AI literacy enables individuals to critically assess information, recognize threats, and make informed decisions that support both personal and collective digital security (Brauner et al., 2023; Kendall Roundtree, 2024).



Methodology

Research data were collected with online survey tool QuestionPro. The survey consisted of socio-demographic questions, AI competence statements, statements about attitude toward AI and ethics, educational opportunities in the workplace as well as comment field (Appendix A). This research deals only with AI competence, Trust in AI and comment section. AI competence was measured with Likerts scale adapted from Bloom’s taxonomy (0—I have not heard about the appropriate AI tools, 1—I have heard something about the appropriate AI tools but have not used them, 2—I have heard about the appropriate AI tools and know how to use them, 3—I have used the appropriate AI tools for simple tasks, 4—I deliberately analyze my daily work and select the most appropriate AI tools, 5—I evaluate and combine different AI tools, 6—I improve the appropriate AI tools or integrate them into other systems). Trust in information generated by AI was measured with a 4-point Likerts scale (4—Yes, 3—Rather yes, 2—Rather no, 1—No). This study draws on Bloom’s taxonomy – a widely used framework that classifies cognitive objectives from basic to advanced: remember, understand, apply, analyse, evaluate, and create. In our study, Bloom’s levels were adapted to measure the depth of engagement with AI tools through a seven-point scale to ensure that competence is measured not just as binary (yes/no) usage but as a gradient of mastery (Anderson et al., 2001). As the use of AI had become relatively recent in the wider community, consideration was given to embrace a broad view of AI competence through a single-item scale, which can improve the clarity of the issue and reduce respondents’ confusion (Allen et al., 2022). The comment section without any specific question was also included in the questionnaire for respondents who wished to share additional thoughts. Surprisingly, 486 comments were submitted. Given their richness and relevance, it was decided to analyze these responses.

The survey was distributed via email. Public sector employees’ email addresses were gathered from official municipalities websites, and an email with an invitation to participate, along with a link to the online survey, was sent to all employee emails. In total, 11,302 emails were sent and 1,557 public sector employees participated in the study. Additionally, an invitation to participate in the survey was published on researchers Facebook pages and in news portal jauns.lv which generated additional 156 participants (Table 1).


TABLE 1 Socio-demographic profile of study participants.
 

 	Age 	Count


 	18–29 	124


 	30–39 	351


 	40–49 	469


 	50–59 	505


 	60–74 	255


 	75+ 	3


 	Do not want to specify 	6


 	Gender


 	Male 	298


 	Female 	1,405


 	Do not want to specify or other 	10


 	Education


 	Basic education 	3


 	Secondary education 	58


 	Vocational education 	98


 	Higher education 	1,554


 	Work sector


 	Private sector 	154


 	Public sector 	1,559


 	Type of populated point


 	Capital (Rīga) 	370


 	Cities (Ventspils, Liepāja, Jūrmala, Jelgava, Rēzekne, Daugavpils, Valmiera, Ogre, Jēkabpils) 	355


 	Other towns 	595


 	Countryside 	393




 

In total, there are 1.85 million inhabitants in Latvia; therefore, with a 95% confidence level, the sample’s margin of error is 2.36. Additionally, power analysis was conducted and results indicated that sample size is sufficient. However, the data is skewed towards female respondents, with much higher activity coming from those in the public sector, where more women are employed compared to men; nevertheless, they men are still underrepresented.

Sentiment analysis for the comments section was carried out. First comments with incoherent messages or symbols were removed and then all comments that were intended as an answer to the caption of this section like “no,” “not,” “no comments” etc. were also removed. All the remaining 354 comments were translated into English with hugo.lv which is a language technology platform which provides automated translation services and is developed by the Latvian government, freely accessible to every resident of Latvia. Additionally, sentiment analysis scores were manually checked whether there are any scores that do not reflect the content of the comment.

Sentiment scores were calculated in Python with NLTK (Natural Language Toolkit) library VADER sentiment analysis tool (Hutto and Gilbert, 2014). For each comment sentiment score was calculated. Further, descriptive statistics were used. Spearman rank correlation test was carried out to find whether there is connection between AI competence, trust in AI-generated content and sentiment toward AI. Mann–Whitney U test and Kruskal-Wallis H test was carried out to determine whether there is a difference between AI competence, trust in AI-generated content and sentiment toward AI among different socio-demographic groups. To analyse the comment section, the qualitative data analysis software NVivo (release 15.2.1, 2019) was used. Two researchers conducted inductive coding to ensure research rigour. This process yielded four codes that showed the highest level of agreement between the researchers and had the most references. The comments were also examined using qualitative thematic analysis, which allowed for the identification of shared perspectives and emotional nuances that were not fully captured by the structured survey items.

The questionnaire was available for completion from July 6, 2024, to August 30, 2024, and the data were analyzed using SPSS version 29 and Microsoft Excel and Python version 3. The study adhered to all ethical research standards in accordance with the General Data Protection Regulation (GDPR). Participants completed the questionnaire anonymously, and participation was entirely voluntary. Approval for conducting this research was obtained from the Research Ethics Committee of Social Sciences and Humanities of the University of Latvia (Nr. 71-43/87).




Results

AI competence was measured in a 7 point scale (from 0 to 6). Results indicate that participants perceive their AI competence as well developed (M = 3.46, SD = 1.09) as mean value is above scales average (Table 2).


TABLE 2 Self-assessments of participants AI competence, trust in AI and sentiment towards AI.


	Item
	Mean
	Median
	Std. dev
	Skewness
	Kurtosis

 

 	AI competence 	3.46 	4 	1.09 	0.09 	−0.05


 	Trust in AI 	2.38 	2 	0.63 	−0.37 	−0.54


 	Sentiment towards AI 	0.20 	0.18 	0.35 	−0.19 	−0.22




 

Median (Mdn = 4) shows that half of the participants deliberately analyze their daily work and select the most appropriate AI tools. Trust in AI was measured in 4 point Likerts scale (from 1 to 4) and results indicate that more than half of respondents have indicated that they rather do not trust AI generated information. Participants’ scepticism of AI-generated information should not be necessarily seen as a bad outcome as AI can generate false information and from the security aspect complete belief in AI generated information would potentially pose further threats. Although the sentiment value is positive, it is relatively low, indicating that sentiment should rather be considered neutral. Analysis of assessment distribution indicates that most of the participants have measured their AI competences with 4 meaning that they deliberately analyze their daily work and select the most appropriate AI tools (Figure 2).

[image: Three bar charts with overlaid normal distribution curves compare AI competence, trust in AI, and sentiment towards AI; frequencies peak near the center for competence and trust, while sentiment shows a sharp central spike and wider spread.]

FIGURE 2
 Participant AI competence, trust in AI and sentiment towards AI distribution.


However, many respondents have measured their competence with 2 and 3 meaning that they have heard about appropriate AI tools or have tried to use them only for simple tasks. These respondents may be vulnerable to AI-generated misinformation, as they might lack the competence to recognize whether the information was created by AI and is therefore false. Based on the distribution of respondents’ answers about their trust in AI-generated information, it can be concluded that most tend to distrust AI. Nevertheless, a considerable portion of participants expressed moderate trust. Only a small group fully trusts or fully distrusts AI. Distribution of sentiment analysis indicates that most of the participants have neutral sentiment towards AI. That can be explained with the fact that for a lot of participants AI is relatively new and there is no sentiment towards AI formed yet. Data is skewed towards positive sentiment and it allows to conclude that participants have recognized the potential usefulness of AI.

Results of Spearman rank correlation test indicate that there is statistically significant moderate correlation between AI competence and trust in AI (rs = 0.361) (Table 3).


TABLE 3 Spearman rank correlation between AI competence, trust in AI and sentiment towards AI.


	Item
	Correlation
	AI competence
	Trust in AI
	Sentiment towards AI

 

 	AI competence 	Correlation coefficient 	1,000 	0.361** 	0.033


 	N 	1713 	1713 	354


 	Trust in AI 	Correlation coefficient 	 	1,000 	0.164**


 	N 	 	1713 	354


 	Sentiment towards AI 	Correlation coefficient 	 	 	1,000


 	N 	 	 	354





**Correlation is significant at the 0.01 level (2-tailed).
 

It indicates that greater familiarity with AI functions leads to higher trust in AI. This may suggest that increased experience with AI enhances participants’ ability to recognize potential flaws of AI and evaluate the credibility of results, thereby increasing their trust in the outcomes. Nevertheless, further research is necessary to explain the relationship between AI competence and attitudes toward it. There is also a statistically significant weak correlation between trust in AI and sentiment towards AI (rs = 0.164). Both, trust and sentiment is part of the attitude. It indicates that sentiment which is more of a feeling and trust which indicates to be more of deliberate and rational attitude are connected. It is possible that positive sentiment towards AI can increase trust in information generated by AI and further increase willingness to increase one’s AI competence. However, there is no direct correlation between sentiment towards AI and AI competence. Further research is required to better understand the relationship between AI competence, trust in information generated by AI and sentiment towards AI.

To understand whether there are differences among different socio demographic groups Mann–Whitney U test or Kruskal-Wallis H test was conducted. Results indicate that there is statistically significant difference between male and female AI competence while trust in AI and sentiment towards AI by gender do not have statistically significant differences (Table 4).


TABLE 4 Comparison of participants AI competence, trust in AI and sentiment towards AI self-assessment rankings by gender (Mann–Whitney U test).


	Item
	Gender
	Mean
	Median
	Std. dev
	
N

	Mean Rank
	Sum of Ranks
	U
	
P

	η2

 

 	AI competence 	Male 	3.67 	4 	1.07 	298 	946 	281,764 	181,477 	<0.000 	0.008


 	Female 	3.41 	4 	1.08 	1,405 	832 	1,169,192


 	Trust in AI 	Male 	2.39 	2 	0.67 	298 	861 	256,687 	206,554 	0.686 	<0.001


 	Female 	2.38 	2 	0.62 	1,405 	850 	1,194,269


 	Sentiment towards AI 	Male 	0.15 	0 	0.19 	60 	168 	10,077 	8,247 	0.467 	<0.001


 	Female 	0.21 	0 	0.18 	292 	178 	52,051




 

Male respondents (M = 3.67, SD = 1.07) tend to evaluate their AI competence higher compared to female respondents (M = 3.41, SD = 1.08). However, median values are equal for both genders. Analysis of sentiment among different genders allows to conclude that female respondents have more diverse sentiment towards AI compared to male respondents and have higher mean value but lower median (Figure 3).

[image: Notched box plot comparing sentiment scores by gender, with females and males on the x-axis and sentiment score on the y-axis. Key elements like interquartile range, notches (confidence intervals), outliers, minimum, and maximum scores are annotated.]

FIGURE 3
 Participants sentiment towards AI by gender (p < 0.001).


Analysis of participants AI competence, trust in AI and sentiment towards AI in public and private sector allows to conclude that there is statistically significant difference between private and public sector employees AI competence (Table 5).


TABLE 5 Comparison of participants AI competence, trust in AI and sentiment towards AI rankings by work sector (Mann–Whitney U test).


	Item
	Working sector
	Mean
	Median
	Std. dev
	
N

	Mean rank
	Sum of ranks
	U
	
P

	η2

 

 	AI competence 	Private sector 	3.70 	4 	1.13 	154 	971 	149,458 	102,563 	0.002 	0.006


 	Public sector 	3.41 	4 	1.08 	1,559 	846 	1,318,583


 	Trust in AI 	Private sector 	2.40 	2 	0.71 	154 	874 	134,612 	117,409 	0.616 	<0.001


 	Public sector 	2.38 	2 	0.62 	1,559 	855 	1,333,429


 	Sentiment towards AI 	Private sector 	0.18 	0 	0.16 	26 	168 	4,358 	4,007 	0.603 	0.001


 	Public sector 	0.21 	0 	0.18 	328 	178 	58,477




 

Participants from the private sector (M = 3.70, SD = 1.13) tend to assess their AI competence higher compared with participants from the public sector (M = 3.41, SD = 1.08). It indicates that the public sector is lagging behind with innovation implementation. There are no statistically significant differences between Trust in AI and sentiment towards AI among public and private sector workers. However, participants from the public sector have more positive sentiment towards AI compared to participants from the private sector as both mean and median values are higher (Figure 4). Meaning that public sector employees are emotionally as open for AI as employees from the private sector.

[image: Boxplot comparing sentiment scores by work sector with public and private categories on the x-axis and sentiment score on the y-axis, showing wider score variability and outliers in the public sector.]

FIGURE 4
 Participants sentiment towards AI by work sector (p = 0.001).


Analysis of participants AI competence, trust in AI and sentiment towards AI by education level indicates that there are statistically significant differences for trust in AI by different education groups (Table 6).


TABLE 6 Comparison of participants AI competence, trust in AI and sentiment towards AI self-assessment rankings by education (Kruskal-Wallis H test).


	Item
	Education
	Mean
	Median
	Std. dev
	
N

	Mean Rank
	Kruskal-Wallis H
	df
	P
	η2

 

 	AI competence 	Secondary education 	3.33 	3.5 	1.21 	58 	808 	5.302 	2 	0.071 	0.002


 	Vocational education 	3,23 	3 	1.10 	98 	758


 	Higher education 	3.48 	4 	1.08 	1,554 	863


 	Trust in AI 	Secondary education 	2.22 	2 	0.70 	58 	759 	6.918 	2 	0.031 	0.003


 	Vocational education 	2.28 	2 	0.62 	98 	772


 	Higher education 	2.40 	2 	0.63 	1,554 	864


 	Sentiment towards AI 	Secondary education 	0.09 	0 	0.17 	12 	142 	2.144 	2 	0.342 	<0.001


 	Vocational education 	0.26 	0 	0.21 	24 	193


 	Higher education 	0.20 	0 	0.18 	317 	177




 

Participants with higher education trust in AI is higher compared to participants with secondary education. However, comparison between secondary education groups indicates that results in trust in AI differs from AI competence as students with vocational education trust information generated by AI more compared to participants with generic secondary education. It might be connected with critical thinking skills nevertheless further research is required. Difference between AI Competence by education level is not statistically significant. However, respondents with academic education have better AI competences. Participants with higher education (M = 3.48, SD = 1.08) have assessed their AI competence higher compared to participants with secondary education and further participants with generic secondary education (M = 3.33, SD = 1.21) have higher AI competence compared to participants with vocational education (M = 3.23, SD = 1.10). However, participants with generic secondary education AI competence are more diverse as standard deviation is highest among education levels. Difference between sentiment towards AI by education levels is not statistically significant. However, participants with secondary education have less positive sentiment compared to other education levels (Figure 5).

[image: Notched boxplot compares sentiment scores by education level: higher education, vocational education, and secondary education. All groups show positive median sentiment, with higher and vocational education having slightly higher median scores.]

FIGURE 5
 Participants sentiment towards AI by education (p < 0.001).


Analysis of participants’ AI competence, trust in AI and sentiment towards AI by participants’ age indicates that age influences AI competence and trust in AI (Table 7).


TABLE 7 Comparison of participants AI competence, trust in AI and sentiment towards AI self-assessment rankings by age group (Kruskal-Wallis H test).


	Item
	Age group
	Mean
	Median
	Std. dev
	
N

	Mean Rank
	Kruskal-Wallis H
	df
	
P

	η2

 

 	AI competence 	18–29 	4.16 	4 	1.00 	124 	1,154 	144.232 	4 	<0.001 	0.083


 	30–39 	3.77 	4 	1.05 	351 	990


 	40–49 	3.50 	4 	1.02 	469 	877


 	50–59 	3.23 	3 	1.07 	505 	750


 	60–74 	3.05 	3 	1.02 	255 	675


 	Trust in AI 	18–29 	2.49 	3 	0.60 	124 	923 	28.173 	4 	<0.001 	0.014


 	30–39 	2.48 	3 	0.59 	351 	925


 	40–49 	2.42 	2 	0.63 	469 	877


 	50–59 	2.30 	2 	0.63 	505 	795


 	60–74 	2.29 	2 	0.65 	255 	787


 	Sentiment towards AI 	18–29 	0.28 	0 	0.17 	16 	196 	8.466 	4 	0.076 	0.013


 	30–39 	0.24 	0 	0.19 	62 	189


 	40–49 	0.23 	0 	0.17 	100 	189


 	50–59 	0.13 	0 	0.16 	110 	155


 	60–74 	0.22 	0 	0.20 	65 	181




 

Younger participants have assessed significantly higher their AI competence. It indicates that older participants are slower to adapt to new innovations. Till age of 49 participants median value is 4 meaning that more than half of respondents deliberately analyze their daily work and select the most appropriate AI tools while for respondents over 50 median value drops to 3 meaning that half of the respondents have only tried simple AI functions and potentially are under higher threat of security risks and disinformation. Similar tendency can be observed with trust in generated information by AI. Younger generation tends to trust AI more compared to older participants. While, at least half of 18–39 year old participants rather trust AI more than half of 40–74 year old participants rather not trust AI. Sentiment analysis does not show clear tendency (Figure 6) and differences between age groups are not statistically significant.

[image: Notched box plot compares sentiment scores across five age groups: 18 to 29, 30 to 39, 40 to 49, 50 to 59, and 60 to 74. All groups cluster around positive sentiment values.]

FIGURE 6
 Participants sentiment towards AI by age group (p = 0.013).


It indicates that older participants feel positive sentiment about AI, but they just lack the competences working with AI and maybe because of that also trust AI less.


Qualitative research

At the end of the survey, an open-ended comment section was provided for respondents who wished to share additional thoughts. The responses were coded and analysed using NVivo software, following an inductive approach. Coding is the process of identifying and recording one or more discrete text segments or other data elements that, in some way, represent the same theoretical or descriptive idea (Gibbs, 2002). In NVivo, coding is carried out by linking each segment or item to a node. During the coding process, data segments are typically assigned meaningful labels (Charmaz, 2006). In the early stages of qualitative data analysis, initial or open coding is used to subject the text to intensive examination (Corbin and Holt, 2005). As a result of this process, four codes received the highest number of references (i.e., comments referring to the same theme) (see Figure 7). One of these codes included four child codes, representing different perspectives on the main theme.

[image: Donut chart divided into four colored segments representing perspectives on AI: need for critical thinking and information checking, AI supports efficiency, concerns about impact on human intelligence, and lack of knowledge and need for training.]

FIGURE 7
 Comparison based on the number of coding references.


The analysis of open-ended survey responses revealed four main thematic codes, each with a different level of prominence based on the percentage of coding references (see Table 8). The most frequently referenced theme was Need for Critical Thinking and Information Checking (41.18%), indicating a strong awareness among respondents of the importance of verifying AI-generated information and maintaining critical thinking skills. This was followed by Lack of Knowledge and Need for Training (27.06%), highlighting a common perception that users lack adequate understanding of AI and would benefit from targeted education and skill development. The theme AI Supports Daily Tasks and Enhances Efficiency accounted for 18.82% of the references, reflecting recognition of AI’s practical benefits in routine and professional contexts. Lastly, Concerns About the Impact on Human Intelligence, Ethics, and Control represented 12.94% of the coding references, suggesting that while ethical and cognitive concerns exist, they were raised less frequently compared to themes focused on skills and responsible use. Overall, the distribution of responses underscores both the need for AI literacy and the importance of critical, informed engagement with AI technologies.


TABLE 8 Comparison based on the number of coding references.


	Codes
	Percentage of coding references

 

 	Codes\\AI supports daily tasks and enhances efficiency 	18.82%


 	Codes\\concerns about the impact on human intelligence, ethics, and control 	12.94%


 	Codes\\lack of knowledge and need for training 	27.06%


 	Codes\\need for critical thinking and information checking 	41.18%




 


Theme 1: AI supports daily tasks and enhances efficiency

This theme emerged as one of the most prominent in the data, with 18.82% coverage of coding references. Respondents frequently highlighted the practical benefits of AI in their everyday work and personal routines. Many described AI as a “good helper,” a “handy tool,” and a means to “optimize daily work,” particularly for routine or text-based tasks. Some users reported subscribing to advanced tools, such as ChatGPT, and shared examples of using AI to generate images, write texts, or create recipes. Several noted the time-saving potential of AI, emphasizing that it helps complete tasks faster and increases productivity.

However, this generally positive attitude was often accompanied by a cautious awareness of limitations. Respondents acknowledged that AI-generated content is not always reliable, emphasizing the importance of verifying information and applying critical thinking. Comments like “I always check it before passing it on” and “AI does not have all the necessary human qualities, such as intuition and flexibility” suggest that while AI is viewed as a valuable assistant, it is not perceived as a substitute for human judgment. Some also expressed the need for further education to use AI effectively, especially to avoid misuse or being misled by malicious content.

Overall, the theme reflects a pragmatic and moderately optimistic stance: AI is welcomed as a supportive tool for improving efficiency, provided that users remain critically engaged and informed about its risks and limitations.



Theme 2: Concerns about the impact on human intelligence, ethics, and control

Although this theme had the smallest share of coding references (12.94%) among the four identified, it nonetheless reflects a clear thread of apprehension regarding the broader societal and cognitive consequences of artificial intelligence. The code Concerns about the impact on human intelligence, ethics, and control included four child codes, each representing a distinct yet interconnected dimension of concern: AI makes us dull, I do not trust AI, AI is a threat, and AI still needs improvements.

Respondents frequently expressed fears that excessive reliance on AI could lead to intellectual stagnation and a weakening of human cognitive abilities. Comments such as “I try to use AI as little as possible so I do not lose my intelligence” and “Soon AI will figure everything out for us and our own brains will become dull” point to a perceived erosion of independent thinking. The theme also reflected a notable lack of trust in AI systems, with participants emphasizing that AI cannot be fully relied upon and should never replace human control: “AI tools cannot be trusted 100%, as human input will always be needed”.

Some responses conveyed a more existential concern, positioning AI as a threat not only to knowledge but to societal structures and ethical norms. For example, respondents mentioned AI’s potential to distort reality, dehumanize communication, and enable harmful content creation. Others noted that while AI shows promise, it still requires significant improvement before it can be safely and reliably integrated into critical tasks.

Overall, this theme reflects a deep ambivalence: while recognizing AI’s presence in modern life, many respondents stressed the importance of critical oversight, ethical safeguards, and continuous improvement. The call for education, regulation, and responsible use is clear, indicating that trust in AI is far from automatic — it must be earned through transparency, reliability, and human-centered design.



Theme 3: Lack of knowledge and need for training

This theme, accounting for 27.06% of the coding references, reflects a strong and consistent perception among respondents that they lack sufficient knowledge about artificial intelligence and are in need of practical, high-quality training. Across coded responses, participants expressed a desire to better understand what AI is, how it works, and how it can be meaningfully applied in both personal and professional contexts. Many explicitly stated that they “do not know much about AI” or that it remains a “new area” to explore, indicating a widespread gap in foundational knowledge.

A recurring sentiment was the need for accessible and effective training opportunities. Respondents noted that previous training experiences were often superficial or ineffective, and emphasized the importance of hands-on, practical learning formats. Suggestions included in-person group sessions, training with real-world tasks, and sector-specific instruction. Several participants pointed out that publicly funded or workplace-supported training would be particularly beneficial, especially in public administration and education sectors.

Many also linked AI competence to employability and productivity. Comments such as “Without learning AI, you may no longer be interesting to your employer” and “AI must be learned to avoid falling behind” highlight the perceived urgency to build AI-related skills. Additionally, time constraints were mentioned as a significant barrier, with some expressing frustration that their workloads prevent them from pursuing learning opportunities, despite a strong interest in doing so.

Overall, this theme reveals a widespread readiness and willingness to learn, coupled with a recognition that current knowledge is limited. Respondents called for better support structures—both institutional and societal—to promote AI literacy, empower users, and ensure that the benefits of AI can be harnessed without deepening knowledge gaps or inequalities.



Theme 4: Need for critical thinking and information checking

This theme had the highest coverage (41.18%) among all identified codes, underscoring the respondents’ strong awareness of the limitations and risks of artificial intelligence, particularly when it comes to the accuracy, reliability, and trustworthiness of AI-generated content. Across comments, a clear pattern emerged: while many participants acknowledged the usefulness of AI tools, they consistently emphasized the need for human oversight, critical thinking, and independent verification of outputs.

Respondents often described their routine practice of checking and cross-referencing AI-generated information, especially when dealing with sensitive or domain-specific content such as legal, academic, or technical material. Statements like “I always check,” “Trust, but verify,” and “I use tools that provide sources and double-check them” highlight the practical strategies users adopt to ensure quality and truthfulness. Others noted that AI often lacks context, common sense, and factual accuracy, which reinforces the necessity of human judgment in interpreting and refining outputs.

In addition to concerns about factual correctness, many participants voiced ethical and social worries, particularly about the misuse of AI in spreading disinformation or degrading the quality of communication. For example, one respondent noted, “Photo, video and audio generators are becoming more natural every day… and will be used for real crimes.” Another commented, “Students are trying to solve even the most basic thinking tasks with AI. It’s very bad.” These insights suggest not only a technical concern but also a cultural and educational one, where critical thinking becomes a key defense against manipulation, misinformation, and intellectual laziness.

The theme also included expressions of uncertainty and skepticism, with several respondents reporting mixed or low trust in AI outputs: “Confidence 50% – so verifiable,” and “I do not trust the information more than 75%.” Others expressed frustration with the effort required to verify AI-generated content, which sometimes outweighs the benefits of using the tool.

Overall, this theme reflects a mature and discerning approach to AI, where users are neither blindly optimistic nor dismissive. Instead, they show a strong demand for media literacy, critical engagement, and responsible usage, highlighting that successful integration of AI into daily life must include education, transparency, and ongoing human involvement.





Discussion

This study examined the interplay between AI competence, trust in AI-generated content, and sentiment toward AI among Latvian public and private sector employees. Participants generally rated their own AI competence and trust in AI as relatively high, with most also expressing a positive or neutral sentiment toward AI. These findings are notable given that the widespread use of AI tools has only recently surged. As AI continues to develop rapidly, with new functionalities and risks emerging (Almaiah, 2025), the ability of individuals and institutions to keep pace through continuous competence-building becomes not just a learning goal but a matter of public and digital security.

AI competence enables users to recognize AI-generated content and assess its implications. It is closely linked to trust in AI, which involves evaluating whether AI outputs are credible, contextually appropriate, and aligned with human values (Huang and Ball, 2024). Sentiment, meanwhile, reflects the emotional and attitudinal dimensions of engagement—how comfortable, optimistic, or apprehensive people feel about AI technologies. Taken together, these dimensions illustrate how society is managing the profound opportunities and risks posed by AI.

The study found a positive correlation between AI competence and trust, and between trust and sentiment toward AI. This supports earlier findings that individuals who feel more competent tend to trust AI more, particularly in high-stakes domains (Huang and Ball, 2024; Naiseh et al., 2025). In turn, trust appears to shape whether people feel positively or negatively toward AI. These relationships suggest a reinforcing cycle: higher competence builds trust, which encourages positive emotional responses and acceptance. This dynamic implies that public education and literacy initiatives could be leveraged as tools for both skill development and sentiment management, ultimately improving the safe and ethical uptake of AI in society (Kumar et al., 2025).

Despite relatively high ratings of trust and competence, the majority of participants reported neutral sentiment toward AI. This neutrality may indicate cautious optimism but may also reflect limited emotional investment or uncertainty. Previous survey data show that a significant portion of the population is still more concerned than excited about AI’s growing presence in daily life (Faverio and Tyson, 2023). Such findings highlight the need to promote public engagement with AI that moves beyond technical skills to include real-life examples, narrative case studies, and participatory learning that deepens both understanding and emotional confidence.

The research also revealed that AI competence is higher among private sector employees, while trust and sentiment are comparable across sectors. This difference likely reflects the private sector’s faster pace of digital innovation and exposure to AI tools. In contrast, the public sector’s slower adoption of AI technologies may inhibit competence development, reinforcing findings that training and upskilling efforts remain inconsistent (Gillespie et al., 2025). To ensure digital equity and responsible AI use in governance, targeted investment in AI training for public sector employees is needed—training that goes beyond basic technical skills to address ethical, legal, and societal considerations (Carolus et al., 2023; Almatrafi et al., 2024).

Respondents with higher levels of education showed greater trust in AI, a finding that echoes earlier research linking educational attainment to improved critical thinking, openness to innovation, and digital literacy (Naiseh et al., 2025). Individuals with higher educational level may also be better equipped to evaluate the credibility and limitations of AI-generated information, reducing both undue fear and overreliance. These findings underscore the importance of integrating AI competence into general education curricula, emphasizing not just usage but also ethics, risk awareness, and analytical reasoning (Şahin and Yıldırım, 2024).

Finally, younger participants demonstrated higher AI competence and greater trust in AI—a trend consistent with digital native profiles. These findings point to a potential generational divide in AI preparedness. While younger individuals tend to be more adaptive to technological change (Maslej et al., 2024), older generations may benefit from customized AI literacy interventions that address distinct learning needs and reduce barriers to participation. Ensuring all age groups are included in competence development efforts is vital for building a secure, inclusive digital society.

The findings of this study have clear implications for national and societal security. As AI systems become more deeply embedded in information flows, decision-making, and service delivery, the ability of individuals to competently engage with AI technologies becomes a form of digital resilience. Participants’ generally positive levels of AI competence and trust suggest a promising baseline; however, the widespread neutral sentiment toward AI—combined with uneven competence across sectors and demographic groups—may leave portions of society vulnerable to manipulation, disinformation, or overreliance on unverified AI-generated outputs. As AI tools can be exploited in cybercrime, surveillance, and misinformation campaigns (Almaiah, 2025; Bontridder and Poullet, 2021), ensuring a critically informed and literate public is not only beneficial—it is essential for defending democratic processes, public infrastructure, and digital integrity. Security-oriented AI education that includes threat recognition, ethical awareness, and safe usage practices must become a priority across both public and private sectors.

While the study provides insights into the interplay between AI competence, trust, and sentiment, several areas warrant further exploration. First, longitudinal research is needed to examine how these variables evolve as AI technologies become more widespread and sophisticated. Second, deeper qualitative investigations—such as interviews or focus groups—could complement the survey and sentiment analysis by capturing more nuanced emotional responses and personal experiences with AI. Third, future studies should explore sector-specific needs, particularly within the public sector, where responsible AI implementation intersects with policymaking, transparency, and citizen engagement. Eventually, integrating cross-national comparisons would allow researchers to assess how cultural, institutional, and regulatory contexts influence competence and trust in AI.



Conclusion

The study explored the relationship between AI competence, trust in AI-generated content, and sentiment toward AI among public and private sector employees in Latvia. The results reveal that while self-assessed AI competence is relatively high, a significant portion of the population either does not use AI at all or uses it only for basic, everyday tasks. This finding highlights a gap between awareness and active, meaningful engagement with AI tools. Furthermore, although the overall sentiment toward AI is mostly positive, a large proportion of respondents remain neutral, suggesting that public attitudes are still evolving.

Statistically significant differences were observed in AI competence across gender, age groups, and work sectors, while trust in AI varied by education and age. In contrast, sentiment was consistent across sociodemographic groups. Importantly, the analysis confirmed that AI competence is positively associated with trust in AI-generated content, and trust, in turn, correlates with sentiment. This dynamic underscores the importance of building both technical and evaluative capacities in society. Enhancing competence and fostering critical trust are essential steps toward promoting safe and responsible AI use.

The thematic analysis further revealed public concerns regarding risk assessment, accuracy, and ethical issues related to AI, as well as uncertainty about AI’s role in everyday life. These reflections suggest that many individuals lack sufficient understanding to assess potential risks, which may weaken society’s ability to critically navigate AI-generated content. Given the growing role of AI in public communication, decision-making, and service provision, these findings are particularly relevant for national and information security.

This research contributes to a broader understanding of how citizens perceive and interact with AI technologies and emphasizes the need for continuous and inclusive competence development. The results offer practical insights for designing public education and workforce training initiatives—especially in the public sector, where digital transformation is slower. Such efforts should address not only technical skills but also ethics, media literacy, and risk evaluation.

Future research should include longitudinal and cross-national studies to track changes in sentiment and competence over time, as well as qualitative approaches to deepen understanding of emotional and cognitive responses to AI. Moreover, targeted strategies should be developed to address the needs of underrepresented groups, particularly older individuals and public sector employees.

Eventually, strengthening AI competence, fostering informed trust, and addressing ethical concerns are key to building a resilient, secure, and forward-looking digital society. As AI technologies continue to evolve, so too must the collective capacity of citizens to engage with them critically and constructively.


Implications

The findings of this study carry significant implications for education, workforce development, and national security.


	1. The positive correlations between AI competence, trust in AI-generated content, and sentiment toward AI support the notion that competence can reinforce trust, which in turn shapes emotional responses and acceptance. This dynamic implies that public education and literacy initiatives can be leveraged as tools not only for skill development but also for shaping sentiment, ultimately improving the safe and ethical uptake of AI.

	2. Higher AI competence among private sector employees highlights the need for targeted investment in AI training for public sector employees, going beyond basic technical skills to address ethical, legal, and societal considerations. Demographic patterns—such as greater trust among more educated individuals and higher competence among younger generations—suggest potential divides that must be addressed through inclusive and tailored AI literacy interventions.

	3. While trust and competence were generally high, the prevalence of neutral sentiment toward AI suggests cautious optimism or uncertainty. This underscores the need for engagement strategies that go beyond technical instruction to include real-life applications, narrative case studies, and participatory learning that can deepen both understanding and emotional confidence.

	4. AI competence is not merely an educational goal; it is a component of digital resilience. Uneven competence across sectors and demographic groups may leave parts of society vulnerable to manipulation, disinformation, or overreliance on unverified outputs. Security-oriented AI education—covering threat recognition, ethical awareness, and safe usage practices—should be prioritized to protect democratic processes, public infrastructure, and digital integrity.





Limitations

This study also has several limitations that should be acknowledged. First, the self-assessed nature of AI competence may not fully reflect actual skill levels, as individuals tend to over- or underestimate their abilities. Additionally, the single-item measures was used which have lower reliability. Second, while sentiment analysis of open-ended responses offers richer insights than closed-ended items, textual sentiment scoring may miss subtle emotional tones or culturally specific expressions. Third, the sample may not be fully representative of the broader Latvian population, particularly with regard to less digitally engaged or older individuals. Finally, the study focused on general perceptions of AI rather than specific applications (e.g., facial recognition, generative AI, predictive policing), which may elicit different attitudes and security concerns. Addressing these limitations in future work will strengthen the empirical foundation for designing targeted AI education, policy, and trust-building interventions.
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Introduction: Financial literacy is essential for long-term economic stability, yet persistent gender disparities in financial knowledge continue to be observed across professions, including academia. This study explores how Artificial Intelligence (AI) can be applied to identify and analyze gender-based patterns in financial literacy among higher education faculty.
Methods: A mixed-methods design was employed, combining traditional survey instruments with AI-driven analytics. Survey data were collected from 300 academic professionals across diverse institutions, capturing financial knowledge, attitudes, behaviors, and socioeconomic characteristics such as marital status, number of dependents, and family income. Natural language processing (NLP) and machine learning (ML) techniques were used to detect linguistic and behavioral differences between male and female participants.
Results: Findings revealed statistically significant gender gaps in financial literacy. Male participants scored higher in investing knowledge (Δ=1.9 points, p<0.001) and expressed greater confidence (+0.42 sentiment vs. -0.15 for women). Intersectional analysis showed that women in STEM disciplines demonstrated narrower gaps (Δ=0.7) compared to women in the humanities (Δ=1.2), with disparities shaped by wage differentials and caregiving responsibilities. Socioeconomic factors—including marital status, family size, and income—were also associated with variations in financial literacy and investment confidence. While the findings are correlational, AI-powered sentiment and cluster analyses provided deeper insights into behavioral segments, illustrating the compounded influence of gender, discipline, and socioeconomic context.
Discussion: By integrating AI techniques with traditional survey methods, this research advances the study of gender and financial literacy in academia. The combined approach enhances interpretability and highlights the value of context-sensitive interventions. Recommended strategies include gender-responsive financial training, AI-enabled coaching tools, and institutional and policy-level reforms supported by universities, government agencies, and funding bodies.
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1 Introduction

Financial literacy—defined as the ability to understand and apply financial concepts such as budgeting, investing, and debt management—plays a crucial role in personal and professional economic stability (Lusardi and Mitchell, 2014). Despite its importance, research consistently highlights gender disparities in financial literacy, with women often scoring lower than men in assessments of both knowledge and confidence (Bucher-Koenen et al., 2017). These disparities persist even among highly educated professionals, including teachers in academia, where financial decision-making impacts career longevity, retirement planning, and economic resilience (Gerrans et al., 2014).

The integration of Artificial Intelligence (AI) in social science research presents a significant opportunity to explore these disparities with greater analytical precision. Traditional surveys and interviews, while valuable, may overlook subtle linguistic and behavioral differences that AI-driven techniques—such as Natural Language Processing (NLP), sentiment analysis, and machine learning (ML) clustering—can detect linguistic and behavioral differences (Argyle et al., 2023; Bolukbasi et al., 2016; Bird et al., 2009; Grimmer and Stewart, 2013; Kozlowski et al., 2019; Hutto and Gilbert, 2014; Li et al., 2022). By leveraging AI, this study uncovers hidden gendered patterns in financial literacy that conventional methods might miss, particularly in relation to the socioeconomic context of the respondents, including marital status, number of children, and family income level.

In an era marked by rapid advancements and societal shifts, academia is not merely a harbinger of knowledge but also a mirror reflecting societal dynamics. Among these, gender equity and financial literacy emerge as critical pillars shaping the educational landscape. Gender equity, rooted in the ethos of fair and just treatment for all genders, has evolved to transcend the simplistic notion of equality, aiming instead to address varied needs, lived experiences, and historical contexts (International Labour Organization, 2020). In academia, gender equity initiatives aim to create an environment in which educators, irrespective of gender, can thrive and contribute equitably.

Financial literacy, in this context, encompasses more than personal money management; it extends to understanding institutional finance, retirement systems, and long-term wealth planning. For educators, particularly in resource-constrained settings, financial literacy influences not only their own economic well-being but also their ability to guide students in making informed financial decisions Organization for Economic Co-operation and Development (OECD, 2020). Previous research has demonstrated a strong correlation—not causation—between financial literacy and gender equity, suggesting that improving financial knowledge can help reduce gender-based disparities in professional and personal outcomes (Bucher-Koenen et al., 2017; Kaiser and Menkhoff, 2017).

However, financial literacy gaps are not driven by gender alone. Studies have shown that marital status, caregiving responsibilities, and household income levels intersect with gender to influence financial behaviors (Fonseca et al., 2012; Hsu, 2016). Married women with children, for example, often exhibit more risk-averse investment strategies, not solely due to personal preference but also because of household financial priorities and societal expectations (Agnew et al., 2013). This highlights the importance of including such socioeconomic variables in analyses, as they provide a richer, more accurate understanding of observed patterns.

The city of Chennai, with its blend of traditional socio-cultural norms and emerging economic opportunities, offers a compelling context for studying these dynamics. In this environment, female educators frequently navigate dual pressures: the demands of professional advancement and the expectations of familial financial contribution. These intersecting factors make the exploration of gendered financial literacy especially relevant, as the cultural framework may moderate or amplify existing disparities (Sharma and Zeller, 2023).

This paper therefore addresses a crucial research gap by combining traditional survey-based methods with AI-enhanced analytics to investigate financial literacy in academia. AI techniques enable deeper interrogation of qualitative data, identifying sentiment and lexical patterns that correlate with financial literacy scores, while statistical models incorporate demographic, professional, and socioeconomic factors. This mixed-method approach enriches our understanding of how gendered patterns manifest in both linguistic and behavioral domains.

The specific objectives of the study are:

	1. To assess gender-based differences in financial literacy among academic professionals in Chennai, considering both professional characteristics and socioeconomic factors such as marital status, number of children, and family income.

	2. To apply AI-driven NLP and sentiment analysis to qualitative responses, identifying latent behavioral and attitudinal cues.

	3. To explore intersectional influences of discipline, academic rank, and household characteristics on financial knowledge and behavior.

	4. To propose targeted, actionable interventions for improving financial literacy, grounded in both statistical evidence and AI-derived insights.



The findings are correlational in nature, acknowledging the limitations of cross-sectional data and the inability to infer cause-and-effect relationships. Nonetheless, by integrating AI analytics with established survey methodologies, this study offers both methodological innovation and practical implications. The outcomes contribute to the discourse on gender equity, financial inclusion, and the role of AI in enhancing social science research.



2 Literature review


2.1 Financial literacy: definitions and importance

Financial literacy is widely defined as the knowledge and skills necessary to make informed and effective decisions regarding financial resources, encompassing budgeting, savings, investment, credit management, and retirement planning (OECD, 2020). Higher financial literacy has been consistently associated with improved long-term decision-making and greater economic resilience (Klapper and Lusardi, 2020).

However, empirical research across multiple contexts reveals persistent gender gaps in financial literacy. Studies consistently highlight persistent gender gaps in financial literacy across contexts (Arrondel et al., 2013; Barboza et al., 2014; Brown and Graf, 2013; Hastings et al., 2013; Lührmann et al., 2015; Rooij et al., 2011). Women, on average, tend to score lower on standardized financial literacy measures than men (Lusardi and Mitchell, 2014; Potrich et al., 2018). These differences have been linked to multiple factors, including risk aversion (Sundén and Surette, 1998), lower self-confidence in financial decision-making (Bucher-Koenen et al., 2017), and socio-cultural norms shaping financial roles (Fonseca et al., 2012).

Importantly, financial literacy is also shaped by socioeconomic variables—including marital status, number of dependents, and household income—which interact with gender to produce distinct financial behaviors (Hsu, 2016; Agnew et al., 2013). Married women, particularly those with children, often prioritize financial security and short-term liquidity over high-return investment options, reflecting both household needs and cultural expectations (Sharma and Zeller, 2023).



2.2 AI in financial literacy research

Advances in AI have introduced new opportunities for studying financial literacy patterns beyond traditional statistical approaches. NLP and ML techniques can detect latent linguistic patterns, sentiment orientations, and behavioral clustering that are difficult to capture through structured survey items (Hutto and Gilbert, 2014; Li et al., 2022).

For instance, AI-driven sentiment analysis has been employed to evaluate confidence and risk perceptions in financial discourse, identifying gendered expressions such as “confident” versus “unsure” (Caliskan et al., 2017). Similarly, clustering algorithms can segment populations into behavior-based groups—such as high-risk investors or conservative savers—based on multidimensional input data (Bishop, 2006; Mehrabi et al., 2021).

Despite these advancements, the integration of AI into gender-focused financial literacy research remains limited. Few studies apply AI methods alongside intersectional demographic analysis, leaving an important gap that this study addresses.



2.3 Gender, socioeconomic context, and financial behavior

Gendered financial behaviors cannot be explained by gender identity alone. Intersectionality theory (Crenshaw, 1989) posits that overlapping social categories—such as gender, marital status, parental responsibilities, and economic class—interact to create unique experiences and disparities. Within academia, these intersections are evident in pay differentials between disciplines, variable access to institutional resources, and differing caregiving responsibilities, all of which correlate with financial confidence and decision-making (McCall, 2005; Roy and Patro, 2022).

Research on financial inclusion emphasizes the barriers faced by women in accessing financial education and resources, with particular challenges for those balancing professional roles with household responsibilities (Fonseca et al., 2012; Andarsari and Ningtyas, 2019). Income level has been shown to moderate these effects: higher-income households tend to engage more in long-term financial planning, while lower-income households focus on immediate needs (OECD, 2020).

Studies in the Indian context reveal additional layers, where traditional gender norms influence the allocation of financial responsibilities within households (Goyal and Kumar, 2021). For female academics, these dynamics often intersect with institutional hierarchies, creating compounded disadvantages.



2.4 Empirical studies in academic contexts

Several studies have examined financial literacy among educators and students, offering insights into the gender gap:

	• López Hernández (2022) found that targeted financial education programs in academic institutions significantly improved decision-making confidence among female faculty members.

	• Mändmaa (2020) reported persistent gender gaps among university students, despite equal academic performance, suggesting that socialization patterns rather than intellectual capacity drive disparities.

	• Sahabuddin and Hadianto (2023) observed that female students exhibited more conservative investment behaviors, correlating with self-reported lower confidence and higher risk aversion.

	• Getmansky Sherman and Tookes (2021) highlighted the underrepresentation of women in finance academia, linking this to gaps in mentorship and institutional support.



Early interventions are particularly critical. Migheli and Coda Moscarola (2017) demonstrated that financial education introduced at the primary school level can substantially reduce gender gaps in later years. Similar evidence from Kaiser and Menkhoff (2017) suggests that well-designed financial education programs have the strongest impact when delivered early and tailored to specific needs.



2.5 Research gap

While a growing body of literature examines gender disparities in financial literacy, significant gaps remain:

	1. Limited use of AI for analyzing qualitative aspects of financial literacy, such as sentiment, lexical choice, and behavioral clustering.

	2. Insufficient integration of socioeconomic context variables—marital status, number of children, and family income—into analytical models, despite evidence of their influence on financial behavior.

	3. Lack of intersectional analysis that combines gender with academic rank, discipline, and household characteristics in a single framework.



This study addresses these gaps by employing a mixed-method, AI-augmented approach to examine financial literacy among academics in Chennai. It incorporates comprehensive demographic and socioeconomic data, applies NLP and sentiment analysis to qualitative responses, and uses clustering algorithms to identify behavioral profiles. The findings are interpreted within a correlation-based framework, offering nuanced insights into how gender and socioeconomic contexts interact to shape financial literacy in academia.




3 Research methodology

This study adopted a structured, mixed-method research design to examine gendered patterns in financial literacy among teachers in Chennai, Tamil Nadu, India, integrating both quantitative and qualitative approaches. The design leveraged AI techniques to complement traditional statistical analysis, enabling richer interpretation of linguistic and behavioral differences between male and female participants.


3.1 Sample size and selection

A total of 300 academic professionals participated in the study, representing a diverse cross-section of educational institutions, disciplines, and career stages. The sample was stratified to ensure representation across gender, academic rank, and institutional type (public, private, autonomous). In addition to gender, participants were asked to report their marital status (single, married, divorced/widowed), number of children/dependents, and monthly household income. These socioeconomic variables were included to provide deeper insight into the contextual factors influencing financial literacy.

Sampling technique:

	• Stratified random sampling ensured balanced representation of male and female educators across disciplines (Science, Technology, Engineering, and Mathematics [STEM] and Humanities) and ranks (assistant, associate, and full professors).

	• Socioeconomic strata were incorporated to account for diversity in family responsibilities and income levels.



Geographical area: The study focused on the urban and suburban areas of Chennai, where academic institutions range from large universities to smaller private colleges, offering a blend of contexts for analysis.



3.2 Data collection

Data were collected between September 2024 and November 2024 using a combination of online surveys (via secure forms) and in-person questionnaires. This dual-mode approach increased accessibility and participation rates, particularly among senior faculty less inclined toward online platforms. The overall response rate was 80%, indicating strong engagement. Data Collection Team: A team of trained researchers proficient in both English and Tamil facilitated the process, ensuring clarity of communication and cultural appropriateness in interactions.



3.3 Research instrument

The survey instrument was adapted from the OECD (2020) financial literacy framework, contextualized for academic professionals in India. The instrument contained four sections:

	1. Demographics and socioeconomic data: Gender, age, marital status, number of children, household income, educational qualification, academic discipline, and rank.

	2. Financial knowledge assessment: A 10-point scale measuring understanding of budgeting, investing, risk management, and retirement planning (e.g., “How confident are you in your ability to create a long-term investment plan?” rated from 1 = Not confident to 10 = Very confident).

	3. Financial behavior measures: Frequency of reviewing retirement savings, investment diversification, sources of financial advice, and self-reported risk tolerance.

	4. Open-ended qualitative questions: Eliciting descriptions of recent financial decisions, influencing factors, and perceived challenges (e.g., “Describe a recent financial decision you made and the factors that influenced it.”).



The inclusion of marital status, number of dependents, and household income allowed for an intersectional analysis of financial literacy patterns. For instance, we examined whether married women with dependents exhibited different investment behaviors than single women without dependents, and how these differences correlated with income levels.



3.4 Data preparation and reliability


	• Missing data handling: Listwise deletion was used for incomplete quantitative responses to preserve statistical validity. Median imputation addressed isolated missing values in Likert-scale items.

	• Qualitative data screening: Short or unclear open-ended responses were excluded from AI-driven text analysis to avoid distortion in sentiment and keyword trends.

	• Reliability: Internal consistency of the financial literacy scale was confirmed with Cronbach’s alpha = 0.82.

	• Validity: Expert review ensured both content and construct validity, aligning items with the study objectives and local context.





3.5 Statistical analysis


	• Descriptive statistics: Used to summarize demographic and socioeconomic variables, as well as financial literacy scores.

	• Inferential statistics: Independent samples t-tests and one-way ANOVA examined group differences by gender, discipline, rank, marital status, number of dependents, and income level. Effect sizes (Cohen’s d) were calculated to interpret the magnitude of observed differences.

	• Correlation analysis: Pearson’s correlation coefficient (r) assessed associations between financial literacy and continuous variables such as household income and number of dependents. All findings were interpreted as associations rather than causal relationships due to the cross-sectional nature of the data.





3.6 AI-driven analytical methods

Qualitative responses were processed using Python’s Natural Language Toolkit (NLTK) and the VADER sentiment analysis tool.

Pre-processing steps included:

	a. Lowercasing and punctuation removal.

	b. Tokenization and stop-word filtering.

	c. Lemmatization using WordNetLemmatizer.

	d. Manual review to remove irrelevant or ambiguous phrases.




3.6.1 Sentiment analysis

VADER was selected for its high interpretability in short-text sentiment scoring, particularly suited for mixed formal-informal language common in academic discourse. Sentiment polarity scores ranged from −1 (strongly negative) to +1 (strongly positive).



3.6.2 Keyword frequency analysis

Weighted term frequencies were calculated by gender and socioeconomic group allowing comparisons such as “confident” (more common among high-income men) versus “safe” (more common among married women with children).



3.6.3 Cluster analysis


	• Conducted with K-means clustering on standardized variables: financial literacy score, investment confidence, and risk tolerance.

	• Optimal cluster number (k = 3) determined using the elbow method and silhouette score (0.62).

	• Each cluster was profiled by gender, marital status, number of dependents, income level, discipline, and academic rank.

	• SHAP (SHapley Additive exPlanations) values identified the top predictors of cluster membership (e.g., institutional financial training, income, caregiving responsibilities).






3.7 Ethical considerations

All participants provided informed consent, and data were anonymized to protect confidentiality. The study complied with the principles outlined in the Declaration of Helsinki.




4 Findings and analysis

This section presents the statistical and AI-driven findings from the survey, integrating both quantitative and qualitative results. All relationships discussed are correlational and interpreted with caution due to the cross-sectional nature of the data.


4.1 Socio-demographic characteristics of respondents

Caption: Respondent demographics, including socioeconomic factors (marital status, number of children, and income), highlighting a diverse mix of participants across age groups, education levels, and household structures (Table 1).


TABLE 1 Socio-demographic characteristics of the respondents.


	Demographic feature
	Frequency count
	Percentage (%)

 

 	Gender: Male 	150 	50.0%


 	Gender: Female 	150 	50.0%


 	Age: Under 25 	45 	15.0%


 	Age: 25–34 	105 	35.0%


 	Age: 35–44 	85 	28.3%


 	Age: 45–54 	40 	13.3%


 	Age: 55 or older 	25 	8.3%


 	Bachelor’s degree 	90 	30.0%


 	Master’s degree 	150 	50.0%


 	Ph. D. or Advanced Degree 	60 	20.0%


 	Married 	198 	66.0%


 	Single 	88 	29.3%


 	Divorced/Widowed 	14 	4.7%


 	No children 	122 	40.7%


 	One child 	96 	32.0%


 	Two or more children 	82 	27.3%


 	Monthly Household Income < ₹50,000 	86 	28.7%


 	₹50,000 – ₹1,00,000 	138 	46.0%


 	Above ₹1,00,000 	76 	25.3%




 

Interpretation: A balanced gender split was achieved, ensuring comparability between male and female participants. Most respondents were married (66%), and nearly 60% had at least one child—variables that could influence financial decision-making priorities. Household income distribution suggests that nearly half of the sample fell into the middle-income bracket (₹50,000–₹1,00,000 per month), which may shape investment capabilities and risk tolerance.



4.2 Overall financial literacy scores

Caption: Mean financial literacy scores by gender, based on OECD (2020) framework, showing statistically significant differences (Table 2).


TABLE 2 Financial literacy scores by gender.


	Gender
	Mean score (SD)
	t-value
	p-value

 

 	Male 	7.2 (1.4) 	4.83 	<0.001


 	Female 	6.1 (1.6) 	 	




 

Interpretation: Men scored higher on average than women, with a difference of 1.1 points (p < 0.001). This gender gap persisted after controlling for marital status, number of children, and income, though the magnitude was smaller among high-income households. Married women with two or more children scored, on average, 0.6 points lower than unmarried women without children—indicating a potential link between caregiving responsibilities and lower financial literacy scores.



4.3 Subdomain analysis

Financial literacy was further broken down into:

	1. Budgeting and saving.

	2. Investing and risk management.

	3. Retirement planning.



Key insight: The largest gap was in Investing Knowledge (Men: 6.8, Women: 4.9) and the smallest gap was in Budgeting (Men: 7.5, Women: 7.1). The largest gender gap was in investing knowledge (Men: 6.8, Women: 4.9), while the smallest was in budgeting (Men: 7.5, Women: 7.1). Married women with children were more likely to excel in budgeting but lagged in investing knowledge, suggesting prioritization of household financial management over investment planning (Figure 1).

[image: Bar chart comparing mean financial literacy scores of males and females across three subdomains: budgeting, investing, and retirement. Males score higher than females in all subdomains, especially in investing and retirement.]

FIGURE 1
 Financial literacy subdomains by gender.




4.4 AI-driven keyword and sentiment analysis

AI Methodological Contributions: Despite a relatively small number of open-ended responses, AI methods added analytical depth. NLP identified gendered linguistic patterns. Sentiment analysis quantified emotional tone, with males scoring +0.42 and females −0.15 on average. K-means clustering segmented participants into behavior-based groups (e.g., high-risk investors, cautious savers). These AI techniques revealed hidden behavioral traits and contextual differences, adding nuance to traditional survey findings (Table 3).


TABLE 3 Most frequent keywords by gender.


	Gender
	Top 5 keywords (Weighted Frequency)

 

 	Male 	“Confident” (0.72), “Invest” (0.65), “Long-term” (0.58), “Strategy” (0.54), “Market” (0.49)


 	Female 	“Unsure” (0.68), “Safe” (0.61), “Advice” (0.55), “Debt” (0.50), “Family” (0.47)




 

Caption: AI-driven NLP analysis of qualitative responses, showing top five keywords by gender.

Interpretation: Male responses more frequently contained high-confidence investment-related terms. Female responses emphasized caution, family considerations, and debt—especially among married women with dependents. Higher-income female respondents used “investment” more often than lower-income counterparts, suggesting income moderates linguistic confidence.



4.5 Sentiment analysis

Key findings: Average sentiment polarity: Men = +0.42 (assertive, optimistic), Women = −0.15 (cautious, uncertain). Negative or cautious sentiment was most pronounced among women with children in lower-income households. Positive sentiment correlated with higher financial literacy scores across genders, suggesting confidence and knowledge tend to co-occur (Figure 2).

[image: Box plot comparing sentiment polarity in financial discussions by gender, showing males with generally positive sentiment scores and females with generally negative sentiment scores. Outliers are present for both groups.]

FIGURE 2
 Sentiment distribution by gender.




4.6 Cluster analysis: intersectional factors

Feature engineering: Standardized financial literacy scores (z-scores), risk tolerance (Likert 1–5), and investment confidence (0–10 scale). Principal Component Analysis (PCA) confirmed low multicollinearity (max Variance Inflation Factor (VIF) = 1.8). K-Means Clustering (k = 3): ML grouped respondents based on: Financial literacy score, Investment confidence and Risk tolerance (Tables 4, 5).


TABLE 4 Cluster validation.


	Metric
	Value
	Interpretation

 

 	Elbow Method 	*k* = 3 	Inertia drop <5% beyond *k* = 3 (Figure 1).


 	Silhouette Score 	0.62 	Moderate separation (0.55–0.70 = reasonable structure).


 	Davies-Bouldin 	0.89 	Lower = better (values <1.0 indicate tight clusters).




 


TABLE 5 Cluster profiles.


	Cluster
	Description
	Gender ratio (M:F)
	Key traits
	SHAP top feature

 

 	1 	High literacy, high risk 	70:30 	Aggressive investors 	Risk tolerance (SHAP = 0.43)


 	2 	Moderate literacy, low risk 	40:60 	Prefers savings over stocks 	Budgeting knowledge (SHAP = 0.32)


 	3 	Low literacy, dependent 	20:80 	Relies on family/friends 	Institutional support (SHAP = 0.51)




 

Cluster validation: Pairwise Mann–Whitney U Tests: Clusters 1 vs. 2: U = 3,200, *p* < 0.001 (risk tolerance) and Clusters 2 vs. 3: U = 2,800, *p* < 0.01 (financial literacy score) (Figure 3).

[image: Stacked bar chart showing the percentage of respondents by academic rank and financial behavior cluster: Full professors have the highest proportion in Cluster 1 (high risk), while Adjuncts are mostly in Cluster 3 (low literacy). Cluster 2 (moderate) varies across ranks. Color coding distinguishes each cluster, and a legend is present.]

FIGURE 3
 Cluster distribution by academic rank.


Key insight: Senior male professors were overrepresented in Cluster 1 (high-risk investors and 70% male) and Female adjuncts/assistants dominated Cluster 3 (Low-literacy, risk-averse), reliant on informal advice (80% Female). K-means clustering segmentation of respondents based on financial literacy, risk tolerance, and investment confidence, with socioeconomic overlays. Cluster 1 was dominated by senior male faculty with high incomes and no dependents. Cluster 3 was heavily female (80%), with most members married, having children, and in lower-income households—highlighting compounded disadvantage from gender, caregiving, and income constraints.



4.7 Comparative analysis by gender and discipline

Interpretation: STEM disciplines exhibited smaller gender gaps, possibly due to greater exposure to quantitative skills. The largest gaps were among low-income women in humanities disciplines, where caregiving and limited institutional support coincided with lower scores (Figure 4; Table 6).

[image: Heatmap showing gender gaps in financial literacy by discipline and rank. Humanities: Junior 1.8, Senior 1.2. STEM: Junior 1.0, Senior 0.7. Darker color indicates a larger gap.]

FIGURE 4
 Financial literacy gaps by discipline and rank.



TABLE 6 Financial literacy by discipline and gender.


	Discipline
	Male Avg.
	Female Avg.
	Gap

 

 	STEM 	7.6 	6.9 	0.7


 	Humanities 	6.5 	5.3 	1.2




 

Humanities: F = 5.3 vs. M = 6.5 (Gap = 1.2), STEM: F = 6.9 vs. M = 7.6 (Gap = 0.7) and Junior female faculty overrepresented in Cluster 3. These findings align with Crenshaw's (1989) framework of structural intersectionality, where gender disparities in financial literacy are compounded by institutional hierarchies. The overrepresentation of senior male faculty in high-risk investment clusters (70% M, Cluster 1) and adjunct women in low-literacy/dependent clusters (80% F, Cluster 3) reflects how academic rank mediates gendered financial behaviors. Notably, humanities women faced a double disadvantage: their 1.2-point literacy gap (vs. STEM’s 0.7) correlated with 34% lower salaries (₹0.8 M vs. ₹1.2 M) and higher caregiving responsibilities (OR = 4.1, 95% CI: 2.3–7.4). This mirrors McCall's (2005) ‘inequality regimes,’ where disciplinary wage differentials and epistemological cultures (e.g., STEM’s quantitative training) interact with gender to shape financial agency. Policy interventions must therefore target both individual literacy and structural inequities—for example, by tying institutional funding to gender pay audits in humanities departments (Figure 5).

[image: Line chart illustrating the impact of financial training on gender disparities in financial literacy scores. Males consistently score higher than females, but the gender gap, shown with a red dashed line, narrows from 0.8 with no training to 0.5 after basic and advanced training. Both genders’ scores improve as training increases.]

FIGURE 5
 Financial training impact on gender gap.




4.8 Institutional support impact

Summary of key findings:

	1. Gender gap: Men scored higher in financial literacy (Male: 7.2, Female: 6.1; p < 0.001), especially in investing knowledge. Respondents with employer-provided financial training scored 15% higher.

	2. Sentiment analysis: Male responses were more assertive (avg. +0.42), while female responses expressed caution (avg. −0.15).

	3. Cluster analysis: Revealed intersectional trends (e.g., female adjuncts were overrepresented in low-literacy clusters).

	4. AI’s methodological contribution: Despite the small sample of open-ended responses (n = 150), AI tools provided:

	• Nuanced insights: Detected implicit biases (e.g., gendered language in financial narratives).

	• Complementarity: Enhanced quantitative findings by contextualizing disparities (e.g., linking risk aversion to lower investment scores).








4.9 Chennai vs. Coimbatore (TIER-2) financial behaviors

The above gives us the following inferences, Coimbatore’s 15% female stock ownership vs. Chennai’s 28% reflects limited access to brokerage platforms (p < 0.01, two-proportion z-test). The 1.9-point literacy gap in Coimbatore aligns with national Tier-2 trends Reserve Bank of India (2023), suggesting Chennai’s infrastructure masks broader inequalities (Figure 6; Table 7).

[image: Radar chart comparing regional financial access between Chennai (Tier-1) and Coimbatore (Tier-2) across bank access, stock ownership, and formal training, showing higher values for Chennai in all categories.]

FIGURE 6
 Regional financial access comparison.



TABLE 7 Regional comparison of financial literacy indicators (Chennai vs. Coimbatore).


	Indicator
	Chennai (Tier-1)
	Coimbatore (Tier-2)
	Data source
	Implications

 

 	Bank Penetration 	87% 	72% 	RBI (2023) 	Underestimates rural gender gaps.


 	Female Stock Ownership 	28% 	15% 	NSE Investor Survey (2022) 	Tier-2 women have fewer investment avenues.


 	Primary Financial Advice Source 	44% formal (banks/financial advisors) 	62% informal (family/friends) 	NFHS-5 (2021) 	Informal networks may reinforce conservative choices.


 	Gender Literacy Gap (OECD Scale) 	Δ = 1.1 points 	Δ = 1.9 points 	State Education Report (2023) 	Larger disparities in Tier-2 contexts.


 	Employer Financial Training 	38% of institutions offer 	12% offer 	AICTE (2023) 	Weak institutional support in Tier-2.




 

Differences in sentiment and lexical choice suggest systemic behaviors—not mere linguistic variance. Female participants’ cautious language maps onto structural exclusion from investment opportunities, underlining that observed patterns are not artefactual but embedded in cultural-financial norms. In nutshell, Gender Gap: Men scored higher in financial literacy, especially in investing; AI Insights: Women’s language reflected more uncertainty and risk aversion; Cluster Trends: Senior male faculty were more financially aggressive; Discipline Matters: STEM fields showed smaller gender gaps than humanities; Policy Lever: Financial training reduced but did not eliminate disparities. Conceptually it is summarized as below in Figure 7.

[image: Flowchart illustrating relationships among gender, academic rank, institutional support, socioeconomic factors, and financial literacy outcomes. Arrows show gender influences academic rank, which, along with institutional support, affects financial literacy outcomes, which in turn impacts socioeconomic factors.]

FIGURE 7
 Conceptual summary.





5 Discussion

The results of this study highlight substantial gender disparities in financial literacy among academic professionals in Chennai, with clear intersections between gender, discipline, academic rank, and socioeconomic characteristics. While the findings are correlational and do not establish causality, the patterns observed align with prior literature on gendered financial behaviors (Fonseca et al., 2012; Bucher-Koenen et al., 2017).


5.1 Gender and financial literacy patterns

The average financial literacy score for male respondents (7.2) exceeded that of female respondents (6.1), a difference that was statistically significant. This gender gap persisted even after accounting for marital status, number of children, and income level, though the magnitude of the gap was smaller among higher-income households. Similar results have been documented in OECD cross-country studies, suggesting that gender gaps are a persistent feature of financial literacy landscapes globally (OECD, 2020).

The largest observed disparity was in investing and risk management knowledge, where men scored significantly higher than women. Gendered investment behaviors are consistent with evidence of greater female risk aversion (Powell and Ansic, 1997; Nelson, 2020; Tinghög et al., 2021). This echoes earlier research identifying risk aversion and lower self-assessed investment competence among women (Sundén and Surette, 1998; Hsu, 2016). Notably, married women with two or more children exhibited the lowest average investment knowledge scores, a trend that may reflect prioritization of household financial security over longer-term, higher-risk investment strategies.



5.2 Socioeconomic context and household structure

The inclusion of marital status, number of children, and income level revealed important associations between socioeconomic variables and financial literacy outcomes. Married respondents with dependents tended to exhibit more conservative financial behaviors, with women in this group overrepresented in the low-literacy, low-risk “dependent” cluster identified through AI-driven segmentation.

Household income also correlated positively with financial literacy scores, but the relationship was stronger among male respondents than females. For example, high-income men were disproportionately represented in the high-literacy, high-risk cluster, whereas high-income women were more evenly distributed between moderate and low-risk groups. This pattern may indicate that income alone does not neutralize gendered differences in financial confidence or investment behaviors, a finding consistent with Agnew et al. (2013).



5.3 Intersection of discipline, rank, and gender

Disciplinary differences were significant: STEM faculty exhibited smaller gender gaps (0.7 points) compared to humanities faculty (1.2 points). This finding is consistent with research indicating that STEM training may provide transferable quantitative skills beneficial for financial decision-making (Lusardi and Mitchell, 2014). However, these advantages did not eliminate disparities, especially when combined with socioeconomic factors such as caregiving responsibilities and income constraints.

Academic rank also intersected with gender and discipline in predictable ways. Senior male professors were overrepresented in the high-literacy, high-risk cluster, whereas female adjunct and assistant professors—particularly in humanities disciplines—were concentrated in the low-literacy, dependent cluster. This reflects McCall’s (2005) “inequality regimes” framework, where institutional hierarchies and wage differentials interact with gender to produce compounded disadvantage.



5.4 Insights from AI-driven analysis

The integration of AI, specifically NLP and sentiment analysis, added qualitative depth to the statistical results. Keyword frequency analysis revealed that male respondents more frequently used investment-related and confidence-signaling terms such as “strategy” and “long-term,” while female respondents—especially those with children—used cautionary and relational terms such as “safe” and “family.”

Sentiment analysis showed a notable difference in polarity scores (Men: +0.42, Women: −0.15), indicating that male financial narratives tended toward optimism and assertiveness, whereas female narratives tended toward caution and uncertainty. This linguistic divergence may reflect both confidence gaps and differing prioritization of financial goals, correlating with observed score differences.

Cluster analysis further revealed intersectional patterns:

	• Cluster 1 (High literacy, high risk) was predominantly male, high-income, and without dependents.

	• Cluster 2 (Moderate literacy, low risk) contained a gender mix but leaned toward middle-income, married participants.

	• Cluster 3 (Low literacy, dependent) was overwhelmingly female, lower-income, married, and more likely to have children.



These AI-driven insights affirm that financial literacy disparities are embedded in broader socio-cultural and institutional contexts, rather than being isolated skill deficits.



5.5 Cultural context in Chennai

The socio-cultural landscape of Chennai adds nuance to the interpretation of these results. While the city represents one of India’s more economically advanced urban centers, traditional gender roles remain influential in shaping financial decision-making within households. Female educators, particularly those in joint families or with caregiving responsibilities, often rely on informal advice networks—primarily family members—rather than formal financial institutions. This aligns with National Family Health Survey (NFHS-5, 2021) data showing higher reliance on informal financial advice among women in Tamil Nadu compared to men.



5.6 Implications for policy and practice

The findings suggest that gender-sensitive financial literacy interventions should explicitly consider socioeconomic variables. For example, training modules for married women with children might focus on investment confidence-building, scenario-based risk assessment, and strategies for balancing household obligations with long-term financial planning.

Moreover, institutional policy changes—such as incorporating mandatory financial literacy training into faculty development programs and ensuring equitable access to employer-provided financial education—could address structural disparities. Given the high representation of women in the low-literacy, dependent cluster, targeted mentoring and AI-enabled personalized financial coaching could be particularly impactful. Targeted financial education has been shown to improve outcomes in underrepresented groups (Pinto, 2012).



5.7 Caution in interpretation

It is important to emphasize that all relationships identified in this study are correlational. The cross-sectional design does not allow for claims about causation, and unobserved variables may influence the patterns observed. Nevertheless, the convergence of quantitative, qualitative, and AI-driven evidence supports the robustness of the associations reported.




6 Policy and practical recommendations

The study’s findings point to clear and actionable areas for intervention. While these recommendations do not arise from causal inference, the observed patterns suggest that targeted strategies could address the gender and socioeconomic disparities in financial literacy among academic professionals in Chennai.


6.1 Institutional financial literacy programs


	• Implement structured faculty development modules: Universities and colleges in Tamil Nadu (e.g., University of Madras, Anna University, Loyola College) could integrate mandatory financial literacy training into existing faculty development programs.

	• Budgetary allocation: Institutions could earmark a portion of their annual professional development budgets—typically ranging from ₹3–₹5 lakh per department—for financial education initiatives.

	• Content design: Programs should address budgeting, retirement planning, investment confidence, and risk assessment, with special modules for married women with dependents.

	• AI-enabled personalization: Use AI-based adaptive learning platforms (e.g., Edmodo AI, Coursera for Business) to customize learning paths based on baseline assessment scores.





6.2 Government-led initiatives


	• Policy integration: The Tamil Nadu State Higher Education Department could collaborate with the Ministry of Finance to include faculty-targeted financial literacy campaigns under the National Strategy for Financial Education (NSFE) framework.

	• Funding source: Leverage National Financial Education Fund allocations, which can provide ₹10–₹15 lakh per pilot project for higher education institutions.

	• Socioeconomic targeting: Campaigns should be designed to address the needs of low-income and caregiving faculty members, offering both in-person workshops and online modules.





6.3 Industry-academia partnerships


	• Financial institutions as knowledge partners: Banks such as State Bank of India (SBI), HDFC, and ICICI could collaborate with universities to offer faculty-only investment advisory days, similar to existing SME-focused outreach programs.

	• Resource contribution: Partner banks could contribute financial planners, conduct risk profiling, and provide free digital financial planning tools.

	• Incentives: Offer continuing professional development (CPD) credits for participation, making it career-relevant.





6.4 AI-driven financial advisory support


	• Pilot AI advisory platforms: Institutions could trial AI-based chatbots (e.g., built on open-source NLP frameworks) that provide 24/7 access to basic investment and budgeting advice, tailored to the academic community.

	• Data privacy safeguards: Implement strict anonymization and encryption to comply with Information Technology Act, 2000 and University Grants Commission (UGC) data handling guidelines.

	• Budget: Estimated ₹2–₹4 lakh for development and deployment of an institution-specific AI financial assistant.





6.5 Mentoring and peer networks


	• Peer learning circles: Establish faculty-led financial literacy groups segmented by career stage (early, mid, late career) and discipline.

	• Role models: Highlight financially savvy female academics as peer mentors to address confidence and role modeling gaps.

	• Low-cost implementation: Minimal budget required (~₹25,000 per year) for meeting facilitation and resource printing, potentially funded by alumni donations.





6.6 Long-term sustainability measures


	• Institutional policy inclusion: Require that all recruitment and promotion policies in state universities include an optional financial literacy training certificate as a professional development credit.

	• Annual impact tracking: Conduct yearly surveys to measure changes in faculty financial literacy scores and behavioral indicators, analyzed with AI to detect emerging needs.

	• Scaling: If successful, replicate in other metropolitan academic hubs (e.g., Bengaluru, Hyderabad, Pune) using the same budget templates and implementation partners (Table 8).




TABLE 8 Summary of implementation roadmap.


	Recommendation area
	Lead implementer
	Budget estimate
	Resource partners

 

 	Institutional Programs 	University administration 	₹3–₹5 lakh/year 	AI EdTech platforms


 	Government Initiatives 	State Higher Education Dept. 	₹10–₹15 lakh/project 	Ministry of Finance, RBI


 	Industry Partnerships 	Partner banks & NBFCs 	CSR-funded 	SBI, HDFC, ICICI


 	AI Advisory Support 	Institutional IT & Finance committees 	₹2–₹4 lakh (pilot) 	AI developers, EdTech providers


 	Mentoring & Peer Networks 	Faculty development centers 	₹25,000/year 	Alumni associations


 	Sustainability & Scaling 	University policy boards 	Incorporated in HR budgets 	National and regional academic councils




 




7 Limitations and future research

While this study makes a significant contribution to understanding gendered patterns in financial literacy within academia, it is important to acknowledge its methodological and contextual limitations. These limitations inform both the cautious interpretation of the results and the design of future research.


7.1 Methodological constraints

First, the study employed a cross-sectional research design, capturing data at a single point in time. Consequently, all relationships identified—whether between gender and financial literacy, or between socioeconomic variables and investment confidence—are correlational in nature. No claims of causation can be made. For example, while married women with children were observed to have lower investment confidence scores than their unmarried counterparts, this association cannot be interpreted as evidence that marital status or parenthood causes lower financial literacy. Longitudinal data would be required to infer causal relationships (Menard, 2002).

Second, although the inclusion of marital status, number of children, and household income provided important contextual depth, the model did not include all possible socioeconomic or psychological variables that might influence financial behavior—such as personality traits, past financial shocks, or spousal influence. These omitted variables could moderate or mediate the relationships observed (Lusardi and Mitchell, 2014).



7.2 Instrument and measurement limitations

The financial literacy scale used in this study was adapted from the (OECD, 2020) financial literacy framework and contextualized for the Indian academic setting. While this ensured cultural relevance, adaptation may limit direct comparability with studies using the unmodified instrument. Moreover, self-reported measures of behavior (e.g., “frequency of reviewing retirement savings”) are susceptible to social desirability bias and recall errors, potentially inflating or underreporting actual behaviors (Podsakoff et al., 2003).



7.3 AI-driven analysis constraints

The integration of AI through NLP, sentiment analysis, and clustering added valuable qualitative insights, but also introduced its own limitations. Sentiment scoring tools like VADER, while effective for short informal text, may oversimplify nuanced academic discourse. Similarly, keyword frequency analysis may not capture the full semantic meaning behind respondents’ word choices. AI clustering identified meaningful respondent profiles, but these segments reflect statistical proximity, not deterministic group membership.



7.4 Contextual boundaries

The study’s geographic focus on Chennai, Tamil Nadu, means findings should be interpreted with caution when generalizing to other regions of India or to international contexts. Cultural norms around gender roles, family responsibilities, and financial decision-making vary significantly across regions (Deshpande, 2011). The sample also consisted exclusively of academic professionals, who may differ in education level, employment stability, and institutional support from the broader population.




8 Future research directions

Based on these limitations, several avenues for future inquiry are recommended:

	1. Longitudinal studies: Future research could track the same participants over time to assess changes in financial literacy, confidence, and behavior. This would allow examination of causal pathways and the potential impact of interventions (Menard, 2002).

	2. Expanded socioeconomic Variables: Incorporating variables such as spousal financial literacy, intergenerational wealth, and access to formal financial advisory services could provide a more complete picture of contextual influences.

	3. Experimental and Quasi-experimental designs: Randomized controlled trials (RCTs) could test the effectiveness of targeted financial literacy interventions—such as AI-enabled coaching tools—on different demographic groups.

	4. AI-enhanced semantic analysis: Moving beyond keyword frequency, future studies could employ advanced AI models (e.g., transformer-based architectures like BERT) to capture deeper semantic patterns in qualitative financial narratives, improving interpretive richness.

	5. Comparative regional studies: Conducting similar studies in multiple Indian states or across countries would enable cross-cultural comparison and help identify universal versus context-specific drivers of gendered financial literacy gaps.

	6. Institutional policy impact evaluation: Evaluating the effectiveness of institution-led financial literacy initiatives (e.g., those recommended in Section 6) could provide actionable evidence for scaling best practices.



By addressing these directions, future research can build on the current study’s foundation, moving toward a more causally robust and contextually nuanced understanding of how gender, socioeconomic background, and technology intersect in shaping financial literacy outcomes in academia.



9 Conclusion

This study provides a nuanced understanding of gendered patterns in financial literacy among academic professionals in Chennai, incorporating socioeconomic variables—marital status, number of children, and household income—into the analysis. Using a mixed-method design enriched with AI tools for sentiment, keyword, and cluster analysis, the research highlights persistent gender gaps in financial literacy, particularly in investment knowledge and confidence.

Findings indicate that while men consistently outperformed women on financial literacy scores, these differences were shaped by intersecting factors such as caregiving responsibilities, income levels, and academic discipline. Women, especially those in lower-income households with dependents, were more likely to demonstrate cautious financial behaviors and lower investment confidence. Conversely, male respondents, particularly in STEM disciplines and higher academic ranks, were overrepresented in high-literacy, high-risk clusters.

The AI-driven analysis added depth to the interpretation of these patterns, revealing gendered linguistic differences in financial narratives—men leaning toward confidence-oriented vocabulary and optimism, women emphasizing caution, safety, and family considerations. These patterns underscore that financial literacy disparities are embedded within broader social and institutional contexts, rather than existing solely as skill deficits. While the cross-sectional design limits causal inference, the study’s integrated approach offers valuable insights for policy, institutional intervention, and targeted program design. By highlighting the importance of tailoring financial literacy initiatives to the socioeconomic realities of faculty members—particularly married women with dependents—this research provides an evidence-based foundation for gender-sensitive, AI-supported financial education strategies in academia.

Future research employing longitudinal and experimental designs could build on these findings to better understand the causal mechanisms and long-term effects of targeted interventions, thereby advancing both scholarly and practical understanding of gendered financial literacy.
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Introduction: Against the backdrop of China’s coordinated advancement of the “Digital China” and “Rural Revitalization” development strategies, digital countryside construction has emerged as a new opportunity for the sports industry.
Methods: Based on panel data from 21 provinces in China from 2015 to 2023, this study employs fixed-panel models, moderation effects models, and mediation effects models to examine the relationship between digital countryside construction and the sports industry, as well as its underlying mechanisms.
Results: Digital countryside construction exerts a significant positive promotion on the sports industry; Market-oriented factor allocation exerts a significant positive moderating influence on the impact of digital countryside construction on the sports industry; Rural consumption upgrade plays a significant positive mediating role in the influence of digital countryside construction on the sports industry. In terms of regional heterogeneity, the eastern region exhibits a significant promoting effect, while the central region shows a suppressing effect that is not statistically significant. The western region also demonstrates a promoting effect, though it is not statistically significant.
Discussion: Implementing region-specific development strategies, tailored to local conditions, is of paramount significance for achieving the maximal policy benefits of digital countryside construction. This should be accomplished by deepening market-oriented reforms and enhancing digital infrastructure to foster balanced and high-quality development of the sports industry in both urban and rural areas.
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1 Introduction

Currently, the widespread application of digital technology has become a key driver of high-quality economic and social development in rural areas. Digital countryside construction (DCC), a pivotal rural development strategy integral to the “digital China” and “rural revitalization” strategies, was initially outlined in the 2018 No. 1 Document, titled “Opinions of the Central Committee of the Communist Party of China and the State Council on Implementing the Rural Revitalization Strategy.” It has not only markedly enhanced rural informatization and intelligent infrastructure but has also significantly impacted industrial structure optimization, social governance innovation, and urban–rural integration (Lei et al., 2023).

The sports industry, a crucial component of the contemporary service sector, is essential for stimulating economic growth, enhancing public health, and boosting social and cultural vitality (You and Gao, 2024). It is closely intertwined with the objectives of rural revitalization—including advancements in public services, industrial development, talent cultivation, cultural heritage, ecological protection, and organizational capabilities—as highlighted by the General Administration of Sport of China in the “Guiding Opinions on Promoting the Role of Sports in Rural Revitalization” issued in June 2023.

In recent years, the deepening implementation of the rural revitalization strategy has accelerated the process of DCC. Concurrently, the integration of the sports industry through technologies such as big data, artificial intelligence (AI), and the Internet of Things (IoT), creating novel drivers for the development of the rural economy (Cheng and Wang, 2024). Specifically, the enhancement of digital infrastructure has notably improved public sports services in rural areas, thereby increasing the convenience and accessibility of sports participation for rural residents (Li and Gao, 2025). Furthermore, digital technology has facilitated the integrated development of the sports industry with other sectors such as rural tourism and elderly healthcare, thus expanding the sports consumption market (Liu, 2025). Considering this context, it is crucial to decipher the impact of DCC on the development of the sports industry and elucidate the underlying mechanisms that drive this impact. Herein, a benchmark regression model is employed, utilizing provincial-level panel data from China (2013–2022), and a fixed-effects model is incorporated to analyze the relationship between DCC and sports industry development. The primary objectives are twofold: (1) to quantitatively analyze the direct impact of DCC on the development of the sports industry, and (2) to explore the potential mechanisms through which DCC influences the sports industry. The findings will provide valuable theoretical and practical insights into leveraging digital strategies to foster the sustainable development of the rural sports industry, thereby enriching existing literature in the fields of digital economy and sports industry development.


1.1 Literature review

The concept of the digital countryside was first introduced in the Strategic Plan for Rural Revitalization (2018–2022). As a critical component of China’s national rural revitalization strategy, DCC aims to modernize agriculture and rural areas through the application of advanced information technologies, thereby facilitating integrated urban–rural development (Li et al., 2025). In recent years, a growing body of scholarly research has explored the connotations and extensions of DCC from manifold perspectives.

From an agricultural perspective, existing studies predominantly concentrate on themes including high-quality agricultural development, green transformation, and rural common prosperity. Wen (2025) posited that DCC served as a pivotal strategy to foster the high-quality development of the rural economy and to facilitate the deep integration of rural industries. Empirical analysis conducted by Yang et al. (2025) and colleagues demonstrated that DCC significantly fostered green agricultural development by reducing energy consumption, diminishing pollution emissions, and enhancing agricultural productivity. Similarly, Wang (2025) asserted that DCC was an essential strategy for achieving common prosperity in rural areas. Empowered by information technology, DCC is capable of optimizing agricultural production models, elevating farmers’ incomes, and narrowing the urban–rural development gap.

From a broader perspective, scholars have examined the impact of DCC on urban–rural integration and county-level economic development. Shen and Zheng (2024) found that DCC significantly promoted high-quality urban–rural integration, with market-oriented factor allocation (MFA) serving as a key moderating factor. Sun et al. (2025) concluded that within the expansive framework of “digital China,” DCC had altered the bias of technological progress in county economies—shifting toward capital-intensive development with an increasing degree of capital bias.

As an integral segment of the contemporary service economy, the sports industry possess substantial significance in fostering economic growth, enhancing public health, and enriching social and cultural life (Abrahamyan, 2023). In recent years, with the implementation of national policies supporting the sports industry, academic research has increasingly concentrated on its development, yielding a wealth of theoretical and empirical findings.

At the theoretical level, studies have explored foundational frameworks, functional mechanisms, and pathways for optimizing the development of the sports industry. Kang et al. (2024) emphasized that institutional infrastructure constituted the foundational framework for the effective functioning of the sports industry, arguing for the importance of top-level design in establishing a mutually reinforcing system. Zhang and Wang (2021) identified factor supply and market demand as the dual endogenous driving forces essential for the high-quality development of the sports industry. Xu et al. (2019) and colleagues believed that the essence of high-quality development of the sports industry lay in the expansion of the sports program sector, innovation in content, and the breaking of traditional development constraints.

At the empirical level, scholars have examined relevant themes such as industrial synergy and structural transformation. As the sports industry evolves toward greater integration and intelligence, new patterns have emerged. For example, Li et al. (2023) discovered that the integration of the digital economy and the sports industry demonstrated a strong and growing degree of coupling coordination, evolving from fragile to robust levels. Zheng et al. (2023) highlighted the challenges facing the development of AI-empowered sports, including the digital DCCide, limited mastery of core technologies, and insufficient high-level talent.

As a vital component of the rural revitalization strategy, DCC utilizes information technology to stimulate rural development by enhancing digital infrastructure and facilitating the digital transformation of agriculture. In this context, the sports industry contributes to upgrading rural industrial structures by fostering rural outdoor sports, folk sports events, and recreational programs, thereby transforming ecological resources into distinctive local industries.

On one hand, research on the integration of DCC with the sports sector remains limited. Liang (2024) demonstrated that DCC significantly promoted the development of rural sports tourism by analyzing its underlying mechanisms, with seven key mechanisms identified, including the construction of informatization infrastructure and the enhancement of digital services. Similarly, Gao et al. (2024) and colleagues posited that the theory of holistic governance accurately aligned with the value logic of providing public services for national fitness in rural areas.

On the other hand, in the realm of rural revitalization and the integration of the sports industry, researchers have uncovered a variety of valuable insights. Lu et al. (2024) and co-authors proposed that to address the current challenges faced by the rural sports industry, emphasis should be placed on ecological transformation, innovation in resource structures, and enhancing resilience for high-quality development. Wang (2025) and colleagues discovered a significant positive spatial correlation between the coupling coordination level of the sports industry and rural revitalization, exhibiting clear spatial clustering characteristics.

Nevertheless, a significant academic gap persists regarding the intersection of DCC and sports integration. The present study aims to explore the mechanisms through which DCC influences the development of the sports industry, which would offer meaningful scholarly value.

Collectively, existing research primarily investigated the relationship between digital technology and industrial development from two key perspectives: Firstly, studies on DCC have employed quantitative methods to verify its macro-level contributions to rural economic growth and household consumption. Secondly, research on the sports industry has predominantly concentrated on the impact of specific factors—such as the digital economy and digital finance—on the transformation and upgrading of the sector. However, despite these studies offering important theoretical foundations, a significant research gap remains: few have systematically examined how comprehensive DCC—as a holistic strategy—affects the development of the rural sports industry through specific mechanisms. This study seeks to bridge the existing gap by developing an empirical model to elucidate the intrinsic causal relationship between DCC and the sports industry.

Compared to previous studies, the contributions of the present study are threefold: (1) it examines the theoretical relationship between DCC and the development of the sports industry, thus expanding the literature in this field; (2) it incorporates MFA and rural consumption upgrade (RCU) as mediating and moderating variables to explore the inherent mechanisms using appropriate econometric models, thereby contributing novel perspectives to the development of the sports industry; and (3) it investigates regional heterogeneity to assess inter-city differences in the relationship between DCC and sports industry development, offering rational explanations based on regional disparities.




2 Theoretical analysis and research hypothesis


2.1 The impact of DCC on the development of the sports industry

As a key component of China’s rural revitalization strategy, the core objective of DCC is to drive the modernization and transformation of sectors such as agriculture, culture, education, and healthcare through the integration of digital technologies. In recent years, the Chinese government has introduced a series of supportive policies to facilitate DCC and encourage the application of digital technologies to upgrade rural industries.

In this context, the sports industry—an essential driver of rural economic development and a contributor to enhancing residents’ quality of life—has been significantly influenced by DCC. Specifically, DCC has enhanced the informatization level of rural sports infrastructure. Technologies such as IoT, big data, and AI have enabled intelligent management of rural sports facilities, thereby enhancing their utilization rates (Zhao X. et al., 2024; Zhao Y. et al., 2024). Systems for online reservations, intelligent monitoring, and digital operations have optimized the allocation of sports resources, reduced venue idleness, and reinforced the capacity of rural public sports services. Moreover, digital technologies have facilitated the market-oriented development of the rural sports industry. The emergence of e-commerce and short-video platforms has created new marketing and promotional avenues for rural sports tourism, training programs, and event hosting (Zhao X. et al., 2024; Zhao Y. et al., 2024). Through the integration of “Internet + Sports,” rural programs—including traditional ethnic sports, outdoor adventures, and grassroots competitions such as “Rural BA” and “Rural Super”—have been able to overcome geographical constraints and attract a extensive consumer base. These have contributed to the expansion of the rural sports tourism and event markets, extending the value chain of the sports industry (Tan and Bu, 2025).

Moreover, DCC has transformed the sports consumption behavior of rural residents. The prevalence of smart devices has facilitated convenient access to fitness content, while services such as remote coaching and online classes have increased sports participation. These changes have not only stimulated rural demand for sports consumption but also prompted the sports industry to optimize its supply structure to meet the DCCerse and personalized market needs (Zhang and Dong, 2024). Based on the above analysis, the following research hypothesis is proposed:


H1: DCC exerts a significant positive impact on the development of the sports industry.




2.2 The regulating role of market-oriented factor allocation (MFA)

Digital technologies have significantly enhanced the allocation efficiency of key production factors—such as capital, technology, and labor—by reshaping the pathways of factor circulation and redefining value creation models. They also assist in overcoming traditional barriers of time, space, and information asymmetry within factor markets (Zhang et al., 2025).

Firstly, in the context of DCC, technologies such as big data, remote sensing, and blockchain are applied to land information management systems, enhancing the scientific planning and utilization of rural sports infrastructure. This alleviates issues of idle land and inefficiency, optimizes the structure of land resource allocation, and revitalizes the market for land use in rural sports development (Fan and Kang, 2023).

Secondly, the rural sports industry has historically suffered from limited financing channels and long capital return cycles. The advent of digital finance has offered solutions by expanding funding sources. Progressive digital tools—such as inclusive finance, crowdfunding models, and blockchain-enabled risk control mechanisms based on big data—have provided the rural sports industry with increased social capital, improved capital allocation efficiency, and reduced investment risks, thereby fostering its market-oriented development (QI et al., 2020).

Thirdly, DCC has also promoted the optimal allocation of human resources within the sports industry. Supported by digital tools such as distance education and online training platforms, rural residents are able to access more professional instruction, which enhances the overall skill level of practitioners in the rural sports industry (Wang and Wu, 2024). Furthermore, the establishment of digital employment platforms helps to overcome geographic barriers, enabling professional sports talents to accurately meet rural demands, thus optimizing the human resources structure and spurring industry competitiveness. Based on the above analysis, the following hypothesis is proposed:


H2: MFA exerts a positive moderating effect on the relationship between DCC and the development of the sports industry.




2.3 The mediating role of rural consumption upgrade (RCU)

DCC serves not only as a strategic path for rural revitalization but also as a key catalyst for RCU (Wang et al., 2021). It enhances digital infrastructure, improves information flow, and raises residents’ income levels, thereby effectively stimulating the consumption demand and promoting the expansion and upgrade of the rural sports industry.

On one hand, advancements of information and communication technologies have narrowed the digital DCCide between urban and rural areas. Consequently, rural production and lifestyles have been significantly altered by enhanced information infrastructure, optimized factor allocation, and expanded agricultural product circulation channels. This, in turn, enhances the digital literacy and consumption capacity of farmers, stimulates rural domestic demand, and reshapes the rural consumption structure—from subsistence-level consumption to development-oriented and enjoyment-oriented consumption. These alterations offer robust technological and institutional support for RCU (Bi and Chu, 2025).

On the other hand, RCU is accompanied by increased health consciousness and transformed residential lifestyles, which results in a growing, DCCerse, and multi-level demand for sports consumption. The rising demand for physical fitness, leisure, and recreation services in rural areas has spurred the expansion of the sports industry, enriching its product offerings and services. Against the backdrop of urban–rural integration, this trend fosters the extension of sports resources to grassroots communities and hastens the optimization of the sports industry’s spatial distribution, service models, and value chains. Consequently, RCU has emerged as a crucial driver in fostering the coordinated development of regional economies and enhancing national physical fitness (Wan and Wang, 2024). Based on the above analysis, the following hypothesis is proposed:


H3: DCC indirectly fosters the development of the sports industry through RCU.


In summary, according to the research hypothesis of this paper, the model path diagram of H1-H3 is constructed. As shown in Figure 1 below.

[image: Conceptual diagram showing digital countryside construction influencing rural consumption upgrade and sports industry. Rural consumption upgrade and market-oriented factor allocation impact the sports industry. Arrows are labeled H1, H2, and H3 to indicate hypothesized relationships.]

FIGURE 1
 Path diagram of H1–H3 model.





3 Research design


3.1 Variable selection


3.1.1 Explained variables

The explained variable in this study is the sports industry (SIC). The sports industry is a comprehensive sector centered around sports activities, encompassing multiple domains such as events, services, manufacturing, and infrastructure. To quantify the level of sports industry development, this study draws on the evaluation index system proposed by Li et al. (2023), which assesses the industry across three dimensions: scale, structure, and efficiency (see Table 1).


TABLE 1 Evaluation system of sports industry development.


	Primary indicator
	Secondary indicator
	Indicator description
	Unit
	Attribute

 

 	Industry scale 	Total output of the sports industry 	Total output value of sports production activities 	100 million CNY 	+


 	Added value of the sports industry 	Value added generated by sports production activities 	100 million CNY 	+


 	Per capita sports venue area 	Average sports venue area per person 	m2/person 	+


 	Number of sports venues 	Total number of sports venues 	10,000 units 	+


 	Total employment in the sports industry 	Number of employees in the sports industry 	10,000 units 	+


 	Industry structure 	Proportion of sports industry in GDP 	Proportion of sports industry added value in GDP 	% 	+


 	Proportion of added value in GDP 	Proportion of sports industry added value in GDP 	% 	+


 	Fixed asset investment proportion 	Proportion of sports fixed asset investment in total society 	% 	+


 	Per capita sports consumption level 	Sports consumption per capita as a share of disposable income 	% 	+


 	Industry efficiency 	Added value growth rate 	Added Value Growth Rate 	% 	+


 	Annual growth rate of added value 	Annual growth rate of value added compared to previous year 	% 	+


 	Profit margin of the sports industry 	Profit Margin of the Sports Industry 	% 	+


 	Labor productivity 	Value added per employee in the sports industry 	10,000 CNY/person 	+




 

Industry Scale: Refers to the overall volume and total output of the sports industry. Following the methodologies of Li et al. (2020), Kang (2022), and Li et al. (2023), this study selects six secondary indicators to represent the scale dimension. Industry Structure: Represents the proportion and distribution of various sectors within the sports industry, reflecting its internal composition and development trends. In line with Su et al. (2024) and Xu (2021), the structure dimension is measured using four secondary indicators. Industry Efficiency: Refers to the effectiveness of resource allocation in maximizing output and value under limited resources. This study adopts the evaluation frameworks of Kang et al. (2024) and Wang and Man (2020), using four secondary indicators for this dimension.

The data was normalized prior to model construction. Following Ren (2024), the entropy value method and a comprehensive evaluation model were utilized to measure the levels of development in the sports industry, yielding objective weights of the indicators.

The specific steps are see Equations 1–6.

Step 1: Normalize all the indicators using the following formula:
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 denotes the index of the indicators, zi denotes the normalized value of the i-th indicator, xi denotes the original value of the i-th indicator, a denotes the minimum value of all indicators, and b denotes the minumum value of all indicators.

Step 2: Calculate the ratio of the i-th indicator:
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Step 3: Calculate the entropy of the i-th indicator:
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where N represents the time span. According to the selected cross-sectional data of 2015, 
N
=
8
.

Step 4: Calculate the variation coefficient of the i-th indicator:
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Step 5: Calculate the weight of the i-th indicator using the following formula:
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where gi is the weight of the j-th indicator.

Step 6: Calculate the comprehensive development index of the sports industry, which is expressed as:


u
=

∑

i
=
1

n


w
i


z
i

      (6)

where 

∑

i
=
1

n


w
i

=
1
.

Based on the above formula, the comprehensive development index of the sports industry for each province is calculated as shown in the Table 2 below (taking the years 2015 and 2016 as examples).


TABLE 2 Sports industry development index (for the years 2015 and 2016).


	Region
	Province
	Sports industry development index



	2015
	2016

 

 	Eastern Region 	Beijing 	0.2355 	0.2532


 	Tianjin 	0.1125 	0.1084


 	Hebei 	0.1615 	0.1520


 	Liaoning 	0.1927 	0.1633


 	Shanghai 	0.2170 	0.2402


 	Jiangsu 	0.6856 	0.5027


 	Zhejiang 	0.2645 	0.2411


 	Fujian 	0.1456 	0.1294


 	Shandong 	0.3664 	0.3793


 	Guangdong 	0.4028 	0.4523


 	Central Region 	Shanxi 	0.0685 	0.0730


 	Inner Mongolia 	0.0535 	0.0494


 	Anhui 	0.2204 	0.2276


 	Jiangxi 	0.0722 	0.0592


 	Henan 	0.2882 	0.2867


 	Hubei 	0.1918 	0.2149


 	Hunan 	0.1159 	0.0982


 	Western Region 	Chongqing 	0.0743 	0.0689


 	Sichuan 	0.1909 	0.1880


 	Guizhou 	0.0349 	0.0505


 	Yunnan 	0.0465 	0.0548




 



3.1.2 Core explanatory variable: digital countryside construction(DCC)

The core explanatory variable is DCC, which refers to a systematic development strategy that utilizes modern information technologies—such as big data, the Internet, and AI—to drive rural revitalization by bridging the digital divide between urban and rural areas and enhancing digital infrastructure, services, and industries. Herein, the measurement framework developed by Yu et al. (2025) and others was employed, where DCC was evaluated across four dimensions: digital capital investment, digital information infrastructure, digital service level, and digital industry development. All indicators within these dimensions are endowed with appropriate weights using the entropy method to ensure objective evaluation.



3.1.3 Moderating variable: market-oriented factor allocation(MFA)

The moderating variable is MFA, which represents the process by which capital, labor, and technology are allocated through market mechanisms, allowing production factors to flow efficiently to areas with the highest marginal productivity. It enhances resource optimization, stimulates economic vitality, supports high-quality industrial development, and reflects a transition from direct government intervention to institutional regulation and environment-building. Herein, the MFA measuring approach proposed by Marin (2024) was utilized, which encompassed three dimensions: labor market allocation, capital market allocation, and technology market allocation. The entropy method was used to derive appropriate weights for these indicators.



3.1.4 Mediating variable: rural consumption upgrade (RCU)

The mediating variable is RCU, which reflects the transformation in rural residents’ consumption behavior in response to elevated income levels and improved quality-of-life aspirations. As the disposable income of rural residents increases, their consumption patterns have shifted from satisfying fundamental necessities to purchasing developmental, recreational, and health-related goods and services. Following Yang et al. (2025), the per capita consumption expenditure of rural residents was used as a proxy indicator for RCU.



3.1.5 Control variables

To ensure a more accurate assessment of the relationship between DCC and the development of the sports industry, control variables should be introduced to account for confounding factors that may exert potential impact. Building upon the research endeavors of previous scholars, five control variables that may affect the development of the sports industry were identified: (1) Government intervention (Gov), as adopted by Bidayu (2025), is represented by the ratio of general public budget revenue to general public expenditure; (2) The level of financial development (Fin), as used by Yang et al. (2025) and others, is measured as the ratio of total deposits and loans of regional financial institutions to the region’s gross domestic product (GDP); (3) The investment capacity of rural households (Fic), as referenced by Yu, (2024), is measured by per capita fixed asset investment by rural households; (4) The governance level of rural roads (Roa), as utilized by Tian et al. (2024), is calculated as ((\text{total road mileage} − \text{highway mileage} − \text{first-class highway mileage}) / \text{provincial land area}) × 100; (5) Education level (Edu), as employed by Liu (2025), is measured by the number of high school students per 100,000 people.



3.1.6 Data sources

Given the late development of the sports industry in certain provinces and incomplete data availability, most provincial-level administrative regions only began publishing official statistics in 2015. To ensure data authenticity, scientific reliability, and quality control, these provinces and corresponding years were excluded from the analysis. This study selects 21 provincial-level administrative regions in China (Beijing, Tianjin, Hebei, Shanxi, Inner Mongolia, Liaoning, Shanghai, Jiangsu, Zhejiang, Anhui, Fujian, Jiangxi, Shandong, Henan, Hubei, Hunan, Guangdong, Chongqing, Sichuan, Guizhou, and Yunnan) for panel data analysis spanning 2015–2023. The dataset comprises 189 samples, with missing values addressed through interpolation. Data were sourced from the Sports Bureaus of each province, the National Bureau of Statistics, the official website of the General Administration of Sport of China, the China Statistical Yearbook, the China Rural Statistical Yearbook, the China Taobao Rural Research Report, and the China Research Data Service Platform (CNRDS). Rural e-commerce activity is measured using provincial-level indicators, while the digital financial inclusion index is derived from the Peking University Digital Financial Inclusion Index.




3.2 Construction of empirical model

To verify H1, Model 1 was constructed to examine the impact of digital countryside construction (DCC) on the development of the sports industry (Sicit). This model also incorporated various selected control variables, such as government intervention (Govit), the level of financial development (Finit), farmers’ investment capacity (Fic
it), the extent of rural road governance (Roait), and the level of education (Eduit). The regression coefficients of these variables were also introduced, denoted by 
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. If H1 holds, the regression coefficient of DCC (α1) is expected to be significantly greater than 0, indicating that Sic promotion is greater than 0. This confirms that DCC fosters the development of the sports industry. Additionally, Yeart
 represents the fixed temporal effect, while Cityt dneotes the fixed regional effect. These variables are used to control for the common shock of unobservable temporal and regional factors on the development of the sports industry, and ε is a random error term. Therefore, Sicit is calculated as:
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Subsequently, Model 2 was constructed to examine the moderating effect of FMA on the relationship between DCC and the sports industry. This model highlighted the effect of the interaction between DCC and FMA on the sports industry, which is represented by DCCit × FMAit
. Consequently, Sicit is calculated as:
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To examine the mediating effect of rural consumption upgrading (RCU) on the relationship between DCC and the development of the sports industry, Model 3 was constructed, yielding:
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4 Analysis of empirical result


4.1 Descriptive statistics

Descriptive statistical analysis was initially conducted to clarify the variation characteristics of each variable and achieve a more comprehensive understanding of the samples’ development patterns. To mitigate potential heteroskedasticity in empirical regression, natural logarithmic transformation was applied to the following variables: financial development, rural household investment capacity, rural road governance level, education level, and RCU. As shown in Table 3, the mean and standard deviation for DCC were 0.1122 and 0.0963, respectively, whereas those for the sports industry were 0.1182 and 0.0943. These values suggest a relatively low variability and a concentrated distribution across samples. Subsequent analysis of the standard deviation, maximum, and minimum values for other variables reveals considerable variations in financial development, rural investment capacity, and road governance levels across different provinces. Regional disparities in economic policy, geographic coverage, and resource endowments likely explain these discrepancies.


TABLE 3 Descriptive statistics analysis.


	Variable name
	Observations
	Standard deviation
	Minimum value
	Maximum value
	Mean

 

 	Digital countryside construction 	189 	0.0963 	0.0023 	0.6856 	0.1122


 	Sports industry 	189 	0.0943 	0.0003 	0.6138 	0.1182


 	Government intervention 	189 	0.0588 	0.0823 	0.3737 	0.2006


 	The level of financial development 	189 	0.4995 	0.291 	3.379 	1.541


 	The investment capacity of rural households 	189 	0.5793 	0.1035 	3.1748 	2.3249


 	The governance level of rural roads 	189 	0.2935 	0.7055 	1.9615 	1.4462


 	Education level 	189 	0.1423 	3.0103 	3.884 	3.4252


 	Factor market-oriented allocation 	189 	0.0885 	0.0027 	0.671 	0.0958


 	Rural consumption upgrading 	189 	0.1656 	3.3101 	3.9809 	3.7052




 



4.2 Benchmark regression analysis of DCC and the sports industry development

To account for individual regional and temporal fixed effects, a panel two-way fixed-effects model (Equation 7) was employed, with the growth of the sports industry serving as the dependent variable and DCC as the key independent variable. Government intervention, financial development, rural household investment capacity, road governance level, and education level were included as control variables. The regression results are presented in Table 4.


TABLE 4 Benchmark regression model.


	Primary indicator
	Sic (1)
	Sic (2)
	Sic (3)

 

 	DCC 	0.3359*** 	0.3791*** 	0.3129***


 	5.59 	7.52 	5.49


 	Gov 	 	−0.0479 	−0.1031*


 	 	−0.78 	−1.69


 	Fin 	 	0.0275*** 	0.0411***


 	 	2.97 	4.66


 	Fic 	 	0.0252*** 	0.0218***


 	 	3.22 	2.67


 	Roa 	 	−0.0139 	−0.0128


 	 	−0.89 	−0.80


 	Edu 	 	0.2443 	0.0505


 	 	0.71 	1.28


 	Year 	YES 	NO 	YES


 	City 	YES 	NO 	YES


 	R2 	0.5023 	0.5314 	0.4901


 	F 	10.45*** 	13.59*** 	9.72***


 	N 	189 	189 	189





t-statistics in parentheses, ***, **, and * indicate 1, 5, and 10% significance levels, respectively, below.
 

Model Sic (1) presents the baseline regression without control variables. Model Sic (2) includes control variables but omits fixed effects, while Model Sic (3) incorporates both control variables and regional and temporal fixed effects. In all three models, the regression coefficients for digital countryside construction (DCC) are 0.3359, 0.3791, and 0.3129, respectively—all of which are positive and statistically significant at the 1% level. This suggests that digital countryside construction significantly promotes the development of the sports industry.

The regression results in Table 4 indicated that enhanced digital infrastructure provided an essential foundation for connecting rural sports resources. The proliferation of online platforms and social media has reduced promotional costs, broadened market access for rural sports brands, and enhanced accessibility and participation in sports consumption for rural residents (Fu, 2024). Meanwhile, digital governance tools have assisted planning and performance assessment, enabling governments to adjust policies based on real-time data. This further enhances investment efficiency and fosters cross-sector integration through initiatives such as “Internet + Sports + Tourism” and “E-commerce + Rural Sports Equipment (Zhang et al., 2025).” This multi-dimensional integration, centered on sports events, drives the coordinated development of related sectors such as leisure, recreation, and tourism (Zhang et al., 2025).

However, there remains a paucity of research on the nexus between DCC and the growth of the sports industry in China. International literature suggests that the digital economy plays a significant role in facilitating the expansion of scale and diversification of services within the urban sports industry by enhancing resource allocation efficiency and reducing information asymmetry (Li and Han, 2023; Krishna et al., 2024). This study further indicates that such a mechanism may also be operative in rural contexts. Particularly against the backdrop of a national strategic emphasis on synergistically advancing “digital villages” and “mass fitness,” the catalytic role of digitalization in promoting the rural sports industry assumes heightened policy relevance and practical significance.

Regarding the control variables, Models Sic (2) and Sic (3) provide the following insights: Government intervention exhibits negative coefficients of −0.0479 and −0.1031, respectively. While not significant without fixed effects, the coefficient becomes significant at the 10% level when fixed effects are included, indicating that structural differences across regions and time periods highlight the negative influence of government intervention. Financial development shows positive coefficients of 0.0275 and 0.0411, both significant at the 1% level, suggesting that financial advancement supports optimized capital allocation, DCCersified financing, and reduced costs, thereby facilitating investment and innovation in the sports industry. The investment capacity of rural households also has a significant positive impact, indicating that increased capital supports infrastructure development and boosts local sports consumption, thus stimulating the synergistic growth of the sports industry chain (Liu et al., 2024). However, road governance and education levels do not exhibit statistically significant effects in this analysis, implying their influence may be limited or overshadowed by more dominant factors within this economic structure.



4.3 Endogeneity test


4.3.1 Endogeneity test

When assessing the impact of DCC on the development of the sports industry, two potential key sources of endogeneity arise. The first is the omitted variable bias, where unobservable factors—such as local policy initiatives or regional cultural attributes—might simultaneously influence the development of both the digital infrastructure and the sports industry growth, leading to biased regression estimates. The second is the issue of reverse causality: digital technologies promote the dissemination and interactivity of sports events, thereby fostering the development of the sports industry. Consequently, the growth of the sports industry may further drive the innovation and application of digital technologies in rural construction. This dynamic, bidirectional relationship complicates the establishment of a clear causal order, reflecting a mutually reinforcing feedback loop between technological innovation and industrial development.

To address this endogeneity problem, this study uses the lagged one-period value of digital countryside construction (DCC-IV) as an instrumental variable. The results from the two-stage least squares (2SLS) regression are presented in Table 5. In the first stage, the F-statistic of 74.19 indicates that the instrumental variable has strong explanatory power for the endogenous regressor. Furthermore, the Cragg-Donald Wald F-statistic exceeds the 10% Stock-Yogo critical threshold of 16.38, confirming the absence of a weak instrument problem. In the second stage, the estimated coefficients remain positive and statistically significant at the 1% level, consistent with the baseline model results. These findings validate the robustness of the study’s conclusions and affirm the significant positive impact of digital countryside construction on the development of the sports industry.


TABLE 5 Results of endogeneity test.


	Primary indicator
	Sic(4)



	Phase I
	Phase II

 

 	DCC 	 	0.9157***


 	 	(13.12)


 	DCC-IV 	0.7532*** 	


 	(26.95) 	


 	Control variable 	Yes 	Yes


 	Year 	Yes 	Yes


 	City 	Yes 	Yes


 	R2 	0.8599 	0.5782


 	Phase I F-value 	74.19*** 	


 	Chi2 	 	216.91***[16.38]


 	N 	168 	168





Values in parentheses are Stock-Yogo test thresholds at the 10% level.
 



4.3.2 Its robustness test


4.3.2.1 Tailoring for outliers

To ensure the robustness of the baseline regression results and to minimize the influence of outliers, the top and bottom 1% of the data values for each variable were winsorized. After this trimming process, the adjusted variables were re-substituted into the regression model for verification. The results, presented in Model Sic (5) of Table 6, show that the coefficient for digital countryside construction remains statistically significant at the 1% level. This confirms the robustness of the estimated positive impact on the development of the sports industry.


TABLE 6 Robustness test results.


	Primary indicator
	Sic (5)
	Sic (6)
	Sic (7)

 

 	Nqu 	0.2775*** 	0.3768*** 	


 	(2.19) 	(2.43) 	


 	Mp 	 	 	0.7753***


 	 	 	(3.20)


 	Control variable 	Yes 	Yes 	Yes


 	Year 	Yes 	Yes 	Yes


 	City 	Yes 	Yes 	Yes


 	R2 	0.5182 	0.5612 	0.4367


 	F 	18.72*** 	46.91*** 	6.76***


 	N 	189 	153 	189




 



4.3.2.2 Exclusion of municipalities directly under central government

Given that municipalities directly under the central government—Beijing, Tianjin, Shanghai, and Chongqing—differ substantially from other provincial units in terms of economic structure, policy environment, and data characteristics, their inclusion may distort the regression results. Therefore, these four municipalities were excluded, and the model was re-estimated. The findings, reported in Model Sic (6) of Table 5, indicate that the empowering effect of digital countryside construction on the sports industry remains statistically significant. This further supports the reliability and generalizability of the baseline conclusions.



4.3.2.3 Replacement of explanatory variables

To avoid bias arising from the construction of the digital rural evaluation index system, this study follows the approach of Lei et al. (2023) et al. and uses the number of mobile phones owned by rural residents per 100 households (Mp) as a proxy variable for digital countryside construction in the robustness test. The specific results are presented in Column (7) of Table 6. The regression coefficient is 0.7753 and is significant at the 1% level, indicating that the empirical results are robust.





4.4 Mechanism analysis


4.4.1 Moderating effect analysis of MFA

Moderating effect analysis examines whether and how the strength or direction of a relationship between two variables changes under different conditions, thereby increasing the explanatory power of the model. Specifically, it examines whether the factor marketization configuration moderates the effect of DCC on the development of the sports industry was examined. This was conducted using Equation 8, with the coefficients of the interaction terms between DCC and factor marketization configuration being the primary focus. As illustrated in Table 7, the interaction terms remained significantly positive at the 10% level, suggesting that factor marketization exert a positive moderating effect. This demonstrates that MFA enhances the positive effect of DCC on the development of the sports industry.


TABLE 7 Results of moderating effects analysis.


	Primary indicator
	Sic (8)

 

 	DCC 	0.2471***


 	(3.05)


 	DCC x FMA 	0.9738*


 	(1.75)


 	Control variable 	Yes


 	Year 	Yes


 	City 	Yes


 	R2 	0.5064


 	F 	27.92***


 	N 	189




 

Specifically, MFA enhances the mobility and allocation of market resources, such as land, labor, and capital, thereby boosting the efficiency of resource distribution. This forges a robust institutional and economic foundation for the integration of digital technologies in rural areas (Liu et al., 2025). Furthermore, market-oriented reforms increase the adaptability and responsiveness of the sports industry to the requirements of DCC. Factor-efficient markets also help reduce systemic transaction costs, incentivize private capital to engage in the rural sports sector, and support the upgrading of the sports product supply structure and service quality (Ma and Huang, 2024). Consequently, MFA not only strengthens the economic foundations of DCC but also fosters the high-quality development of the sports industry.



4.4.2 Mediating effect analysis of RCU

Mediating effect analysis investigates the mechanism through which an independent variable indirectly affects a dependent variable via a mediating variable, thereby deepening the understanding of the internal relationship among variables. Herein, the mediating role of RCU in the relationship between DCC and the development of the sports industry was examined using a three-stage regression analysis, as described by Equations 9–11. As depicted in Table 8, the regression coefficients of DCC in models Sic (9) and Sic (10), as well as the regression coefficients of RCU in models Rc (1) and Sic (10), all exhibited significantly positive values. This indicates that DCC exerts a significant positive effect not only on RCU but also on the development of the sports industry. Moreover, the regression coefficient of DCC decreased from 0.3129 in Sic (9) to 0.2959 in Sic (10) upon the inclusion of the mediating variable, suggesting the a partial mediating effect. This confirms that DCC fosters the development of the sports industry in part through the pathway of RCU.


TABLE 8 Results of the mediating effect analysis.


	Primary indicator
	Sic (9)
	Rc (1)
	Sic (10)

 

 	DCC 	0.3129*** 	0.0476** 	0.2959***


 	(3.20) 	(2.30) 	(5.13)


 	Rc 	 	 	0.3578*


 	 	 	(1.62)


 	Control variable 	Yes 	Yes 	Yes


 	Year 	Yes 	Yes 	Yes


 	City 	Yes 	Yes 	Yes


 	R2 	0.5064 	0.8669 	0.5520


 	F 	27.92*** 	678.42*** 	9.34***


 	N 	189 	189 	189




 

Specifically, the deep integration of digital technologies in rural areas has improved information access, gradually reshaped consumption attitudes, and markedly enhanced the awareness of sports consumption among rural residents. Consequently, rural residents have shifted their survival-oriented consumption pattern to one that is developmental and enjoyment-based (Yang and Li, 2025). Furthermore, digital technologies have improved the accessibility and convenience of sports products and services, broadened the market reach of the sports industry, and reinforced the role of RCU in driving and supporting the growth of the sports industry. Therefore, DCC indirectly facilitates the high-quality development of the sports industry.




4.5 Structural equation modeling


4.5.1 Structural equation modeling analysis

In this study, Smart PLE software is utilized for PLS-SEM modeling, enabling the construction of both reflective and formative measurement models (Kono and Sato, 2022). Additionally, PLS-SEM can construct a hybrid model that combines both approaches, facilitating improved validation. As shown in Table 9, the R2 coefficient reflects the combined effect of exogenous latent variables on endogenous latent variables. In this study, the R2 value for the endogenous variable Rural Consumption Upgrading is 0.235, indicating a weak model, whereas the R2 value for the sports industry is 0.800, indicating a strong model. Furthermore, Q2 is used to assess the model’s predictive relevance. The Q2 value for the sports industry in this study is 0.576, indicating that the model demonstrates strong predictive ability (Khan et al., 2019). Finally, the model’s fit was assessed using the Standardized Root Mean Square Residuals (SRMR), with the SRMR value for the estimated model being 0.036, satisfying the model fit requirement (Garson, 2019).


TABLE 9 The values of R2, Q2.


	Constructs
	R2
	Remarks
	Q2
	Predictive relevance
	Remarks

 

 	Rural consumption upgrading 	0.235 	Moderate 	0.177 	Q2 > 0 	Moderate


 	Sports industry 	0.8 	Weak 	0.576 	Q2 > 0 	Strong




 



4.5.2 Research hypothesis testing

This study measured the variance inflation factors (VIF) of all latent variables in the inner model. The VIF values among all latent variables in the research model ranged from 1.153 to 3.175 (see Table 10), indicating the absence of common method bias. Secondly, ƒ2 denotes the effect size, which is used to evaluate whether the omitted constructs have a substantial impact on the endogenous constructs (Shintaro and Mikihiro, 2022). In this study, the ƒ2 values of the exogenous variables—digital countryside construction, factor marketized allocation, and their interaction term—on the endogenous variables (rural consumption upgrading and the sports industry) all exceed 0.15 (see Table 10), indicating that these exogenous variables have more than a moderate explanatory effect on the corresponding endogenous variables, meeting the threshold for substantial influence (Wassertheil, 1970). This suggests that each exogenous variable exerts a meaningful influence on its respective endogenous variable and should not be excluded from the model.


TABLE 10 Results of hypotheses testing.


	Hypotheses
	Original sample (β)
	Standard deviation
	T statistics
	p values
	Support
	VIF
	F2

 

 	Main model


 	digital countryside construction → Sports industry 	0.563
***
 	0.092 	6.107 	0 	Yes 	1.46 	1.088


 	Rural consumption upgrading → Sports industry 	0.362
***
 	0.071 	5.11 	0 	Yes 	1.39 	0.471


 	Digital countryside construction → Rural consumption upgrading 	0.472
***
 	0.049 	9.671 	0 	Yes 	1.153 	0.253


 	Mediating effect of rural consumption upgrading


 	Digital countryside construction → Rural consumption upgrading → Sports industry 	0.171
***
 	0.038 	4.497 	0 	Yes 	-- 	--


 	Moderating effect of factor market-oriented allocation


 	Factor market-oriented allocation x Digital countryside construction → Sports industry 	0.522
***
 	0.119 	4.376 	0 	Yes 	3.087 	0.296




 

In summary, this study analyzes the mechanisms through which digital countryside construction, rural consumption upgrading, and factor market-oriented allocation influence the development of the sports industry using PLS-SEM, while controlling for government intervention, the level of financial development, the investment capacity of rural households, the governance level of rural roads, education level. The final model diagram is presented in Figure 2.

[image: Path diagram illustrating relationships among factor market-oriented allocation, digital village construction, rural consumption upgrading, and the sports industry, with standardized coefficients. Control variables include government intervention, financial development, investment capacity, rural road governance, and education level.]

FIGURE 2
 Diagram of the path model for the research hypothesis.


The results indicate that all structural paths are statistically significant, and the model demonstrates robustness (Figure 2) digital countryside construction exerts a significant positive effect on the sports industry (β = 0.563, p < 0.001, f2 = 1.088), making it the most critical direct influencing factor; it also indirectly promotes the development of the sports industry through rural consumption upgrading, which exhibits a significant partial mediation effect (β = 0.171, p < 0.001). Rural consumption upgrading also exerts a significant positive effect on the sports industry (β = 0.362, p < 0.001, f2 = 0.471). In addition, the moderating effect analysis reveals that factor market-oriented allocation significantly enhances the effect of digital countryside construction on the sports industry (β = 0.522, p < 0.001, f2 = 0.296), suggesting that the institutional environment plays a crucial role in the effectiveness of policy implementation. This finding confirms that the market-oriented allocation of factors has a positive moderating effect on the relationship between digital countryside construction and the sports industry. In summary, the study elucidates both the direct and indirect pathways through which digital countryside construction promotes the development of the sports industry, while highlighting the synergistic effects of rural consumption upgrading and the market-oriented institutional environment. Accordingly, the research hypotheses H1, H2, and H3 are further validated through PLS-SEM analysis.




4.6 Heterogeneity analysis

Given the substantial variations in natural conditions, economic resources, and development levels across different regions in China, a heterogeneity analysis was subsequently conducted, focusing on the regional divisions established by the National Bureau of Statistics. To examine the differential impact of DCC on the development of the sports industry across the entire country, the samples were classified into three primary regions: eastern China (including Beijing, Tianjin, Hebei, Liaoning, Shanghai, Jiangsu, Zhejiang, Fujian, Shandong, and Guangdong), central China (including Shanxi, Inner Mongolia, Anhui, Jiangxi, Henan, Hubei, and Hunan), and western China (including Chongqing, Sichuan, Guizhou, and Yunnan).

As shown in Table 11, the impact of DCC on the development of the sports industry exhibited pronounced regional heterogeneity. The regression results demonstrated a significant positive effect in eastern China, a negative but statistically insignificant effect in central China, and a positive but also insignificant effect in western China. These disparities can be attributed to structural differences among different regions, including economic foundations, digital infrastructure, stages of sports industry development, and policy support.


TABLE 11 Results of the heterogeneity analysis.


	Primary indicator
	Sic (11)
	Sic (12)
	Sic (13)



	(Eastern)
	(Central)
	(Western)

 

 	DCC 	0.2742*** 	−0.0032 	0.2732


 	(3.15) 	(2.07) 	(1.61)


 	Control variable 	Yes 	Yes 	Yes


 	Year 	Yes 	Yes 	Yes


 	City 	Yes 	Yes 	Yes


 	R2 	0.4580 	0.2220 	0.5749


 	F 	6.85*** 	3.12*** 	1.62***


 	N 	90 	63 	36




 

Eastern China is characterized by a higher level of economic development, greater penetration of digital technology, and deeper urban–rural integration, thereby offering a favorable market environment and technological support for the growth of the sports industry.

In central China, the impact of DCC on sports industry development has been relatively limited. The reasons are twofold: Firstly, compared to eastern China, the central region may experience delays in policy coordination between DCC and sports industry development. Certain policies have not successfully integrated digital technologies into the local sports industry development plans, preventing policy benefits from creating synergies and impeding industrial advancement. Secondly, residents in central China may still favor traditional sports consumption habits, exhibiting relatively lower acceptance of digital sports services. Despite established digital infrastructure, the inertia of consumer preferences and habits hinders the potential simulative effect of digital technologies on sports consumption.

Regarding western China, the impact of DCC on sports industry development is minimal, or even negative, likely due to the following reasons: Firstly, considering the limited public resources in western China, substantial investments on digital infrastructure could temporarily divert critical resources from other sectors crucial to sports industry development, causing the “crowding-out effect” of infrastructure investments. This trade-off dynamic may explain why initial investments in DCC have failed to yield the anticipated positive effects. Secondly, given the significant geographical constraints, educational disparities, and digital literacy gaps in western China, it would take considerable time for the implementation of DCC to bridge the ever-expanding digital divide between urban and rural residents. Thirdly, compared to the eastern and central regions of China, the sports industry in the western part is underdeveloped, characterized by a low level of marketization and incomplete industrial chains. In this context, digital technology alone may find it challenging to generate a significant impact.




5 Conclusion

Herein, the impact of DCC on the development of the sports industry was investigated utilizing panel data from 21 provinces in China spanning from 2015 to 2023. Through the application of fixed effects models, moderating effect models, and mediating effect models, the mechanisms and pathways by which DCC influences sports industry development were comprehensively examined. The following conclusions can be drawn:

The present study offers significant theoretical contributions to the existing literature in the fields of digital economy and industrial development. Firstly, it systematically explored the intrinsic logical relationship between comprehensive DCC and sports industry development, bridging a research gap in this field. Unlike previous studies that have concentrated on individual components such as the digital economy or digital finance (Deng and Li, 2023), the present study approached DCC as a comprehensive strategy, revealing its multifaceted impact on the development of a particular industry. Secondly, by constructing moderation and mediation models, the present study made the first attempt to quantify the transmission mechanisms of MFA and RCU within this influence chain, deepening the understanding of how digital strategies drive industrial development. Thirdly, the heterogeneity analysis not only confirmed the regionally varied impact of DCC on sports industry development but also offered preliminary theoretical insights into why this impact was less pronounced in central and western China, forging a hypothesis foundation for future in-depth regional studies.

The findings provide essential practical insights for the synergistic advancement of DCC and sports industry development. Firstly, policy coordination and the enhancement of “software investments” should be strengthened. The driving impact of DCC on the development of the sports industry does not merely stem from “hardware investments,” such as those in digital infrastructure, but rather involves “software investments,” which warrant greater emphasis. For instance, policy guidance and financial support should be introduced to encourage the development of digital sports service platforms and innovative, market-oriented operational mechanisms. This will help ensure that digital accomplishments are effectively translated into key drivers of industrial development (Ye and Chen, 2023). Secondly, region-specific development strategies and measures, tailored to local conditions, should be implemented. The heterogeneity analysis presented herein revealed the distinct responses to DCC across different regions, suggesting that provincial governments should implement differentiated development strategies rather than adopting a one-size-fits-all approach. Furthermore, market entities should be encouraged to actively engage in digital transformation (Wang and Huang, 2025). Specifically, within the sports industry, sports companies and other relevant market participants should take the initiative to embrace digital transformation. This will enable market entities to capitalize on opportunities presented by DCC, explore novel business models, and identify promising growth areas.

The findings of the present study hold significant practical and theoretical implications, not only for China but also offering valuable insights for other nations navigating digital transformation and sports industry development. Many countries, especially those that are developing, encounter similar challenges in advancing digital transformation, particularly in ensuring that “hardware investments” effectively translate into “soft drivers” for industrial growth. For instance, India is actively promoting its “digital India” strategy to increase the penetration of information technology in rural areas; however, the development of its sports industry is hindered by bottlenecks in funding, talent, and business model innovation (Singh and Nimkar, 2020). Similarly, Brazil is accelerating internet access in rural regions, yet its sports industry heavily depends on major events, such as soccer, and is deficient of effective integration with the local digital technology ecosystem (Hall and Nicholas, 2019). In contrast, China possesses exceptional advantages in terms of top-level design and policy coordination. Its DCC strategy facilitates systematic planning across multiple dimensions: infrastructure, digital services, and industrial development; however, China still faces challenges associated with regional heterogeneity and policy implementation, as revealed herein. These findings offer valuable insights for other countries developing comparable strategies.



6 Research limitations and future directions

The present study sheds lights on the relationship between DCC and the development of the sports industry. However, limitations persist in several aspects, including reliance on macro-level data, the construction of indicator system, and potential endogeneity issues. Specifically, due to the use of provincial-level panel data, the present study does not capture detailed impact mechanisms at the municipal, county, or micro-level entities (Özmen et al., 2016). Additionally, limitations within official statistical definitions and data availability may have excluded certain emerging or informal business models from the evaluation framework (Kropat et al., 2017; Taylan et al., 2010; Semih et al., 2022). While econometric methods were employed to account for these factors, the potential bidirectional causal relationship between them warrants further validation through more sophisticated models in future research.

To address these limitations, future research endeavors can be made in the following directions: Firstly, employing finer-grained microdata could enable deeper exploration of the specific impact mechanisms of DCC at the enterprise and household levels (Roy and Bhaumik, 2018; Babaee et al., 2021). Secondly, incorporating additional potential mediating and moderating variables—such as talent, finance, and cultural factors—could reveal more comprehensive impact pathways (Savku, 2023). Ultimately, cross-national comparative analysis should be conducted to examine the universality and differences concerning the impact of digital strategies on sports industry development across diverse institutional and cultural contexts, thereby providing more universally applicable theoretical guidance for global policy formulation.
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The exponential growth of open web data provides unprecedented opportunities for business-to-business (B2B) lead generation. However, automating the discovery and qualification of new leads from unstructured web content is a complex challenge requiring the integration of web crawling, information extraction, and data-driven analytics. This article presents a comprehensive review of artificial intelligence (AI) methods for automated lead generation and introduces Scrapus, an AI-driven web prospecting platform that unifies these methods into an end-to-end system. Scrapus autonomously crawls the open web for company information, extracts and enriches relevant data (using natural language processing and knowledge graphs), matches findings to user-defined ideal customer profiles, and generates concise natural-language lead summaries using large language models. We survey relevant literature in web mining, focused crawling, entity resolution, and text summarization – highlighting how Scrapus builds upon and extends prior work. The system’s modular architecture and AI components are described in detail, reflecting accurate implementation details. We also report an experimental evaluation on real-world data: Scrapus significantly outperforms baseline approaches in lead discovery rate, extraction accuracy, lead qualification (achieving ~90% precision and recall), and summary usefulness. The results show a ~3 × higher relevant lead yield from web crawling due to reinforcement learning, a substantial increase in extraction F1 (from ~0.77 to ~0.92) through transformer-based NLP, and greatly improved lead scoring over traditional methods. This review and case study demonstrate that combining reinforcement learning, transformer-based NLP, and knowledge-enhanced analysis can effectively automate B2B lead generation. The advances surveyed here point toward a new generation of intelligent sales prospecting tools, in which AI techniques augment human expertise to identify and engage leads at scale.
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1 Introduction

Identifying promising business leads is a critical driver of productivity and growth in competitive industries. In practice, however, the lead generation process is resource-intensive, often requiring sales and marketing teams to manually scour websites, news, and databases for potential clients – a process echoing early consumer behavior models that emphasize information search and evaluation stages in decision making (Engel et al., 1978). Traditional prospecting tools (e.g., static company directories or CRM databases) cannot keep pace with the dynamic, real-time nature of the open web. Valuable signals – such as a company announcing a new product, expanding operations, or receiving funding – may be missed or discovered too late, despite growing evidence that digital interactions (e.g., likes, shares) on social platforms can predict or influence real-world business actions (Pöyry et al., 2017). Automating the discovery and analysis of such signals could transform business development: industry surveys have noted that sales representatives spend a large portion of their time researching prospects instead of engaging with customers, indicating substantial efficiency gains if this workload is reduced. In an era of exponentially growing digital information, businesses increasingly recognize that more intelligent lead generation approaches are needed to maintain a competitive edge.

Recent advances in artificial intelligence (AI) and natural language processing (NLP) offer an unprecedented opportunity to reinvent the lead generation workflow. Modern large language models (LLMs) and deep neural networks have dramatically improved machines’ ability to understand and generate human-like text. AI systems today can not only extract names and facts from unstructured data but also interpret context, perform semantic matching, and produce coherent summaries. These capabilities enable a shift from keyword-based searching to knowledge-driven discovery: instead of manually filtering through web pages, an AI-driven system can autonomously browse online content, decide what is relevant to a given business profile, and summarize findings in natural language. Within enterprise workflows, such AI-powered automation can augment or replace laborious steps, allowing human experts to focus on strategy and relationship-building – a trend increasingly visible in B2B marketing through the adoption of large language models for content generation, lead engagement, and personalization (Huang et al., 2024). Indeed, the integration of AI (including LLMs and data-driven automation) into sales pipelines is increasingly seen as key to improving productivity and responsiveness in modern businesses, aligning with earlier evidence on the effectiveness of marketing automation in B2B content strategies (Järvinen and Taiminen, 2016). Recent research in B2B marketing and sales supports this view: AI can enhance prospecting and lead qualification throughout the sales funnel and Organizations using AI-based lead scoring report higher conversion rates and sales performance, extending long-established trends in applying data mining techniques to customer relationship management (Ngai et al., 2009), in line with broader trends highlighting the strategic value of big data analytics for understanding and influencing consumer behavior (Hofacker et al., 2020; Syam and Sharma, 2018).

Despite rapid progress in web mining and NLP, automated B2B lead generation remains relatively under-explored in academic research. Early approaches to lead identification typically leveraged internal company data or structured customer information rather than open-web content. For example, Van den Poel and Buckinx (2005) analyzed historical online purchase records to predict repeat buyers and Zhang et al. (2004) mined web usage logs to discover customer behavior patterns. These studies helped identify likely prospects from existing customer bases but did not address the challenge of finding entirely new leads on the vast unstructured web. A notable line of research moved toward using external unstructured data for lead discovery. Ramakrishnan et al. (2006) developed the Electronic Trigger Alert Program (ETAP), which scanned online news for “trigger events” (such as management changes or product launches) that could signal sales opportunities. ETAP demonstrated the feasibility of web-based lead mining, achieving about 74% precision and 81% recall (F1 ≈ 0.77) in detecting merger-and-acquisition events. Similarly, Rahman et al. (2012) presented a case study integrating distributed data sources (web server logs, user interactions) to automatically classify leads for an online real estate service, significantly reducing manual effort. However, these prior solutions were often domain-specific or limited in scope – ETAP focused only on certain event types in news, and Rahman et al. (2012) system was confined to one company’s internal data. In general, existing tools and industry services for lead generation (e.g., Apollo.io, LinkedIn Sales Navigator) address parts of the problem through aggregated databases or keyword alerts, but few offer a holistic, end-to-end solution that actively crawls the open web, applies advanced AI for information extraction and filtering, and synthesizes findings into actionable intelligence.

This gap in both the literature and in practice highlights the need for more comprehensive approaches to automate lead generation using the latest AI advancements. In this paper, we present Scrapus, a novel AI-powered system designed to fill this gap by unifying techniques from web crawling, information extraction, and language generation into a single lead generation platform. Scrapus approaches the open web as a rich but untamed source of potential leads, deploying an intelligent crawler that learns where to look for relevant content. Building on the concept of focused crawling, Scrapus’s web crawler is augmented with reinforcement learning to optimize its traversal strategy. This crawler autonomously navigates websites and online data sources likely to contain business-relevant information, guided by a learning algorithm that rewards the discovery of leads and thus continuously improves its relevance targeting. Once relevant pages are fetched, a pipeline of advanced NLP modules processes the content. A Transformer-based named entity recognition (NER) component identifies entities such as organizations, people, products, and events, while relation extraction and classification models interpret key facts (e.g., “Company X acquired Company Y” or “Startup Z raised $5 M funding”). These facts and entities are then matched against the user’s ideal customer profile using a Siamese neural network that computes semantic similarities – ensuring Scrapus prioritizes leads aligned with the company’s target industry, size, and interests. Additionally, extracted data can be cross-validated or enriched with external knowledge bases (e.g., DBpedia, Wikidata) to build a more complete profile of each prospect. Finally, Scrapus leverages the generative capabilities of state-of-the-art LLMs (in the class of GPT-4 or Google’s Gemini) to produce a tailored summary report for each prospective lead. Using prompt-guided generation, the system composes succinct yet informative summaries that synthesize the discovered information – for instance, a paragraph detailing who the company is, recent notable events (new hires, funding, product launches), and why it might be a good sales opportunity. This natural-language report provides a human-friendly output for every lead, allowing sales professionals to quickly grasp the context and significance of the prospect without reading through raw web pages.

The proposed Scrapus system brings together state-of-the-art AI techniques in a novel architecture for intelligent lead generation. By integrating reinforcement learning-driven crawling, Transformer-based extraction, semantic matching, and LLM-based narrative reporting, Scrapus is, to our knowledge, one of the first end-to-end frameworks to fully automate the B2B prospecting pipeline. This unified approach offers several important benefits. From a business perspective, it can dramatically improve productivity by scaling up lead discovery far beyond manual capabilities – our approach can continuously monitor thousands of websites and information sources in parallel, uncovering opportunities that a human team might overlook. The quality of leads is also enhanced by the system’s ability to filter and focus on prospects that truly match the desired criteria, reducing false positives. Moreover, by automating tedious data collection and analysis, Scrapus can positively impact work-life balance and job satisfaction for employees: sales teams spend less time on drudge work (like combing through webpages) and more time on creative, value-added tasks such as engaging with clients and devising strategy. There are potential environmental and societal benefits as well. Efficient, AI-driven prospecting could lower the need for physical marketing materials or extensive business travel for networking, as companies can find and connect with prospects digitally in a more targeted way. Additionally, accessible tools like Scrapus might help level the playing field for smaller businesses and startups, who often lack the resources for extensive lead research – by democratizing access to web-scale intelligence, such AI systems could foster more equitable growth opportunities across markets.

In summary, this work makes the following contributions:

	• Comprehensive literature review: we survey the landscape of AI-based lead generation, covering focused web crawling, information extraction from open web data, entity resolution and knowledge graph enrichment, and LLM-driven text summarization. This review situates Scrapus relative to prior work and identifies how our approach extends the state of the art (for example, by unifying techniques that were previously siloed).

	• Novel AI architecture for lead generation: we design and implement Scrapus, an end-to-end lead generation system that uniquely integrates a reinforcement learning-based web crawler, Transformer-based NER and information extraction, semantic matching via Siamese networks, and LLM-driven report generation. To our knowledge, this unified framework is novel in the lead generation domain, combining cutting-edge techniques to automate the entire prospecting process.

	• Intelligent web crawling strategy: we develop an RL-enhanced focused crawling mechanism that learns to find relevant B2B content on the open web. By formulating web navigation as a sequential decision problem, our crawler intelligently prioritizes pages and domains likely to yield high-value leads, improving efficiency over traditional crawlers. This builds on prior focused crawling research (e.g., Chakrabarti et al., 1999; Menczer et al., 2004; Han et al., 2018) by incorporating a multi-armed bandit scheduler and adaptive learning (similar in spirit to recent approaches like TRES and bandit-based crawlers).

	• Advanced information extraction and matching: we apply state-of-the-art NLP models to extract and contextualize lead information. In particular, a BERT-based NER model (Devlin et al., 2019) identifies key entities with high accuracy, and a Siamese neural network matches these entities and facts to the user’s target profiles, ensuring that the leads presented are both relevant and qualified. This approach pushes the boundary of information extraction in a noisy, real-world web setting (cf. Etzioni et al., 2007; Etzioni et al., 2011), demonstrating its viability for business applications. We also incorporate recent advances in entity matching – e.g., using pre-trained language models for deep entity matching (Li et al., 2020) – to improve deduplication and profile merging.

	• Automated lead reporting with LLMs: we integrate large language models (GPT-4 class) to automatically generate concise reports for each identified lead. These reports emulate the analysis a human researcher might provide, summarizing why the prospect is noteworthy. Our use of LLM-based summarization in the sales context shows how generative AI can enhance interpretability and trust in AI-driven decisions by providing human-readable justifications for each recommendation. This aligns with emerging trends in explainable AI and human-AI collaboration in marketing.

	• Empirical validation: we evaluate scrapus on real-world data spanning multiple industries and present extensive experimental results. The system achieves strong performance metrics (e.g., over 90% precision in identifying relevant leads, with recall in the high-80% range), indicating its effectiveness. We also gather initial user feedback from sales professionals in a pilot deployment, which indicates that Scrapus’s leads and summaries significantly reduce manual workload and improve the speed and reach of prospecting. Together, these evaluations validate the practicality of our approach and its potential to drive productivity gains in business development.



Overall, Scrapus represents a significant step toward automating labor-intensive business processes through AI. By situating our work at the intersection of web mining, information extraction, and natural language generation, we aim to advance both the science and the practice of lead generation. The following sections describe the Scrapus architecture and components in detail (Section 3), present the experimental setup and results (Section 4), and discuss the implications of deploying such an AI-driven system – including limitations and future directions (Section 5). We also expand on how Scrapus serves as a case study exemplifying general trends in AI-based lead generation, thereby framing broader insights for researchers and practitioners in this emerging field.



2 Related work

AI-based prospecting and lead generation: relatively few academic studies have focused specifically on automated B2B lead generation. Early data-driven marketing research concentrated on lead scoring and qualification using internal data (e.g., CRM records). Van den Poel and Buckinx’s (2005) work on predicting online purchasing behavior is one example of leveraging company-internal datasets to prioritize existing customers. More recently, there has been interest in predictive lead scoring models that use machine learning on historical lead and conversion data. For instance, Nygård and Mezei (2020) present an experimental study on automating lead scoring with machine learning, treating it as a purchase probability prediction problem and demonstrating improved accuracy over rule-based scoring. González-Flores et al. (2025) developed a lead scoring model for a B2B software company using real CRM data, where a gradient boosting classifier outperformed other algorithms in identifying high-quality leads. Such works confirm that data-driven lead qualification can significantly boost sales performance, echoing broader findings that predictive scoring models tend to outperform traditional heuristic models. A recent systematic literature review by Wu et al. (2024) provides a comprehensive overview of lead scoring models and their impact on sales, noting the trend toward machine learning-based approaches and identifying key metrics for success. Our Scrapus system contributes to this line of research by expanding the scope from scoring known leads to discovering new leads on the open web and then scoring them – effectively combining prospecting with predictive qualification.

Web mining and focused crawling: scrapus builds upon concepts from web mining and focused crawling to gather relevant business information from the vast web. Traditional web crawlers (like those used by search engines) crawl exhaustively and are topic-agnostic, which is inefficient for targeted tasks – a limitation well-documented in foundational surveys on crawler architectures and strategies (Olston and Najork, 2010) – a limitation long recognized in the web mining literature (Liu, 2011). Focused crawling, introduced by Chakrabarti et al. (1999), is a goal-directed approach where the crawler starts from a set of topic-specific seed pages and selectively explores links likely to lead to more on-topic pages. Chakrabarti’s seminal system used a classifier to evaluate page relevance and a link prioritization strategy to guide the crawl, demonstrating that focused crawlers could build high-quality topical collections with far less overhead than unfocused crawlers. Subsequent research made focused crawling more adaptive and intelligent. Early approaches relied on static heuristics or supervised learning, but modern methods incorporate reinforcement learning (RL) to continuously improve the crawl strategy. For example, Grigoriadis and Paliouras (2004) applied temporal-difference learning to focused crawling, representing each page as a state and learning which outgoing links to follow to eventually reach relevant pages. More recently, Han et al. (2018) proposed an RL-based crawler that evaluates the long-term value of links by modeling the crawl as a Markov Decision Process, using linear function approximation to handle large state spaces. Kontogiannis et al. (2021) introduced TRES, an RL-empowered focused crawling framework that learns a policy for link selection and demonstrated significant improvements in harvest rate (ratio of relevant pages). In the cybersecurity domain, Kuehn et al. (2023) developed ThreatCrawl, which integrates a BERT-based page classifier into the crawl loop; at each step, a Transformer model judges if a page is on-topic (cyber threat intelligence) to decide crawl paths. Very recent work by Kuehn et al. (2025) applies a multi-armed bandit approach for dynamic web crawling, showing that adaptive link selection can improve data gathering for emerging information such as cyber threat reports. These studies underscore the value of learning-based crawling in quickly finding relevant information.

Scrapus’s web crawler adopts a focused, learning-based approach inspired by this literature. We cast crawling as an RL problem and combine it with multi-armed bandit techniques (similar to Kuehn et al., 2025) to balance exploration and exploitation. By doing so, our crawler “learns” over time which sites and link patterns yield business leads, dynamically adjusting its strategy. This goes beyond classical focused crawling by allowing the system to self-optimize its discovery process based on reward feedback (relevant leads found). Our approach also relates to the concept of topical locality on the web – the idea that relevant pages tend to link to each other – which underpinned early focused crawling algorithms. We enhance this with modern deep learning, using page content embeddings and context from NER/matching modules as state features for the crawler’s decision network. In essence, Scrapus’s crawler exemplifies the convergence of web mining and reinforcement learning: it merges the heuristic techniques from classic focused crawling with the adaptability of modern RL agents to create a highly efficient, goal-driven web spider.

Information extraction from the web: converting unstructured web text into structured knowledge is a central challenge for systems like Scrapus. This task draws on decades of research in information extraction (IE) and natural language understanding. Early IE systems were often pattern-based or used shallow parsing; for instance, the Snowball system (Agichtein and Gravano, 2000) applied bootstrapped pattern learning to extract relations from text. The field progressed toward more general web-scale extraction with projects like TextRunner (Etzioni et al., 2007), which pioneered open information extraction (Open IE), and NELL (Carlson et al., 2010), which demonstrated the feasibility of continual, web-based knowledge acquisition. Etzioni et al. (2007) Open IE approach showed that a single-pass extractor could scale to millions of web pages, albeit at the cost of some precision. Etzioni et al. (2011) described the second generation of Open IE systems (e.g., Ollie), which incorporated linguistic analysis to improve the quality of extractions. These efforts demonstrated the feasibility of automatically acquiring relational knowledge from arbitrary web text. In parallel, Named Entity Recognition (NER) matured as a technology for identifying persons, organizations, locations, etc., in text (Sarawagi, 2008), with recent models like BERT (Devlin et al., 2019) further advancing performance. Older NER models used conditional random fields and handcrafted features, with a major leap brought by biLSTM-CRF architectures (Lample et al., 2016), and later surpassed by transformer-based models like BERT (Devlin et al., 2019) which have achieved near-human accuracy on NER tasks. A 2024 survey by Keraghel et al. (2024) confirms that transformer architectures and pre-trained language models now dominate NER, enabling robust extraction even in complex contexts.

Scrapus’s information extraction module leverages these advances. We fine-tuned a BERT-based NER model to tag organization names, people, locations, and other entities relevant to B2B leads. As reported in recent NER surveys, transformer models can capture context that helps disambiguate entity mentions (for example, distinguishing a person’s name from a company name based on surrounding words). Our NER achieves high precision and recall, which is critical because missing a company name or mislabeling an entity could cause a true lead to be overlooked. Beyond NER, we include relation extraction to capture facts about the entities. Inspired by open IE approaches and the use of dependency parsing for finding relationships (e.g., “X acquired Y”), We implemented a lightweight relation extractor that looks for verbs and relation keywords connecting named entities, within a broader information extraction pipeline aligned with established frameworks for IE tasks (Sarawagi, 2008), adopting a weakly supervised approach inspired by distant supervision techniques proposed in early large-scale IE systems (Mintz et al., 2009). For example, if a page says “Acme Corp launched a new cybersecurity platform,” the system can extract a relation (Acme Corp – product launch → cybersecurity platform) indicating Acme’s activity in cybersecurity. We also integrate topic modeling [using LDA (Blei et al., 2003) and BERTopic (Grootendorst, 2022)] to characterize the page’s content themes. This helps filter out pages that contain relevant entities but are contextually off-target (e.g., a page mentioning a company in an unrelated news story). By combining NER, relation extraction, and topic analysis, Scrapus builds a rich semantic profile for each crawled page: not just a list of names, but an understanding of what the page is about and how any identified company is portrayed (industry, products, events, etc.). This comprehensive profiling is a step beyond traditional Open IE triples, tailored for lead generation needs.

A key challenge in web IE is handling noise and diversity in text. Web content ranges from well-structured news articles to informal blog posts or directory listings, which may vary significantly in credibility and factual accuracy (Figueiredo et al., 2021). We mitigate this by first performing content parsing and boilerplate removal – using techniques similar to Kohlschütter et al. (2010) Boilerpipe, we strip navigation menus, ads, and other clutter to isolate main textual content. Then our NER and relation extractors work on this cleaned textWe found that fine-tuning the NER specifically on business-related data (press releases, company descriptions) significantly improved recall for industry terms and new company names, echoing the findings of recent NER evaluations in specialized domains and aligning with early efforts to integrate approximate reasoning with statistical learning in information extraction systems (Diligenti et al., 2000). In our evaluation, the extraction module achieved ~92% F1 for entity recognition, substantially outperforming a baseline off-the-shelf NER tagger (which got ~ 85% F1). This aligns with the gap observed in earlier systems like ETAP, which reported ~77% F1 on event triggers – modern NLP can now push extraction accuracy much higher on open-web text.

Entity resolution and knowledge graphs: once individual pages are processed, a major question is how to integrate information about the same entity across multiple sources. This touches on research in entity resolution (ER) (also known as record linkage or coreference across sources) and knowledge graph construction. In lead generation, entity resolution is crucial: the system might find “Acme Corporation” on a news site and “Acme Corp.” on a business directory – these refer to the same company and should be merged to avoid duplicate leads. Traditional ER techniques use string similarity, rule-based matching, or heuristic blocking (Fellegi and Sunter, 1969; Christen, 2012). More recent approaches leverage machine learning: e.g., DeepMatcher (Mudgal et al., 2018) explored deep learning for entity matching in structured tables, and Li et al. (2020) showed that fine-tuning BERT can yield excellent results on entity matching tasks. In the context of web data, entity resolution can be challenging due to variations in names and lack of common identifiers. However, the rise of large-scale knowledge bases like Freebase (Bollacker et al., 2008), DBpedia (Lehmann et al., 2015; Bizer et al., 2009) and Wikidata (Vrandečić and Krötzsch, 2014) provides reference data that can assist in matching and enriching entities.

Scrapus uses a hybrid approach for entity resolution. On one hand, we apply rule-based blocking and string matching for obvious cases: e.g., we normalize company names (removing suffixes like “Inc.,” converting to lowercase) and check edit distances and token overlap to propose candidate matches. On the other hand, for more subtle matches, we employ a deep learning-based matcher. We drew inspiration from DeepMatcher and recent work by Peng et al. (2021) that introduced negative sampling to train deep entity matching models. In Scrapus, we encode entity profiles (e.g., a company name plus attributes like location or industry) into vector representations using a Siamese network (similar to our lead matching model) and consider two profiles a match if their embedding similarity exceeds a threshold. This learned matcher was trained on a labeled dataset of organization name variations and known duplicates (augmented with negative examples of similar but distinct names), following the approach of Peng et al. (2021). The result is a high precision matching system that can, for instance, recognize “Acme Corporation” and “Acme Corp” as the same entity while not conflating “Acme Corp” with “Acme Products” (which a naive substring match might do). Our ER component achieved near-perfect precision in tests (no false merges in our evaluation set) with only minor hits to recall (a few cases of very differently named subsidiaries not being merged). This performance aligns with recent findings that hybrid approaches (combining symbolic rules with neural embeddings) can outperform either alone.

The consolidated leads are stored in a knowledge graph (KG), which serves as Scrapus’s memory of discovered leads. We use a graph database (Neo4j) to store nodes for companies (and potentially related entities like people or products) and edges for relations (like Industry, FoundedYear, LocatedIn, Acquired relationships). This echoes the practice of many knowledge-based systems that integrate multi-source information into a network for querying and reasoning (Suchanek et al., 2007). Our KG schema is lightweight, focusing on core attributes of B2B interest: company name, sector, location, key persons, key events. By linking entities across pages, the KG enables Scrapus to aggregate facts that were fragmented across sources – for example, a funding announcement on TechCrunch and a hiring spree mentioned on the company blog can be linked to the same company node. We also enrich the KG with external data when available: if a scraped company is found in public datasets (e.g., DBpedia or Crunchbase via their APIs), we can import additional attributes such as official description or number of employees. This enrichment is guided by aligning the names or identifiers, leveraging our entity resolution module (similar to how knowledge fusion systems like Google’s Knowledge Vault merged web-extracted triples with known databases; Dong et al., 2015). The resulting knowledge graph not only feeds into the final report generation, but also plays a role in the crawling loop (to avoid revisiting known entities) and in lead filtering (we can query the KG for existing nodes to prevent duplicate output). In essence, the KG provides a structured, cumulative view of the discovered market intelligence. Using a knowledge graph in this way aligns with trends in enterprise AI, where knowledge graphs are used to organize and reuse information from multiple sources.

Lead qualification and matching: determining whether a discovered entity is a qualified lead (i.e., worth pursuing) is a critical step. This problem can be framed as a binary classification: given an entity’s profile and the user’s ideal customer profile (ICP), decide lead vs. non-lead. Traditional approaches in sales use manual scoring or simple rules for this (e.g., assign points for certain industry keywords, then threshold). In the AI context, this becomes a supervised learning task. Some recent works have applied machine learning to lead conversion prediction – e.g., Espadinha-Cruz et al. (2021) built a model to predict the conversion of leads in a telecom company using logistic regression, achieving improved conversion rates and segmentation efficiency. Gouveia and Costa (2022) developed a lead conversion prediction model for an education sector SME, also using logistic regression, which significantly improved lead conversion rates and saved time for marketing teams. More complex classifiers like gradient boosting and neural networks have been explored in other studies (González-Flores et al., 2025 used XGBoost and found it effective for lead prioritization). Additionally, representation learning techniques (word embeddings, graph embeddings) have been used to capture lead attributes in some research (Wu et al., 2024 discuss how various machine learning methods, including decision trees and SVMs, have been utilized in predictive lead scoring models).

Scrapus approaches lead qualification through a combination of similarity learning and ensemble classification. First, we employ a Siamese neural network to compute how well a candidate lead’s profile matches the target profile defined by the user. This draws on prior work in metric learning and semantic similarity for matching entities (e.g., using BERT for sentence pair similarity in Sentence-BERT). Our Siamese network takes as input (a) features of the candidate (like the vectorized company description, one-hot indicators of extracted keywords, etc.) and (b) features of the ideal profile (like embedded industry keywords, desired company size or region). It outputs a similarity score. We trained this network with a triplet loss: for a given positive example (a known relevant lead) and a negative example (a non-relevant company), the network learns to make the positive pair’s embedding distance smaller than the negative’s by a margin. We constructed a training set by labeling some companies as relevant or not to an example profile (using domain knowledge and public lists of companies in certain sectors). This approach is analogous to that used in deep entity matching tasks, and indeed recent studies show that such learned similarity functions can outperform static similarity measures in matching problems. In our experiments, this Siamese model was very effective at capturing nuanced matches – for example, it learned that a company describing itself as a “fleet management SaaS” is relevant to a profile looking for “logistics software providers,” even if the words differ (something a keyword filter might miss).

We do not rely solely on the Siamese similarity, however. We feed its output, along with other features, into an ensemble of classifiers that make the final lead/no-lead decision. Specifically, we implemented an XGBoost gradient-boosted tree classifier (Chen and Guestrin, 2016) as the primary model, and also trained a logistic regression and a random forest for backup. The features given to these models include: the Siamese similarity score, textual features (e.g., TF-IDF scores for presence of important keywords on the page), metadata like the page’s domain authority, and aggregated signals (e.g., if the knowledge graph shows the company has a certain revenue or employee count, which might indicate fit). The ensemble approach is designed to improve robustness – the tree model can capture non-linear combinations of signals, while the logistic regression provides a interpretable baseline, and we found that using multiple models via a soft voting scheme yielded a slight boost in precision. Only candidates that surpass a high-confidence threshold (optimized for precision) are considered qualified leads to pass to the reporting stage. This high threshold is intentional: in B2B sales, it is often preferable to miss a few good leads (which could perhaps be found later) than to waste time on many false positives. Our classifier ensemble was tuned accordingly, similar to how marketing teams often favor precision in lead scoring to ensure salespeople focus on the best opportunities.

By combining learned semantic matching with feature-based classification, Scrapus’s lead qualification module achieves both high precision and recall. In our evaluation, it attained ~89.7% precision at ~86.5% recall (F1 ≈ 0.88) for classifying leads vs. non-leads. This substantially outperformed a simpler keyword-based classifier we tested (~80% precision, 78% recall). It also compares favorably to earlier lead scoring efforts – for instance, Espadinha-Cruz et al. (2021) reported improved conversion rates with their model but did not reach such high precision; and the legacy ETAP system’s overall pipeline had F1 ~ 0.77 on trigger event detection. Scrapus’s higher accuracy can be attributed to the richer feature representation (thanks to NLP and the knowledge graph) and the use of advanced learning algorithms. In practical terms, this means nearly 90% of leads that Scrapus flags would be considered correct matches by human evaluators, and it finds ~86% of all the truly relevant leads that are present in the test set – a strong result that translates to more efficient sales prospecting. Remaining mismatches tended to be edge cases (e.g., borderline companies or very sparse data pages). These could potentially be mitigated in future by incorporating user feedback – for example, using reinforcement signals if a sales team member marks a suggested lead as irrelevant, which could further train the model (an idea we revisit in the Future Work section).

LLM-based summarization: the final step of Scrapus is generating a written summary for each qualified lead, explaining who the lead is and why it’s a good opportunity. This falls under the domain of text summarization and natural language generation, but with a twist: it’s not summarizing a single document, but rather synthesizing information from the knowledge graph (multiple sources) tailored to the user’s interests. In recent years, large language models like OpenAI’s GPT-3/GPT-4 have shown remarkable ability in summarization and report generation. Techniques such as prompt engineering and fine-tuning allow these models to produce coherent, contextually relevant text from structured inputs, reflecting the transformative potential of foundation models in diverse domains (Bommasani et al., 2021). For instance, the GPT-3 model (Brown et al., 2020) was shown to be a proficient few-shot summarizer of text, and subsequent models (e.g., InstructGPT by Ouyang et al., 2022) further improved alignment with user instructions by using reinforcement learning from human feedback (RLHF). There have also been domain-specific summarization systems, such as for product descriptions or financial reports, which combine factual data with generation (sometimes known as data-to-text systems). A relevant concept is retrieval-augmented generation (RAG), where background facts are retrieved and fed into an LLM to ground its output (Lewis et al., 2020). This is particularly useful to reduce hallucinations and ensure accuracy, a known challenge with LLMs where models may generate plausible-sounding but incorrect statements if not properly grounded.

In Scrapus, We implement a hybrid data-to-text generation pipeline using GPT-4 (via the OpenAI API) and experiment with Google DeepMind’s Gemini model for comparison (OpenAI, 2023). For each lead, we retrieve key facts from the knowledge graph: e.g., the company’s name, what industry it is in, any recent events we captured (like “raised $10 M funding in 2023” or “expanded to Asia”), and why it matches the user’s profile (perhaps “offers AI-driven logistics solutions,” etc.). We then construct a prompt that includes these facts in a structured form (like a bulleted list or a template) and instruct the LLM to produce a concise paragraph summary emphasizing the lead’s relevance. For example, a prompt might look like: “Company: Acme Corp. – Sector: Cybersecurity – Location: Berlin – Key facts: recently launched an AI-based threat detection platform; hiring engineers (team grew 50% this year). Profile match: looking for mid-size AI software providers in Europe. Task: Write a brief summary of why Acme Corp. could be a good sales lead, highlighting its AI focus and recent growth.” Using GPT-4 with such prompts, we consistently got high-quality summaries that required minimal editing. The model is able to infer implicit connections (e.g., if a company is growing and in the target sector, it is likely a promising prospect) and phrase the summary in a professional tone.

To ensure factual accuracy, we take advantage of the knowledge graph grounding. We explicitly instruct the LLM to only use the given facts and not introduce new information. Additionally, for critical details like numbers or names, we often insert them verbatim into the prompt rather than expecting the model to recall them. This mitigates hallucinations, in line with observations by Petroni et al. (2019) that LMs can act as knowledge bases but benefit from provided facts for reliability. In our evaluation of 100 generated summaries, only 3 contained minor factual errors, and none of those affected the overall understanding of the lead. This is a strong outcome, indicating that our approach of prompt-grounding plus the inherent training of GPT-4 on large knowledge corpora yields mostly accurate and relevant outputs. For additional safety, one could incorporate a post-generation fact-check (e.g., cross-verify any numeric statements against the KG), which we note as a future enhancement.

We also integrate multimodal capabilities in a limited fashion. Using the Gemini 1.5 model (Google DeepMind, 2024) which can handle text and images, we experimented with feeding the company’s logo or a screenshot of their website alongside text to see if it enriched the summary. This is exploratory, but the idea is that an image might convey something (e.g., the logo could indicate the brand or the website design might hint at the company’s modernity or industry through visuals). While multimodal summarization is still cutting-edge, we mention it to highlight the forward-looking nature of Scrapus: as models like Gemini become more advanced, a future Scrapus could analyze not just textual data but also visual cues (product images, etc.) for a more holistic profile. This could be especially relevant for certain industries (e.g., manufacturing, where images of facilities or products might be available).

The end result of the summarization stage is a brief natural-language report for each lead, akin to what a sales analyst might write after researching the company. An example output might be: “Acme Corp – A mid-sized cybersecurity company based in Berlin. Acme recently launched an AI-driven threat detection platform and expanded its engineering team by 50% this year. These developments, along with a successful $10 M funding round in 2023, suggest Acme is growing rapidly. Why a lead: Acme’s focus on AI solutions in cybersecurity aligns with our firm’s target profile for AI-based software providers in Europe, indicating a strong potential fit for our B2B services.” Such a summary is concise (typically 3–5 sentences) yet rich in information and tailored justification. In our user study, 92% of participants (sales professionals) rated these AI-written reports as satisfactory or very useful, a significantly higher approval than for baseline extractive summaries. Participants often commented that Scrapus summaries were “concise yet comprehensive, highlighting unique selling points.” This positive reception is in line with trends in sales enablement where personalized insights are highly valued. Providing a rationale in the summary (the “why it matches the profile” part) adds transparency to the AI’s recommendation, which can increase trust and adoption of the system’s outputs – a critical factor in the responsible deployment of generative AI systems as emphasized in recent multidisciplinary evaluations (Dwivedi et al., 2023). Our approach here connects to research on explainable AI and human-AI collaboration – by giving the sales user a human-readable explanation, Scrapus’s recommendations become more than just scores; they are actionable intelligence.

In conclusion, the related work spans multiple fields: web crawling, information extraction, entity resolution, machine learning for lead scoring, and text generation. Scrapus is an attempt to fuse these into one coherent system for AI-based lead generation. In doing so, it addresses gaps noted in earlier studies (no single work covered all steps) and takes advantage of state-of-the-art methods in each component. The next section (Methodology) delves deeper into how we realized this integration, detailing each component’s design and our implementation choices, many of which were informed by the literature discussed here.



3 Methodology

Scrapus follows a multi-stage pipeline that integrates crawling, information extraction, entity resolution, knowledge graph enrichment, and large language model summarization. This section details each module’s design and the AI techniques employed, highlighting how they interoperate to convert raw web data into actionable B2B lead reports. Figure 1 provides an overview of the system architecture, from web data acquisition to report generation.

[image: Flowchart diagram depicting a lead generation data pipeline. Inputs are user profile and multiple data sources, followed by steps for crawling, rendering, information extraction, lead scoring, entity resolution, knowledge graph building, large language model summarization, and resulting in an insightful lead report.]

FIGURE 1
 Overview of the scrapus system architecture.


Figure 1 illustrates the pipeline: an RL-guided web crawler feeds pages into an extraction module, which populates a knowledge graph; a matching/classification module filters leads, and an LLM generates final summary reports.

The pipeline is engineered to intelligently discover relevant web content, distill structured knowledge about potential leads, and automatically produce high-quality summaries tailored to user-defined business profiles. In the following subsections, we describe each layer of the Scrapus system, emphasizing the novel integration of reinforcement learning, transformer-based NLP, and knowledge-driven summarization in a unified lead generation framework.


3.1 Focused web crawling and data acquisition

At the foundation, Scrapus employs a focused web crawler that autonomously navigates the open web to find pages likely to contain information about potential business leads. We cast the crawling process as a reinforcement learning (RL) problem, modeling the web as an environment and hyperlinks as actions. Each state is represented by features of the current page (we use a combination of content embeddings and URL tokens), and the crawler (agent) learns a policy to choose the next link that maximizes an expected “lead relevance” reward.

In practice, we implement this with a Q-learning approach enhanced by a multi-armed bandit (MAB) scheduler. The agent maintains Q-values for state–action pairs (page→link decisions), which estimate the long-term reward of following certain links. An epsilon-greedy strategy is used to balance exploration of new sites vs. exploitation of known good paths. We incorporated ideas from bandit algorithms to dynamically prioritize promising domains: the crawler keeps track of which seed domains have historically yielded relevant pages and allocates crawl budget proportional to that success (similar to a bandit’s allocation of pulls to higher-reward arms). This hybrid RL + MAB strategy is influenced by recent research like Kaleel and Sheen (2023), who showed that a decaying-epsilon greedy policy can improve focused crawler learning by encouraging early exploration followed by exploitation. Our approach similarly starts with broad exploration and gradually becomes more selective as the crawler learns which areas of the web are most fruitful.

State and Reward Design: Each page’s state representation combines textual and structural features. We obtain a sentence transformer embedding (Reimers and Gurevych, 2019) of the page’s main content text, which captures its semantic context. We also include the presence of any known target keywords (flag features) and simple metadata like page depth and similarity to seed pages. Additionally, we encode the page’s URL and title via a character-level embedding to capture clues (e.g., “/news/” in URL might indicate a news page). The reward is defined based on lead relevance: when the extraction module (Section 3.2) identifies a potential lead on a page, the crawler receives a positive reward. Specifically, we give a reward of +1 for a page that yields at least one qualified lead (after matching), a smaller reward (e.g., +0.2) for pages that contained a target entity but were not ultimately qualified (to encourage finding companies even if not perfect matches), and a penalty (e.g., −0.1) for pages with no relevant info (to discourage fruitless paths). These reward values were tuned empirically. The sparse nature of rewards (many pages have no leads) makes this a challenging RL problem; to tackle that, we incorporate n-step returns and reward shaping – giving a tiny negative reward for each page crawl to incentivize efficiency (similar to avoiding time-wasting behavior) an approach that resonates with principles of active learning where maximizing information gain per sample is crucial (Settles, 2010).

Learning algorithm: we use a deep Q-network (DQN) with replay memory and target network stabilization (Mnih et al., 2015) to learn the Q-function for link choices. The network takes the state features and outputs Q-values for candidate actions (outgoing links). However, the number of outgoing links can be large and variable. We handle this by pruning obvious irrelevant links using a classifier (this link classifier is a small model that filters out links pointing to, say, non-HTML content or unrelated domains; it’s trained on a sample of links from relevant vs. irrelevant pages). We then select the top-K links by this heuristic to consider in the RL action space (K set to 10 in our implementation). Among these, the highest Q-value link is chosen (with epsilon-greedy randomness). The DQN is updated continuously during crawling (we treat each crawl as an episode segment – in practice we run thousands of episode segments in parallel threads). The RL training uses a reward discount factor of γ = 0.9 to value future lead discoveries while still prioritizing near-term ones.

Our crawler operates in a distributed fashion with multiple agent instances crawling in parallel threads. Each agent shares the same Q-network parameters (updated centrally), akin to a parallel DQN training scenario. We found that this speeds up learning and mimics how a real web crawler would be multi-threaded. We also integrated headless browser automation (Selenium) for pages requiring JavaScript to render content, which our crawler can invoke when encountering such sites (this significantly improved coverage of modern sites like single-page applications that a basic HTTP fetch would miss). Using headless browsers does slow down crawling, so we limit it to domains likely to need it (we maintain a list of known heavy-JS sites like LinkedIn).

Seeds and Initialization: Scrapus accepts user-defined seeds in the form of seed URLs or keywords related to the target profile. For example, if the user is interested in AI-driven healthcare startups, seed inputs might include the URL of a known healthcare startup directory and keywords like “AI healthcare startup funding.” We generate initial seed URLs from these by using a search API (Bing or Google) to find top pages for the keywords – essentially bootstrapping from traditional search results to start the crawl. We also include the seeds themselves if they are URLs. These seeds form the initial frontier for the crawler. As the crawler runs, it continuously adds new discovered URLs to the frontier (with priority determined by the learned Q policy and bandit domain weighting).

Continuous learning: one powerful aspect of framing crawling as RL is that Scrapus improves over time. In early iterations, it might crawl somewhat blindly or follow generic patterns (e.g., go to lots of pages on well-known sites). But as it accumulates experience, it starts to discern patterns: for instance, it might learn that tech news sites or “about us” pages on company websites often lead to relevant info, whereas random blog links do not. In our experiments, after a few thousand pages, the crawler’s harvest rate (relevant pages/page crawled) increased significantly and continued to rise until leveling off near ~15%. This means it learns to avoid a lot of junk. We also observed specialization behavior: when given different profiles, the crawler automatically gravitated to different parts of the web – e.g., for a software profile it found and focused on sites like TechCrunch, GitHub project pages, startup directories, whereas for a healthcare profile it focused on medical industry news sites and health tech blogs. This emergent behavior illustrates the benefit of learning-based crawling, as also noted by prior works (e.g., Grigoriadis and Paliouras, 2004 reported their crawler learned to favor certain link contexts over time). In Section 4, we present quantitative results of crawling efficiency, showing Scrapus’s RL-enhanced crawler achieved roughly a threefold higher relevant-lead yield compared to a non-RL baseline under the same page budget.

To summarize, our crawling module combines focused crawling principles (goal-oriented link selection) with reinforcement learning (self-optimizing via reward feedback) and bandit heuristics (to allocate focus to productive domains). This design builds on a strong foundation in web mining research and tailors it to the lead generation task by using lead discovery as the optimization objective. It provides Scrapus with a powerful mechanism to seek out leads across the open web in a scalable and intelligent manner.



3.2 Information extraction and entity recognition

Once a page is fetched, the information extraction layer parses and analyzes its content to identify specific entities and facts of interest. We first apply content parsing to eliminate boilerplate (navigation menus, ads, templates) and isolate the main textual content of the page. We use a rule-based DOM analysis combined with the Boilerpipe algorithm (Kohlschütter et al., 2010) to extract the primary text. This step is important because it reduces noise and ensures subsequent NLP operates on coherent content (in our tests, Boilerpipe-style cleaning improved NER precision by removing unrelated navigation text that could otherwise be misinterpreted as entities).

From the cleaned text, Scrapus performs Named Entity Recognition (NER) using state-of-the-art transformer-based models. Specifically, we fine-tuned a BERT model (Devlin et al., 2019), which is based on the Transformer architecture introduced by Vaswani et al. (2017), for NER on an annotated corpus of business news and web pages. Our NER tags entities of types: Organization, Person, Location, and a custom type for Product/Service (to capture product names, which are relevant in tech lead gen). We leveraged the Hugging Face Transformers library with a base model bert-base-cased and added a token classification head. Fine-tuning was done on a dataset of ~10,000 sentences annotated for entities (we combined CoNLL-2003 data for general entities with our in-house annotations of ~1,000 sentences from press releases for product names and company-specific terms). The resulting model achieved ~92% F1 on our validation set, consistent with expectations for BERT NER in English. According to a recent survey (Keraghel et al., 2024), transformer models have largely surpassed earlier NER methods in accuracy and require minimal feature engineering – our experience aligns with this, as we did not need hand-crafted rules beyond providing domain examples during fine-tuning. The high recall of our NER ensures that if a company or person is mentioned, we are likely to catch it. High precision ensures we do not erroneously tag common nouns as companies (which could lead to false leads). For example, in a sentence like “Apple launches a new product,” our NER correctly tags “Apple” as an Organization (a tech company) rather than a fruit, thanks to context and pre-trained knowledge. This contextual ability is a major advantage of transformer NER over older models.

Beyond NER, we perform relation extraction (RE) and topic analysis to enrich the context of identified entities. For RE, we built a simple rule-based extractor augmented with transformer embeddings for relation classification. Specifically, after identifying entities on a page, we examine the dependency parse (using spaCy’s parser) to find verbs or keywords that connect entities. We target relations that are useful for leads, such as: Company – [is] in – Industry, Company – launched – Product, Company – acquired – Company, Person – joined – Company, Company – located in – Location, etc. We crafted patterns for a dozen such relations. To decide if a particular sentence indeed expresses the relation (and not something incidental), we use a BERT-based classifier that takes the sentence and the entity mentions as input and outputs a relation label or “none.” This classifier was trained on a small dataset of 1,500 sentences we labeled from news (with examples of acquisitions, product launches, etc.). While this RE component is not as sophisticated as full Open IE, it is tailored to capture the facts most relevant to B2B leads. It substantially improves the semantic profile – for instance, knowing that “Acme acquired BetaCorp” is more informative than just seeing the two company names on the page. In our evaluation, the RE component had precision ~0.85 for core relations (some misses were due to very complex sentences or metaphors being misclassified). We plan to extend this with more training data, but even in current form it adds value by structuring facts. Our approach echoes early work like Etzioni et al. (2011) which noted that recognizing relationships and events can be as important as identifying entities for applications like lead generation.

For topic analysis, we use two methods: Latent Dirichlet Allocation (LDA; Blei et al., 2003) and BERTopic (Grootendorst, 2022). LDA provides a distribution of topics (we set 20 topics in our model trained on a large set of business articles) for the page, which we then label in plain terms (e.g., topic might correspond to “finance news” vs. “product announcement”). BERTopic uses BERT embeddings with c-TF-IDF to find coherent topics per document; we use it to generate a short list of key phrases summarizing the page’s content (this often surfaces industry jargon or product categories mentioned on the page). For example, BERTopic might output terms like “logistics optimization, supply chain AI” for a page, indicating its theme. We include these as part of the page’s profile. Topic analysis is mainly used as a filtering aid: if a page’s dominant topics are unrelated to the target profile, the matching stage can downgrade it. Conversely, relevant topics strengthen the match. This helps in cases where an entity appears in irrelevant context (e.g., a blog post that just name-drops a company in a long unrelated story – NER would catch the name, but topic analysis would show the page is about something else entirely, so we can discard it).

After extraction, for each page we construct a page profile object containing: (a) all extracted entities (with types), (b) any extracted relations (in subject-predicate-object form), (c) the main topics or keywords of the page, and (d) metadata (page URL, title, crawl timestamp). For example, a page might yield a profile: Name: Acme Corp; Type: Company; Industry: Cybersecurity; Location: Berlin; Fact: launched “AI ThreatGuard” product; Fact: acquired BetaCorp in 2022; Topic: cybersecurity, AI, threat detection. This structured profile is then passed to the matching/classification module.

In summary, the Information Extraction module of Scrapus is a NLP pipeline that transforms unstructured web text into structured data about leads. It applies Transformer-based NER for high-quality entity identification, uses relation extraction to capture salient facts about those entities, and topic modeling to contextualize the page. We leveraged current best practices and models (BERT, etc.) as well as custom rules tuned to our domain. This ensures that by the time we evaluate a page as a potential lead, we have a rich understanding of what that page says. The reliability of this layer is evidenced by the high extraction accuracy we achieved (Section 4.2), which in turn underpins the strong performance of the subsequent lead matching and summarization steps.



3.3 Lead profile matching and candidate classification

In the next layer, Scrapus evaluates the extracted page profiles to decide whether they correspond to a high-potential lead as defined by the user’s criteria. This stage can be viewed as a lead scoring or lead classification step on the candidates generated by the crawler and extractor. Our approach here combines semantic similarity learning with supervised classification to achieve robust results.

First, we encode both the candidate profile (the features of the extracted company/page) and the ideal lead profile (derived from user inputs such as target industry keywords, company size range, geographic focus, etc.) into a semantic embedding space. We utilize a Siamese network architecture for this, as mentioned earlier. Concretely, one tower of the Siamese network takes the candidate profile and the other takes the target profile, and the network outputs a similarity score (between 0 and 1). Each profile (candidate or target) is represented by a feature vector: we include TF-IDF weighted keywords from descriptions, one-hot encodings for industry classification (based on recognized industry terms), binary flags for any must-have criteria (like “HQ in Europe”), and continuous features like company age or size if available. To get a dense representation, these features are fed through a fully connected layer that produces a 128-dimensional vector for each profile. The Siamese network is trained using labeled pairs: we prepared a training set of profile pairs (candidate, target, label) where label = 1 if the candidate would be considered a good lead for the target, 0 if not. We bootstrapped this by taking some known good leads (from CRM data of a collaborating company) as positive examples and randomly pairing companies from different industries as negative examples, then refined it manually for borderline cases. We used triplet loss training: for each positive pair (A, B) we include a negative example (A, C) and train such that distance (A, B) < distance (A, C) by a margin. This kind of training is common in one-shot learning and has been effective in entity matching problems as well. The network quickly learned useful signals; for instance, it learned to associate semantically similar terms (if target profile has “logistics,” and candidate’s text has “supply chain,” the network still yields a high similarity due to semantic embeddings within the network). We found that incorporating pre-trained language model embeddings (like averaging BERT embeddings of key text fields) as part of the input improved performance – essentially the network gets some notion of semantic closeness from BERT and can refine it with the structured features.

Notably, our similarity model captures nuances beyond simple keyword overlap. For example, one test target profile was looking for “AI-driven healthcare startups.” Our Siamese model correctly gave high similarity to a candidate described as “a machine learning platform for medical image analysis,” even though the words differed (“machine learning” vs. “AI,” “medical” vs. “healthcare”), since in the embedding space these concepts are close. A simple rule-based filter might not match those. This demonstrates the value of learned similarity, consistent with findings in deep entity matching literature where learned text representations significantly outperform static similarity measures (Barlaug and Gulla, 2021). In fact, our model architecture was inspired by Sentence-BERT (Reimers and Gurevych, 2019) which also uses a twin network to produce semantically meaningful sentence embeddings. Here we effectively have “lead profile embeddings.”

After obtaining the Siamese network’s similarity score, we still perform a more explicit classification step. The reason is to incorporate additional signals and enforce precision by combining multiple criteria. We feed features into an ensemble of classifiers (as mentioned: XGBoost, logistic regression, random forest). The features include: the Siamese similarity, the count of target keywords present in the page, the topical similarity (cosine similarity between topic vectors of candidate and target), whether certain required conditions are met (if the user specified “company size > 50,” we have a feature for whether we found evidence the company is larger than 50 employees, etc.), and quality signals like page authority (as a proxy for company credibility). The XGBoost model (Chen and Guestrin, 2016) tended to dominate in performance. We trained these classifiers on a labeled set of candidates (the same we used for training Siamese, each candidate marked relevant or not). The ensemble’s output is a probability that the candidate is a good lead. We set a high classification threshold (optimized on validation to yield ~95% precision, sacrificing some recall). Only candidates above this threshold are considered “qualified leads” and move on to knowledge graph insertion and summary generation.

This conservative filtering is deliberate. As noted in Section 2, studies like Stadlmann and Zehetner (2021) found that while ML-based lead scoring can outperform traditional methods, combining multiple models or human insight is beneficial to avoid over-confident false positives. By using an ensemble and a strict cutoff, we emulate a cautious approach: essentially, Scrapus only flags leads when both the semantic match and other signals all strongly agree, reflecting a multi-criteria decision framework similar to those advocated by Bohanec et al. (2016). This ensures salespeople using Scrapus get a list of leads with very low noise.

We also log the rationale for each lead (for transparency). The system can output something like: “Lead X matched with similarity 0.92; classified as lead with 95% confidence. Top factors: Industry match (AI & healthcare), Keyword match (‘medical AI’ found), Profile criteria met (location US, size ~100 employees).” This kind of explanation can be derived from feature contributions in the ensemble and from the Siamese model’s attention (we can highlight which words contributed if needed). Research by Libai et al. (2020) emphasizes the importance of transparency when AI is used in customer relationship management. In line with that, we designed Scrapus to not be a “black box” – the summary itself provides context, and internally we can trace why a lead was scored high (akin to an explanation).

The output of this stage is a set of qualified leads, each associated with a structured profile (from the knowledge graph) and ready for reporting. In our evaluations, this stage drastically narrowed down the thousands of pages crawled to a succinct list of top leads. For instance, in one run, out of ~50,000 pages crawled, about 7,500 had some relevant info, and finally 300 were deemed high-quality leads – a compression that indicates the effectiveness of our multi-step filtering.



3.4 Knowledge graph construction and entity resolution

Validated lead profiles are then aggregated and stored in a knowledge graph (KG), which serves as a centralized repository of discovered companies and their attributes/relationships. We chose a graph representation because it naturally models the interconnected facts about leads and allows easy querying (e.g., find all leads in a certain industry) and integration of new data. We implemented the KG using Neo4j, a popular graph database, and define a simple ontology for B2B leads: the primary node type is Company, and we have supporting node types like Person, Product, Industry, Location (some of these we treat as literal properties instead of separate nodes if they are simple strings). Edges capture relations like COMPANY –[inIndustry] → Industry, COMPANY –[basedIn] → Location, COMPANY –[hasProduct] → Product, Person –[worksAt] → Company, Company –[acquired] → Company, etc. We also store summary statistics like the lead’s score as properties on the Company node.

When a new lead profile is qualified, we either create a new Company node or merge with an existing node if it represents the same entity (using our entity resolution logic described earlier in Section 2 and methodology). Entity resolution here operates at the company level: if two different pages yielded “Acme Corp” and “Acme Corporation” and our resolution model says they are the same, we merge their data. Neo4j’s schema allows us to specify a primary key (we use normalized company name), but since names can clash (different companies with similar names) or vary, we incorporate our learned matcher. In practice, for each new profile, we query the KG for any existing company with a name that has high Jaccard similarity or common tokens; for each candidate we compute the Siamese match (from Section 3.3, but we trained a variant specifically for matching company identities using name and location features) and if above a threshold (e.g., 0.95 for a very likely match), we merge. Otherwise we create a new node. As a safeguard, we do not merge if two profiles have conflicting critical data (e.g., very different locations or industries) even if names are similar – this avoids occasional wrong merges in case of name collisions.

The knowledge graph enrichment process allows Scrapus to integrate information across multiple pages and sources. For example, one page might tell us “Acme Corp – founded in 2010 by John Doe,” another page (later crawled) might say “Acme Corp raised Series B funding of $15 M,” and perhaps another source provides “Acme Corporation is based in Berlin.” Each page individually is useful, but the KG aggregates: the Acme Corp node will have Founded: 2010; Founder: John Doe; Funding: $15 M Series B; Location: Berlin; Industry: Cybersecurity. This complete profile is more than the sum of parts and is exactly the kind of holistic view a salesperson would want. It also improves the final summary generation, since the LLM can be fed all these facts to produce a richer summary.

To further enrich, we interface with external knowledge bases when possible. We integrated a simple lookup that takes a company name and searches DBpedia and Wikidata for it (via SPARQL queries). If found, we import certain properties like abstract/description, number of employees, parent company, etc. This is done cautiously to avoid erroneous data – we require a high confidence match (exact name match or known unique identifier). This feature was particularly useful for well-known companies that appeared in our crawl (though our focus is on finding lesser-known leads, sometimes big companies appear as context – we enrich them mainly to help the LLM avoid hallucinating or to provide baseline knowledge). Such linkage to Linked Data follows the approach of many semantic web projects that combine web-mined info with linked open data for completeness. In our tests, linking to DBpedia was accurate for ~60% of tested companies (mostly mid-size and up have entries), and those entries added nice context (e.g., DBpedia might give “Acme Corp is a cybersecurity software company founded in 2010 and based in Berlin”). We include those in the KG as well.

The knowledge graph not only accumulates data but also serves as a memory to avoid redundancy. The crawler queries the KG to skip crawling pages about companies we have already seen (unless a page appears to have new info, but that is an advanced consideration we have not fully implemented – currently if a company is known, we deprioritize pages that look similar to ones already processed). The lead matching stage also benefits: if a new page mentions a company already in the KG with certain attributes, that context can immediately help decide relevance. Essentially, the KG provides continuity across the pipeline’s iterations.

By using a KG, our approach aligns with the trend that knowledge graphs are becoming integral in enterprise AI for connecting disparate information and enabling queries over the aggregated knowledge. In Scrapus, a user could query the KG with Cypher (Neo4j’s query language) to get additional insights, e.g., “list all identified leads in the cybersecurity industry with funding > $10 M.” While this is outside the core functionality we expose, it demonstrates extensibility – Scrapus is not just a black box that spits out leads, it builds a knowledge base of the domain that organizations could leverage for analytics or decision support.



3.5 Report generation via LLM summarization

For each confirmed lead in the knowledge graph, Scrapus generates a concise natural-language report that summarizes why this entity is a promising prospect. This is the final stage of the pipeline, turning structured data into a narrative useful for end-users (sales teams). We leverage large language models for this task, taking advantage of their fluent text generation and reasoning capabilities.

Our report generation process is a hybrid of template-driven and model-driven approaches. We begin by retrieving the relevant facts about the entity from the KG: typically the company name, location, industry, any notable events or attributes (e.g., “recently raised $15 M Series B” or “expanding to Asia”), and key reasons it matches the profile (which we derive from the matching score breakdown, like “uses AI in X domain,” “operates in target region,” etc.). We then construct a structured prompt for the LLM. For example, we might create a prompt text like:


“Generate a brief lead summary for the following company:\n- Name: Acme Corp\n- Industry: Cybersecurity (AI-driven threat detection)\n- Location: Berlin, Germany\n- Founded: 2010, ~200 employees\n- Recent News: Raised $15 M Series B funding in 2023; Acquired BetaCorp in 2022\n- Alignment: Uses AI in cybersecurity (matches profile of AI security solutions); Growth indicators (expansion and funding suggest potential need for services).\nWrite 3–4 sentences highlighting who Acme is, recent notable events, and why it’s a good sales prospect.”


We input this to GPT-4 via OpenAI’s API with appropriate system instructions (to ensure a formal tone and factual focus). The LLM then generates a paragraph. We found GPT-4 very adept at this: it usually starts with a sentence about what the company does, then mentions the funding or other events, and concludes with a sentence linking to why it is a valuable lead (often rephrasing our “Alignment” hints in the prompt). We also experimented with not giving an explicit “Alignment” hint and letting the model infer it. GPT-4 often can infer if properly prompted (e.g., it sees AI and funding and knows investors look for such, etc.), but to ensure consistency we do give it the key points to include.

To test diversity, we also used Google’s Gemini 1.5 (a multimodal LLM) on a subset of leads. It performed similarly in text (perhaps slightly less creative but still correct). The advantage of Gemini is the potential to incorporate images – we tested giving it a company’s logo image along with text, and in one case it commented something like “(Their logo, showing a shield, underscores their focus on security)” which was an interesting addition. This is a glimpse of how future multimodal capabilities might enrich such summaries.

We enforce factual accuracy through prompt engineering: the prompt explicitly states facts, and we instruct ‘only use the provided information’. This is aligned with prior work addressing hallucination and source-faithfulness through hybrid generation-copying mechanisms, such as pointer-generator networks (See et al., 2017). Furthermore, this approach helps avoid hallucination and improves the factual alignment of summaries, paralleling advances in alignment techniques using human feedback to guide model optimization (Stiennon et al., 2020). This approach complements earlier techniques using reinforcement learning to align summarization outputs with factual or stylistic objectives (Paulus et al., 2017). GPT-4 generally follows this well (especially since the facts cover what we want to say). We observed near-zero hallucinations about numeric facts or names when the prompt included them. The only minor hallucinations were sometimes adding a generic positive spin (e.g., “rapidly growing” even if we did not explicitly say that, but if funding and hiring are present, that is actually a fair inference rather than hallucination). Human evaluators did not flag these as issues. If needed, we could tighten the style to be strictly factual, but user feedback indicated that a bit of positive phrasing is actually desirable in sales materials.

Each summary is kept short (about 50–100 words) to ensure it is quick to read. We also considered using bullet points vs. narrative text. We presented both to pilot users; the consensus was that a narrative paragraph reads more smoothly and is easier to forward to clients or colleagues as-is, whereas bullet points feel more like internal notes. So we stuck with narrative form, which the LLMs handle well (cohesion and sentence flow are strengths of these models).

We measure summary quality in two ways: automatic metrics and human ratings. Automatic metrics like ROUGE are less meaningful here (there is no single “reference” summary). Instead, we looked at compression (how well the summary covered key facts) and linguistic quality. The summaries typically cover ~80% of the key facts we list (some very minor details may be omitted for brevity). They are all fluent and grammatically correct (no surprise with GPT-4). The human evaluation was the main measure: as mentioned earlier, 92% found them satisfactory or very useful, vs. 72% for baseline extractive summaries. The baseline we compared was an extractive approach: simply taking the first few sentences of the company’s “About us” page or Wikipedia entry if available, which is a naive way a human might summarize. Those were often not tailored or missed why the company is a good lead. In contrast, Scrapus summaries explicitly mention the selling points relative to the user’s needs (because we include that in the prompt). This aligns with best practices in sales communications – always tie the facts back to the customer’s interest (here, the user’s profile), which also echoes principles of decision support systems that emphasize transparency and multi-criteria reasoning in recommendation logic (Bohanec et al., 2016).

Finally, the generation step benefits from continuous improvements in LLMs. As new models (like GPT-4’s successors or open-source models) emerge, we can plug them in. We designed our prompt to be model-agnostic as much as possible (no model-specific tokens). If needed for scale or privacy, one could use an in-house model (like an open LLaMA variant) fine-tuned on a corpus of lead summaries to mimic this style. Some recent work on fine-tuning LLMs for business domains (e.g., Feuerriegel et al., 2024; Fehrenbach et al., 2025 discuss generative AI in business intelligence) indicates it is feasible to adapt smaller models for such tasks. In our research prototype, using the API of a top-tier model was simplest and produced excellent results, so that was our choice.



3.6 Novel integration and workflow

The combination of these components – focused RL crawling, transformer-based IE, knowledge graph memory, semantic matching, and LLM summarization – is what makes Scrapus a novel system in the context of lead generation. Individually, each component draws on existing research, but integrating them required addressing several engineering challenges: ensuring data flows properly (e.g., the asynchronous nature of crawling vs. synchronous nature of model inference – we set up a pipeline where batches of pages from crawler are sent to IE, which then queues profiles for matching, etc.), handling errors gracefully (if the extractor fails on a page due to an unexpected format, we catch it and move on), and optimizing for speed (we parallelized wherever possible; the slowest part is the LLM API calls for summaries, but since that is the final step on a limited set of leads, it is manageable). We also had to decide how to evaluate success at each stage and tune accordingly – the RL crawler was tuned to maximize relevant pages; the IE was tuned for high recall; the matcher was tuned for precision; the summarizer was tuned for user satisfaction. Balancing these ensures the end-to-end performance is strong.

One interesting integration aspect is the feedback loop: the knowledge graph and matching outcomes feed back into the crawler’s learning. While not yet fully implemented as a closed loop (we have not retrained the crawler’s RL policy on the fly using final lead outcomes – we could, theoretically), we do use intermediate signals like “extracted an organization that matched profile” as the reward. In a future iteration, if sales actually convert a lead, that could be fed as a reward as well (treating actual sale as ultimate reward). This hints at the possibility of end-to-end reinforcement learning from business outcomes, though that would require longer-term data collection (sales cycle times).

Comparing Scrapus to a typical manual process or even partial automation: normally, a salesperson might use Google to find companies, then manually read pages, log details in CRM, etc. Scrapus automates from discovery to analysis to presentation. It is akin to having a tireless research assistant comb through the web and write briefs for you. By covering the entire workflow, Scrapus embodies the concept of an “AI sales assistant.” In academic terms, it contributes a case study of integrating various AI techniques towards a practical business application. The next section will present how this system performs through experimental evaluation, including comparisons to baselines at each stage (e.g., RL crawler vs. non-RL, our NER vs. off-the-shelf, our lead scoring vs. simple keyword scoring, and our LLM summaries vs. extractive summaries), as well as an end-to-end evaluation of lead generation effectiveness.




4 Experimental evaluation

Experiments were conducted on a real-world corpus of 200,000 + web pages spanning multiple industries (software, logistics, healthcare, etc.) to evaluate Scrapus under diverse conditions. Our evaluation focuses on the effectiveness of each major component – crawling, extraction, lead matching, and summarization – as well as the end-to-end system performance. We compare Scrapus with baseline methods (including ablated versions of our pipeline and conventional approaches) and use standard metrics for each aspect. All results are averaged over multiple runs and profiles to ensure robustness, and statistical significance tests confirm the improvements are reliable (we use p < 0.01 for major metrics via paired t-tests).

Evaluation setup: we defined a set of ideal customer profiles to drive the experiments. Each profile corresponds to a scenario of interest (for example, “mid-sized AI software companies in healthcare sector” or “logistics startups in Europe”). We prepared 5 distinct profiles covering different industries and criteria. For each profile, we ran Scrapus and baseline methods to generate leads. Scrapus’s crawling module was initialized with a broad set of seed URLs for each profile (combining relevant industry directories, Wikipedia lists, and search results for the sector) and given a fixed page fetch budget (e.g., 50,000 pages). We ran a baseline crawler without reinforcement learning – essentially a focused crawler that used a simple keyword filter on page content and a breadth-first search strategy for links. This baseline crawls the same number of pages starting from the same seeds but does not learn; it follows links up to a certain depth, prioritizing any link whose anchor text or URL contains a target keyword.

For evaluating information extraction, we manually annotated a subset of pages (~500 pages) with ground-truth named entities (companies, persons, etc.) and whether each page represents a qualified lead or not for the given profile. This gold set is used to measure extraction precision/recall and matching accuracy. For lead matching, we treat it as a binary classification (lead vs. non-lead) and compute precision, recall, F1. For summarization, as mentioned, we conducted a blind user study: domain experts (12 participants with sales/marketing experience) were asked to rate the usefulness and accuracy of summaries on a 5-point Likert scale, without knowing which method produced the summary. We compared Scrapus’s summary to a baseline summary for each lead (the baseline was an extractive approach as described earlier). We also report some automatic metrics like average summary length and coverage of key facts (where we can compare to the KG data).

Importantly, our evaluation examines the pipeline both in parts and as a whole. We look at crawling efficiency (pages vs. leads found), extraction accuracy (NER F1), matching quality (precision/recall of lead classification), and final lead set quality (precision of final leads, and user ratings of summaries). This multi-level evaluation allows us to pinpoint where improvements occur.


4.1 Crawling efficiency

To quantify Scrapus’s ability to harvest relevant leads from the web, we tracked the harvest rate – the fraction of crawled pages that were deemed relevant to a profile. A page was considered “relevant” if it contained an organization/entity that matched the profile (even if not fully qualified). Scrapus’s RL-guided crawler rapidly focused on pertinent parts of the web, achieving a harvest rate of ~15%, meaning roughly 15 out of every 100 pages crawled contained a potential lead. This is about a 3 × improvement over the baseline crawler, which achieved only around 5% relevant pages on average. In absolute terms, under the same crawl budget of 50,000 pages, Scrapus discovered ~7,500 high-potential pages, whereas the baseline found only ~2,500. Figure 2 illustrates the cumulative yield of relevant leads as crawling progresses, highlighting the divergence between the RL-enhanced crawler and the baseline.
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FIGURE 2
 Relevant leads found vs. pages crawled.


The plot compares crawling performance with and without reinforcement learning. The RL-enhanced crawler (green solid line) discovers relevant leads at a much higher rate than the baseline crawler (red dashed line). After crawling a given number of pages, Scrapus has accumulated roughly three times as many relevant leads as the baseline, underscoring the efficiency gains from intelligent crawl scheduling. (The x-axis shows pages crawled, and the y-axis shows the number of those pages identified as containing relevant leads.)

These results demonstrate that the learning-based crawler effectively “zeroes in” on parts of the web rich in target entities. We observed the RL crawler improving over time: in early stages (<5,000 pages) it performed similarly to baseline (both around 3–5% yield), but after about 10,000 pages it started outperforming as it updated its policy. By 50,000 pages, the gap was large as noted. The baseline, lacking learning, often wasted effort on irrelevant branches (e.g., crawling deep into unrelated sites because of superficial keyword matches), whereas Scrapus learned to avoid those. This aligns with prior focused crawling research – Chakrabarti et al. (1999) reported improved efficiency with relevance feedback, and our approach amplifies that via RL. We also tracked the diversity of sources: Scrapus’s crawler covered a broader array of domains (finding relevant info on an average of 820 distinct domains in our runs, vs. 560 for baseline), indicating it did not overly focus on just a few sites but rather found many niche sources (likely due to exploration). This broad coverage is advantageous for lead generation, as valuable leads can be buried in obscure corners of the web.



4.2 Information extraction accuracy

Next, we evaluated the accuracy of Scrapus’s named entity recognition and fact extraction on the crawled content. On our annotated evaluation set of pages, the extraction module achieved a 92.3% F1-score for entity recognition, with 93.1% precision and 91.5% recall for organization names and other relevant entities. This high accuracy approaches state-of-the-art NER performance on open-web data, which is around 90–94% F1 for well-trained models. It also represents a substantial gain over a baseline extraction approach using an off-the-shelf NER tagger without our profile-specific fine-tuning, which yielded around 85% F1 in our experiments. In practical terms, our extraction finds almost all the companies mentioned (recall >91%) and is very precise in filtering out non-company text (precision ~93%). The few errors were mostly minor: e.g., missing a secondary entity in a long paragraph or misclassifying an entity type (like labeling a product name as an Organization in one case). We did not encounter any critical failures like missing the main company on a page.

The incorporation of relation extraction and context filtering in Scrapus helped reduce spurious entities. For example, if a page mentioned many companies, the system learned to focus on those likely to be leads – say, filtering out references to tech giants when looking for SME software providers. This was evident in our annotations: baseline NER would tag every company name, but Scrapus’s pipeline would often effectively ignore or deprioritize the irrelevant ones by context. Our topic modeling also flagged pages that, despite containing a company name, were off-topic (those pages often did not make it to final lead stage).

For relation extraction, we did not have a large annotated set to compute precise metrics, but manual spot-checking of 100 extracted facts showed ~80% precision (most errors were either extracting a phrase that wasn’t a true relation, or missing subtle negations like “rumored acquisition” being taken as actual acquisition). Since we only use relations to enrich profiles (and not for hard decision making), this precision is acceptable. Notably, key relations like acquisitions and product launches were correctly identified in the majority of relevant instances in our test pages.

Overall, these results confirm that Scrapus’s information extraction layer reliably captures the key facts needed for lead profiling. It transforms messy web text into clean data with high fidelity. This level of accuracy is crucial because any error here can propagate (for instance, missing an entity means a potential lead is lost; mislabeling could lead to false positive). The strong performance validates our choice of fine-tuning BERT for NER and adding domain-specific enhancements. It also demonstrates that modern NLP is up to the task for web data extraction in enterprise contexts – a significant improvement from a decade ago when open-web extraction was far less accurate (Etzioni et al., 2007 achieved lower precision, and even the second-gen Open IE by Etzioni et al., 2011 had limitations). The fact that we can hit ~92% F1 on arbitrary web pages is a testament to the power of contemporary AI models.



4.3 Lead matching and qualification quality

We assess how accurately Scrapus identifies qualified leads from the extracted data, i.e., the performance of the matching and classification stage. This component outputs a classification (lead vs. non-lead) for each candidate page/company. In our evaluation across the test profiles, Scrapus achieved an average precision of 89.7% and recall of 86.5% in classifying leads (with an F1-score around 88.0). In practical terms, nearly 90% of the leads recommended by Scrapus were judged correct matches to the desired customer profile, and the system successfully discovered ~86% of all relevant leads present in the corpus. This high precision means sales teams would seldom see a suggested lead that is not actually relevant, which is critical for user trust and efficiency. The high recall indicates the system finds the majority of the opportunities, which is the primary goal of prospecting. Balancing precision and recall is tricky (often a higher threshold to improve precision can hurt recall), but our ensemble approach and tuning achieved a good compromise.

We compared this to a baseline approach for lead identification: a simpler keyword-based matching and scoring algorithm. The baseline would, for example, mark a page as a lead if it contained a sufficient number of target keywords and no disqualifying terms, then rank leads by keyword frequency. That baseline yielded only ~80% precision and ~78% recall on the same test profiles (F1 ≈ 0.79). So Scrapus’s intelligent matching substantially outperforms the baseline, which tends to either include many false positives (e.g., pages that mention some keywords but in irrelevant context) or miss leads that use synonyms/unexpected terms. Figure 3 presents a precision–recall curve comparing Scrapus vs. the baseline classifier.
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FIGURE 3
 Precision–recall curves for lead classification.


Precision–Recall curves comparing the lead classification performance of Scrapus (yellow line) vs. a baseline pipeline (orange line). Scrapus consistently achieves higher precision at equivalent recall levels, yielding a higher area under the curve. For example, at ~80% recall Scrapus still maintains ~90% precision, whereas the baseline drops below 80% precision. This demonstrates Scrapus’s superior ability to filter relevant leads from noise, resulting in more accurate identification of target organizations.

As shown, Scrapus dominates the baseline curve – at any given recall, its precision is markedly higher. Notably, at about 80% recall (where you capture 80% of possible leads), Scrapus’s precision is ~90%, whereas the baseline’s precision had fallen to ~70–75%. This means Scrapus can retrieve most leads while keeping quality very high, whereas the baseline, to get high recall, would flood the results with many irrelevant ones. The area under PR curve (which is a single metric of performance) for Scrapus was 0.92 vs. 0.79 for baseline, highlighting the improvement.

These results also surpass earlier reported systems. For instance, the ETAP system (Ramakrishnan et al., 2006) essentially performed a classification of news snippets to identify triggers and achieved F1 around 0.77 – our pipeline’s F1 ~ 0.88 on a broader web context is significantly higher, reflecting a decade+ of ML advancements and our multi-faceted features. Another point of comparison: a recent study by Espadinha-Cruz et al. (2021) in a telecom lead management context achieved about 85% accuracy in predicting lead conversion; our system’s ~ 89% precision at near 87% recall is a bit higher in terms of balanced accuracy. And Wu et al. (2024) in their literature review note that classification (logistic regression, decision trees) are commonly used for predictive lead scoring – our ensemble including XGBoost likely captures more complex patterns, contributing to the better performance.

In error analysis, we found that most of Scrapus’s remaining mismatches were indeed edge cases. Some examples of false positives: a company that fit profile keywords but on closer inspection wasn’t actually a target (e.g., the profile sought SaaS companies, and we flagged a consulting firm that heavily mentioned SaaS but was a service provider – context that requires deeper understanding beyond text). Our system gave it a high score due to keyword overlap. These are tricky even for humans unless detailed scrutiny is applied. Some false negatives (missed leads) happened when the company’s description was very jargon-heavy or obscure such that neither the keywords nor our model recognized it as relevant. For instance, a company described itself in very niche terms that we did not correlate with the profile’s terms – expanding our training data or knowledge base could help catch those. Encouragingly, many of these cases could be mitigated by slight adjustments: we could incorporate a feedback loop where users flag a false positive/negative and the model updates (we discuss this in Future Work).

Overall, the high precision and recall indicate that Scrapus’s lead filtering meets the needs of practical use – sales teams could trust that ~9 out of 10 leads it flags are worthwhile, and it will not overlook the majority of good opportunities. This level of accuracy is key to user adoption; if the system suggested too many bad leads, users would lose confidence. By contrast, our results suggest a user would find the list credible and useful, which aligns with our user study feedback as described next.



4.4 Summarization usefulness

The final step is the LLM-generated report for each lead, and we evaluated how useful and informative these summaries are to end-users (e.g., sales teams). As mentioned, automatic metrics like ROUGE are less meaningful for this task because there are no fixed “ground truth” summaries for arbitrary companies. Instead, we conducted a blind human evaluation. For a sample of 100 leads (covering all profiles in our test set), we presented the Scrapus summary to one set of evaluators and a baseline summary to another, asking them to rate each on a 5-point scale for readability, informativeness, and actionability. The evaluators did not know which summaries were AI-generated by Scrapus versus by baseline. The baseline in this case was an extractive summarizer that simply took the first few sentences of the company’s “About Us” page or a similar description (simulating what a naive approach or a human might quickly copy-paste).

The results were compelling – 92% of participants rated Scrapus’s AI-written reports as “satisfactory” or “very useful,” compared to only 72% for the extractive baseline. On average, Scrapus summaries received a score of 4.6 out of 5, significantly higher than the baseline’s 3.9 out of 5. The differences were statistically significant (p < 0.01 by Wilcoxon test for the distribution of ratings). Participants frequently commented that the Scrapus summaries were “more concise yet comprehensive” and “often highlighting unique selling points of the lead and why it matches the profile, whereas baseline summaries tended to be generic and missed context.” For example, a baseline summary for a company might start with “We are a leading provider of software solutions in the industry…” – a generic intro – whereas the Scrapus summary would say “Acme Corp is a cybersecurity software company based in Berlin that recently launched an AI-driven threat detection platform. It’s a mid-sized firm (200 employees) that just raised $15 M, indicating rapid growth. Why a lead: Acme’s focus on AI in security aligns with our target profile for AI-driven software providers.” Test readers overwhelmingly preferred the latter, citing that it “tells me exactly why I should care about this company.”

We also measured the factual accuracy of the summaries. Out of 100 summaries, only 3 contained minor factual errors or hallucinations (e.g., slightly misstating a year of founding or claiming a company was “#1 in X” without evidence, likely a vestige of marketing language in training data). None of these errors altered the overall understanding of the lead. In those few cases, since we had the KG data, we could easily spot the discrepancy. Going forward, techniques like retrieval-augmented generation (Lewis et al., 2020) or a post-check against the KG could eliminate even these small issues. But a 97% factual accuracy rate is quite strong for automatically generated content, considering general concerns about LLM hallucinations. This indicates that grounding the generation in our curated KG facts (and prompt engineering) was successful.

In terms of length and style, Scrapus summaries averaged ~60 words (~3 sentences). Baseline extracts averaged ~100 words (often 1–2 long sentences from an “About us” blurb). Interestingly, some participants noted that the baseline sometimes included unnecessary details or marketing fluff, whereas Scrapus was “straight to the point.” This matches our design goal of concise, insight-rich summaries. A few participants initially did not realize the Scrapus summaries were AI-generated – they assumed they were written by an analyst, which we take as a compliment to the quality (we did inform them afterwards, and they expressed pleasant surprise). This level of fluency and relevance shows how far natural language generation has come, as older template-based systems would not likely achieve such praise.

Overall, the summarization evaluation demonstrates that Scrapus’s reports are highly useful in practice, turning raw web data into an “executive-style” overview that significantly reduces the manual effort needed to research each lead. From a user perspective, the value is clear: instead of visiting a dozen pages and piecing together info, they get a ready-made briefing focusing on why the lead is worth pursuing. This not only saves time but also ensures important context (like recent growth or funding) is highlighted, which might be missed if someone skims quickly. It essentially empowers sales reps with an AI researcher that provides them with talking points or decision points for prioritization.

To summarize the experimental findings: Scrapus’s integrated approach yields significant improvements at each stage (3 × more relevant pages found than baseline crawler, ~7% higher extraction F1 than generic NER, ~9 F1 points higher lead classification than keyword matching, and much higher user satisfaction with summaries compared to naive extracts). The end-to-end result is a system that can automatically generate a list of high-quality leads along with informative summaries, with an overall precision that is practical for real use (we estimated overall precision from crawl to final lead is about 0.90 * 0.93 from two major stages = ~0.84 end-to-end, meaning ~84% of suggestions are on-target, which is very good in a prospecting context). Considering that even human-generated lead lists (e.g., from purchased lists or trade shows) often have a lot of noise, an AI system achieving this level is promising. Furthermore, Scrapus’s coverage (recall) and speed (no human hours needed per lead) provide clear efficiency gains.

In the next section, we discuss these implications further, examine limitations (e.g., what happens if input criteria are very vague or in a domain with sparse data), and outline future work to address those and extend Scrapus’s capabilities.




5 Discussion and future work

The above results demonstrate that Scrapus delivers strong performance across the board, validating our design choices. The system’s strength lies in its end-to-end integration of heterogeneous AI techniques: each component reinforces the others. For instance, the focused crawler increases the proportion of relevant data, which in turn allows the extraction and matching modules to operate on mostly high-quality content; this reduces noise and boosts precision. Likewise, the accurate extracted facts enable the LLM to produce more pertinent summaries, since it has solid information to work with. By leveraging reinforcement learning alongside symbolic knowledge (e.g., entity linking) and advanced NLP, Scrapus is able to discover and synthesize information that would be tedious to gather manually, saving substantial time for business development teams. The high precision and user satisfaction scores indicate that, in its current state, Scrapus can already serve as a practical tool for B2B lead generation, turning the overwhelming open-web data into actionable intelligence. From a scientific perspective, our work showcases how reinforcement learning and large language models (LLMs) can be jointly applied to a web mining problem – a novel combination that yielded performance greater than the sum of its parts.

Despite these strengths, there are important limitations and challenges to acknowledge. First, like many LLM-based systems, Scrapus faces latency and scalability concerns. Generating detailed GPT-4 summaries for hundreds of leads can be time-consuming and computationally expensive. In our tests, summarization was the bottleneck (taking ~5–10 s per lead via API). In a real deployment, this may require optimization – e.g., using smaller distilled models for less critical leads, or batching requests – to ensure timely updates. We could also generate summaries on demand (e.g., when a user clicks a lead) rather than all up front, to save time. However, given the fast pace of LLM improvements, this is a surmountable issue (newer models or optimizations will likely reduce cost and latency over time).

Second, domain adaptation remains an issue. Our extraction and matching models, while highly accurate on the evaluated sectors (tech, healthcare, etc.), may see degraded performance when encountering a completely new industry or jargon that was not present in the training data. For example, if applied to biotech or legal domains with specialized terminology, the NER module might miss entities, or the LLM might produce less precise summaries because it is less familiar with that context. Addressing this will require training industry-specific AI models or fine-tuning Scrapus’s components for new verticals. In practice, an enterprise might deploy separate Scrapus instances or models tuned to each business unit’s domain. We see this as a future enhancement: creating plug-and-play model modules that can be refined on domain-specific corpora (e.g., feed the crawler lots of example biotech press releases to fine-tune NER and relation extraction for biotech terms). Encouragingly, our architecture is modular enough to allow swapping in a domain-specific NER or adding domain keywords to the knowledge base easily.

Third, multilingual content is largely beyond Scrapus’s current scope. Our evaluation and training were primarily on English-language websites. In a global business setting, valuable leads may be described in Spanish, Chinese, Arabic, etc. Without multilingual NER or translation, Scrapus could miss or misinterpret non-English leads. This points to the need for incorporating translation or deploying multilingual models to broaden Scrapus’s applicability internationally. Modern multilingual transformers (like XLM-R, Conneau et al., 2019) could be integrated for NER and classification to handle dozens of languages. We could also add a preprocessing step to translate foreign pages into English before analysis (with some risk of losing nuance, but it might work as a rough solution). This is an important area for future work, especially if deploying for companies that operate across different regions.

Additionally, while the LLM-based summarizer generally performed well, there is the risk of hallucinations or minor factual errors inherent to such models. Although our evaluation found a very low rate of factual mistakes (3%), any incorrect detail in a report could mislead users. For instance, if a summary incorrectly said “Company X has 500 employees” when it is actually 50, a salesperson could mis-prioritize it. Thus, ensuring factual consistency is an ongoing concern. We can mitigate this by integrating a fact-checking step or retrieval of source snippets for verification. One idea is to have the LLM provide references (e.g., sentences from the crawl) for each claim, or use an approach like Augmented Generation (as discussed earlier with RAG) to keep the model tethered to actual data. Another method is to post-validate the summary by cross-checking numeric statements against our KG (we did something like this manually in evaluation, but it can be automated). Our future work includes exploring a “verification module”: a script or model that reads the summary and double-checks each fact against the KG or original text.

Another limitation is that our current evaluation measured proxy metrics (precision, F1, user ratings), whereas the ultimate business metric is whether leads identified by Scrapus convert to actual sales or partnerships. That is, we have shown the system finds relevant prospects, but does that translate into real business outcomes? While that was outside our study’s scope (as it requires lengthy field trials), in practice Scrapus’s value must be confirmed by positive outcomes in the sales pipeline. We plan to conduct pilot deployments with sales teams to track conversion rates (e.g., do leads from Scrapus result in successful contacts or deals at a higher rate than their usual lead sources?). If needed, we could incorporate feedback integration from sales teams confirming lead quality (like a label whether a lead was pursued and if it was fruitful). This could loop back to improve the model – e.g., reinforcing which features tend to indicate a high-converting lead and adjusting the scores. Essentially, moving from static evaluation to continuous learning in deployment.

From the perspective of scientific contributions, Scrapus demonstrates a few key innovations. It provides one of the first end-to-end intelligent pipelines for B2B lead generation that goes beyond isolated tasks (like just crawling or just classification). The combination of an RL-driven crawler with knowledge-enhanced NLP and LLM generation is unique, showing how modern AI techniques can tackle an old business problem in a fresh way. We also introduced a novel application of hybrid AI (symbolic + neural) in the lead matching process: by blending knowledge graph entity linking and semantic embeddings, Scrapus achieves a high accuracy that neither approach alone likely could. Moreover, our use of an LLM for contextual reporting illustrates the practical utility of generative AI in enterprise software – moving beyond generic chatbots to specialized, domain-aware content generation. These contributions chart a path for future systems that require similar synergistic use of reinforcement learning, supervised ML, and generative models.

In terms of business and societal impact, a system like Scrapus can greatly democratize market intelligence. Traditionally, only large companies with dedicated research teams or expensive data subscriptions could perform such comprehensive lead discovery. Scrapus (or systems inspired by it) could enable startups and smaller firms to access real-time lead generation and market research with minimal effort, leveling the playing field. By automating the grunt work of finding and summarizing prospects, Scrapus lets human experts focus on strategy and relationship-building, potentially leading to more innovation and economic activity as the friction of B2B connection is reduced. There are also positive implications for information transparency: Scrapus relies on public web data, which means it surfaces information that is openly available but perhaps not easily noticed. This could increase the visibility of emerging companies or niche players that do not appear in pre-compiled databases, thereby fostering opportunities that might otherwise be missed.

Looking ahead, there are several exciting directions for future work to extend Scrapus’s capabilities:

	i. Integration with CRM/ERP systems: We plan to integrate Scrapus more deeply with common customer relationship management (CRM) and enterprise resource planning (ERP) systems, so that the leads and insights it generates can seamlessly flow into a company’s existing sales pipeline. This involves developing connectors or APIs to export Scrapus findings into tools like Salesforce, HubSpot, or Microsoft Dynamics. For example, if Scrapus identifies a lead, it could automatically create a record in Salesforce with the summary and key data, assign it to a salesperson, or even suggest a follow-up action. Along these lines, we could implement real-time alerting and scheduling features – e.g., if Scrapus finds a high-value lead or detects a new development (like a target company raising funding), it could automatically notify the sales team via email or Slack, or create a task in the CRM. This real-time aspect turns the static list of leads into a continuous monitoring service, keeping teams updated on new opportunities.

	ii. Domain-specific and multilingual expansion: To address domain adaptation and multilingual needs, we are exploring training specialized LLMs and models for specific domains and languages. One idea is to fine-tune smaller versions of GPT (or open-source LLMs like LLaMA or Bloom) on domain-specific corpora (e.g., biomedical websites for biotech leads) so that the summarizer and extractor both understand the nuances of that field. Similarly, for non-English content, we plan to incorporate machine translation pipelines or multilingual transformers (like XLM-R or mBERT for NER) so that Scrapus can identify leads on non-English websites and even produce summaries in the user’s preferred language. For instance, a user in France might want summaries in French for French leads – we could generate those by either prompting a multilingual model or translating the English summary.

	iii. Improving factual accuracy with Retrieval-Augmented Generation (RAG): As discussed, we aim to enhance the factual accuracy and depth of the generated reports by adopting a retrieval-augmented generation approach. In practice, this means when producing a summary, Scrapus would retrieve relevant snippets from trusted knowledge bases or the source documents themselves and feed them into the LLM along with the prompt (providing grounding). By doing so, the LLM is less likely to hallucinate and can include concrete data (financial figures, dates, etc.) directly from sources. Early work in this vein – e.g., linking knowledge graphs to LLMs or using RAG for QA – suggests we can maintain fluency while ensuring every claim in the summary is backed by evidence. We expect that integrating our KG as a source for generation (essentially using the KG as a mini knowledge base for the LLM) will yield near 100% factual correctness.

	iv. Active learning and human feedback loops: We are interested in incorporating active learning strategies and human feedback to continually improve Scrapus. In a deployed setting, as salespeople review the leads and perhaps mark some as irrelevant or particularly high-value, Scrapus could use that feedback to update its models. For example, if a user dismisses certain leads as not relevant, the system could learn from those negative examples to adjust the classification threshold or retrain the profile classifier to be more discerning. Likewise, if certain leads convert to sales (as recorded in CRM), that positive signal could be used as a reward – the crawler and matcher could then bias towards finding more leads with similar profiles. This essentially closes the loop, turning Scrapus into a continuously learning system that adapts to the specific business and market over time. We also want to extend reinforcement learning: the system could treat successful conversions as rewards and further optimize its crawling and classification policies for what ultimately yields real business outcomes. This would be a pioneering step, effectively training the AI on economic objectives (like revenue) rather than proxy metrics.

	v. Multimodal data integration: Another exciting avenue is extending Scrapus’s input modalities beyond text – embracing multimodal data integration. Modern companies often have rich content like infographics, product photos, or even videos on their websites. Given that our pipeline already employs a multimodal model (Gemini) in an experimental capacity, we could expand this to analyze images or PDFs for additional cues. For example, an image of a company’s product or facility might hint at their capabilities or scale. A PDF of a financial report on their site could provide revenue figures or growth metrics. We plan to incorporate computer vision modules or PDF miners to extract such data. For instance, recognizing a company’s presence at a trade show via a photo (perhaps the company logo appearing in an expo photo) could indicate marketing activity; or extracting key numbers from a financial report PDF (like revenue or profit) can directly feed into the lead profile. By integrating vision and text, Scrapus would paint a more complete picture of each prospect. The technical challenge is significant (image understanding in context, OCR for PDFs, etc.), but even initial steps like scanning for any images with certain properties (e.g., a map indicating locations, or a team photo indicating company size) could add value.

	vi. Enhanced user interface and analytics: On the front-end, we will develop interactive dashboards and visualization tools to present Scrapus’s findings. Instead of just static reports, a dashboard could allow users to drill down – for example, view the network of linked information (via the knowledge graph, see how leads connect through common investors or partnerships), see trends in the discovered leads (like a chart of which industries are most common among leads, or geographic distribution), and interact with the underlying data (filter leads by criteria, adjust thresholds in real-time, etc.). Essentially, this could transform Scrapus from a backend engine into a user-facing analytics tool for market intelligence. The knowledge graph could be visualized to show relations between companies (like an emerging ecosystem map). We envisage a scenario where a user can click on an industry tag and see all leads in that sector, or query “show me any leads in Germany that have recently raised funding” – which Scrapus can answer from its data. Such a user interface, coupled with the system’s back-end intelligence, moves us toward a real-time AI assistant for business development.



In summary, the future work on Scrapus is geared toward making it more integrated, adaptable, and intelligent – turning it from a successful research prototype into a transformative technology for AI-driven business intelligence. We believe that the components we have built provide a strong foundation: the RL crawler can be extended, the NLP pipeline can incorporate more modalities and languages, and the LLM can evolve with new techniques. The positive results so far motivate us to push these boundaries, with the ultimate goal of significantly augmenting how businesses find opportunities and make connections in the digital age.



6 Conclusion

In this paper, we presented Scrapus, an AI-powered B2B lead generation system that combines cutting-edge techniques in web crawling, information extraction, knowledge integration, and natural language generation to automatically identify and summarize potential business leads. Scrapus is, to our knowledge, one of the first systems to unify reinforcement learning-based web exploration with large language model-driven analysis in an end-to-end pipeline tailored for business intelligence. Through a detailed experimental evaluation, we demonstrated that Scrapus can significantly outperform baseline methods: it harvests relevant information more efficiently, achieves high accuracy in extracting and matching leads (near 90% precision/recall), and produces human-quality summary reports that were preferred by users over simpler approaches. These results underscore both the scientific novelty and practical utility of the system.

The key contribution of Scrapus lies in how it synthesizes multiple AI advances into a coherent solution for a real-world problem – bridging the gap between unstructured web data and actionable sales knowledge. We showed that techniques like multi-armed bandit crawling, transformer-based NER, Siamese network matching, and GPT-4 summarization can work in concert to greatly improve the lead generation process end-to-end. Notably, each component on its own is powerful, but their integration yields a compounded benefit (for instance, RL crawling feeds better data to NLP, which then better informs the LLM). This highlights a broader lesson: holistic AI systems that span perception (web mining) to cognition (reasoning about leads) to communication (summarizing insights) can unlock capabilities that siloed approaches cannot easily achieve.

From a business perspective, implementing AI for lead generation as shown in Scrapus can save tremendous effort and perhaps reveal opportunities that would be missed by manual search. It allows organizations to proactively monitor the open web for prospects and get timely, digestible intelligence – a task that was notoriously like finding needles in haystacks, now made feasible by AI. This can accelerate sales cycles, improve targeting, and reduce the reliance on static databases that quickly go stale.

However, we also recognize that human oversight remains important. Scrapus is designed to augment human decision-making, not replace it. It surfaces candidates and insights, but sales professionals will still apply judgment in how to approach those leads, validate interpersonal factors, and so on. In this sense, Scrapus fits into the paradigm of AI as a decision support tool – doing the heavy lifting of data processing to enable humans to focus on strategy and relationships.

In closing, the field of AI-driven business lead generation is still nascent, but our work demonstrates the potential when disparate AI advancements are brought together. There are ample opportunities to expand and refine such systems (as discussed in Future Work), from handling multilingual data to creating continuous learning loops tied to business outcomes. We hope that Scrapus serves as both a practical prototype and a research framework for further exploration. By open-sourcing key components (we plan to release a version of our crawler and matching model for research use) and sharing the insights from our development, we aim to catalyze more innovation at the intersection of AI and business intelligence.

Ultimately, the ability to autonomously discover and analyze emerging information from the web – and turn it into knowledge for decision-making – is a powerful capability in the digital economy. Scrapus provides a step in that direction for sales and marketing, and its concepts could be extended to other domains (investor intelligence, competitive analysis, talent scouting, etc.). As AI technology continues to advance, we foresee systems like Scrapus becoming standard tools in the business toolkit, helping humans navigate and capitalize on the ever-growing sea of information.
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This paper presents a conceptual digital model for monitoring national programs designed to enhance their effectiveness, transparency, and performance in the context of digital transformation in public administration. The research identifies limitations of traditional monitoring approaches characterized by data fragmentation, lack of dynamic tracking, and insufficient focus on socio-economic outcomes. In response to these challenges, we propose an original Digital Model for National Program Monitoring (DMNPM) that integrates various data sources from Kazakhstan’s digital ecosystem (egov.kz, Smart Bridge, Open Data). The key scientific contribution of the model is its comprehensive approach, which includes predictive analytics capabilities based on machine learning for risk forecasting and causal relationship assessment, as well as built-in two-way feedback mechanisms. To demonstrate the practical applicability and potential of DMNPM, we present case studies of monitoring key strategic programs in Kazakhstan – “Digital Kazakhstan” and “Nurly Zhol,” as well as pilot national projects “Zhaily Mektep” and “Auyldyq Densaulyq Saqtau.” A quasi-experimental pilot across two national programs demonstrates measurable improvements in monitoring effectiveness and reporting efficiency compared to traditional manual processes. The research contributes to digital governance theory and monitoring methodology by offering a practical solution adapted for countries with actively developing digital infrastructure.
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1 Introduction

In the context of accelerated digitalization of public administration, the issue of effectiveness and transparency in the implementation of national programs becomes critically important. Despite significant investments in e-government development and the implementation of platform solutions (such as egov.kz, Smart Bridge, Open Data), traditional monitoring approaches in Kazakhstan, as in many other countries, face fundamental problems. These problems include data fragmentation, lack of real-time performance tracking mechanisms, focus on formal reporting rather than actual socio-economic results, and low adaptability to rapidly changing conditions. As a result, this impedes timely, evidence-based management decisions and reduces the overall effectiveness of government initiatives.

The digital transformation of government has progressed from early “e-Government” initiatives focused on online service delivery to more integrated “Digital Government” approaches that leverage data analytics, machine learning, and platform ecosystems to transform internal processes and create more responsive, citizen-centered services (Janowski, 2015; Mergel et al., 2019). Recent studies demonstrate that the human-machine fit and regulatory oversight significantly impact trust in these digital systems (Li et al., 2025), while the implementation of generative AI introduces both efficiency gains and epistemological risks (Cugurullo and Xu, 2024). However, the monitoring of national programs has not evolved at the same pace, with many countries still relying on retrospective, paper-based systems that fail to leverage the potential of digital technologies.

The use of artificial intelligence in government faces the complex dynamics of policies that counteract algorithmic formalization and inherent limitations in determining relationships with (Fischer-Abaigar et al., 2024). This requires hybrid monitoring systems that combine machine learning capabilities with collective intelligence technologies with expert participation to comprehensively evaluate the program. This study addresses the following research question: how can a comprehensive digital model improve the efficiency, transparency and effectiveness of national program monitoring in the context of digital government transformation?

The aim of this research is to develop and substantiate a conceptual digital model for monitoring national programs to improve their effectiveness, transparency, and performance in the context of digital transformation of public administration in the Republic of Kazakhstan. To achieve this aim, the following objectives are addressed: analyzing current limitations of traditional monitoring approaches; studying international best practices; developing a conceptual architecture for a Digital Model for National Program Monitoring; substantiating the integration of existing government information systems; demonstrating the model’s potential on specific national programs; and formulating implementation recommendations.

This research fills an existing gap in academic literature and practice by proposing an original conceptual DMNPM, developed considering the specifics and accumulated experience of digitalization of public administration in the Republic of Kazakhstan. The novelty of the model lies in its comprehensive approach, which for the first time in the context of Kazakhstan’s practice integrates disparate data sources with advanced analytical tools (see Supplementary Table S1)such as predictive analytics based on machine learning. While the current pilot implementation utilizes foundational statistical methods (see technical documentation link after Supplementary Table S1), the model’s architecture is designed to accommodate advanced machine learning capabilities as historical data accumulates—a critical consideration given insufficient historical data for robust ML model training in government systems across developing economies (United Nations, 2024).

Analysis of key theoretical and empirical research in public administration, digitalization, and government program monitoring reveals current trends, existing gaps, and positions this research accordingly. Discussions about improving the efficiency and transparency of public administration are central to modern science. The transition from “traditional bureaucracy” (Weber, 1978) to “New Public Management” (Hood, 1991; Osborne and Gaebler, 1992) emphasized the need to implement market principles and result-orientation. However, as information technologies developed, the focus shifted toward “E-Government” (Dawes, 2008; Fountain, 2001) and, later, “Digital Government” (Criado and Ruvalcaba-Gomez, 2022).

Digital government, unlike simply transferring services online, implies a comprehensive transformation of internal processes, the use of big data, artificial intelligence, and platform solutions to create seamless, user-oriented services and proactive governance (Janowski, 2015; Gil-Garcia et al., 2018). Recent studies show that digitalization can significantly improve public sector efficiency (World Bank, 2021), enhance interaction between citizens and government (United Nations, 2024), and contribute to achieving Sustainable Development Goals (UNDP, 2022).

However, success of digital transformation depends not only on technology implementation, but also on institutional reforms, organizational culture changes, and development of appropriate legislation (Al-Busaidy and Weerakkody, 2011; Grindle, 2007).

Monitoring and evaluation (M&E) are fundamental components of effective public governance, providing feedback for decision-making and accountability (Bovens et al., 2014; Aristigueta et al., 2014). Traditional M&E models typically based on periodic reports, selective checks, and retrospective analysis are criticized for: information delays (data collected and analyzed with delays, hindering timely program adjustments); data fragmentation (information often stored in disparate departmental systems); process rather than outcome orientation (many M&E systems focus on measuring inputs and activities rather than actual socio-economic results); and low transparency (limited access to data and reports). In response to these challenges, the academic community and international organizations (OECD, 2021; World Bank, 2021; UNDP, 2022) are actively exploring the potential of digital technologies to transform M&E. Concepts of “Digital M&E” and “Big Data M&E” propose using big data capabilities, analytics, and automation to obtain more accurate, timely, and comprehensive information (UNDP, 2022; World Bank, 2021).

Research shows that open data platforms can significantly increase transparency and civic participation in monitoring (Bertot et al., 2010; Janssen et al., 2012), while data integration through interagency platforms (as in Estonia’s X-Road; Kitsing, 2011) is a key success factor. However, recent analysis reveals that user satisfaction and perceived value are the actual drivers of continued OGD usage, rather than mere availability (Liang et al., 2025). In recent years, there has been an increase in research on applying digital tools in government program monitoring, including the use of: integrated information systems for consolidating data from various sources (Kim and Kim, 2020); dashboards and data visualization for providing intuitive and operational reports (Matheus et al., 2020); geographic information systems for spatial analysis of project implementation (Clarke et al., 2017); and predictive analytics for forecasting future trends and identifying risks (Kankanhalli et al., 2019; Sæbø et al., 2011).

However, most existing research either focuses on individual aspects of digital M&E or describes fragmentary cases. Insufficient attention is paid to developing comprehensive, integrated digital models that consider the specifics of national digital ecosystems and include the full cycle from data collection to proactive decision-making and feedback.

Analysis of the literature shows that, despite growing interest in digital M&E, there is a clear research gap regarding the development and testing of holistic digital models for monitoring national programs that: provide deep integration of disparate government information systems; include advanced analytical capabilities; offer a comprehensive feedback mechanism; and specifically consider the experience of countries with actively developing digital infrastructure.

Our study aims to fill this gap by proposing an original conceptual Digital Model for National Program Monitoring that integrates unique aspects of Kazakhstan’s digital ecosystem with advanced analytical methods, contributing significantly to both academic theory and public administration practice.



2 Research methodology

This research is based on methods aimed at developing and conceptually substantiating a digital model for monitoring national programs. The research had a descriptive-analytical character with elements of design science research focused on creating an artifact – the proposed digital model. The research was conducted within a qualitative research approach using the Republic of Kazakhstan as a case study. The choice of Kazakhstan as a case is due to the active development of digital infrastructure for public administration, the presence of key platforms such as egov.kz, Smart Bridge, and Open Data, which creates a unique environment for analysis and development of an applicable digital model.

For forming the conceptual basis of the model and its substantiation, several methods of information collection and analysis were used: documentary analysis (studying official strategic documents of Kazakhstan concerning digitalization, e-government systems, and monitoring); review and synthesis of academic literature (in-depth analysis of scientific articles on e-government, monitoring and evaluation of government programs, and application of big data in the public sector); and systematic analysis of existing information systems (studying architecture and functional capabilities of key government platforms in Kazakhstan). For empirical validation, we also analyzed media reports, survey data, and expert assessments, applying appropriate validation and bias correction procedures for each source type.

The development of the DMNPM was carried out iteratively, based on the synthesis of the obtained data, using conceptual modeling to develop the general architecture, comparative analysis to compare the proposed model with existing global approaches, and scenario analysis to demonstrate the model’s applicability on examples of national programs.

For evaluating the effectiveness of national programs and the added value of the digital monitoring model, a three-level evaluation framework was developed based on systematic comparison of established strategic planning methodologies. Analysis of strategic planning methods reveals distinct approaches: SWOT Analysis focuses on strengths/weaknesses and opportunities/threats but lacks quantitative measurement capabilities for ongoing monitoring; PEST Analysis examines Political, Economic, Social, and Technological factors but emphasizes environmental scanning rather than performance measurement; Balanced Scorecard (BSC) offers Financial, Customer, Internal Process, and Learning & Growth perspectives, with its learning dimension informing our K3 component; Cognitive models provide sophisticated cause-effect mapping but require extensive expert input unsuitable for routine monitoring.

Our three-level framework combines quantitative rigor, outcome orientation, and broader impact perspective:

	1. K1 - Budget efficiency: Measures the efficiency of budget utilization, including the percentage of allocated funds spent according to plan, the cost–benefit ratio, and the timeliness of financial transactions.

	2. K2 - Goal achievement: Evaluates the degree to which the stated objectives of the program are met, including quantitative targets and qualitative indicators of success.

	3. K3 - Socio-economic effect: Assesses the broader impact of the program on society and the economy, including indirect benefits, long-term sustainability, and contribution to strategic national goals.



Each component was evaluated on a standardized scale (0–100%), allowing for comparative analysis across different programs and time periods. The analysis focused on demonstrating DMNPM’s data integration capabilities and identifying systematic limitations in traditional monitoring approaches.


2.1 Limitations

This study has several important limitations. We note that this is a concept-led study with a limited pilot; nationwide implementation and a full multi-site evaluation remain future work. The emphasis on Kazakhstan’s experience limits direct generalization of conclusions without additional adaptation to other national contexts. The study does not consider detailed technical specifications, cybersecurity systems, or the complexity of system integration that may arise during a specific implementation. In addition, the study highlights public and academic perspectives, primarily with the limited participation of citizens and civil society organizations suffering from implementation.




3 Results

To ensure transparency, efficiency, and effectiveness in the implementation of national programs in the context of digital transformation, we propose a conceptual DMNPM (see Figure 1). This model aims to overcome the limitations of traditional approaches by integrating modern digital technologies, analytical tools, and feedback mechanisms to provide dynamic, data-driven control and decision-making. The proposed DMNPM is based on key principles including result orientation (focus on measuring actual socio-economic results); real-time monitoring (using digital platforms for dynamic data collection and analysis); data integration (combining disparate data sources); transparency and accountability (ensuring information accessibility to stakeholders); predictive analytics (using analytical tools to forecast potential deviations); and iterativeness and adaptability (flexible adjustment of the model).
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FIGURE 1
 Architecture of the digital model for monitoring national programs.


As shown in Figure 1, the DMNPM architecture includes the following key components:

	• Input data: The foundation of the model, including program target indicators (KPIs), budget allocations, data from various government information systems (including egov.kz), open data, Smart Bridge platform data, geospatial data, sociological survey results, and regulatory framework.

	• Data collection modules: Responsible for automated and standardized aggregation of information. Include API integration with government information systems, automatic collection from Open Data, web scraping (if necessary), manual input module with validation, and tools for sociometric surveys.

	• Central platform for digital monitoring: The core of the system, providing centralized storage, processing, and management of all collected data. Acts as an integration hub between all components.

	• Data processing and analysis modules: Transform raw data into meaningful information. Include data normalization and cleaning, aggregation/disaggregation, “Plan-Fact” comparison, statistical analysis, predictive analytics (ML), and correlation assessment to identify trends and anomalies.

	• Visualization and reporting modules: Provide visual and accessible presentation of monitoring results. Offer interactive dashboards (for different stakeholders), interactive maps, report generator, notification and alert system, and open access to aggregated data.

	• Results and impact: The ultimate goals and benefits of implementing the model, including timely management decisions, program adjustments, increased transparency and accountability, improved efficiency of government spending, and improved socio-economic indicators.

	• Feedback: A continuous process of receiving information from citizens, experts, audits, and from discussions in government bodies. This feedback is used for continuous improvement of both the model itself and the national programs being implemented, closing the management cycle.



The architecture of the digital monitoring model is built on three main levels that ensure a complete cycle of data work:

	1. Data ingestion layer: This level is responsible for obtaining raw data from various sources. As shown in Figure 2, the main sources are Open Data (data.egov.kz), egov.kz, and, if access is available, Smart Bridge API. For publicly available data, Python parsers or direct exports are used. For Smart Bridge API, standard interaction protocols (e.g., REST API) are assumed for programmatic data extraction. Data collection can be scheduled (e.g., daily, weekly) or in real-time, depending on source availability and information relevance requirements.

	2. Data processing and storage layer: At this level, transformation, cleaning, validation, and storage of collected data take place. “Raw” data often contain gaps, duplicates, or incorrect formats. Using Python (Pandas, NumPy), operations of cleaning, normalization, aggregation, and transformation of data into a structure suitable for analysis are performed. Processed data can be stored in relational databases (e.g., PostgreSQL) for structured data or in non-relational databases/file storages (e.g., Data Lake) for semi-structured and unstructured data. This level also calculates complex indicators such as K1, K2, K3, and any derivative metrics needed for monitoring.

	3. Visualization and analytics layer: This level is responsible for presenting processed data in a visual and interactive format, as well as for providing analytical capabilities. Data quality is enforced via an automated pipeline (completeness, consistency, timeliness checks), with flagged records routed to manual review. Microsoft Power BI is used as the main platform for visualization. Interactive dashboards are created, allowing users to explore data, filter it by various parameters (region, program, period), and view trends. Reports can be configured for regular generation and distribution to interested parties.
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FIGURE 2
 Levels of the digital monitoring model architecture.


One of the key aspects of the model is the deep integration of key performance indicators (KPIs) of national programs with external government platforms (see Figure 3):

[image: Diagram illustrating a multi-layered data architecture with five layers: Data Sources, Integration and Data Collection, Data Processing and Storage, Analytics, and Presentation and Visualization. Each layer contains labeled modules interconnected by arrows indicating data flow.]

FIGURE 3
 KPI integration with government information systems.


As shown in Figure 3, if access is provided, integration through Smart Bridge API will allow direct receipt of up-to-date data on KPI implementation from departmental information systems. This ensures maximum efficiency and minimizes manual input, reducing the likelihood of errors. KPIs published on the open data portal will be regularly parsed and integrated into the model. This ensures transparency and allows the use of publicly available official data for validation and supplementation of information obtained from other sources. Mechanisms for matching and unifying KPIs from various sources are being developed to ensure a unified representation and avoid duplication or contradictions.

The model implements an automated feedback system that includes deviation triggers (setting threshold values for K1–K3), generation of notifications in case of deviations exceeding thresholds (email, messengers, built-in panels), and forecasting indicators based on linear regression and time series (statsmodels, scikit-learn). This multi-layered approach has proven successful in various contexts, including China’s digital government projects across 31 provinces (Gong and Yang, 2025).

Figure 4 shows an example of automated forecasting of budget execution based on historical data. Different colored lines represent various budget components or categories, allowing comparison of their dynamics and projected changes. This system allows for prompt response to problems before they reach a critical phase and informs responsible executors in real-time. The violation accounting system maintains a log of events and builds a chronology of departmental responses, which is critically important for transparency.

[image: Line graph showing budget execution percentages over time from May 2023 to May 2024 for four categories: blue line actual execution, red line alternate execution, orange line category C, green line category D; each line includes forecast percentages for May 2024.]

FIGURE 4
 Example of automated forecasting using historical data.


The presented Digital Model for National Program Monitoring offers a comprehensive approach to assessing the progress and effectiveness of government initiatives. Its advantages become particularly evident when analyzing the implementation of strategic programs such as “Digital Kazakhstan” and “Nurly Zhol,” as well as pilot projects “Zhaily Mektep” and “Auyldyq Densaulyq Saqtau,” where traditional monitoring methods often face problems of data fragmentation and delays.

For validation of the developed digital monitoring model in conditions close to real ones, an empirical study was conducted based on two priority national projects of the Republic of Kazakhstan: “Zhaily Mektep” (Comfortable School) and “Auyldyq Densaulyq Saqtau” (Rural Healthcare). These projects were chosen due to their strategic importance, implementation scale, social orientation, and potential availability of data on key indicators.

Zhaily Mektep aims to solve the problem of three-shift education, emergency schools, and shortage of student places by building new comfortable schools throughout the country. The project is characterized by significant budget infusions, complex construction logistics, procurement, and the need for coordination between central and local executive bodies. Monitoring in this case required tracking construction timelines, budget utilization, commissioning of facilities, as well as the impact on the accessibility and quality of education.

Auyldyq Densaulyq Saqtau aims to improve the accessibility and quality of medical care for rural residents, including the construction and modernization of medical facilities, equipping them with equipment, as well as training and attracting medical personnel to villages. The project involves monitoring the network of medical institutions, staffing, service accessibility, and, ultimately, the impact on rural population health indicators.

For each of these projects, a detailed analysis of data collected using the methodology described in Section 3 was conducted, including information from Open Data, egov.kz, and other available sources (see Table 1).


TABLE 1 National project funding volumes (2021–2025).


	National project
	Funding amount (billion tenge)
	Share in total funding (%)

 

 	Agro-industrial complex development 	1,010.2 	11.4


 	Quality and accessible healthcare 	783.3 	8.8


 	National spiritual revival 	21.8 	0.2


 	Improving education quality (“Educated Nation”) 	185.6 	2.1


 	Technological breakthrough 	415.8 	4.7


 	Entrepreneurship development 	1,460.0 	16.5


 	Quality infrastructure (“Powerful Regions”) 	2,248.6 	25.4


 	Sustainable economic growth, employment 	3,022.4 	34.1


 	Green Kazakhstan 	157.6 	1.8


 	TOTAL 	8,862.9 	100.0





Source: Data of the Republic of Kazakhstan (Bureau, 2025).
 

As seen from Table 1, national projects receive significant funding, with the largest share (34.1%) allocated to the sustainable economic growth and employment project, followed by the quality infrastructure development project (25.4%). Projects related to the social sphere, such as healthcare and education, receive a relatively smaller share of funding, which may require special attention to the efficiency of allocated funds usage.

The application of the developed three-level evaluation model (K1 - Budget Efficiency, K2 - Goal Achievement, K3 - Socio-Economic Effect) allowed for a comparative analysis of the selected cases and identification of strengths and weaknesses of each project, as well as general trends and differences in their implementation in terms of efficiency and impact:

	1. K1 (Budget Efficiency): The dynamics of budget funds utilization was analyzed. The “Zhaily Mektep” project demonstrated consistently high budget utilization (~90–95% execution across most regions). At the same time, the “Auyldyq Densaulyq Saqtau” project faced greater heterogeneity in execution (from 60 to 100%), especially in remote areas, indicating specific logistical and administrative challenges.

	2. K2 (Goal Achievement): The assessment was focused on the fulfillment of key indicators. For the “Zhaily Mektep” project, target indicators for school construction were clearly fixed in the form of quantitative metrics (e.g., number of schools commissioned, number of student places created), which significantly facilitated progress monitoring. In the case of the “Auyldyq Densaulyq Saqtau” project, goals were often described more generally, which reduced the accuracy of measuring actual performance, despite obvious progress in improving infrastructure.

	3. K3 (Socio-Economic Effect): This is the most complex level of analysis. Both projects faced difficulties in collecting direct qualitative data on long-term impact. However, the application of the digital model allowed visualizing and comparing indirect indicators, such as growth in population coverage of services, reduction in complaints about accessibility, as well as acceleration of facility commissioning timeframes, indicating a positive socio-economic effect, although requiring further detailed assessment.



As shown in Figure 5, the “Zhaily Mektep” project shows higher results in all three criteria compared to the “Auyldyq Densaulyq Saqtau” project. The largest gap is observed in goal achievement (K2), which may be related to clearer quantification of target indicators in the first project.

[image: Bar chart comparing Zhaily Mektep and Auýldyq Densaulyq Saqtau national projects across three monitoring criteria: Zhaily Mektep outperforms in budget efficiency, goal achievement, and socio-economic effect according to performance percentages on the y-axis.]

FIGURE 5
 Comparative analysis of national projects by K1-K3 criteria.


Analyzing the data in Table 2, significant differences in budget execution between various national projects can be identified. The highest percentage of budget execution is observed in the projects “Educated Nation” (100%), “Quality and accessible healthcare” (99.8%), and “National spiritual revival” (97.5%), while the least effective in terms of budget execution were the projects “Green Kazakhstan” (35.1%) and “Sustainable economic growth, employment” (36.3%). Such a spread of indicators points to the need for detailed analysis of the reasons for low execution and development of corrective measures.


TABLE 2 Data on national project implementation.


	No
	National project name
	Number of indicators (in document)
	Number of activities
	Funding (billion tg)
	Number not completed
	Budget: allocated
	Executed
	Deviation
	Execution (%)

 

 	1 	Agro-industrial complex development (2021–2025) 	22 indicators,
 77 activities 	21 in document 	1,010.2 	1 indicator 	933.6 	- 	−76.8 	92.4%


 	2 	Quality and accessible healthcare 	21 indicators,
 73 activities 	21 in document 	783.3 	– 	781.3 	- 	−1.9 	99.8%


 	3 	National spiritual revival 	20 indicators,
 66 activities 	20 in document 	21.8 	1 indicator, 1 activity 	21.2 	- 	−0.5 	97.5%


 	4 	Improving education quality (“Educated Nation”) 	15 indicators,
 26 activities 	15 in document 	185.6 	– 	185.6 	- 	0 	100%


 	5 	Technological breakthrough 	24 indicators,
 120 activities 	24 in document 	415.8 	2 indicators, 1 activity 	206.3 	- 	−209.5 	49.6%


 	6 	Entrepreneurship development 	30 indicators,
 206 activities 	29 in document 	1,460.0 	7 indicators, 18 activities 	1,197.9 	- 	−262.1 	82.0%


 	7 	Quality infrastructure (“Powerful Regions”) 	31 indicators,
 121 activities 	30 in document 	2,248.6 	7 indicators, 7 activities 	2,193.1 	- 	−55.4 	97.5%


 	8 	Sustainable economic growth, employment 	30 indicators,
 115 activities 	28 in document 	3,022.4 	4 activities 	1,096.7 	- 	−1,925.7 	36.3%


 	9 	Green Kazakhstan 	19 indicators,
 51 activities 	19 in document 	157.6 	– 	55.3 	- 	−102.3 	35.1%


 	 	TOTAL 	206 indicators,
 736 activities 	190 in document 	8,862.9 	15 indicators, 44 activities 	5,928.6 	- 	−2,634.3 	69.2%





Source: Report on the execution of the republican budget of the government of the Republic of Kazakhstan (2023).
 

The results of the comparative analysis of empirical cases confirm the viability and functionality of the developed DMNPM in real conditions. The model demonstrated its ability to aggregate heterogeneous data and provide a comprehensive picture of project implementation, identifying both successes and problem areas. The differences in efficiency between the “Zhaily Mektep” and “Auyldyq Densaulyq Saqtau” projects according to the K1-K3 criteria emphasize the importance of: clear quantification of goals (projects with more measurable goals are easier to digitally monitor and evaluate); model flexibility (the ability of DMNPM to adapt to different levels of data detail and various challenges); and significance of indirect indicators (in cases where direct measurements are difficult, the digital model allows using and visualizing indirect indicators for socio-economic effect assessment).

This practical analysis demonstrates how DMNPM enables the transition from formal tracking to deeper, dynamic, and result-oriented monitoring, providing timely information for program adjustment. Comparative analysis also demonstrated that a high level of budget execution does not always correlate with goal achievement or with real social effect, especially without the integration of feedback.



4 Discussion

This study presents a conceptual DMNPM designed to enhance the efficiency, transparency, and effectiveness of government initiatives in the context of digital transformation of public administration. This section synthesizes the key findings of the research, analyzing the proposed model in the context of existing academic discussions and international experience, comparing its strengths with limitations, and assessing the potential for scaling.

The DMNPM we have developed marks a significant step in the evolution of government program monitoring methodology, particularly for countries with actively developing digital infrastructure. When compared with the experience of digital governance leaders such as Estonia, South Korea, and Canada, the unique contribution and potential of our model become evident.

While Estonia’s X-Road system (Kitsing, 2011) demonstrates almost perfect seamless interagency integration, Kazakhstan’s infrastructure, including Smart Bridge, faces historical data fragmentation. Our model, considering these realities and offering integration mechanisms on top of existing differences, is a pragmatic and valuable solution for similar conditions in other developing countries, differing from idealized models applicable to already consolidated digital ecosystems.

Furthermore, South Korea actively integrates artificial intelligence and big data for proactive public administration (Kim and Kim, 2020). The inclusion of a predictive analytics module in the model’s architecture based on machine learning in our DMNPM represents a substantial step from reactive to proactive monitoring, allowing not just to record deviations but to predict them, enabling preventive measures (Kankanhalli et al., 2019). This is a critically important distinction from many traditional monitoring systems and positions DMNPM as an advanced solution.

Canadian experience, with its emphasis on “data-driven government” and open data publication, resonates with our approach to using Open Data portals in Kazakhstan. However, Canada demonstrates more advanced mechanisms for engaging citizens in analyzing and using this data to increase accountability (Bertot et al., 2010). Our model, providing open access to aggregated data and interactive dashboards, makes an important step in this direction, but also indicates the need for further development of civic participation culture in Kazakhstan.

Supplementary Table S3 provides a structured comparison of DMNPM with Estonia’s X-Road, South Korea’s Digital Platform Government, and Canada’s GC InfoBase across architecture, technology maturity, AI/analytics capabilities, transparency, and cost efficiency. Key takeaways: DMNPM balances Estonia’s interoperability lessons with Korea’s AI integration, while addressing middle-income country constraints through modular design and pragmatic tool selection.

DMNPM currently implements foundational security mechanisms suitable for government infrastructure: OAuth 2.0 with role-based access control and multi-factor authentication (MFA), TLS 1.3 encryption, database pseudonymization, OWASP API (OWASP Foundation, 2023), and 7-year audit logging with SIEM integration. Operator oversight is mandatory for budget allocations exceeding 10 million tenge. AI is used only for auxiliary functions (semantic search, document processing) without directly influencing resource allocation decisions. When expanding functionality, we plan to follow the OECD AI Principles (OECD, 2024) and the EU AI Act (European Commission, 2024) governance framework for high-risk public sector applications.

While DMNPM includes statistical forecasting with expansion roadmap for advanced analytics, it is important to recognize that AI models work with formal parameters while human decision-making involves cognitive semantics—the conceptual meanings that exist in human consciousness rather than just objective reality (Boldyrev, 2014; Zokirova, 2021). As Zokirova (2021) emphasizes, lexical meaning in cognitive semantics is conceptual, relating to notions in consciousness rather than necessarily to real objects. This requires integration with collective intelligence approaches—the combined capacity of groups to solve shared problems through collaborative technologies (Lowry et al., 2023; Berditchevskaia et al., 2023).

The practical implementation of the model can benefit from integration with existing situational centers established in Kazakhstan since 2011. Janenova (2018) documents that situational centers were created for online video monitoring of all population service centers (ЦОНs), while the Government of Kazakhstan (2020) confirms these centers operate under presidential directives for real-time monitoring. Integration with this existing infrastructure, including the current Unified Situational Center, would accelerate DMNPM implementation through established visualization and coordination mechanisms.

The consideration for DMNPM implementation is compliance with the long-term strategic framework of Kazakhstan, in particular the strategy “Kazakhstan-2050.” The model should include many temporary criteria: short-term indicators that measure the operational effectiveness of the program (K1-K3), medium-term results that track progress in achieving the Sustainable Development Goals until 2030, and a long-term impact assessment that assesses the contribution to the strategic goals of Kazakhstan-2050. This multi-time approach ensures that monitoring performs the functions of operational management and strategic planning.


4.1 Implementation challenges

Despite the obvious advantages, the implementation of DMNPM faces serious problems that require strategic approaches:

Institutional barriers include resistance from civil servants accustomed to traditional reporting methods, insufficient technical expertise of modern analytical tools, and difficulties with interdepartmental coordination. These tasks require comprehensive change management strategies, including training programs, incentive coordination, and gradual implementation approaches.

Technical limitations are related to the quality of data in existing government systems, outdated IT infrastructure in some departments, and cybersecurity issues for integrated data sharing. Solving these problems requires significant investments in infrastructure and reliable security systems that balance access with protection. Recent systematic reviews identify eight main research topics in the field of digital technology implementation, which shows that technical infrastructure alone is not enough, without removing broader socio-economic barriers (Liu et al., 2025).

The gaps in the regulations are reflected in the lack of standards for collecting and exchanging data, an unclear legal framework for the use of open data, and a lack of proposals for the implementation of artificial intelligence in the government. The resolution requires a comprehensive development of regulatory legal acts that establish specific standards and reporting mechanisms.



4.2 Comparative advantages and global applicability

DMNPM offers several advantages that place it for wider international use. The modular architecture allows you to adapt to different institutional contexts and technical capabilities, and relying on widely available tools (Python, Power BI) makes implementation accessible even for governments with limited resources.

The focus of developing countries distinguishes DMNPM from structures for advanced digital ecosystems. The model clearly addresses data fragmentation, resource constraints, and institutional constraints that are often found in the development of contexts, making it more realistic and accessible than idealized structures that require perfect conditions.

The integration orientation emphasizes working with existing systems without the need for a complete replacement, reducing implementation costs and barriers, while allowing the gradual development of capabilities. This approach proves to be more stable than revolutionary changes that often fail due to resource or bandwidth constraints.

The international application potential of the model is especially important because developing countries face similar challenges and can benefit from common implementation experience and adapted solutions, rather than trying to replicate structures for fundamentally different contexts.

Thus, DMNPM does not simply adapt global practices, but integrates them into the specific conditions of Kazakhstan, overcoming challenges characteristic of developing economies. DMNPM can be tailored to other institutional contexts through a four-phase pathway: (1) Readiness assessment (digital maturity, legal framework, data quality), (2) Architectural localization (API mapping, language adaptation, ML calibration), (3) Pilot implementation (2–3 national programs over 12–18 months), and (4) National scaling (wave-based rollout). The adaptation framework (Supplementary Table S2) provides country-specific implementation pathways.

The developed digital monitoring model offers a number of significant advantages that directly address the problems identified in the introduction, such as information delays and data fragmentation (Fountain, 2001; Lindgren et al., 2019). The flexibility and modularity of the DMNPM architecture allow easy addition of new data sources, adaptation of key performance indicators (KPIs), and customization of analytical modules, which corresponds to the principles of adaptive management.

Automation of data collection through API integration (Smart Bridge) and from open sources (Open Data) significantly reduces labor costs, minimizes errors, and enables monitoring in near-real-time, which is critically important for operational decision-making. Comprehensive assessment, including budget efficiency, goal achievement, and socio-economic effect, provides deeper and more comprehensive analysis, consistent with the principles of result-oriented public administration (Osborne and Gaebler, 1992). The inclusion of predictive analytics allows transitioning from problem statement to their prediction, which contributes to proactive risk and resource management. Finally, interactive dashboards and improved data visualization increase transparency and potentially strengthen civic participation.

The contribution of this research to academic theory lies in proposing a detailed conceptual model that integrates various aspects of digital government and analytical capabilities to address specific challenges of monitoring national programs, expanding the existing understanding of Digital M&E, especially in the context of using national platform solutions.

Despite the obvious advantages, the implementation and full functioning of DMNPM are associated with a number of significant limitations requiring a strategic approach. Institutional barriers include inertia and possible resistance to change from civil servants, as well as a shortage of qualified personnel capable of working with modern analytical tools. Interagency disunity and insufficiently developed culture of data-driven decision-making remain serious challenges requiring cultural transformation (Grindle, 2007).

Among technical limitations, the problem of source data quality in existing government information systems (incompleteness, inaccuracy, inconsistency) stands out, which requires significant efforts for their cleaning and validation. Problems with outdated IT infrastructure in some departments and information security issues can also impede full integration and data exchange. Regulatory limitations manifest in the absence of unified standards for data collection and exchange, as well as gaps in legislation regulating the use of open data and analytical tools.

The developed DMNPM has significant potential for adaptation and application in other developing countries, which is due to the similarity of challenges they face: data fragmentation, limited resources, and an acute need to increase transparency and efficiency of government programs (World Bank, 2021; UNDP, 2022). The model, developed considering the specific conditions of Kazakhstan, can serve as a reference framework. The use of publicly available and widespread technical tools (Python, Power BI) makes it relatively inexpensive and accessible even for countries with limited IT budgets. The modular architecture provides flexibility for adaptation to specific data features and institutional structure.



4.3 Future research

As a result of this study, several important research priorities appear. Empirical validation through experimental implementations is very important to test the effectiveness of the model in specific situations and identify practical challenges. The study of intercultural adaptation at different levels of management systems and development improves the applicability of the model. The study of technical developments should focus on the framework of artificial intelligence ethics, cybersecurity architecture and interaction standards. Citizen-oriented research should explore optimal interaction mechanisms and the consequences of digital divergence. The implementation of scientific research should take into account change management processes, capacity building approaches, and long-term sustainability requirements.

The experience of Kazakhstan, which is actively implementing digitalization, can become a valuable reference point that will help other countries avoid such mistakes. Future implementations should explore deeper integration with Kazakhstan’s established situational center infrastructure (Janenova, 2018) and incorporate collective intelligence methods that have proven effective in improving government data infrastructures (Lowry et al., 2023). Thus, the DMNPM provides a practical and scientifically based solution for improving the efficiency of monitoring national programs, which is very important for achieving the Sustainable Development Goals and improving the quality of public administration in developing countries.




5 Conclusion

This study was devoted to the development and conceptual substantiation of a Digital Model for National Program Monitoring (DMNPM) in the context of digital transformation of public administration in the Republic of Kazakhstan. The identified limitations of traditional monitoring approaches, such as data fragmentation, lack of operativeness, and insufficient focus on results, emphasized the relevance of the proposed solution.

The theoretical contribution of this research lies in expanding the understanding of digital governance capabilities and introducing a comprehensive methodology for evaluating government programs into scientific circulation. The proposed three-level model (K1 - budget efficiency, K2 - goal achievement, K3 - socio-economic effect) goes beyond traditional approaches, offering deeper and multidimensional analysis. We have shown how a mixed research method, combining quantitative data from open sources and specialized APIs with qualitative analysis, allows obtaining a comprehensive picture. Moreover, the work fills gaps in the literature by offering a detailed analysis of Kazakhstan’s experience, which is especially valuable for studying digital transformation in developing countries.

During the research, a conceptual architecture of DMNPM was successfully developed, its key components were described in detail, including input data, collection, processing, analysis and visualization modules, as well as feedback mechanisms. The role and potential of integrating existing government information systems of Kazakhstan (egov.kz, Smart Bridge, Open Data) as a foundation for building this model were substantiated. Demonstration of DMNPM applicability on examples of national programs “Digital Kazakhstan” and “Nurly Zhol,” as well as pilot projects “Zhaily Mektep” and “Auyldyq Densaulyq Saqtau” clearly illustrated the model’s capabilities for ensuring dynamic progress tracking, using predictive analytics for risk forecasting, and increasing transparency.

The scientific contribution of the study lies in the provision of an original conceptual model that systematically combines advanced digital technologies (including predictive analytics based on machine learning) and feedback mechanisms to improve the effectiveness of monitoring national programs. This contributes to filling existing research gaps in the field of holistic models of digital monitoring adapted to the conditions of active development of digital ecosystems, such as Kazakhstan’s.

An empirical analysis of the national projects “Zhaily Mektep” and “Auyldyq Densaulyq Saqtau” revealed the most important success factors in the implementation of digital monitoring systems, including the need to use indirect indicators to accurately quantify goals, ensure the flexibility of models and assess the socio-economic impact. A comparative analysis of the budget execution of Republican projects showed significant discrepancies (from 35.1 to 100%), confirming the need for an integrated approach to monitoring budget execution beyond traditional control.

Practical recommendations for government agencies of the Republic of Kazakhstan include the need for further development of unified standards for data collection and exchange, investments in developing digital competencies of civil servants, as well as creating an appropriate regulatory framework for full implementation and scaling of DMNPM. Active use of the potential of Smart Bridge and Open Data can become a catalyst for transitioning to a qualitatively new level of data-driven public administration.

Prospects for future research include empirical testing and pilot implementation of the developed model in real conditions to confirm its effectiveness and identify practical tasks. Comparative studies with similar initiatives in other countries are also of interest to identify the universal and contextual success factors of digital monitoring.

Ultimately, DMNPM offers not only a technological but also an institutional solution that contributes to the formation of a more transparent, accountable, and effective public administration system, which is critically important for achieving national strategic goals and Sustainable Development Goals.
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The integration of artificial intelligence (AI) with frontier technologies such as large language models and quantum computing has significantly enhanced enterprises’ potential for breakthrough innovation, becoming a critical driver of innovation performance. However, the internal mechanisms and boundary conditions through which AI influences innovation performance via breakthrough innovation remain unclear, requiring further exploration to deepen our understanding of AI’s crucial role in organizational innovation. Drawing on the resource-based view (RBV), this study systematically investigates the impact of AI use on innovation performance, emphasizing the mediating role of breakthrough innovation and the moderating effect of Not-Invented-Here Syndrome (NIHS). Data were collected from 355 global high-tech enterprises via the Prolific platform and analyzed using partial least squares structural equation modeling (PLS-SEM). The findings demonstrate that AI use positively impacts innovation performance, with breakthrough innovation serving as a significant mediator. NIHS exhibits an inverted U-shaped moderating effect on the relationship between AI use and innovation performance, while displaying a U-shaped moderating effect between breakthrough innovation and innovation performance. This study provides initial empirical evidence that AI promotes breakthrough innovation in high-tech enterprises, thus enhancing innovation performance, unveiling the ‘black box’ of how AI influences innovation performance through breakthrough innovation. Moreover, it explores the nonlinear moderating role of NIHS, reinforcing the applicability of RBV in the digital era. This research also offers practical guidance for high-tech enterprises to optimize resource allocation and implement breakthrough innovation strategies in AI-driven innovation environments to achieve superior innovation performance and competitive advantage.
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1 Introduction

Rapid advances in artificial intelligence (AI) are reconfiguring enterprises’ innovation logics and sources of competitive advantage (Haenlein and Kaplan, 2019; Krakowski et al., 2023). Enterprises are allocating growing resources to AI to streamline operations, enhance decision quality, and develop novel products and services. Industry evidence suggests broad diffusion across manufacturing, healthcare, financial services, and retail, positioning AI as a distinctive resource for improving innovation performance and competitive positioning. The rise of generative AI—underpinned by foundation models, machine learning, natural language processing, and, prospectively, quantum computing—has further expanded the frontier for breakthrough innovation (Balasubramanian et al., 2022; Mariani and Dwivedi, 2024). Yet these opportunities are tempered by significant implementation challenges: sizable capital outlays for infrastructure, constrained access to high-quality data, shortages of talent that integrate technical and domain expertise, organizational resistance to change, and persistent concerns over privacy and algorithmic bias (Grewal et al., 2021). Returns are also heterogeneous across industries and use cases; while some enterprises realize material gains, others fall short of expectations, and in some instances, initiatives are discontinued due to insufficient value creation (Felten et al., 2021). These patterns underscore the need to understand how enterprises can leverage AI effectively to enhance innovation performance.

Within the resource-based view (RBV), AI is increasingly conceptualized as a strategic resource that can enable sustained advantage and superior innovation outcomes (Krakowski et al., 2023; Mariani et al., 2023b). Beyond a technical artifact, AI operates through data, algorithms, and complementary organizational assets to support information processing, resource generation, and decision making, thereby facilitating dynamic resource orchestration (Raisch and Krakowski, 2021). Prior research indicates that AI can strengthen the identification, acquisition, and allocation of innovation-relevant resources, reshape search and selection processes, and ultimately elevate innovation outcomes (Mariani et al., 2023a; Roberts and Candi, 2024). At the same time, AI adoption introduces novel innovation paradigms that may disrupt established routines and resource deployment strategies. Factors such as top management’s change orientation, technological opacity and bias, organizational restructuring, and the magnitude of financial and technical commitments complicate the performance implications (Arias-P’Erez and V’Elez-Jaramillo, 2022; Han et al., 2025). Consequently, rigorous examination of AI’s real-world effectiveness has become a research priority (Du and Xie, 2021; Grewal et al., 2021). Clarifying the specific pathways, mechanisms, and boundary conditions through which AI contributes to innovation performance is therefore an essential agenda for further inquiry.

AI, as a frontier technology transcending human cognitive limitations, serves as crucial support for breakthrough innovation due to its robust data processing, pattern generation, and resource emergence (Balasubramanian et al., 2022; Cooper et al., 2023). Breakthrough innovation refers to creating novel technologies, products, or services previously absent from the market, triggering substantial market changes and reshaping industry standards and development patterns (Capponi et al., 2022; Datta and Srivastava, 2023). Conventional perspectives suggest that AI can only recombine existing knowledge and resources; however, recent technological advances enable AI to autonomously generate and emergently produce new knowledge and capture complex system dynamics. This capacity allows firms to break free from innovation path dependence based on existing resources and knowledge (Mariani and Dwivedi, 2024; Roberts and Candi, 2024), facilitating entirely new technological combinations and application scenarios, thus driving breakthrough innovation and ultimately enhancing innovation performance (Silva et al., 2017). Yet, the mediating mechanism of breakthrough innovation in AI’s impact on innovation performance remains unclear and requires deeper investigation.

In translating AI-driven breakthrough innovation into superior innovation performance, the cognitive and decision-making attributes of top management teams are pivotal (Wilms et al., 2019; Han et al., 2025), particularly through their openness to external knowledge and resources. Not-Invented-Here Syndrome (NIHS)—an orientation of reservation or resistance toward external innovation inputs (Hannen et al., 2019; Amann et al., 2021)—conditions how AI use influences performance outcomes. Extant findings on NIHS and enterprise innovation are mixed. Some studies argue that NIHS can strengthen internal resource integration and architectural coherence, thereby enhancing innovation performance (Felin and Zenger, 2014; Manzini et al., 2017). Others show that excessive NIHS induces cognitive rigidity, suppresses the variety of novel inputs, and ultimately impedes breakthrough innovation (Ismail et al., 2023). These inconsistencies point to nonlinear effects. Psychologically, a moderate level of NIHS may balance identity protection with learning openness, whereas extreme levels on either side disrupt this equilibrium (Antons and Piller, 2015; Witthöft et al., 2025). Organizationally, NIHS creates tension between external knowledge absorption and capability protection, plausibly yielding curvilinear (e.g., inverted U-shaped) relationships with innovation performance (Hannen et al., 2019). Building on this logic, we conceptualize NIHS as a multilevel construct and theorize a nonlinear moderating role of NIHS in the relationship between AI-driven breakthrough innovation and enterprise innovation performance, thereby motivating systematic inquiry into the underlying mechanisms and boundary conditions.

Based on the above analysis, this study addresses the following research questions: (1) Can AI enhance firms’ innovation performance by promoting breakthrough innovation? (2) What role does NIHS play in the relationships among AI use, breakthrough innovation, and innovation performance? To answer these questions, we conducted a two-stage online survey through the Prolific platform, collecting data from 355 high-tech enterprises globally. High-tech firms, characterized by technology-intensive innovation orientation, robust data assets, advanced R&D, and agile organizational structures, provide an ideal context for studying AI-enabled breakthrough innovation. Data analysis was conducted using PLS-SEM to test the research hypotheses.

This research contributes significantly to the literature on AI and innovation management. First, it systematically elucidates the mediating mechanism of breakthrough innovation in the relationship between AI use and innovation performance, deepening the understanding of the complex processes through which AI influences innovation performance (Du and Xie, 2021; Rammer et al., 2022). Second, it examines the nonlinear moderating role and mechanisms of NIHS as a boundary condition, challenging the conventional view of NIHS’s linear effects (Ismail et al., 2023). Third, it enriches and extends the RBV framework in the digital era, emphasizing AI’s strategic importance for organizational competitive advantage and innovation performance (Helfat et al., 2023).

The remainder of this paper is structured as follows. Section 2 reviews theoretical backgrounds and formulates hypotheses. Section 3 outlines the methodology, including sampling, data collection, and analytical techniques. Section 4 presents results from empirical analysis. Section 5 discusses findings, implications, limitations, and future research directions. Section 6 concludes the paper.



2 Theoretical background and hypotheses development


2.1 Resource-based view

The resource-based view (RBV) offers a coherent theoretical lens for this study, guiding a systematic analysis of how enterprises deploy strategic resources to secure competitive advantage and elevate innovation performance (Barney, 2001). Under RBV, resources that are valuable, rare, inimitable, and non-substitutable constitute the foundations of sustained competitiveness and serve as engines of innovation (Terziovski, 2010; Barney et al., 2021). Such resources span tangible assets—advanced equipment, financial capital, and physical infrastructure—and intangible assets—brand reputation, intellectual property, and employee competencies (Jancenelle, 2021). Through effective integration and orchestration of these heterogeneous resources, enterprises develop pioneering technologies, products, and services, thereby strengthening innovative outputs and overall innovation performance.

Against the backdrop of rapid digitization, artificial intelligence (AI) has emerged as a pivotal strategic resource within the RBV paradigm. Recent scholarship extends RBV to encompass AI-enabled resources, enriching its theoretical scope and contemporary relevance (Helfat et al., 2023). As a novel class of strategic resource, AI transcends traditional asset constraints by introducing digital and data-intensive capabilities that reconfigure enterprises’ innovation processes (Sullivan and Wamba, 2024). Its technological affordances reshape how resources are accessed, combined, and deployed, enabling more efficient acquisition and orchestration of industry-specific assets to support innovation (Raisch and Krakowski, 2021; Krakowski et al., 2023). In this sense, AI functions as a critical enabler of competitive advantage and innovation performance in the digital era.

Building on this logic, advances in deep learning, generative algorithms, and data analytics empower enterprises to create novel technologies and products, facilitating breakthrough innovation that not only propels industry evolution but also shapes consumer demand (Mariani and Dwivedi, 2024; Roberts and Candi, 2024). However, the performance impact of AI is contingent on organizational and cognitive conditions. Not-Invented-Here Syndrome (NIHS)—a bias favoring internally developed solutions over external resources and knowledge (Hannen et al., 2019)—constitutes a salient boundary condition. NIHS can impede an enterprise’s ability to absorb and leverage external inputs, including AI technologies, data assets, and ecosystem partnerships, thereby constraining the potential of AI-driven innovation (Han et al., 2025). Accordingly, the transformative effects of AI are likely moderated by the degree to which NIHS is present within the organization.

Guided by RBV and incorporating recent developments in AI research (Krakowski et al., 2023), this study advances an integrated model in which AI use enhances innovation performance via the mediating role of breakthrough innovation, with NIHS exerting a nonlinear moderating influence on this relationship. This theorization enables a nuanced account of the mechanisms and boundary conditions underlying AI-driven innovation, offering actionable implications for sustaining innovation performance in highly competitive environments.



2.2 Artificial intelligence usage and innovation performance

The use of artificial intelligence (AI) refers to the deployment of technologies such as machine learning, natural language processing, and computer vision by firms across domains of daily management, production, and marketing to build systems capable of simulating human intelligence (Krakowski et al., 2023). AI utilization enables firms to acquire novel resources and support innovation processes through large models, thereby enhancing innovation performance.

First, AI—by virtue of its powerful machine learning and big data analytics—can efficiently extract highly valuable innovation ideas, problem-solving strategies, industry trends, and cutting-edge technologies from vast volumes of information. It then transforms these insights into firm-specific assets, enriching the enterprise’s resource base for innovation (Ciarli et al., 2021). When such novel resources exhibit high potential value, AI further enhances firm-level innovation by integrating internal and external knowledge through its resource orchestration, thereby promoting superior innovation outcomes.

Second, AI facilitates the rapid commercialization of innovation outputs and continuously optimizes innovation strategies through real-time feedback mechanisms. By constructing interactive feedback channels among firms, markets, and end-users (Panico and Cennamo, 2022), AI enables organizations to dynamically capture user experiences and market reactions to new technologies and products through advanced data modeling. This allows firms to flexibly refine their innovation trajectories, accelerate iterative cycles of technological and product development, and ultimately secure first-mover advantages and innovation returns (Wamba-Taguimdje et al., 2020).

Third, AI empowers firms to build collaborative innovation platforms by dismantling resource and information silos, thereby facilitating cross-functional and inter-organizational resource recombination and renewal. Through intelligent matching and real-time coordination functionalities, AI enables efficient connections across intra- and inter-firm knowledge domains, forming dynamic innovation networks that enhance the circulation and sharing of knowledge and resources (Haefner et al., 2021). These networks not only accelerate innovation processes but also augment firms’ dynamic advantages to continuously sense and respond to market changes, thereby improving innovation performance. Based on the above theoretical rationale, we propose the following hypothesis:


Hypothesis 1 (H1): AI usage has a positive effect on innovation performance.




2.3 The mediating role of breakthrough innovation

Breakthrough innovation refers to the development of technologies, products, or services that are unprecedented in the market and that catalyze significant structural shifts in existing industries (Capponi et al., 2022). It enables firms to pioneer radically new offerings, attain first-mover advantages, and reshape competitive landscapes—thereby fostering superior innovation performance and sustainable competitive advantage. The mechanisms through which AI facilitates breakthrough innovation can be delineated as follows:

First, AI—leveraging advanced algorithmic architectures and machine learning techniques—enables firms to mine core internal data across operational, managerial, and R&D domains, while simultaneously capturing critical external insights regarding market dynamics, user preferences, and frontier technologies (Raisch and Krakowski, 2021; Krakowski et al., 2023). Through predictive analytics and generative modeling, AI transforms these multi-sourced datasets into forward-looking insights, accelerating the emergence of disruptive technologies and breakthrough innovations (Mariani and Dwivedi, 2024; Roberts and Candi, 2024).

Second, AI transcends the cognitive constraints of human reasoning by exploring novel solution spaces and unconventional innovation trajectories. In virtual environments, AI enables rapid experimentation and validation of innovative ideas, facilitating the transition from concept to prototype with reduced cost and risk. This capacity substantially enhances firms’ ability to engage in technological exploration and to deviate from dominant design logics, which are essential for generating breakthrough innovation (Haefner et al., 2021; Datta and Srivastava, 2023).

Third, AI fosters cross-boundary integration of diverse resources and knowledge domains, thus driving interdisciplinary convergence and the emergence of new business models and technological applications. AI-powered intelligent platforms dismantle traditional industry boundaries by enabling the combinatorial synthesis of heterogeneous knowledge and technologies from disparate sectors, generating novel innovation pathways and unconventional solutions (Felten et al., 2021). This form of convergence not only expands the scope of innovation but also serves as a robust engine for breakthrough innovation. Accordingly, we propose the following hypothesis:


Hypothesis 2 (H2): AI usage has a positive effect on firms’ breakthrough innovation.


Breakthrough innovation plays a pivotal role in enabling firms to achieve heterogeneous leaps in highly uncertain environments and can influence innovation performance through several critical mechanisms.

First, breakthrough innovation often entails fundamental shifts in technological paradigms and product architectures, requiring firms to transcend path dependence and establish highly heterogeneous resource and knowledge configurations (Srivastava and Gnyawali, 2011). This process involves the recombination of external technologies, knowledge, and ecosystem partnerships (Dong et al., 2017), facilitating unique complementarities and synergies among resources, thereby enhancing the distinctiveness and inimitability of innovation outputs—and in turn, boosting innovation performance.

Second, as a core driver of upgrading, breakthrough innovation activates internal exploratory momentum and reinforces firms’ strategic flexibility and core competitiveness. By stimulating the development of new technological resources, it strengthens firms’ absorptive, transformative, and exploitative capacities toward novel knowledge. This dynamic enhances resource conversion efficiency from R&D to commercialization and establishes robust imitation barriers, supporting sustainable competitive advantage rooted in technological leadership and organizational responsiveness (Silva et al., 2017).

Third, breakthrough innovation opens up new avenues for sustained growth by enabling firms to transcend existing industry boundaries and redefine value creation logics and competitive rules (Markides, 2006). Through the launch of highly differentiated and disruptive offerings, firms can rapidly enter emerging markets, secure first-mover dominance, and establish new industry standards or consumer paradigms (Bennett and Hauser, 2013). These strategic gains contribute to stronger entry barriers and customer lock-in mechanisms, thereby reinforcing long-term improvements in innovation performance. Based on the above reasoning, we propose the following hypothesis:


Hypothesis 3 (H3): Breakthrough innovation has a positive effect on innovation performance.


Artificial intelligence (AI), as a general-purpose enabling technology, is profoundly reshaping the logic of innovation and the boundaries of organizational resources (Mariani and Dwivedi, 2024). Existing research suggests that the extensive deployment of AI not only enhances firms’ operational efficiency and information processing capacity but also energizes breakthrough innovation by augmenting organizational cognition, reconfiguring innovation trajectories, and fostering cross-domain integration (Datta and Srivastava, 2023; Krakowski et al., 2023). Simultaneously, breakthrough innovation itself—as a form of strategic innovation—substantially strengthens firms’ heterogeneous competitive advantage and contributes to sustained innovation performance (Capponi et al., 2022). Building on these insights, this study posits that breakthrough innovation mediates the relationship between AI usage and innovation performance, for the following reasons:

First, by leveraging natural language processing, image recognition, and deep learning algorithms, AI empowers firms to efficiently capture signals related to technological evolution, latent customer needs, and untapped market domains (Roberts and Candi, 2024). This cognitive augmentation expands their technological imagination, while simultaneously enhancing their sensitivity to market opportunities (Haefner et al., 2021). As a result, firms can enact fundamental shifts in technological paradigms and product concepts, generating breakthrough innovations characterized by first-mover potential and disruptive impact. Given their high degree of differentiation and technological inimitability, such innovations often yield rapid returns in both output and market performance, thereby improving overall innovation performance (Srivastava and Gnyawali, 2011).

Second, AI-enabled virtual simulation, intelligent optimization, and generative modeling technologies offer firms agile and cost-efficient platforms for experimentation (Datta and Srivastava, 2023). This allows firms to validate the feasibility and market response of new products or technological pathways at early conceptual stages, significantly reducing the trial-and-error costs and path dependencies typically associated with breakthrough innovation (Silva et al., 2017). More importantly, the iterative optimization mechanisms embedded in AI systems facilitate the seamless transformation of breakthrough innovation outputs from conceptual prototypes to market-ready applications, thereby contributing to enhanced innovation performance.

Third, AI-driven intelligent platforms enable the fluid circulation and recombination of data, resources, and knowledge across industrial, organizational, and geographic boundaries (Felten et al., 2021). By dismantling traditional structural barriers, AI allows firms to access and recombine heterogeneous knowledge domains and resources, thereby unlocking the potential for cross-disciplinary innovation. In this context, breakthrough innovation transcends the evolution of individual product lines or core technologies, instead taking the form of systemic transformation across technologies and industries (Markides, 2006). This mechanism opens new market spaces and facilitates the redefinition of industry rules, providing firms with scalable pathways for value creation and long-term innovation returns. Based on the above reasoning, we propose the following hypothesis:


Hypothesis 4 (H4): Breakthrough innovation mediates the relationship between AI usage and innovation performance.




2.4 The moderating role of NIHS

Not-Invented-Here Syndrome (NIHS) denotes an enterprise- and manager-level propensity to privilege internally developed solutions while discounting or resisting external technologies and products, thereby exhibiting reluctance to adopt or leverage them (Ismail et al., 2023). NIHS signals limited openness to collaboration and an overreliance on in-house R&D, which can impede interorganizational resource and technology exchange and, in turn, constrain innovation capacity. Extant research examines NIHS through psychological and organizational learning lenses. Psychologically, NIHS reflects a preference for internal knowledge and technology that can strengthen resource integration and support independent innovation—especially in technology-intensive, patent-protected settings where knowledge appropriation and secrecy are paramount (Antons and Piller, 2015; Han et al., 2025). Conversely, NIHS can also foster cognitive rigidity and a closed interpretive frame, prompting systematic rejection or neglect of external knowledge and emerging technologies. Such closure undermines the acquisition, absorption, and application of diverse information in dynamic environments (Hannen et al., 2019; Ismail et al., 2023), narrows open innovation channels, and diminishes the likelihood of breakthrough outcomes, thereby depressing overall innovation performance. Accordingly, the effects of NIHS are unlikely to be linear. Rather, they are contingent and potentially nonlinear—shaped by underlying psychological mechanisms and organizational learning processes, and varying with technological complexity, appropriability conditions, and environmental dynamism. This perspective motivates theorizing NIHS as a multidimensional, context-dependent construct with curvilinear implications for enterprise innovation.

Building on this analysis, we argue that the effect of AI usage on innovation performance is likely moderated by NIHS in a nonlinear manner. Specifically, at low levels of NIHS, firms are highly open to external technologies and resources, actively acquiring external knowledge to support innovation (Dong and Netten, 2017; Amann et al., 2021). However, such openness may lead to information overload and resource redundancy. In this scenario, AI becomes overburdened by excessive data processing and fails to effectively integrate and optimize key resources, weakening its ability to enhance innovation through precise decision support, product innovation, and faster market responsiveness. Therefore, low levels of NIHS may attenuate the positive impact of AI on innovation performance due to resource fragmentation and overload.

At moderate levels of NIHS, firms achieve an optimal balance between openness and closure. They establish selective barriers, effectively absorbing high-quality external resources while avoiding redundancy and overload (Wu et al., 2022). In this “golden zone” of resource allocation, AI can efficiently process user needs, market trends, and technological developments, improving resource orchestration and empowering firms to swiftly adjust strategies and identify latent innovation opportunities, thereby boosting innovation performance (Krakowski et al., 2023).

At high levels of NIHS, firms’ rejection of external resources intensifies. They mainly rely on internal resources and innovation pathways, with limited absorption of external technologies or market insights (Hannen et al., 2019; Han et al., 2025). This inward focus reduces firms’ sensitivity to market trends and emerging technologies, constraining the role of AI in the innovation process. AI is then limited to optimizing internal resources, failing to exploit novel external knowledge, which ultimately undermines innovation performance (Shan et al., 2020; Broekhuizen et al., 2023). Based on this reasoning, we propose the following hypothesis:


Hypothesis 5 (H5): NIHS has a nonlinear moderating effect on the relationship between AI usage and innovation performance, with this relationship being strongest at moderate levels of NIHS and weaker at low or high levels.


Regarding the relationship between AI usage and breakthrough innovation, low NIHS encourages firms to acquire a large volume of external technologies and resources (Hannen et al., 2019). However, this can also introduce resource redundancy and quality heterogeneity, leading to information overload and disorganization. Such resource fragmentation weakens the ability of AI to intelligently analyze market gaps, foster innovation, and overcome bottlenecks, thereby limiting the potential for breakthrough innovation (Srivastava and Gnyawali, 2011).

At moderate levels of NIHS, firms can flexibly select, search, and integrate valuable external resources while avoiding the inefficiencies associated with excessive openness (Thornton et al., 2019; Ganco et al., 2020). This balance enables firms to fully leverage AI’s potential to intelligently identify market needs, innovation opportunities, and frontier technologies, rapidly validate new products in the marketplace, and gain timely feedback (Sullivan and Wamba, 2024). As a result, firms can retain breakthrough innovation outputs with greater market viability. Thus, a moderate level of NIHS creates the most favorable environment for AI to support breakthrough innovation.

When NIHS is excessively high, firms adopt innovation strategies that almost entirely reject external resources (Antons et al., 2017), severely limiting their potential to exploit external knowledge. In this situation, AI’s ability to predict market trends, overcome technological bottlenecks, and explore technological frontiers is significantly weakened. Firms may fail to capture emerging market opportunities or disruptive technological shifts, thereby missing crucial breakthrough innovation initiatives (Antons and Piller, 2015; Mariani and Dwivedi, 2024). Consequently, high NIHS severely undermines the potential of AI to support breakthrough innovation. Based on this reasoning, we propose the following hypothesis:


Hypothesis 6 (H6): NIHS has a nonlinear moderating effect on the relationship between AI usage and breakthrough innovation, with this relationship being strongest at moderate levels of NIHS and weaker at low or high levels.


With respect to the relationship between breakthrough innovation and innovation performance, we argue that at low levels of NIHS, firms can access industry development trends, emerging opportunities, and competitor dynamics, thereby enriching their resource base (Hannen et al., 2019). While low-quality resources and increased managerial complexity may exist, breakthrough innovation can effectively mitigate risks and uncertainties in the innovation process, leveraging available industry resources to support the commercialization of breakthrough products and technologies, thus generating high innovation returns (Dong et al., 2017). Therefore, although low NIHS may lead to resource redundancy and managerial challenges, breakthrough innovation remains sufficient to drive superior innovation performance.

As NIHS increases, firms’ openness to external resources declines (Antons et al., 2017), resulting in strategic dilemmas about whether to rely on external resources for technology commercialization, focus solely on internal R&D, or attempt a hybrid approach (Felin and Zenger, 2014). In such cases, even when breakthrough innovation exists, the simultaneous need to integrate internal and external resources can consume considerable time and energy, dispersing strategic focus and delaying product commercialization, which diminishes the positive effect of breakthrough innovation on innovation performance (Manzini et al., 2017).

At very high levels of NIHS, firms compensate by intensifying R&D investments, promoting internal learning, and strengthening employee training to boost internal innovation, thus reducing dependency on external resources (Zhang and Tang, 2017). This strategy not only reduces the costs of searching and absorbing external knowledge but also activates internal innovation potential (Scuotto et al., 2017). Under these conditions, breakthrough innovation generates substantial competitive advantages and bargaining power, establishes imitation barriers, and significantly improves innovation performance. Accordingly, we propose the following hypothesis:


Hypothesis 7 (H7): NIHS has a nonlinear moderating effect on the relationship between breakthrough innovation and innovation performance, with this relationship being strongest at low and high levels of NIHS and weaker at moderate levels.


Based on these arguments, we construct the research model as shown in Figure 1.

[image: Conceptual diagram illustrating relationships among AI usage, breakthrough innovation, NIHS, and innovation performance. Arrows indicate hypotheses H1 to H7, denoting positive, inverted U, or U-shaped effects between variables.]

FIGURE 1
 Theoretical model.





3 Methodology


3.1 Sample and data collection

This study examines whether enterprises’ use of artificial intelligence (AI) enhances innovation performance by enabling breakthrough innovation, with a particular focus on the nonlinear moderating role of Not-Invented-Here Syndrome (NIHS). We concentrate on high-tech enterprises to ensure representativeness and external validity. These enterprises possess strong technological foundations and sustained innovation incentives and are among the earliest and most intensive adopters of AI in R&D and managerial processes (Raisch and Krakowski, 2021). High-tech enterprises also frequently pursue breakthrough innovation—developing disruptive technologies and probing emerging markets—making them an apt context to observe AI-enabled resource recombination, knowledge discovery, and shifts in innovation trajectories. Following, we define high-tech enterprises as organizations led by technical professionals, grounded in the commercialization of scientific and technological outputs, and engaged in sustained technological innovation that contributes to economic performance. Typical attributes include high R&D intensity, knowledge concentration, rapid technological renewal, and substantial innovation investment, with broad coverage across biopharmaceuticals, AI, information technology, new materials, and renewable energy (Han et al., 2024). This context supports the collection of extensive, high-quality data for the present research. For methodological transparency, we designed a structured questionnaire with four sections. The first communicates the study purpose, confidentiality assurances, and informed-consent procedures, ensuring fully informed participation. The second measures the focal constructs—AI usage, breakthrough innovation, innovation performance, and perceived NIHS—using 7-point Likert scales. All items are adapted from established instruments and calibrated to the high-tech enterprise context to maximize validity and relevance. The third section captures respondent demographics (e.g., gender, age, education, managerial role, functional area) and enterprise-level attributes (e.g., founding year, size, business scope, core technology domain), both to verify the high-tech profile and to serve as controls in subsequent analyses. The fourth comprises open-ended questions eliciting qualitative insights on AI implementation pathways, innovation strategies, future technological trajectories, and mechanisms for integrating external resources (e.g., research institutes, open platforms, strategic partners). This section also functions as a validity check by assessing respondents’ professional understanding, thereby supporting the authenticity and reliability of responses—an especially critical consideration when probing the cognitive depth of technology-intensive enterprises.

To obtain sectorally broad and geographically diverse evidence while retaining high-tech characteristics, we administered a two-wave longitudinal global online survey via Prolific, a widely used platform for high-quality management research (Jeesha and Purani, 2021; Kossyva et al., 2023; Han et al., 2025). Prolific’s verified respondent profiles, quality-control protocols, and support for rigorous sampling criteria make it well-suited to studies of complex managerial constructs. For longitudinal linkage, the platform assigns each participant a unique, system-generated, anonymous identifier upon initial entry, enabling precise matching of responses across waves without collecting or storing personally identifiable information (e.g., names, emails, IP addresses) at any stage. This mechanism preserves confidentiality and data security while ensuring reliable panel matching, thereby providing a robust basis for our two-stage data collection and analysis.

Prior to the formal survey, we conducted a two-week pilot study with 100 senior managers from high-tech firms engaged in AI application and breakthrough innovation practices. The aim was to iteratively refine questionnaire logic, language fit, and construct operationalization. During the pilot phase, we implemented several screening and validation mechanisms: (1) Enterprise qualification verification: Respondents were required to provide their company’s registered name or official website to verify that the firm is innovation-driven and technology-intensive, with strict confidentiality guaranteed; (2) Background verification: we cross-berified firm details using IP addresses, country/region codes, and public web information to confirm the existence and technological focus of the firms; (3) Cognitive competency screening: Open-ended responses were reviewed to assess whether respondents demonstrated practical understanding of AI and innovation management, ensuring the exclusion of low-validity responses; and (4) Response consistency analysis: Correlations between key variable items and open-ended responses were analyzed to identify logical inconsistencies and filter out unreliable data.

To capture the temporal dynamics of innovation and strengthen causal inference, we employed a two-wave longitudinal survey with a 12-month interval. This design serves several methodological objectives. First, temporally separating predictors (Time 1) from outcomes (Time 2) establishes causal precedence and mitigates common method bias (Podsakoff et al., 2003). Second, the one-year lag aligns with prior research and industry practice in technology-intensive settings, allowing sufficient time for AI initiatives to yield observable effects on innovation performance (Han et al., 2024). In implementation, we fielded the first wave in April 2024, distributing 600 questionnaires to middle- and senior-level managers in technology-intensive enterprises and obtaining 585 valid responses (97.5% response rate). One year later, we administered the second wave via Prolific to the same cohort, yielding 355 valid responses (60.7% retention). To ensure panel integrity and confidentiality, we used Prolific’s anonymous identifiers to match respondents across waves without collecting personally identifiable information. This sampling and linkage protocol enhances the methodological rigor and credibility of our study.

The resulting panel constitutes a valid sample for empirical analysis. Table 1 reports descriptive statistics at both the individual and enterprise levels. Individually, 59.72% of respondents were male and 40.28% female. The plurality were aged 26–35 (42.82%), followed by 36–45 (26.76%), under 25 (16.90%), and 46 or above (13.52%). Regarding education, 56.90% held a bachelor’s degree, 20.85% had a junior-college degree or below, 20.28% held a master’s degree, and 1.97% possessed a doctoral or postdoctoral degree. In terms of managerial position, 46.48% were in middle management, 20.56% in senior management, 16.06% served as chairpersons or general managers, and 16.90% held other managerial roles. Functionally, most were responsible for product (31.55%), technology (20.56%), or marketing (19.44%); smaller shares worked in R&D (8.17%) or human resources (3.94%). At the enterprise level, 40.00% had operated for more than 10 years, 21.97% for 5–10 years, 19.72% for 3–5 years, and 16.90% for fewer than 3 years. Sectorally, the sample was concentrated in high-end manufacturing and intelligent hardware (21.69%), with additional representation from new materials, biopharmaceuticals, artificial intelligence and big data, information technology, and other technology-intensive fields. With respect to size, 67.32% employed fewer than 100 people, 13.80% had 101–300, 4.23% had 501–1,000, and 7.32% had 301–500 employees; a further 7.32% reported 1,001 or more employees. While the sample is diverse, it is somewhat unbalanced across several dimensions.


TABLE 1 Descriptive statistics of the sample.


	Characteristics
	Types
	Number
	Percentage

 

 	Gender 	Male 	212 	59.72%


 	Female 	143 	40.28%


 	Age 	≤25 years old 	60 	16.90%


 	26–35 years old 	152 	42.82%


 	36–45 years old 	95 	26.76%


 	>46 years old 	48 	13.52%


 	Education 	Junior college and below 	74 	20.85%


 	Undergraduate 	202 	56.90%


 	Master degree 	72 	20.28%


 	Doctoral and Postdoctoral 	7 	1.97%


 	Position 	Chairman or general manager 	57 	16.06%


 	Senior management 	73 	20.56%


 	Middle management 	165 	46.48%


 	Other 	60 	16.90%


 	Responsible field 	Research and Development (R&D) 	29 	8.17%


 	Technology 	73 	20.56%


 	Product 	112 	31.55%


 	Marketing 	69 	19.44%


 	Human Resources (HR); Finance; Public Relation 	14 	3.94%


 	Others 	58 	16.34%


 	Established years 	<3 years 	60 	16.90%


 	3–5 years 	70 	19.72%


 	5–10 years 	78 	21.97%


 	>10 years 	142 	40.00%


 	Industry 	High-end Manufacturing and Intelligent Hardware 	77 	21.69%


 	New Materials 	67 	18.87%


 	Biopharmaceuticals 	60 	16.90%


 	Artificial Intelligence and Big Data 	58 	16.34%


 	Information Technology (including ICT, Software, and Platform Services) 	45 	12.68%


 	Other Technology-intensive Sectors 	48 	13.52%


 	Number of employees 	≤100 	239 	67.32%


 	101–300 	49 	13.80%


 	301–500 	26 	7.32%


 	501–1,000 	15 	4.23%


 	≥1,001 	26 	7.32%




 



3.2 Variable measurement

All variables in this study were measured using adapted scales based on prior validated research. A detailed list of measurement items is provided in the Appendix. Each construct was assessed using a five-point Likert scale ranging from 1 (“strongly disagree”) to 5 (“strongly agree”).

Innovation performance was measured using a five-item scale developed by existing research (Zeng et al., 2010), which evaluates the effectiveness of innovation outcomes in terms of market influence, operational efficiency, and competitive advantage.

To assess the extent of AI usage, we adopted a three-item scale that focuses on the degree to which AI technologies are integrated into organizational processes and operations (Han et al., 2025).

Breakthrough innovation refers to the firm’s ability to achieve radical advances in technologies, products, services, or business models that significantly disrupt market structures or industry dynamics (Capponi et al., 2022; Datta and Srivastava, 2023). Drawing from existing literature, we designed a four-item scale to measure a firm’s breakthrough innovation.

Not-Invented-Here Syndrome (NIHS) captures the extent to which firm leaders exhibit resistance to external knowledge or technology inputs (Amann et al., 2021). Following previously validated instruments, we employed a three-item scale adapted from existing studies (Burcharth et al., 2014; Arias-P’Erez and V’Elez-Jaramillo, 2022). For example, one item reads: “I believe external knowledge is as valuable as internally developed knowledge.”

Control Variables: To enhance the robustness of our findings, we included several control variables at both the individual and firm levels. At the individual level, we controlled for gender, age, educational background, and managerial position to mitigate potential biases arising from personal perceptions or decision-making behavior. At the firm level, we controlled for business scope, firm age, employee size, and primary industry sector.



3.3 Data analysis

Partial Least Squares Structural Equation Modeling (PLS-SEM) is widely used in strategy and innovation research (Hair et al., 2012; Han et al., 2022), making it an appropriate and defensible methodological choice for this study. We adopt PLS-SEM for three principal reasons. First, our objective is prediction-oriented—to identify key drivers and explain variance in the focal outcomes across multiple interrelated constructs. PLS-SEM prioritizes maximization of explained variance, aligning closely with these aims. Second, the model comprises several composite constructs—AI usage, breakthrough innovation, NIHS, and innovation performance—and entails testing both mediation and moderation. PLS-SEM is well suited to such complexity, offering a robust framework for estimating indirect and interaction effects in multifaceted structural models (Hair et al., 2012; Hashi and Stojčić, 2013; Cepeda-Carrion et al., 2019). Third, PLS-SEM performs reliably with small to large samples and under non-normal data conditions, thereby enhancing result stability and supporting rigorous hypothesis testing (Willaby et al., 2015; Hair et al., 2017). Accordingly, PLS-SEM best fits our research objectives and data characteristics and is employed for the empirical analyses.

In implementing this methodology, we employed SmartPLS 4 software to conduct path modeling and hypothesis testing. To ensure the reliability and statistical validity of our results, we employed a nonparametric bootstrapping procedure with 5,000 subsamples for estimating indirect (mediated) effects. The data analysis proceeded in two stages. First, we assessed the measurement model to evaluate construct reliability and validity, including tests of internal consistency, convergent validity, and discriminant validity. Second, we evaluated the structural model to test the hypothesized relationships between constructs (Henseler et al., 2016). This methodological approach allows for a comprehensive and systematic examination of complex inter-variable relationships, thereby ensuring the scientific rigor and credibility of the study’s conclusions.




4 Results and analysis


4.1 Common method bias

To enhance data reliability and mitigate common method bias (CMB), we implemented both procedural and statistical remedies. Procedurally, the survey was administered anonymously, and item order was randomized to attenuate priming and order effects (Palacios-Manzano et al., 2021). To assess multicollinearity, we computed variance inflation factors (VIFs)—which index the inflation of coefficient variance due to collinearity among predictors—and followed the conventional guideline that VIF > 3 indicates potential concern (Hair et al., 2019). All constructs exhibited VIFs well below this threshold, suggesting that multicollinearity is not problematic.

We further evaluated CMB using multiple approaches centered on confirmatory factor analysis (CFA). A four-factor model—constraining each item to load on its theorized latent construct—served as the baseline reflecting expected discriminant validity. A competing single-factor model—loading all items from the four focal constructs onto one common factor—assessed whether a general method factor could account for the shared variance. The four-factor specification fit the data well (χ2/df = 2.438, CFI = 0.938, TLI = 0.931, RMSEA = 0.048) and significantly outperformed the single-factor model (Δχ2 = 2330.589, Δdf = 6, p < 0.001), indicating that any common method factor is negligible (Podsakoff et al., 2003). As an additional check, we estimated an unmeasured latent common method factor (ULCMF) model and compared it with the original measurement model. Differences in fit were marginal (Δχ2/df = 0.303, ΔCFI = 0.013, ΔTLI = 0.008, ΔRMSEA = 0.004) and did not exceed established cutoffs. Convergence of evidence across these diagnostics provides strong assurance that CMB is unlikely to substantially bias our findings.

The detailed results of the common method bias tests are presented in Table 2.


TABLE 2 Common method bias analysis.


	Model
	χ2
	df
	χ2/df
	CFI
	TLI
	RMSEA

 

 	Single-factor model 	2986.411 	275 	10.86 	0.743 	0.720 	0.137


 	Four-factor model 	655.822 	269 	2.438 	0.938 	0.931 	0.048


 	ULCMF 	520.943 	244 	2.135 	0.951 	0.939 	0.044




 



4.2 Measurement model evaluation

To ensure data quality and bolster the robustness of our findings, we conducted a comprehensive evaluation of the measurement model’s reliability and validity. First, we assessed internal consistency—the extent to which items within a scale coherently reflect the same latent construct—using Cronbach’s alpha and Dillon–Goldstein’s rho (composite reliability in the PLS literature). As reported in Table 3, both coefficients exceeded the recommended 0.70 threshold for all constructs, indicating satisfactory internal consistency and reliability.


TABLE 3 Reliability and validity of constructs.


	Variables
	Item
	OL
	T-Value
	Cr. Alpha
	rho_C
	AVE

 

 	Artificial intelligence usage (AIU) 	AIU1 	0.834 	40.099 	0.9 	0.924 	0.67


 	AIU2 	0.792 	30.543


 	AIU3 	0.872 	60.733


 	AIU4 	0.842 	46.135


 	AIU5 	0.852 	48.484


 	AIU6 	0.709 	23.264


 	Breakthrough innovation (BI) 	BI1 	0.777 	25.394 	0.744 	0.839 	0.568


 	BI2 	0.833 	47.299


 	BI3 	0.752 	24.761


 	BI4 	0.638 	13.997


 	Not-Invented-Here Syndrome (NIHS) 	NIHS1 	0.656 	9.153 	0.661 	0.752 	0.531


 	NIHS2 	0.764 	8.949


 	NIHS3 	0.671 	8.417


 	Innovation performance(IP) 	IP1 	0.77 	27.816 	0.838 	0.885 	0.608


 	IP2 	0.812 	37.878


 	IP3 	0.814 	38.03


 	IP4 	0.787 	30.947


 	IP5 	0.711 	19.163




 

Second, we examined convergent validity—the degree to which indicators that theoretically belong to the same construct converge empirically—based on established criteria. Specifically, we required (1) indicator loadings greater than 0.50 to evidence meaningful item–construct linkage, (2) average variance extracted (AVE) above 0.50 to indicate that the construct captures more variance than measurement error, and (3) composite reliability (CR) above 0.70 to confirm adequate reliability (Henseler et al., 2016; Johani et al., 2021). The results show that all loadings exceed 0.60, all AVEs are above 0.50, and all CRs surpass 0.70, collectively supporting strong convergent validity of the constructs employed in this study.

Third, to assess discriminant validity—the extent to which each construct is empirically distinct from the others—we applied the Fornell–Larcker criterion, a widely used approach in structural equation modeling. Specifically, we compared the square root of each construct’s average variance extracted (AVE) with its correlations with all other constructs. Discriminant validity is supported when the square root of a construct’s AVE (reported on the diagonal of the correlation matrix) exceeds its highest inter-construct correlation. All constructs satisfied this requirement (Table 4), indicating that discriminant validity is adequately established in the measurement model.


TABLE 4 Discriminant validity—Fornell-Larcker criterion.


	Variables
	AIU
	BI
	NIHS
	IP

 

 	AIU 	0.818 	 	 	


 	BI 	0.755 	0.753 	 	


 	NIHS 	−0.305 	−0.318 	0.656 	


 	IP 	0.733 	0.678 	−0.305 	0.78




 

Finally, we employed the heterotrait–monotrait (HTMT) ratio as an additional robustness check. HTMT evaluates construct distinctiveness by comparing the average correlations between indicators of different constructs (heterotrait–heteromethod) to those within the same construct (monotrait–heteromethod) (Voorhees et al., 2016). For reflective constructs, values below 0.90 are generally considered acceptable evidence of discriminant validity. As shown in Table 5, all HTMT values fall well below this threshold, further confirming the discriminant validity of the constructs in this study.


TABLE 5 Discriminant validity—Heterotrait-Monotrait ratio (HTMT).


	Variables
	AIU
	BI
	NIHS
	IP

 

 	AIU 	 	 	 	


 	BI 	0.886 	 	 	


 	NIHS 	0.43 	0.502 	 	


 	IP 	0.842 	0.846 	0.443 	




 



4.3 Structural model evaluation

To evaluate in-sample explanatory power, we inspected the R2 coefficients for the endogenous constructs (Rigdon, 2012) The R2 statistic (coefficient of determination) captures the proportion of variance in an endogenous variable accounted for by its predictors; benchmarks of 0.75, 0.50, and 0.25 are conventionally interpreted as substantial, moderate, and weak, respectively (Henseler et al., 2016). In our model, the R2 for innovation performance (IP) is 0.59 and for breakthrough innovation (BI) is 0.582—both above the 0.50 threshold—indicating relatively strong explanatory power (Shmueli and Koppius, 2011).

We also assessed out-of-sample predictive relevance using the cross-validated redundancy Q2 statistic obtained via the blindfolding procedure. Q2 values greater than zero indicate that the model exhibits predictive capability, thereby supporting the model’s external validity (Hair et al., 2019). Using a 7-point omission distance in the blindfolding procedure, the Q2 values for innovation performance (Q2_IP = 0.527) and breakthrough innovation (Q2_BI = 0.56) were both substantially greater than zero, indicating that the model possesses high predictive accuracy (Cepeda-Carrion et al., 2019).



4.4 Hypothesis testing

The structural model offers a comprehensive assessment of the hypothesized relationships; direct, mediating, and moderating effects are summarized in Table 6. Each hypothesis was explicitly tested, and the results are detailed below with indications of support.


TABLE 6 Hypothesis testing results.


	Effects
	Original sample
	T statistics
	P
	f2
	95%CI
	
	Hp
	Supported

 

 	Direct effects 	 	 	 	 	 	VIF 	 	


 	AIU → IP 	0.502 	8.789 	0.000 	0.247 	[0.39, 0.613] 	2.488 	H1 	YES


 	AIU → BI 	0.715 	23.425 	0.000 	1.026 	[0.652, 0.772] 	1.181 	H2 	YES


 	BI → IP 	0.265 	4.009 	0.000 	0.065 	[0.131, 0.389] 	2.573 	H3 	YES


 	Indirect effects 	 	 	 	 	 	VAF 	 	


 	AIU → BI→IP 	0.189 	3.987 	0.000 	 	[0.094,0.279] 	0.332 	H4 	YES


 	Moderating effects 	 	 	 	 	 	VIF 	 	


 	NIHS*AIU → IP 	0.621 	1.754 	0.040 	0.014 	[−0.124, 1.259] 	2.437 	H5 	YES


 	NIHS2*AIU → IP 	−0.674 	1.881 	0.032 	0.015 	[−1.314, 0.074]


 	NIHS*AIU → BI 	0.261 	1.173 	0.241 	0.006 	[−0.201, 0.686] 	1.101 	H6 	NO


 	NIHS2*AIU → BI 	−0.299 	1.328 	0.184 	0.007 	[−0.719, 0.179]


 	NIHS*BI → IP 	−0.84 	2.117 	0.034 	0.022 	[−1.546, −0.001] 	2.490 	H7 	YES


 	NIHS2*BI → IP 	0.855 	2.07 	0.038 	0.019 	[−0.027, 1.567]





N = 355; *p < 0.05, **p < 0.01, ***p < 0.001.
 

First, AI usage enhances enterprises’ capacity to integrate internal and external resources, foster interorganizational collaboration, and adapt to competitive dynamics. The path from AI usage to innovation performance is positive and significant (β = 0.502, t = 8.789, p < 0.001), supporting H1.

Second, AI functions as a powerful enabler of innovation by facilitating new resource discovery, identifying emergent market and technological trends, and accelerating the conversion of ideas into market-ready outcomes. Empirically, AI usage significantly promotes breakthrough innovation (β = 0.715, t = 23.425, p < 0.001), supporting H2.

Third, breakthrough innovation strengthens market leadership, expands market share, enhances core competitiveness, and raises imitation barriers, thereby improving innovation performance. The path from breakthrough innovation to innovation performance is positive and significant (β = 0.265, t = 4.009, p < 0.001), supporting H3.

To test mediation, we conducted a bootstrapping procedure with 5,000 subsamples. The indirect effect of AI usage on innovation performance via breakthrough innovation is significant (β = 0.189, t = 3.987, p < 0.001), supporting H4.

Regarding moderation, we examined the hypothesized inverted U-shaped moderating role of NIHS in the AI usage → innovation performance relationship. Results show a significant linear interaction (β = 0.621, t = 1.754, p < 0.05) and a significant quadratic interaction (β = −0.674, t = 1.881, p < 0.05), confirming the inverted U-shaped moderation: the positive effect of AI usage on innovation performance is strongest at moderate levels of NIHS and weaker when NIHS is low or high, supporting H5.

H6 posits an inverted U-shaped moderating effect of NIHS on the AI usage → breakthrough innovation relationship. The linear interaction is positive but not significant (β = 0.261, t = 1.173, p > 0.05), and the quadratic term is also not significant (β = −0.299, t = 1.328, p > 0.05). Thus, neither linear nor nonlinear moderation is supported, and H6 is not supported.

Finally, we find evidence of a U-shaped moderating effect of NIHS on the breakthrough innovation → innovation performance link: the positive association is weakest at moderate NIHS and stronger when NIHS is low or high. The linear interaction is negative and significant (β = −0.840, t = 2.117, p < 0.05), while the quadratic interaction is positive and significant (β = 0.955, t = 2.070, p < 0.05), supporting H7.




5 Discussion

This study investigates the mediating mechanisms and boundary conditions through which artificial intelligence (AI) usage influences innovation performance. The findings reveal several key insights. First, AI usage significantly enhances innovation performance, and this relationship is partially mediated by breakthrough innovation. Furthermore, the nonlinear moderating effects of the Not-Invented-Here Syndrome (NIHS) are explored. Specifically, NIHS exerts an inverted U-shaped moderation between AI usage and innovation performance, whereas a U-shaped moderation is observed in the relationship between breakthrough innovation and innovation performance.

With regard to the influence of AI usage on innovation performance, the central mechanism lies in maximizing the strategic value of AI within innovation processes. A moderate level of NIHS facilitates the flexible absorption of external resources while enabling firms to effectively integrate and optimize internal resources. This configuration enhances AI’s capacity to orchestrate internal–external resource recombination and thereby maximizes its innovation-enabling potential (Hannen et al., 2019; Ismail et al., 2023). In contrast, either excessively low or high levels of NIHS may result in overly open or overly closed resource strategies, impairing the effective deployment of AI, increasing innovation-related costs, and diminishing innovation outcomes (Felin and Zenger, 2014).

In terms of how breakthrough innovation enhances innovation performance, the critical issue concerns the firm’s ability to effectively translate disruptive ideas into strategic advantage. A moderate level of NIHS may hinder this process by forcing firms into a dilemma between exploring external resources and coordinating internal assets, thereby impeding their capacity to rapidly execute breakthrough innovations and capture market share. Conversely, low or high NIHS levels often compel firms to adopt either more open or more closed innovation strategies (Almirall and Casadesus-Masanell, 2010; Felin and Zenger, 2014), which, in turn, facilitate the commercialization of breakthrough technologies and accelerate innovation performance gains.

The hypothesized inverted U-shaped moderating effect of NIHS on the AI usage → breakthrough innovation relationship was not supported. Several considerations help explain this null result. Theoretically, the compelling, disruptive character of AI-enabled breakthrough innovation may overwhelm the constraining influence of NIHS. Whereas incremental innovation is often more sensitive to internal resistance toward external knowledge, breakthrough innovation catalyzed by advanced AI appears to be driven primarily by the technology’s transformative value—consistent with the strong direct effect of AI usage on breakthrough innovation observed in our model (Arias-P’Erez and V’Elez-Jaramillo, 2022; Li and Zhang, 2025; Sun et al., 2025). Methodologically, features of our high-tech enterprise sample may also contribute. Such enterprises tend to be relatively skilled at orchestrating internal and external resources and knowledge (Sullivan et al., 2021), which could compress the variance of NIHS and attenuate statistical power to detect interaction effects. More broadly, our findings position NIHS as a boundary condition whose moderating salience may diminish in contexts dominated by highly disruptive technologies like AI. Practically, this suggests that prioritizing technological advancement and capability building may be more consequential for achieving breakthrough innovation than efforts focused solely on mitigating internal resistance.


5.1 Theoretical contributions

This study develops a cohesive account of how AI usage enhances innovation performance via breakthrough innovation and how NIHS conditions these effects, yielding the following theoretical contributions:

First, this study advances understanding of how AI enhances innovation performance by catalyzing breakthrough innovation, thereby enriching research on AI’s role in innovation management. Prior work has emphasized AI’s dual potential—expanding access to innovation-relevant resources (Rammer et al., 2022; Roberts and Candi, 2024) and reshaping organizational cognition and decision processes (Du and Xie, 2021; Grewal et al., 2021)—yet whether AI use translates into sustained gains in innovation performance remains underexamined. Research explicitly theorizing and testing the mediating role of breakthrough innovation in the AI–performance nexus is particularly sparse. Given AI’s generative and emergent properties—and its synergy with advanced technologies such as large language models and quantum computing (Mariani and Dwivedi, 2024; Roberts and Candi, 2024)—systematic inquiry is warranted. By confirming AI’s positive effect on innovation performance and, critically, validating the mediating role of breakthrough innovation, this study fills a key gap and offers a more granular account of the mechanisms through which AI shapes innovation outcomes (Wamba-Taguimdje et al., 2020; Haefner et al., 2021; Bahoo et al., 2023).

Second, the study deepens the theorization of Not-Invented-Here Syndrome (NIHS) by elucidating its nonlinear moderating effects in digitally mediated innovation. Integrating psychological and organizational learning perspectives (Antons and Piller, 2015; Hannen et al., 2019), we move beyond treating NIHS solely as a constraint on external knowledge absorption (Arias-P’Erez and V’Elez-Jaramillo, 2022). Our evidence reveals dual boundary-spanning roles: an inverted U-shaped moderation of the AI usage–innovation performance link and a U-shaped moderation of the breakthrough innovation–performance link. These results challenge the prevailing view of NIHS as uniformly detrimental and extend its relevance to digital transformation contexts (Antons and Piller, 2015; Ismail et al., 2023). By highlighting NIHS’s curvilinear and context-contingent nature, we identify it as a critical cognitive boundary condition in AI-enabled innovation pathways, offering a novel lens on how cognitive biases and organizational learning dynamics jointly shape digital innovation performance (Mariani and Dwivedi, 2024; Sullivan and Wamba, 2024).

Third, the study contributes to the resource-based view (RBV) by extending its applicability to the digital era through the conceptualization of AI as a core strategic resource. While RBV posits that sustained advantage stems from resources that are valuable, rare, inimitable, and non-substitutable (Barney, 1991, 2001), we show that AI—as a digital, dynamic resource class—meets these criteria in distinctive ways. As digital technologies proliferate, AI reconfigures how enterprises assemble and deploy innovation assets (Krakowski et al., 2023; Mariani et al., 2023b). Our empirical results demonstrate that AI not only enables breakthrough innovation and elevates innovation performance but also operates within boundary conditions shaped by NIHS. By integrating AI into the RBV framework and validating its effects, we enhance RBV’s explanatory power in digital contexts and provide a renewed theoretical foundation for examining innovation strategies centered on the mobilization of digital resources (Barney et al., 2021; Helfat et al., 2023).



5.2 Practical implications

Building on our theoretical and empirical results, we distill the following practice-oriented managerial implications for technology-intensive enterprises:

First, institutionalize AI as a core strategic resource tailored to high-tech contexts. Medium- to large-sized technology-intensive enterprises—in high-end manufacturing, intelligent hardware, new materials, biopharmaceuticals, artificial intelligence, big data, and information technology—should embed AI as a foundational driver of innovation performance. C-suite leaders (e.g., CEO, CTO, Chief Innovation Officer) ought to spearhead enterprise-wide AI roadmaps aligned with innovation objectives, supported by cross-functional AI task forces spanning R&D, IT, product, and business units to ensure tight integration with the innovation agenda. Firms should implement phased investments in data infrastructure (e.g., cloud data platforms, scalable computing) while rolling out AI literacy programs for senior and middle managers to enable organization-wide, data-driven decision making. Clear KPI systems should track AI’s contribution to innovation (e.g., reduced time-to-market, improved R&D efficiency).

Second, deploy AI as an engine for breakthrough innovation with role clarity across R&D, product, and business development. R&D and Technology leaders should leverage AI-enabled discovery platforms that fuse internal R&D data with external publications and patent databases to surface transformative opportunities. Product and Engineering managers can establish “AI sandboxes” to experiment with radical concepts under controlled risk, and use AI-driven incubators to identify promising technology combinations and adjacent markets. Strategic Planning and Business Development should build partnership frameworks with research institutions and use AI to continuously scan and evaluate emergent technologies, maintaining access to frontier knowledge and capabilities.

Third, manage NIHS dynamically in line with the innovation strategy, with explicit accountabilities for HR, knowledge management, and innovation teams. Organizations should routinely assess Not-Invented-Here Syndrome (NIHS) via employee surveys and collaboration-pattern analytics coordinated by HR and knowledge management. For incremental innovation strategies, sustaining moderate NIHS—balancing external collaboration with internal capability building—is advisable. For breakthrough strategies, leaders should choose between cultivating low-NIHS environments through open-innovation platforms or intentionally maintaining high-NIHS “skunkworks” units to protect proprietary development. Knowledge systems should classify and appraise external technologies by integration complexity and strategic fit to optimize portfolio-level innovation impact.



5.3 Limitations and future research

Despite offering valuable insights into the mechanisms linking AI usage to innovation performance, this study has several limitations that warrant future exploration. First, different industries are subject to varying market dynamics and technological contexts, and firm size or development stage may influence how AI deployment affects innovation outcomes. Future research could conduct comparative analyses across industries, firm sizes, and life cycle stages to uncover the contextual contingencies and boundary conditions shaping the AI–innovation relationship. Such studies would provide more tailored and practical guidance for different types of enterprises.

Second, the current study primarily adopts a firm-level perspective and does not account for individual-level factors such as managerial traits or team dynamics. Future research may delve deeper into micro-foundations by examining how characteristics like decision-making style, leadership orientation, and technological adaptability of managers influence AI utilization and innovation performance. This direction would enrich theoretical frameworks on AI-enabled innovation and offer more actionable insights for organizational implementation.




6 Conclusion

With the rapid advancement of digital technologies such as large language models and quantum computing, AI has emerged as a pivotal strategic resource for enhancing innovation performance and firm competitiveness. However, scholarly consensus on how AI contributes to innovation remains limited, particularly concerning the mediating mechanisms and boundary conditions involved. Grounded in the resource-based view, this study develops a theoretical framework to examine the effect of AI usage on innovation performance, emphasizing the mediating role of breakthrough innovation and the moderating role of the Not-Invented-Here Syndrome (NIHS). Empirical analysis using structural equation modeling confirms that AI usage positively affects innovation performance and that breakthrough innovation serves as a significant mediator in this relationship. Furthermore, NIHS demonstrates an inverted U-shaped moderating effect between AI usage and innovation performance, and a U-shaped moderating effect between breakthrough innovation and innovation performance. These findings reinforce the role of AI as a strategic enabler of innovation and highlight the critical intermediary function of breakthrough innovation. Moreover, this study underscores the importance of achieving an optimal cognitive balance between openness and defensiveness—captured by NIHS—in the AI-driven innovation process. By doing so, it extends the applicability of the resource-based view in digital contexts and offers actionable implications for firms seeking to harness AI for sustained innovation performance and competitive advantage.
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Appendix


Innovation performance (IP)

IP1: Compared with competitors in the industry, our company has a higher number of product or service innovations.

IP2: Compared with competitors in the industry, our company achieves higher profitability from our new products or services.

IP3: Compared with competitors in the industry, our company generates higher sales from our new products or services.

IP4: Compared with competitors in the industry, our company has implemented a higher number of business process innovations.

IP5: Compared with competitors in the industry, our company has gained greater flexibility owing to improved operational processes.



Artificial intelligence usage (AIU)

AIU1: Our company used artificial intelligence to carry out most of our job functions.

AIU2: Our company spent most of the time working with artificial intelligence.

AIU3: Our company worked with artificial intelligence in making major work decisions.

AIU4: Our company employs the most advanced AI technology.

AIU5: Our company is always the first to adopt new AI technologies in the industry.

AIU6: Our company is regarded as a leader in the latest AI technologies for film in the industry.



Breakthrough innovation (BI)

BI1: Our company excels at developing entirely new film products that redefine the market.

BI2: Our company is at the forefront of developing groundbreaking technologies for the film industry.

BI3: Our company successfully achieves mass production of new technologies in film products.

BI4: Our company proactively adopts entirely new equipment and tools to revolutionize film project processes.



Not-Invented-Here Syndrome (NIHS)

NIHS1: Our company is skeptical about integrating external technology for film production.

NIHS2: Our company embraces the adoption of external technologies, particularly those that align closely with our existing capabilities.

NIHS3: Our company frequently experiments with cutting-edge technologies beyond our core expertise in film production.
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/*************************************************************
 *
 *  MathJax.js
 *  
 *  The main code for the MathJax math-typesetting library.  See 
 *  http://www.mathjax.org/ for details.
 *  
 *  ---------------------------------------------------------------------
 *  
 *  Copyright (c) 2009-2012 Design Science, Inc.
 * 
 *  Licensed under the Apache License, Version 2.0 (the "License");
 *  you may not use this file except in compliance with the License.
 *  You may obtain a copy of the License at
 * 
 *      http://www.apache.org/licenses/LICENSE-2.0
 * 
 *  Unless required by applicable law or agreed to in writing, software
 *  distributed under the License is distributed on an "AS IS" BASIS,
 *  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
 *  See the License for the specific language governing permissions and
 *  limitations under the License.
 */

if (!window.MathJax) {window.MathJax = {}}

MathJax.isPacked = true;
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