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Editorial on the Research Topic 
Dialogue with robots: constructive approaches for understanding communication


INTRODUCTION
This Research Topic brings together contributions focusing on dialogue with robots, with a broader goal of understanding where robots fit into our everyday lives through practical uses as well as how different populations perceive social robots. This line of human-robot interaction (HRI) research moves us closer to aligning human needs with the capabilities of robots. The implications of being able to naturally communicate with robots will affect domains such as healthcare and education, and also enable humans and robots to work together in industrial settings without the need for tedious technical training.
FRAMEWORKS
In Groß et al., the authors present RISE, or Robotics Integration and Scenario-Management Extensible-Architecture, an open-source framework for reproducible HRI research. RISE addresses challenges in HRI research by offering an accessible and configurable system built on three core structures: (1) communication robot acts, (2) interaction rules, and (3) working memory. RISE offers HRI experiment designers an easy-to-use graphical user interface and bindings with ROS middleware.
SOCIAL ROBOTS
The field of social robotics puts focus on the social impacts of robots (as opposed to, for example, how to build a functioning robotic arm). Huang and Moore is an exploratory study on how a social robot’s affordances (its appearance, voice, and behaviors) affect user perceptions in conversational HRI. The researchers found that initial warmth is significantly influenced by static affordances, with child-like robots starting strongly but declining post-interaction. The authors highlight the necessity of aligning affordances (both static and dynamic) with the robot’s intended role and ensuring genuine, responsive interaction to manage user expectations and bridge the “habitability gap” which refers to the discrepancy between a robot’s capabilities and what a user might expect the robot should be able to do.
In a similar line of research, Robb et al. considered how robot morphology affects conversational interaction. The findings indicate that the robot, with its anthropomorphic features and social cues, generally fostered higher engagement and was trusted more in the high-stakes emergency context (in their experiment, an off-shore energy platform with a time constraint to resolve the issue) compared to the voice-only smart speaker. Their work shows that embodiment could be a key factor in successfully deploying conversational agents in the professional workplace.
In Figueroa et al., the authors highlight the growing social issue of loneliness and the burden on healthcare systems, suggesting that social robots could be a promising solution. Key findings from interviews with the participants from the memory clinic and interaction logs indicate that participants gradually accepted the robot, developed a sense of attachment and companionship, and maintained regular usage over several months, suggesting a positive influence on their daily lives.
Continuing on the theme of social robotics, Lumer and Buschmeier explore how expectations of robot politeness can affect interactions between humans and robots. The authors identified two types of politeness: adaptive (i.e., politeness oriented toward an individual listener) and rule-governed (i.e., politeness that follows cultural and societal norms). Their findings indicate that while humans use both types of politeness, users primarily expect robots to exhibit only the functional, rule-governed politeness due to the perceived lack of “feelings” or agency in the artificial agents. This distinction offers valuable design implications for enhancing the user experience of social robots, suggesting that rule-governed politeness is suitable for public settings, while adaptive, customized politeness may be desired in private settings.
When robots interact with humans using spoken dialogue, humans bring expectations that robots have a degree of emotional awareness in the interactions. Mishra et al. investigates the use of Large Language Models (LLMs) for real-time emotion generation in human-robot dialogue. This work highlights the potential of LLMs to move beyond just generating speech by controlling the affective-emotional behavior of robots in real-time, for applications in areas like companionship and customer service.
HUMAN-ROBOT COMMUNICATION STRATEGIES
Recent research is leading to human-robot communication becoming more natural, but there are some important considerations that need to be first addressed. Groß et al. details an empirical study investigating the effectiveness of using negation as a contrastive guidance strategy within explanatory human-robot dialogue for task performance. The study concludes that incorporating negation can enhance the naturalness and effectiveness of robot-to-human explanations, supporting the goal of developing more adaptive and communicative artificial intelligence.
In a similar line of research, Kawakubo et al. explored asymmetries in human-robot communication. The authors define asymmetry as the situation where a robot treats a human like a person, but the human treats the robot like a machine (perhaps surprisingly due to the highly anthropomorphic robots used by the authors). Experiments using simulated dialogue videos indicated that this “pretending to tailor” strategy, while non-human-like, could positively enhance the perception of the robot’s effort to adapt, particularly among customers who already view the robot as a system, thereby proving effective for a human-robot symbiotic society.
Siskind et al. begins with a quote from Arthur C. Clarke: “Any sufficiently advanced technology is indistinguishable from magic” upon which the authors elaborate: “A magician’s trick and a chatbot conversation have something in common: most of their audiences do not know how they work.” The researchers identify several key psychological techniques from magic, such as misdirection, controlling expectations, and emotional connection, and adapt them to a social robot named Haru. The study advocates for leveraging the showmanship and psychological mastery of magicians to create more impressive, satisfying, and memorable interactions with conversational AI.
Li and Ross present a controlled HRI study aimed at systematically invoking and identifying different states of user confusion during task-oriented dialogues. The authors used a Wizard-of-Oz design with a Pepper robot to trigger non-confusion, productive confusion (i.e., when a human user recognizes and attempts to directly resolve the confusion), and unproductive (i.e., when a confusion persists despite attempts at addressing it) confusion states. The work establishes strong correlations between confusion levels and observable features, laying the groundwork for developing more sophisticated, affect-aware strategies for task-oriented HRI systems.
Taken together, robots built on a framework that enables reproducibility, affordances that are useful to humans and embodied morphologies, appropriate politeness and emotional qualities make for more socially acceptable robots. Socially acceptable robots are critical in scenarios that are becoming more commonplace, such as loneliness in aging populations. Moreover, robots that can handle negation, manage asymmetries, be engaging despite limitations, and handle user confusion are all requirements of robots that communicate effectively with humans using dialogue. We hope that readers appreciate the articles in this Research Topic and can build on this line of work.
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Smart speakers and conversational agents have been accepted into our homes for a number of tasks such as playing music, interfacing with the internet of things, and more recently, general chit-chat. However, they have been less readily accepted in our workplaces. This may be due to data privacy and security concerns that exist with commercially available smart speakers. However, one of the reasons for this may be that a smart speaker is simply too abstract and does not portray the social cues associated with a trustworthy work colleague. Here, we present an in-depth mixed method study, in which we investigate this question of embodiment in a serious task-based work scenario of a first responder team. We explore the concepts of trust, engagement, cognitive load, and human performance using a humanoid head style robot, a commercially available smart speaker, and a specially developed dialogue manager. Studying the effect of embodiment on trust, being a highly subjective and multi-faceted phenomena, is clearly challenging, and our results indicate that potentially, the robot, with its anthropomorphic facial features, expressions, and eye gaze, was trusted more than the smart speaker. In addition, we found that embodying a conversational agent helped increase task engagement and performance compared to the smart speaker. This study indicates that embodiment could potentially be useful for transitioning conversational agents into the workplace, and further in situ, “in the wild” experiments with domain workers could be conducted to confirm this.
Keywords: conversational agent, remote robots, autonomous systems, human–robot teaming, social robotics, user engagement, cognitive load

1 INTRODUCTION
Conversational agents (CAs) are becoming ubiquitous in our homes1 with smart speakers, such as Amazon Alexa and Google Home, and virtual assistants on smart devices, such as Apple’s Siri. These home CAs tend to be used for simple transactional purposes such as setting a timer, accessing cooking recipes, and turning on lights. CAs are, however, increasingly used in more meaningful support roles, such as student debt advisor or managing harassment concerns in the workplace (Crockett et al., 2011).
The benefits of CAs include that users do not need to learn to use them (as they can communicate in natural language) and that users are often more willing to open up with a CA than with a human advisor as they are less afraid of being judged (Crockett et al., 2011). Despite research demonstrating such potential benefits of CAs, they are yet to be fully integrated into the workplace. We believe that their deployment could potentially result in enhanced worker engagement, performance, and efficiency, by streamlining maintenance operations. For example, CAs can control robots to carry out inspection tasks in safety critical settings (offshore renewable energy or nuclear environments), facilitating improved worker safety and also increasing productivity.
Giving a CA an embodied form, either virtual or physical, has been investigated as a way to enhance the interaction between the user and the agent and assist in forming an effective working relationship. For example, interacting with an embodied virtual assistant has been shown to result in lower task load compared to no embodiment (Kim et al., 2020). Furthermore, providing a virtual agent with a face in a facilitation task context has been shown to improve user trust, compared to voice-only interaction (Kim et al., 2018). In the context of a virtual estate agent, using a virtual embodiment improved conversational interaction such as turn-taking (Cassell et al., 2000). However, the benefits of CA embodiment may be quite nuanced and dependent on the task context, as described in the work of Kim et al. (2018) and Shamekhi et al. (2018).
In the work presented here, we are specifically interested in investigating the effects of CA embodiment on trust, user engagement, cognitive load (CL), and the quality of interaction for users performing a work-related task. CL, sometimes termed task load, refers to the burden placed on the user’s working memory, often called short-term memory, during a task (Paas et al., 2003). Going forward, we refer to the CA in this work as a mediator CA as it assists the user in a task of managing a small team of simulated robots. We simulated a working environment, creating a task that is both high-stakes, in terms of safety, and has a time-critical aspect. We created a simulated offshore energy installation populated by a team of mobile ground and aerial robots. Then, we developed simulated high-stakes emergency response scenarios, which would put participants in a challenging situation. In an experiment described here, we manipulated embodiment of the mediator CA in the following two conditions: embodied as a human-like robot head with social cues vs. no embodiment (voice only via a domestic smart speaker). The purpose of our study was to investigate whether a robotic head mediator CA—with social cues—would benefit participants’ task performance relative to a disembodied smart speaker. Would there be a difference in participants’ trust perception? Would the embodiment increase engagement or be a distraction? Would there be an effect on the quality of the interaction and on the subjective impressions of the users? The aim of this experiment was to answer these questions.
The contributions are as follows.
	1. Empirical evidence that the participants’ duration of gaze towards the embodied CA was significantly higher in the human-like robot condition than the smart speaker, thus indicating more engagement in the robot condition.
	2. Indications that embodied CAs could potentially be trusted more than smart speakers in task-based interactions.
	3. Qualitative insights into the perception of embodied CA co-workers. For the majority, these were positive, but a minority of participants found the humanness (e.g., the face) of the embodiment a little unsettling or distracting (Mori, 1970; Mori et al., 2012).

The rest of this paper describes relevant prior work, our study design, measures, experimental setup, and results. We discuss the significance of our findings in the context of previous work, the limitations of this study, and directions for future research. Finally, we conclude with a summary of our findings.
2 BACKGROUND
As stated in Introduction, CAs, sometimes termed intelligent agents or virtual agents/assistants, have recently become popular in domestic settings as voice-only smart speakers. They have also been studied as visual virtual entities with avatar faces and full-body avatars or embodied as physical robots in other contexts (Cassell et al., 2000; Jokinen and Wilcock, 2014; Shamekhi et al., 2018). In this section, we give an overview of prior work relating to virtual or physical embodiment of CAs, the anthropomorphic design of features such as facial expressions, and the effects on the human–robot interaction, including general perception, user confidence, task performance, and trust. We show that these effects are often nuanced and context- or task-dependent. We discuss verbal and non-verbal behaviours, how these can have an impact on trust and task performance, and how individual differences in users can be relevant to how they perceive robot behaviours. Finally, we discuss how eye gaze and CL might be used to assess user engagement.
2.1 Robot embodiment and anthropomorphic design
Two decades ago, when investigating the effect of personification on the trustworthiness of an intelligent agent, Van Mulken et al. (1999) found that the degree of personification (text, audio, cartoon, or life-like video) did not significantly affect trustworthiness. More recently, embodiment was one of the five different design themes (social intelligence, voice or style of communication, embodiment, non-verbal communication, and performance quality) identified by Rheu et al. (2021) as affecting the user’s trust towards a CA. Seeger et al. (2017) identified two opposing theoretical viewpoints on the relationship between anthropomorphic design and user trust in CAs. One, the human–human trust perspective posits that increasing anthropomorphism in a CA will increase trust. The other is the human–machine trust perspective that humans trust computers more than they do humans, i.e., increased anthropomorphism will decrease user trust in a CA. Thus, the issue of whether CA embodiment will improve trust remains an open question.
Embodiment has also been found to be a factor affecting task performance and task load, also referred to as CL (Kim et al., 2020). With regards to assisting the user in their task, it has been shown that using a virtual assistant can improve task performance and that embodiment enhances this over voice alone. Kim et al. (2020) investigated task load and CA embodiment in a within-subject study. Participants performed a desert survival task in the following three conditions: 1) performing the task alone, 2) working with a disembodied voice assistant, and 3) working with an embodied assistant. The results showed that both assistant conditions led to improved performance over performing the task alone, but they reported task load with the embodied assistant to be significantly lower than with the disembodied voice assistant. The task was carried out with information cards and augmented reality (AR) visual and audio stimuli. The AR assistant had a body, facial expressions, and gestures. In an early study, Cassell et al. (2000) investigated the use of embodiment to improve interaction with CAs, such as turn-taking in a virtual embodied CA for an estate agent, and found that embodiment could lead to qualitative improvements in dialogue. These studies back-up the findings in our study, but where they use a virtual agent, we use a physical social robot.
In a study on the effects of embodiment and social behaviours in an intelligent assistant (including entering and exiting the conversation setting), Kim et al. (2018) found improvements in user confidence in the agent’s ability to influence the real world and to respect their privacy. This is an example of a study where the particular context and task are closely connected to the conclusions reached. Indeed, Shamekhi et al. (2018) investigated the effect on group social perception of a group facilitation agent in terms of rapport, trust, intelligence, and “power.” They found that the value of “having a face” depended on the types of assistance that the agent was providing. They also refer to studies that argue that embodying a CA is unnecessary (Van Mulken et al., 1999; Hasegawa et al., 2010; Häuslschmid et al., 2017) and other studies that show that embodiment can improve users’ subjective impressions of a CA (Takeuchi and Naito, 1995; Bickmore and Cassell, 2001; Gratch et al., 2007). Dehn and van Mulken (2000), in an early review study on the impact of animated interface agents, concluded that there was no evidence that they improved task performance. Yee et al. (2007) later had similar findings. On the other hand, Shamekhi et al. (2018) argued that for constant engagement tasks, such as tutoring, embodiment can help, but that these benefits may not extend to tasks requiring intermittent interaction.
As to what style of robot embodiment might be suitable for a workplace CA, the use of the Furhat2 robotic head robot with social cues for situated interactions in serious settings is a growing area of research, e.g., museums (Al Moubayed et al., 2012) and homes (Kontogiorgos et al., 2019). We decided not to select from popular humanoid robots such as NAO, as these might be considered less suitable for workplaces or with adults, due to being deemed cute and playful (Mubin et al., 2016).
2.2 Verbal and non-verbal behaviours
As dialogue and social cues are inextricably linked, verbal and non-verbal behaviours are an important aspect of any embodiment study. The verbal behaviour of adding small talk to a conversation was investigated by Bickmore and Cassell (2001) in relation to its effect on trust (Bickmore and Cassell, 2001). In a study with an embodied virtual agent with two conditions, small talk vs. purely task-oriented dialogue, they found that while there was no overall main effect of the condition on trust, there was an interaction effect between user personality and trust. Small talk had no effect on introverts’ trust but did have a significant effect on extroverts’ trust. For extroverts, trust was higher with small talk than with purely task-oriented dialogue. So, we can see that the trust of users to whom these behaviours appeal, at least, can be influenced by the social behaviour of an embodied CA. Although we keep the verbal behaviours the same in our study between conditions, this prior work illustrates that trust is highly subjective, and verbal behaviours can be perceived differently from person to person.
With regards to non-verbal behaviours, humans are highly sensitive to the gaze of others. In a study with a Furhat robot (as we use in our study), Zhang et al. (2017) showed that participants solved quiz puzzles much faster when interacting with a Furhat robot that used eye movements for mutual gaze than in a non-eye movement condition. Hemminahaus and Kopp (2017), in another work, developed an adaptive system also using a Furhat robot that adjusted its use of gaze, facial expression, head gesture, and speech to guide participants to solve a memory puzzle. They demonstrated that by adapting these behaviours, task performance could be improved.
2.3 User engagement, gaze, and cognitive load
With regards to user engagement, we examine in our study both gaze and CL to establish engagement. Prior work has observed that an increase in gaze towards the robot or an agent is associated with high levels of user engagement during an interaction (Nakano and Ishii, 2010; Admoni and Scassellati, 2017; Ahmad et al., 2019b). Gaze has also been used to express cognitive effort in human–agent (Andrist et al., 2013) and human–robot interactions (Andrist et al., 2014). CL has also been studied in the context of user engagement. It has been found that limited engagement with the task, causing boredom, results in the reduction of CL (Schweppe and Rummer, 2014; Sharek and Wiebe, 2014; Padgett et al., 2019). In the context of the relationship between trust and CL, prior work has mostly focused on high workload and trust, finding a negative correlation between these two variables (Biros et al., 2004; Oviatt et al., 2004; Samson and Kostyszyn, 2015; Ahmad et al., 2019a). Previously, CL has been measured using the subjective one-off measure of NASA-TLX following completion of a task (Hart, 2006). More recently, however, it has been shown that CL can be monitored online during a task through non-invasive physiological measurements including pupil diameter (Ahmad et al., 2020a; Ahmad et al., 2020b). It should be noted that workload or CL has not been widely studied in HRI studies (Hancock et al., 2011; Hancock et al., 2020). The topic is more often found in the human–automation interaction literature. Nonetheless, studies using self-report measures of CL or those causing variation in the amount of CL in different contexts have been attributed to affecting trust in HRI systems (Chen et al., 2016; Ahmad et al., 2017).
In this paper, we use both gaze and CL to monitor engagement. We use gaze to ascertain users’ focus of attention over time. We use CL as a continuous measure to understand when users vary in CL, thus indicating varying engagement.
3 MATERIALS AND METHODS
3.1 Study design
3.1.1 Research questions
Trust is affected by the amount of risk induced by the task and how much the user feels vulnerable being in the situation (Hancock et al., 2020). The originality of the work lies in the interaction design. The study (which we describe in the following section) enables the participant to rely on a mediator robotic interface (Furhat v. s. speaker) to carry out operations by controlling robots in an emergency situation simulation. The underlying situation places participants at the risk of failing the mission, making them vulnerable and presents an opportunity to study the relationship of the embodiment of the mediator robot with participants’ trust, engagement, satisfaction, and task performance.
To the best of our knowledge, the effect of embodiment in a CA has not been investigated in this way before.
Considering the research gap and dynamics of the experimental task, we formulated the following research questions for our study.
	• RQ 1: Is user trust in a mediator CA affected by its embodiment?
	• RQ 2: Is user engagement during a task affected by agent embodiment?
	• RQ 3: Is user task performance affected by agent embodiment?
	• RQ 4: Is the quality of interaction in terms of user satisfaction and the subjective impressions of users, affected by embodiment?

3.1.2 Conditions
We used a repeated measures design with two conditions.
Robot condition: The CA is embodied as a Furhat robot with social cues, including an expressive face with face, eye, and head movements (the face being a back-projection). The robot shifts gaze between the display and the participant. We used a male voice and face (this choice being described in the following section). To ensure consistent visual presentation, the light levels in the room were held constant and checked with a light meter at the start of each session (see Figure 1, left).
[image: Computer screen displaying blueprints and images with a bust of a person's head. The scene is dimly lit, with a focus shifting between the bust and an unseen feature on a mug.]FIGURE 1 | Two conditions captured from participants’ eye-tracking video feeds (uncropped). On the left is the robot located beside the display screen. On the right is the speaker similarly located.
Speaker condition: The CA is embodied in a Google Home smart speaker, acting simply as a speaker for our dialogue system, providing voice-only interaction. Both conditions used the same text-to-speech synthesis and voice as described in the following section (see Figure 1, right).
As much as possible, we aimed to keep the interaction the same between conditions. The dialogue management for both conditions used the Wizard of Oz (WOz) paradigm, a method used in other CA studies, e.g., Bickmore and Cassell (2001), where an experimenter (the “Wizard”) simulates the behaviour of a theoretical intelligent computer application (by intercepting all communications between participant and system, often concealed or behind a blind). The participant is, typically, unaware of this until a post-experiment debrief (Kelley, 2018). We used a system similar to that used by Lopes et al. (2019) and Lopes et al. (2020). An experimenter (the Wizard) operated the dialogue manager through an interface, which facilitated the scenario conversation through an interaction flow based on a finite-state automaton, where each state represents a dialogue state. For each state, a number of hand-crafted prompts, some of which are populated by state-specific data such as robot names and timings, are automatically uploaded ready for selection by the Wizard, thus enabling a fluent dialogue closely tied to the simulation context. This method expedites the Wizard interaction and also constrains what dialogue actions the Wizard could perform in various contexts, thus keeping the interaction consistent across both conditions. As we were not investigating the effect of CA voice on how participants perceived their interactions, we kept this constant between conditions. Prior work has shown that the gender of a CA voice may affect user preference and whether or not users identify with the agent (Edwards et al., 2019). For example, Chang et al. (2018) concluded that users preferred a female-voiced CA as is often deployed in digital assistants or call centres. Other works have shown that users prefer interacting with a robot whose voice reflects their own gender (Eyssel et al., 2012). There has also been work showing that people tend to report more cognitive trust towards a male as opposed to a female human-like robot (Ghazali et al., 2018). However, we needed to rule out the assistant’s voice as a factor between our two conditions, and therefore, a male voice was used in both experimental conditions to avoid any confounding factors3. All of our participants would experience that same voice in both conditions.
3.1.3 The task
Our aim was to challenge participants with managing a remote team of mobile robots in a simulated high-stakes emergency response scenario, set in an off-shore energy platform environment to help them become involved and engaged in their task (Ahmad et al., 2020b). To stimulate a sense of jeopardy and urgency, a time limit was set for managing the resolution of the emergency. The aim was that participants would feel a sense of urgency to make decisions quickly, thus increasing the opportunity for CL, and motivation to take the initiative in requesting information and, thus, stimulate the interaction. Due to the realistic simulation and task setup, the users were motivated to complete the task and were acutely aware of the time limit as it approached.
The task to be performed by the participants was to manage, in simulation, a team of mobile robots, including two drones, and two wheeled robots (Huskies), in a scenario simulating a fire breaking out on part of a fictional offshore platform consisting of four towers each designated by points of the compass (Figure 6). The simulation adapted the work by Pairet et al. (2019) and was carried out in Gazebo4 and controlled by the experiment system via ROS5. Each scenario was initiated by the mediator CA introducing itself and then announcing that there was an alarm in a particular place on the platform. The mediator CA informed the participant that there were a specific number of minutes within which they would need to resolve the emergency or an evacuation would be automatically commenced. After this, the dialogue continued with mixed initiative. The mediator CA would announce key facts, such as the results of surveillance or that the fire had been extinguished, and the participant could ask their own questions or make decisions when prompted by the mediator CA. The interaction ended when the fire was extinguished and a damage survey report had been obtained or when the time limit was reached without the fire being extinguished. This sequence of interaction periods is set out in Table 1.
TABLE 1 | Interaction periods: Interactions consisted of up to three periods, where the emergency was successfully resolved (i.e., when a remote robot reached the fire location and activated its extinguisher), and the interaction involved all three periods. An interaction in which the emergency was not successfully resolved did not include the damage survey; instead, it ended after a time limit during the extinguish fire period.
[image: Table with two columns: "Interaction period" and "Description." Row one: "Inspect" - "Inspect the emergency location." Row two: "Extinguish" - "Attempt to extinguish the fire (time limited)." Row three: "Survey" - "Survey the damage (only if fire resolved)."]3.2 Measures
In the following, first we categorise our measures (objective, subjective, and qualitative) and then describe specifics about the measures and how they were gathered.
3.2.1 Categories of measures
The data collected from participants fall into three categories: objective measures, subjective measures, and qualitative data.
The objective measures were gathered via eye-tracking video stream, the interaction manager, and interaction audio recordings. CL and gaze were gathered using eye-tracking glasses and together were used to monitor user engagement, as described at the end of Section 2. Last, interaction-related data were gathered through the dialogue/scenario manager (e.g., average turn duration) and also through transcription and analysis of audio recordings.
The subjective measures were trust, measured using the Schaefer 14-item trust scale (Schaefer, 2013), and user satisfaction, measured using a four-item scale adapted from the PARADISE evaluation framework (Walker et al., 1997).
The qualitative data were collected using a post-task questionnaire, which prompted participants to contrast the two conditions.
3.2.2 Details of the measures
Here, we give specifics about our measures structured by research question.
3.2.2.1 RQ1—trust
Participants completed a trust questionnaire after each condition. We used the 14-item trust scale (Schaefer, 2013), which yields a score free to vary from 0 to 100 and is continuous data representing user trust in the robot. This 14-item scale consists of a subset of items from, and positively correlating with, the 40-item scale by the same author. We opted for the 14-item scale so as to reduce participant fatigue.
3.2.2.2 RQ2—user engagement (using CL and gaze)
To assess engagement, we examined both CL and gaze. We detail how these were gathered in the following.
CL was measured by processing the video stream from Tobii eye-tracking glasses (worn by participants throughout the experiment) (Figure 5), extracting pupil diameter change (this provides continuous physiological monitoring throughout the task as opposed to a post-task self-report such as NASA TLX (Cao et al., 2009)).
It has been shown that measurements of the change in a person’s eye pupil diameter can be used to model CL, and we used the method described by Ahmad et al. (2020b,a) and Hennings et al. (2021) to measure and compute the mean pupil diameter change (MPDC) for each participant, throughout the interactions. To account for different pupil sizes, we extracted the raw data for both eyes. We applied three steps to clean the data. First, we removed the instances in the raw data on pupil size for the left and right eyes, where the sizes contained negative values. Then, we applied three filtering methods, one after another, to filter the data. These were: 1) dilation speed outliers and edge artifacts, 2) trend-line deviation outliers, and 3) temporally isolated samples as described by Ahmad et al. (2020a) and Kret and Sjak-Shie (2019). Finally, we performed data sectioning and conducted our analysis.
We divided up each participant interaction into its component periods (see Table 1 for a description of this and how the three period labels were derived). To compute MPDC, we calculated the ratio between the overall mean of pupil diameter (PD) in millimetres over all the three periods together (i.e., inspect, extinguish, and survey) and the mean of PD in millimetres during each of the individual periods of the interaction for both the left and right eyes, as described by Ahmad et al. (2020a). As MPDC represents a ratio, normalised for each participant across one of their interactions, it has no units. Last, we averaged the MPDC measurements for the left and right eyes to produce a single measure representing normalised CL for each participant.
Gaze was manually annotated from the eye-tracking video by noting the timestamps when the participant’s gaze was on the agent (robot or speaker).
Together, CL and gaze were used to monitor user engagement as described at the end of Section 2.
3.2.2.3 RQ3—task performance
Interaction-related data, as stated previously, were gathered through the dialogue/scenario manager and also through manual and automated transcription of the interactions from audio recordings: average turn duration, average number of words per turn, number of system turns, number of user turns, user and system time between turns, time on task, and whether or not the emergency was resolved.
This also included calculating the time taken for participants to respond to system requests for decisions, which we term planning time.
Gauging task performance: The level of reality in the scenarios within the simulations was a compromise among realism, providing variety, and limitations within our simulation. On the side of realism was the speed of movement of the remote robots (drones and Huskies). The drones were faster, and the Huskies were slower. On the side of providing variety, we allowed the possibility that any remote robot, be it a drone or a Husky, could be used for extinguishing fires or surveillance. A limitation of our simulation was that when two robots of the same type were tasked consecutively by the participant, the first had to return to its base before the other moved to avoid collisions. Along with the time limit used to inject urgency and a sense of jeopardy into the interaction, these aspects meant that whether or not the fire was extinguished before the time limit ran out was largely a factor of which robots a participant selected to be used. Thus, it was not a suitable measure of task performance. We looked, instead, at how quickly participants responded to the request by the mediator CA for a decision on which remote robot to use at different stages of the interaction, e.g., surveillance to inspect the emergency area, or for fire-fighting. We describe this in the following as planning time.
Planning time: The amount of time it took for participants to respond to the CA’s request for a decision on which robot to use for inspection or action was calculated and averaged for each participant across all such decisions in an interaction. The episodes of planning time were gathered by manual transcription of the audio of each interaction using the Praat6 audio wave-form segment labelling tool to produce accurate time-stamped transcripts, which were then analysed to extract the response times.
3.2.2.4 RQ4–user satisfaction and subjective impressions
User satisfaction: After each condition, participants completed a user satisfaction scale, adapted from the PARADISE framework (Walker et al., 1997), for evaluating spoken dialogue systems, consisting of the following four items: “It was easy to find what to do at each stage of the interaction,” “The personal assistant behaved as I expected,” “The personal assistant was often quick to answer to my requests,” and “I would use a personal assistant such as this in the future” all answered on a 5-point Likert scale (1 = “strongly disagree” to 5 = “strongly agree”). Each participant’s responses were treated as a scale, i.e., averaged and then analysed as continuous data in the range 1.0–5.0.
Subjective impressions: We carried out quantitative analysis of closed question responses and qualitative analysis of the open question responses to our post-task questionnaire.
Quantitative analysis of the questionnaire: After completing the experiment, participants answered a set of questions probing their preference from the interaction A) “Which interaction did you prefer?“; B) “Which personal assistant do you think was the better of the two for the task of helping manage the emergency scenarios?“; C) “Which personal assistant do you think you would trust more in an emergency scenario?“ Single-choice answers were supplied from the categories “Robot,” “Speaker,” and “Neither.” (It should be noted that these were presented to participants as “First, Second, or Neither” with “First and Second” being decoded when the balanced presentation order was unwound in analysis). The counts of participant responses were tallied, and a chi-square analysis was used to compare them.
Qualitative analysis of the questionnaire: Participants were also asked to give open responses and the reasons for their answers given in each of the aforementioned closed questions. The questionnaire ended with “If you have anything else to say about the two personal assistants please comment here.” These four extended responses were thematically analysed, by a single coder, using open coding and an inductive approach (Strauss, 1987; Corbin and Strauss, 2008). Participants referred to the conditions by the labels, “First” and “Second,” which were decoded during analysis as “Robot” and “Speaker” for each participant.
3.3 Experimental setup
3.3.1 The apparatus
The user performed a task based on a scenario simulated in an ROS Gazebo-based simulation, run on a graphics-capable laptop, and displayed on a 32-inch 4K display. The WOz interface and dialogue manager ran on a separate laptop. The WOz interface allowed the Wizard to visually monitor the participant through a webcam facing the participant on the simulation display (Figure 2). The Wizard could hear what the participant said and could quickly choose appropriately contextualised system utterances from a list in the WOz interface populated by the dialogue manager finite-state automaton. The available utterances included task- and state-based responses, such as how long it would take one of the mobile robot team to move to a particular location within the simulation.
[image: 1. Screen displaying general commands like "action performed" and "add last". 2. List showing robots in use, named "huskey 1", "huskey 2", and others. 3. Section labeled "Robots in Environment" listing "huskey 1", "huskey 2", "quad copter 1", and "quad copter 2". 4. Commands against a white background, like "building a 3-story underground unit with 20 personnel". 5. A person sitting at a desk in an office setting.]FIGURE 2 | WOz interface. (1) Prompts available, (2) active robots, (3) available robots, (4) chat window, and (5) view of the participant.
The following devices were used for the two conditions: robot, a Furhat social robot from Furhat Robotics (Al Moubayed et al., 2012) (Figure 1, left); speaker, a Google Home (Figure 1, right) to the right of the display screen.
The social cues deployed in the robot condition were as follows: we used the expressions fear (when an alarm went off), sad (when a participant request could not be fulfilled such as a particular robot not being equipped for fire-fighting), frustration (when the timeout was reached and the emergency was not resolved), and happy (when the emergency was resolved before time ran out) (Figure 3). Furhat would gaze at the participant when addressing them and would gaze at the screen when the remote robots were in action and there was currently no verbal interaction (Figure 4). The robot position was kept constant between participants, and the head movements (in degrees of turn and tilt in the horizontal and vertical planes) were also constant. Aside from embodiment and the social cues, there were no other differences in the two CAs. The same male voice was used for both conditions (as described earlier in Study Design). The participant seat position in relation to the display and assistant (robot or speaker) was kept constant although participants were free to lean forward or back as they wished (Figure 5).
[image: Five digitally rendered human-like busts with varying lighting and facial expressions, displayed in a sequence. Each face has distinct features, with subtle changes in shadows and highlights suggesting movement under light.]FIGURE 3 | Facial expressions of the robot captured from participants’ eye-tracking glasses video feeds (cropped). From left to right: neutral, fear, sad, frustration, and happy. The neutral expression was the predominant expression displayed throughout the interaction. Momentarily though, very briefly, when specific events occurred, one of four other expressions was presented (see text).
[image: A hollow 3D-printed face mask illuminated to resemble a human face on a desk. In the left image, the eyes appear open when lit, while in the right image, the mask seems faceless when viewed from a different angle. Monitors in the background display various images and information.]FIGURE 4 | Robot head movement: Focussing on the participant to allow mutual gaze (left) and focussing on the display to cue shared attention when the robot was not talking or awaiting a response from the participant (right). These views are captured from participants’ eye-tracking video feeds (uncropped).
[image: Two photos showing a person wearing virtual reality goggles interacting with a computer screen displaying geometric shapes and images. A mannequin head is also positioned next to the monitor in both images. The setting appears to be a tech lab or study environment.]FIGURE 5 | Participant (wearing eye-tracking glasses), display, and assistant. Condition 1- in this case, robot (top); condition 2- in this case, speaker (bottom).
3.3.2 The three experiment phases
Each participant experienced the simulated task environment in three phases, which we describe as follows.
First phase—familiarisation: This was carried out to familiarise the participant with the task and the information flow during the emergency response scenario, which contained similar elements to the interaction scenarios to be undertaken in the two conditions, ensuring all participants started with the same base knowledge. The simulation display depicted a top–down plan view of the simulated off-shore installation, in which two drones and two wheeled robots moved in response to decisions made by the participant through the CA. In each corner of the display were arranged camera views of each remote robot’s point of view within the simulation (Figure 6). To avoid biasing either of the conditions, an experimenter took the role of the mediator CA during the familiarisation phase and followed a script, first to explain the visual elements in the simulation and then to talk the participant through the scenario, prompting them for decisions in a similar way to the prompting they would receive during the two conditions by the CA. This aspect of the protocol was modelled on the study by Kontogiorgos et al. (2019) involving a CA-guided food preparation task (Kontogiorgos et al., 2019). Participants were told that there was a fixed time to resolve the emergency and they needed to establish the capabilities of their robot team through dialogue. Participants were told that they would have a personal assistant during the interactions. During familiarisation, the assistants (robot and speaker) were kept hidden under black felt cloth covers.
[image: Board with a central brown paper section labeled E, surrounded by four photos. Photo A is on the left, B at the bottom left, C at the bottom right, and D on the right, each connected by red arrows.]FIGURE 6 | Simulation display as captured from a participant’s eye-tracking glasses video stream (cropped) showing the offshore installation top–down plan view in the centre, with the robot point-of-view (POV) cameras arranged in each corner. The labelled features are as follows: (A) POV camera views from the two Husky robots, one is looking out to sea, while the other is looking at its partner Husky, (B) two Husky robots on the plan view indicated by small rectangular models shown here in their starting locations, (C) two quadcoptors also in their starting locations, (D) POV camera views from the two quadcopters, both facing different parts of the installation superstructure, and (E) one of the four towers of the installation superstructure as viewed from above.
Second phase: Condition 1—either robot or speaker: The order of the condition was balanced across participants. The participant managed an emergency response scenario by interacting with the mediator CA embodied as either the robot or smart speaker.
To avoid biasing their judgements, at the start of each condition, as the participant was being seated, they were simply told that the personal assistant located beside the display was their personal assistant for the upcoming interaction. While not in use, each personal assistant was kept hidden from view beneath a black felt cloth cover. Between phases, while participants were seated at a different station a few feet away and facing away from the interaction station to complete questionnaires, the appropriate assistant was uncovered and moved into position in the assistant location for interaction. (A marked spot beside the simulation display kept this position constant between conditions and between participants.)
Third phase: Condition 2—the other condition with a different scenario of similar format but with the emergency located in a different part of the off-shore platform: The average duration for each interaction in both conditions was 4 minutes.
3.3.3 Participants and ethics
We used email publicity and convenience sampling to recruit participants from our institution. Participation took about 45 min, and participants were compensated with an $18 shopping voucher. Ethical approval for the study was obtained from our institution.
There were 31 participants (16 male, 14 female, and 1 preferred not to say), aged between 18 and 43 (M = 23.7, SD = 5.0). With the exception of one non-student (a graduate), all were graduate or postgraduate students.
To gauge what experience and exposure participants had with CAs, we asked participants to list personal assistants they had used. The following were listed: Siri (mentioned 14 times), Alexa (11), Google Assistant (11), Cortana (8), and Google Home (5). On average, participants listed 1.7 assistants (Min, 0; Max, 4). They categorised the frequency with which they used a personal assistant: daily (N = 8), weekly(6), monthly (2), rarely (10), and never (5). Thus, half the participants used personal assistants only infrequently or never, and only 8 out of 31 used them on a daily basis.
3.3.4 Experimental procedure

	1. The participant was fully briefed (omitting the fact that the CA was operated by a Wizard, as is the procedure for WOz studies) and was asked to sign a consent form. The explanation included that an experimenter (in fact, the Wizard) would sit out of sight behind a screen and manage the recording of the data.
	2. The participant donned Tobii Pro 2 eye-tracking glasses and a lapel microphone and underwent calibration of the glasses for CL measurement, watching a blank screen vary in brightness, as described by Ahmad et al. (2020a).
	3. Familiarisation phase: See “The three experiment phases.”
	4. The participant completed a demographics questionnaire including previous experience with digital personal assistants.
	5. Condition 1: The participant sat in front of the simulation display, with either robot or speaker as the mediator CA beside the display, and managed an emergency response scenario with a fixed time limit to extinguish a fire7. (The order of condition was balanced across participants).
	6. The participant completed the trust and user satisfaction items for condition 1.
	7. Condition 2: Like condition 1 but the other condition and managing a similar scenario with a different location for the emergency. (The presentation of the two similar scenarios with different starting locations was balanced between conditions).
	8. The participant completed trust and user satisfaction items for condition 2 followed by a post-experiment questionnaire prompting them to qualitatively contrast the two conditions. They were prompted to express preferences through three questions (see Section 3.2.2 RQ4), with options, “First, Second, or Neither” (later translated to robot, speaker, or neither in analysis accordingly), and asked to give their detailed reasons for each answer8.
	9. Participants were thanked for participation and debriefed about the WOz aspect of the experiment.

4 RESULTS
We report our results in the following referring to our research questions. Later, in Section 5, we interpret the significance of these findings.
4.1 RQ1—trust
“Is User Trust in a Mediator CA affected by its embodiment?”
The means of the 31 participants’ trust scores from the two conditions were not statistically significantly different. A paired-sample t-test was conducted: robot M = 83.55, SD = 12.0, speaker M = 83.02, SD = 13.6, t (30) = 0.367, and p = .716 (two-tailed).
A further result on trust is reported as follows in RQ4 (user satisfaction and subjective impressions) with other results from the post-task questionnaire. One of the items in the questionnaire asked participants a more focused question than those in the broader Schaefer 14-item trust scale (Schaefer, 2013), “Which personal assistant do you think you would trust more in an emergency scenario?“ A chi-square analysis of the observed counts of responses (reported in detail in the RQ4 results) indicated that users trusted the robot more than the speaker when prompted to contrast the two conditions with respect to an emergency response context.
These two results are discussed further in Discussion.
4.2 RQ 2—user engagement (using CL and gaze)
“Is User Engagement during a task affected by agent embodiment?”
In this section, we report on engagement, which we monitor using CL and gaze. We discuss each of these in turn.
4.2.1 CL
We analysed the normalised CL measure for each interaction across all three periods (readers are reminded of the interaction periods described in Table 1). The results showed that during the Inspect period, there was a statistically significant effect of embodiment on CL. Interacting with the robot led to higher CL than with the speaker. When comparing between conditions, it was only in the Inspect period that a significantly higher CL for the robot than for the speaker was observed (see Table 2 and Figure 7). However, within each condition, statistical tests showed that, for both robot and speaker conditions, CL fell after the extinguish period when participants entered the survey period (see Table 3). We interpret this as being due to participants who were successful in extinguishing the fire against the clock in the extinguish period, for either robot or speaker condition, relaxing a little in the survey period because they no longer faced a time limit while managing the damage survey.
TABLE 2 | Normalised CL descriptive statistics and test results for the two conditions over the three periods of the interactions.
[image: Table displaying statistical data comparing robot and speaker conditions across three interaction periods: Inspect, Extinguish, and Survey. Shows Median, Mean, SD, Max, Min, N, p (two-tailed), Z, and r values. The Inspect period shows a significant median difference marked by an asterisk, with p value 0.039, Z value -2.056, and r value 0.270. Bold values indicate statistically significant differences.][image: Line graph showing normalized confidence level (CL) on the y-axis, ranging from 0.970 to 1.080, against interaction periods labeled Inspect, Extinguish, and Survey on the x-axis. Two lines represent "Robot" and "Speaker." The Robot's line peaks at Extinguish, while the Speaker's line decreases slightly over time.]FIGURE 7 | Normalised CL medians for the two conditions over the three periods of the interactions. Table 2 shows that when the distributions for each condition are compared by Wilcoxon tests, during the inspect period, CL was statistically significantly higher in the robot condition than for the speaker, but in the other two periods, the conditions were not statistically significantly different. Table 3 describes the statistical tests comparing CL between interaction periods within each condition. These tests show that CL did fall after the extinguish period during the survey period for both conditions (see text for interpretation of this).
TABLE 3 | CL for the different interaction periods was compared.
[image: Table comparing interaction periods across two conditions: Robot and Speaker. For the Robot, the "Survey vs. Extinguish" pairing shows a Z-statistic of 2.372 and a p-value of 0.053. For the Speaker, the same pairing shows a Z-statistic of 2.487 and a p-value of 0.039. Bolded p-values highlight significance. Descriptive text explains data analysis using Friedman's ANOVA and Dunn-Bonferroni tests.]4.2.2 Gaze focus
Participants spent statistically significantly longer focussing on the robot and only rarely looked at the speaker. At the start of each interaction (during the inspect period), participants focused on the robot more than they did later, on average. This may have been due to a novelty effect but may also have been due to the inspect period involving more interaction with the CA introducing itself, giving information about an alarm being activated, asking if the participant wanted a PA announcement made and an early need for a decision on which remote robot to send to inspect the emergency location. Throughout the interaction, participants looked at the agent more in the robot condition than the speaker condition. As with the CL analysis, the interactions were divided by content into their sequence of periods (Table 1). The percentage of the time during an interaction period that each participant was focussing on the agent (robot or speaker) was calculated. These data are, therefore, normalised (0–100). Figure 8 shows the median percentage gaze duration for each interaction period for the two conditions. Table 4 shows the median, mean, SD, max, and min figures to accompany the chart. The results were not normally distributed, so Wilcoxon signed rank tests were carried out to compare the two conditions for the interaction periods. All were significant at the 95% confidence level, and there was a large effect of condition on the gaze percentage. See last three rows of Table 4. We also noted at a very low level, some gaze away from both the agent and the display, perhaps indicating inattention. These were noted as follows as percentages of each full interaction: robot, M = 0.373%, SD = 1.013%, Mdn = 0.280%, min = 0.000%, max = 4.900%; speaker, M = 0.774%, SD = 1.164%, Mdn = 0.280%, min = 0.000%, and max = 4.900%. A Wilcoxon test (Z = −2.483 p = .005, two-tailed) showed that this “inattention-gaze” was a significantly shorter duration for the robot than for the speaker.
[image: Line graph showing the duration percentage of interactions across three periods: Inspect, Extinguish, and Survey. The blue line for Robots starts at 8%, decreases to 5%, and ends at 4%. The orange line for Speakers remains around 1% throughout.]FIGURE 8 | Gaze of participants towards robot vs. speaker represented by median percentage duration gaze directed at the agent during the three periods of an interaction. Table 4 shows that gaze towards the robot condition is statistically significantly higher than towards the speaker condition in all interaction periods.
TABLE 4 | Percentage gaze duration result descriptive statistics and Wilcoxon signed rank tests comparing the two conditions over inspect, extinguish, and survey periods of the interactions.
[image: Table comparing robot and speaker performance across tasks: Inspect, Extinguish, and Survey. Columns display median, mean, standard deviation, maximum, and minimum values. Statistically significant medians are bolded for the robot's performance in all tasks. Sample size, p-values, Z values, and effect size are provided. P-values are significant for all three tasks.]The gaze durations were annotated from the eye-tracking video data; however, the capture of this data failed for two participants; therefore, 29 were analysed.
Cognitive load and gaze focus: We note here that statistically significantly higher CL in the inspect period of the robot condition interaction (compared to the speaker) and the significantly higher gaze focus on the robot condition during the inspect period may be indicative of heightened task engagement with the robot condition.
4.3 RQ3—task performance
	“Is User Task Performance affected by agent embodiment?”

There were no significant effects of the condition on any of the following tasks or dialogue-related measures: average turn duration, average number of words per turn, number of system turns, number of user turns, user and system time between turns, time on task, and whether or not the emergency was resolved. Therefore, for space reasons, we do not report the specifics of these.
Planning time: Participants took a statistically significantly shorter time to respond to the CA’s request for a decision on what robot to use in the robot condition compared to the speaker condition. See Table 5. This was a medium effect of the condition on the planning time.
TABLE 5 | Planning time (in seconds) descriptive statistics and Wilcoxon signed rank test results.
[image: A table comparing planning time for two conditions: Robot and Speaker. Median times are 4.375 for Robot and 4.992 for Speaker, with the median being significantly lower for Robot. Mean times are 4.420 for Robot and 5.088 for Speaker. Standard deviation is 0.620 for Robot and 1.750 for Speaker. Maximum times recorded are 5.511 for Robot and 10.790 for Speaker. Minimum times are 3.358 for Robot and 1.513 for Speaker. The number of participants is 29 for Robot and 27 for Speaker. Statistical values include a two-tailed p-value of 0.008 and a Z value of -2.402, indicating a significant difference, with an r-value of 0.321 suggesting a medium effect size.]4.4 RQ4—user satisfaction and subjective impressions
	“Is the quality of interaction in terms of User Satisfaction and the subjective impressions of users affected by embodiment?”

In this section, we report the results from the user satisfaction scale items for each condition followed by the results from the post-experiment questionnaire. This questionnaire allowed a quantitative analysis of the closed response questions that we used to prompt the open responses, which were also subjected to qualitative analysis.
4.4.1 User satisfaction
A paired-sample t-test exposed no significant difference in the scores for robot (M = 4.073, SD = 0.840) and speaker (M = 4.153, SD = 0.782) conditions; t (30) = −.648, p = .522, two-tailed.
Possible order effects (e.g., robot first vs. speaker first) on the user satisfaction rating were investigated. The Shapiro–Wilk tests of all ratings (p [image: It seems there's no image attached. Please try uploading the image again, and I'll help you with the alternate text.] 0.001), robot ratings (p [image: Please upload the image or provide a URL so I can generate the alternate text for you.] 0.01), and speaker ratings (p [image: Please upload the image or provide a URL so I can generate the alternate text for you.] 0.05) show that the ratings were non-normally distributed, so non-parametric statistical tests were computed. Wilcoxon signed rank square analysis showed that regardless of the embodiment being rated, participants rated the agent more favourably if they experienced the robot embodiment first than the Speaker embodiment (Mdn = 4.5 vs. Mdn = 4, p [image: Please upload the image so I can generate the appropriate alt text for it.] 0.05). So, the robot had a positive influence on user satisfaction ratings when encountered first, and this positive effect was evident in the appraisals of both the robot’s user satisfaction and the speaker’s user satisfaction.
4.4.2 Quantitative analysis of the questionnaire
Chi-square analysis of the observed counts of responses to the closed questions revealed, for question A) “Which interaction did you prefer?,“ a near-significant preference for the robot (52% vs. speaker = 29% vs. neither = 19%), [image: Please upload the image or provide a URL so I can help generate the alternate text for it.] (2, N = 31) = 5.097, p = 0.078. There was, however, as mentioned previously in the RQ 1 results, a significant effect of embodiment on user trust as indicated by responses to question C) “Which personal assistant do you think you would trust more in an emergency scenario?,“ showing that, in an emergency scenario, users trusted the robot more than the speaker when prompted to contrast the two conditions (54% vs. speaker = 23% vs. neither = 23%), [image: Please upload the image you would like me to generate alternate text for.] (2, N = 31) = 6.453, p [image: It seems there was an issue with the image upload. Please try uploading the image again, and I will be happy to help generate the alt text for it.] .05 (p = 0.040). No other trends were significant. The raw counts of these responses are shown in Figure 9.
[image: Three pie charts labeled A, B, and C compare preferences, task suitability, and trust in emergencies between a robot, a speaker, and neither. Chart A shows 16 for speaker, 9 for robot, 6 for neither. Chart B shows 13 for robot, 11 for neither, 7 for speaker. Chart C shows 17 for robot, 7 for neither, 7 for speaker.]FIGURE 9 | Pie charts of the counts of answers to the three preference prompting questions: (A) “Which interaction did you prefer?“; (B) “Which personal assistant do you think was the better of the two for the task of helping manage the emergency scenarios?“; (C) “Which personal assistant do you think you would trust more in an emergency scenario?” with three response options “Robot, Speaker, or Neither.” See the text for a statistical analysis of these counts and the detailed reasons participants gave for their opinions.
4.4.3 Qualitative analysis of the questionnaire
The qualitative themes from the responses of the 31 participants are set out are follows.
Theme 1—either comfort or uneasiness with the robot: Some participants expressed being comfortable communicating with the robot (N = 7), while others expressed unease (N = 4). Comfort: “The human face/head makes it feel like you are speaking to more of a real person, there is something more reassuring about it” [P30]. Unease: “The [robot] was eerie due to human-like head … ” [P26]. The speaker was only mentioned as giving comfort once and then in comparison with the robot. Specifically: “The robot was more personal because it was a face but was a bit distracting and I’m more comfortable with the speaker as I use my Alexa on a daily basis” [P20]. No participant expressed uneasiness about the speaker.
Theme 2—the robot face: Participants frequently commented about the robot face, human likeness, and how this affected their interaction. The following sub-themes are associated with this theme.
Sub-theme distraction/attention: A few (N = 4) participants described being distracted by the robot face. For example, “I found the robot’s humanoid appearance distracting and unnecessary with respect to the needs of the mission” [P14]. On the other hand, two indicated that it had enhanced their attention to the task, e.g., “Because the face and eye movements can help 1) direct attention to the appropriate context and 2) enhance the sense that I am working with an assistant” [P31]. These comments are in line with the quantitative results for user engagement, showing significantly more gaze directed towards the robot and significantly higher CL with the robot during the inspect period of the interactions.
Sub-theme trust: A few (N = 7) expressed that they felt their trust in the system was affected by the robot face. Some (N = 5) were reassured by the robot face and trusted it, P30 (quoted in Theme 1) being one example and P13, who commented, “The interactive face makes it more sociable so, in a primitive human point of view, reliable,” being another. Two participants distrusted the system because of the style of the face, e.g., “If the face was more lifelike or animated better, [I] might trust it more as an AI” [P3].
Sub-theme lifelikeness: A few (N = 7) commented on the degree to which the robot face was lifelike. Some were negative (N = 4) such as P3, quoted previously in the trust sub-theme.
On the other hand, some (N = 3) were positive, e.g., “The robot personal assistant had a face, which makes it nicer to interact with and resemble more to a human-to-human interaction. [Then:] I think I can communicate better with “human-like” robot” [P8].
Sub-theme positive and negative views: Many (N = 13) expressed positive reactions to the robot face, e.g., “The robot one has facial interaction. It was easier to tell whether the personal assistant was processing or listening” [P10], and “…interaction was more pleasant with the simulated face movement” [P9]. A few (N = 5) commented negatively about the robot face, e.g., “…as it was looking more like a real person I felt a bit awkward talking to it” [P26].
Theme 3 CA performance: Many (N = 10) expressed that they were swayed by their subjective perception of the speed and performance of one or other or both of the conditions, e.g., “They both responded in similar timings and understood me [well]” [P25]; “It [the robot] seemed more responsive and gave more relevant information each time” [P17]; and conversely, “The speaker was faster and understood my instructions better” [P6]. It should be noted that these were subjective impressions of individual participants. In fact, the only aspect about the CAs that differed between conditions across the experiment was the embodiment with social cues vs. voice only.
5 DISCUSSION
In this section, we discuss our findings in relation to our research questions and prior work.
5.1 RQ1—trust
	“Is User Trust in a Mediator CA affected by its embodiment?”

In this section, we discuss the two trust results, from the rating scale administered following each condition and from the post-experiment questionnaire item prompting participants to contrast the two conditions. We discuss possible reasons for the differing results.
We found no evidence of an effect of CA embodiment on user trust, as measured by the 14-item Schaefer rating scale in this context of managing a remote team of mobile robots through a mediator CA. This would agree with Van Mulken et al.’s (1999) finding in their study of the effect on perceived trustworthiness of different levels of personification of a virtual interface presentation agent which offered advice on navigating a web interface. That study framed the trustworthiness of an agent as depending on its competence and perceived predictability in terms of the advice it provides. They found that the degree of personification of the agent did not significantly affect participant ratings of agent trustworthiness. However, when we asked participants to contrast the robot and speaker conditions, we found a statistically significant result in the answers to question C) “Which personal assistant do you think you would trust more in an emergency scenario?” favouring the robot (Figure 9). We see three possible sources for these two differing results. They may be due to the difference between the processes of rating and ranking. We asked participants to rate with a trust scale, and at the point of rating, participants were anchoring their opinions in the interaction they had just experienced and the semantic stability of the rating scale, whereas with the post-experiment questionnaire, although its aim was to prompt qualitative comparisons, we were in effect asking participants to rank the conditions. It was not a forced choice (to avoid biasing the extended, qualitative, responses), and they were free to deem the conditions equal (by opting for neither), but most did still feel they wished to rank. In doing so, they were directly comparing the two conditions in respect to question C. Alternatively, the two results may reflect the multifaceted nature of trust, with the trust scale capturing broad trust and our question C being focused on, the perhaps narrower, trust in an emergency scenario. Moreover, to prevent participant fatigue, we used the short-form 14-item Schaefer scale as opposed to the 40-item full version (Schaefer, 2013), which may, possibly, have given different results where we have to use that full version. The 14-item scale was developed in the Schaefer thesis (Schaefer, 2013) and recommended by a panel of subject matter experts (experts in trust and robotics) as part of the development of the 40-item and 14-item scales. Comparing the performance of the two scales that work showed that the 40-item scale provided “a finer level of granularity and, thus, a more accurate trust rating.” In using the 14-item version of the scale, we were choosing to accept slightly less accuracy to reduce the likelihood of participant fatigue which might have been an issue where we have to ask participants to complete the 40-item scale for each condition. Given the various activities involved in each participant session, we still believe that a 40-item scale administered twice for each participant would have been too much, and the 14-item scale was a valid instrument to use in this repeated-measures experiment.
Qualitatively, the participant views expressed in our qualitative data fit with the thesis of Seeger et al. (2017) that there are two opposing viewpoints. For example, one participant (P30, quoted in Theme 1) expresses the “human–human trust perspective” (the more anthropomorphic the agent, the more trusted it is), stating that the human face and head made it more like a person and was reassuring. Another participant expressed the “human–machine trust perspective,” “It [the speaker] looks like it’s part of a computer, and everyone trusts computers” [P6]. Equally, these two viewpoints may reflect expression of the affective and cognitive dimensions of trust (Johnson and Grayson, 2005). Thus, in terms of user trust, our results serve to confirm prior work in some respects.
5.2 RQ 2—user engagement (using CL and gaze)
	“Is User Engagement during a task affected by agent embodiment?”

Embodiment of the CA in a humanoid Furhat robot head with social cues led to significantly higher CL in the inspect period of the interaction scenario. The CL experienced by our participants, on the whole, during the interactions indicates medium levels of CL when compared to prior work using a similar method of in-task CL measurement (comparing the medians for MPDC in Table 2 with MPDC measurements in Ahmad et al. (2020a)). As we observe that they were not cognitively overloaded, we can postulate that the difference in CL is due to inactivity vs. engagement. There was also significantly greater participant eye gaze directed at the CA in the robot condition in all periods of the interactions. One way to interpret this, along with the medium levels of CL, is that the robot condition results in greater engagement in the simulated work environment as a whole, including both the task display and the robot coworker (Ikehara and Crosby, 2005). Indeed, during the task, the robot exhibits occasional joint gaze by looking at the screen with the participant and mutual gaze—behaviours similar to how co-workers might interact when working in front of a shared screen as indicators of social attention (Argyle and Dean, 1965; Breazeal and Fitzpatrick, 2000; Zhang et al., 2017). The observed engagement, both CL and eye gaze, was statistically significantly higher for the robot condition during the inspect period (Table 1 and Table 4). In this period of the task, participants were developing an appreciation of the situation and being asked for an early decision on which of the remote team to send to investigate the emergency. However, the CL results show that in the extinguish period, as the expiry of the time limit for extinguishing the fire approached, participant engagement in terms of CL was elevated for both robot and speaker when compared to the survey period, which followed it during which participants may have relaxed and become less engaged (see Table 3 and Figure 7). At the same time, eye gaze in the extinguish period, although still directed statistically more to the robot than the speaker, appears to have been less towards the CA than during the inspect period (Figure 8). This would make sense as during the extinguish period, the participants would be particularly interested in the progress of the remote robot moving to extinguish the fire on the display as the time limit approached. It is noteworthy that in qualitative Theme 2, sub-theme Distraction/Attention, two participants commented on the engagement encouraged by the robot, P1 stating, “[With the Robot I] Felt it was easier to keep attention at the task” along with P31 (already quoted in Section 5) stating that the robot face and eye movements helped direct attention. The significantly more inattention for the speaker condition noted in the small amounts of gaze away from both agent and display serves as further evidence that the robot increased engagement in the task and with the agent.
5.3 RQ3—task performance
	“Is User Task Performance affected by agent embodiment?”

Embodiment of the mediator CA led to significantly faster responses by participants when asked for decisions. As far as the pace and flow of dialogue in the interaction was concerned, differences in speed of decision making were an interesting effect. This statistically significant medium effect leading to faster responses from participants when asked by the robot to decide which of the remote robots to use either to inspect the fire, extinguish the fire, or survey the damage (Table 5) would seem to be a beneficial effect in our context of a robot for managing emergency response. Clearly, more timely action is desirable when dealing with such situations in reality. Our robot condition used gaze behaviour, shifting its gaze between display and participant, and this may possibly parallel the performance improvements engendered by gaze cues as observed by Hemminahaus and Kopp (2017).
5.4 RQ4—user satisfaction and subjective impressions
“Is the quality of interaction in terms of user satisfaction and the subjective impressions of users affected by embodiment?” Initially, the lack of a significant difference in user satisfaction ratings between the two conditions would indicate no effect of condition on that measure. However, the order effect showing that the robot embodiment had a positive influence on user satisfaction ratings when encountered first is an interesting one. This positive effect of experiencing the robot embodiment first was evident in the appraisals of both the robot’s and the subsequent speaker’s user satisfaction ratings. It is interesting that despite designing the experiment as repeated measures and balancing the presentation order, the robot embodiment still manifested a positive effect of the robot on the user satisfaction ratings for the CA which carried over onto the speaker embodiment if that was experienced second.
The qualitative comments in, Theme 3, did reveal disagreement between some participants about whether one or the other performed better in terms of timeliness or in understanding their commands, despite there being no difference in the CAs other than embodiment. We do not have an answer to these perceived differences, some in favour of the robot and some in favour of the speaker. We were careful in the wording of our questions so as not to force participants into taking one position or the other. The questions clearly allowed participants to positively choose to state that they preferred, or trusted more, neither of the conditions. This was done deliberately so as to avoid confirmation bias affecting the qualitative reasons that participants might have expressed if the option had been forced choice (in favour of one or the other condition). That being said, there does remain the possibility that in instances where participants were finely balanced in their opinions between the two conditions they may have chosen to express a preference and gone on to be swayed by their own confirmation bias to express, as a reason, a subjective opinion that one condition’s responsiveness was better than the other condition.
Qualitative responses describing subjective impressions show that, while the robot condition was preferred by more participants (52%) (while not quite statistically significant, it was a trend), some viewed the two conditions even-handedly (19%) and some preferred voice-only interaction (29%) (see Figure 9, question A, and the themes in “Qualitative Results”). That some appreciated interacting with the robot head does fit with previous work presenting evidence that subjective impressions of a CA are improved by embodiment (Takeuchi and Naito, 1995; Bickmore and Cassell, 2001; Gratch et al., 2007). The minority of participants (4 out of 31) who expressed unease with the robot may perhaps have been experiencing the unease with human-like robots described by Mori (1970) and Mori et al. (2012). It has been shown that this does vary from person to person and is multidimensional (Paetzel et al., 2016a; Paetzel et al., 2016b; Paetzel, 2017). Indeed, there might be scope for implementing user customisation of an embodied CA robot face as suggested by Heuer (2019).
5.5 Limitations and future work
The use of a particular context and the chosen offshore energy platform simulation may be considered a limitation to the wider applicability of our results. However, given our wish to explore a serious work-based interaction, a realistic context was needed. Indeed, while our findings show evidence of these phenomena we describe in our results in this particular context, part of our contribution is in adding our context to the other studies with similar findings in a variety of contexts (Wang et al., 2018).
Given the subjectivity of the perception of embodiment, as discussed previously, and the fact that trust is also highly subjective and multi-dimensional, it is perhaps not surprising that not all of our outcomes in this experiment were statistically significant and, thus, do require further investigation. Furthermore, there is a possibility that there could be a novelty effect of the social robot affecting the interaction for our participant group who were, even allowing for the familiarisation phase in the experiment, non-experts. A study over time with users habituated to the conditions could be one way to investigate CAs in isolation from novelty. However, this aspect affects many HRI studies, and we believe it does not negate the contribution of our study in advancing the knowledge of how embodiment may affect perception and use of this genre of CA. Similar to many HRI studies, our participants experienced both conditions, robot and speaker, for the duration of the tasks (in this case, 4 min each on average across all phases of the interactions)9. This is not a longitudinal study where users have extended exposure to the conditions being studied. This is one factor why we only suggest that our results may indicate possible benefits of embodiment.
The Furhat embodiment while including head and eye movements, and facial expressions, does not include other body language such as hand gestures and body pose. Thus, the embodiment in this study carries that limitation.
The participants for the study were recruited from within our university rather than from within an industrial organisation that might deploy a remote robot team to manage emergency response on an energy installation. While they, perhaps, do not represent such an industrial employee pool, we believe they are approximately representative of the pool from which such an organisation might reasonably be expected to recruit job applicants.
Finally, we were careful in framing of the experiment to our participants and in the wordings of our questionnaire items to make sure that participants knew we were investigating the mediator CA and not the remote robots. However, there could be some fluidity between trust in the remote team and trust in the local mediator CA, in the minds of users. These remote robots’ behaviours were highly restricted, though, so across participants, there was little variation.
6 CONCLUSION
In a mixed-method study of the effect of embodiment on the use of a CA helping with a simulated but intense task, we measured participants’ trust, user satisfaction, and engagement; analysed interaction dialogue logs, audio, and transcripts; and gathered their qualitative impressions. While we found no significant effect of embodiment on our trust measure [the 14-item Schaefer scale, Schaefer (2013)], we did find statistically significantly more trust expressed towards the robot by participants when they contrasted the conditions in the post-experiment questionnaire. We also found that when participants experienced the robot condition first, this resulted in higher user satisfaction ratings for both the robot and the speaker conditions, thus showing a positive effect on this subjective impression of the CA when embodied as the robot.
Furthermore, we found that embodying the CA as a social robot head led to increased participant engagement, as demonstrated through cognitive load and gaze, particularly in the early stages of their interaction, compared to embodiment as a voice-only smart speaker device. In addition, participants’ decisions were faster when interacting with the robot condition, leading us to conclude that an embodied CA may be beneficial in high-stakes, time-critical applications.
This work has implications for voice assistants and robots in the workplace.
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FOOTNOTES
1In a 2018 poll, 63% of Americans said they use voice assistants such as Apple Siri, Google Assistant, or Amazon Alexa, Kocielnik et al. (2018).
2https://furhatrobotics.com/
3The voice used was the only Amazon Polly text-to-speech British English male voice, and the robot face was the default male face available in the Furhat robot tools.
4http://gazebosim.org/
5The open source, Robot Operating System: http://ros.org/
6https://www.fon.hum.uva.nl/praat/
7Piloting the scenarios showed that allowing 4 min would be enough time to resolve the emergency and that participants who did not act fast enough or made sub-optimal choices would not resolve the emergency.
8The “Neither” option was deliberately used to avoid forcing a choice as it was their reasons that we sought, and to force the choice might have caused them to introduce bias in their reasons towards one or other condition when no bias truly existed in their mind.
9E.g., Kontogiorgos et al. (2019) used a task of 3–4 min duration for the conditions.
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Explanation has been identified as an important capability for AI-based systems, but research on systematic strategies for achieving understanding in interaction with such systems is still sparse. Negation is a linguistic strategy that is often used in explanations. It creates a contrast space between the affirmed and the negated item that enriches explaining processes with additional contextual information. While negation in human speech has been shown to lead to higher processing costs and worse task performance in terms of recall or action execution when used in isolation, it can decrease processing costs when used in context. So far, it has not been considered as a guiding strategy for explanations in human-robot interaction. We conducted an empirical study to investigate the use of negation as a guiding strategy in explanatory human-robot dialogue, in which a virtual robot explains tasks and possible actions to a human explainee to solve them in terms of gestures on a touchscreen. Our results show that negation vs. affirmation 1) increases processing costs measured as reaction time and 2) increases several aspects of task performance. While there was no significant effect of negation on the number of initially correctly executed gestures, we found a significantly lower number of attempts—measured as breaks in the finger movement data before the correct gesture was carried out—when being instructed through a negation. We further found that the gestures significantly resembled the presented prototype gesture more following an instruction with a negation as opposed to an affirmation. Also, the participants rated the benefit of contrastive vs. affirmative explanations significantly higher. Repeating the instructions decreased the effects of negation, yielding similar processing costs and task performance measures for negation and affirmation after several iterations. We discuss our results with respect to possible effects of negation on linguistic processing of explanations and limitations of our study.
Keywords: HRI, XAI, negation, understanding, explaining, touch interaction, gesture

1 INTRODUCTION
Shaken, not stirred1—this is how the fictional British Secret Service agent James Bond prefers his martini cocktail. The catchphrase does not only indicate his preference, but also serves the purpose of contrasting it with the more common way of preparation. This form of contrastive explanation is a crucial element in ensuring effective communication and fostering understanding (Miller, 2019). This paper investigates how contrastive explanations from a robot affect the human in Human-Robot Interaction (HRI). Explanations within HRI serve diverse purposes, and one of their pivotal functions resides in facilitating task-based dialogues (Anjomshoae et al., 2019). Explanations primarily aim to improve transparency, cultivate trust, and boost confidence in systems that provide explanations [e.g., (Arrieta et al., 2020; Stange and Kopp, 2020; Matarese et al., 2021)]. In HRI, a major aim is to create a more natural explanatory dialogue between humans and robots to support humans in solving everyday tasks. In the present paper, we specifically investigate the use of contrastive explanations and ask whether negation has effects on the execution of instructed actions in human-robot dialogues.
1.1 Task-oriented dialogues with robots
1.1.1 Guidance for task performance in HRI
A major field of robotic guidance for tasks comprises social robots for education, which are increasingly used as tutors or peer learners to improve foreign language learning, handwriting skills or chess playing (Belpaeme et al., 2018). One strand of research in this area addresses the question of how children can be motivated to spend effort and time on the learning task. The evaluation here is usually based on the assessment of whether such a social robot improves children’s task performance compared to a control group who learned without a robot (Van den Berghe et al., 2019). Saerbeck et al. (2010) have shown that social supportive behavior does not only yield higher motivation but indeed a higher learning success in learning an artificial language. However, Gordon et al. (2016) were not able to find such a facilitating effect of their motivation strategy on children’s learning success. Thus, it is unclear how motivation can support learning or understanding in detail. While motivation plays an important role in educational contexts, more specific guiding strategies may be more efficient in achieving understanding or task success. These strategies can guide the learner through attentional or temporal alignment strategies. For example, to address distraction during a task instruction, Carlmeyer et al. (2018) applied a hesitation strategy to regain the user’s attention. It could be shown that hesitations can indeed lead to higher task performance measured as post-interaction information recall (Richter, 2021). Guiding the learner through a task by temporal alignment has also been shown to be successful. Chromik et al. (2017) provided evidence that incremental (just in time) information presentation improves human task performance. Adaptation to the learner through an adaptive, gaze-contingent interaction strategy between robot speaker and human listener in a dictation scenario has also been shown to yield higher performance as compared to a non-adaptive rhythmic leading strategy (Palinko et al., 2015).
While these findings indicate that it is important to be adaptive to the (human) learner, the presented strategies all function on a surface, i.e., they take interactional features into account but do not integrate task knowledge. Clement et al. (2013) propose a more task-oriented guiding strategy by estimating the next learning step of school students in math exercises based on their performance on previous exercises. The system provides the students with exercises that it estimates can be accomplished by them because they are in accordance with their current competences or feasible learning effort. Evaluation showed that this approach yielded better learning performances by the students—in terms of correctly answered exercises of different levels of difficulty—than a tutoring system based on a non-adaptive strategy as specified by school teachers. In this approach, the guidance takes place by presenting complete exercises—or tasks—but without providing further detailed information about the task at hand or its relation to prior exercises. In general, there is little research on how to guide a learner within a new task or novel aspects of a familiar task or exercise to support her in her understanding of the task. In the following, we argue that negation is a strategy that can achieve a meaningful guidance.
1.1.2 Negation in HRI
Linguistic negation is a grammatical construct that denies a supposition. Negations can be found in numerous everyday scenarios to contrast a positively affirmatively expressed proposition, including instances like instructions on how to open glass doors that are notoriously known to be moved the wrong way (“do not push but pull!”). The potential of task-related aspects of negation in the context of explaining (the robot uses it for contrasting) in HRI has not been explored so far. Studies often focused on narrow aspects of negation, such as affect or volition, as context conditions (Förster et al., 2019). Although recently the focus shifted towards explainable robots with some progress in the direction of explaining why robots reject commands of a human (Scheutz et al., 2022). In social robotics, negation is still generally seen as a device that imparts a “negative” attitude to the interaction and should therefore be avoided. In HRI research, the question of whether negation can enhance understanding has not been explicitly addressed—despite its potential—as we will demonstrate in the subsequent discussion.
1.2 Negation in human speech
1.2.1 Negations
From the linguistic perspective on negation, the device of contrasting propositions is often used in explaining circumstances, be it personal preferences, causal chains or how things generally function (Miller, 2019). From an epistemic point of view, compared to a mere positive statement, a negation used in a contrastive utterance can narrow down the statement space, thereby specifying the question under discussion (Miller et al., 2017). Even if the question under discussion is semantically unambiguous, contrasting it with a hypothetical event might lessen the likelihood of confusion due to wrong presuppositions. Thus, on the one hand, a negation is enriching the proposition by providing previously excluded context which—although not desirable—constitutes a possible event. On the other hand, the added contrastive proposition is yet another proposition to process and even worse, it is a negated statement in its nature. In their overview article, Dudschig et al. (2021) examine linguistic negations and their influence on human performance.
1.2.2 Processing cost
In the psycholinguistic literature, the phenomenon of negation attracted attention because it was found to cause higher processing costs [e.g., Kaup et al. (2007a; b)]. Processing of negation often leads to increased processing time (Tian and Breheny, 2019), even after extensive encounters of negation. Also, negation processing is more effortful and cognitively demanding (Deutsch et al., 2006). Processing costs have been explained by additional processing steps. Among the suggested mechanisms are tagging (negation requires mentally representing a core supposition and adding a negation tag (Clark and Chase, 1972)), inhibition of representations of responses (Beltrán et al., 2021), and conflict resolving according to which negations activate opposing representations and the conflict between them must be resolved (Dudschig and Kaup, 2018). Processing costs, however, vary depending on the context (Giora et al., 2007) and may even be absent, for instance in cases of short-time adaptation after processing a negated utterance or in certain pragmatic circumstances (Wason, 1965). Interestingly, negation as a linguistic phenomenon was found not only to cause higher processing costs but also to hamper recall [e.g., Mayo et al. (2004; 2014)], even plant false memories (Mayo et al., 2014), or elicit opposite actions (Wirth et al., 2019).
1.2.3 Contextualization of negations: explanations
These results mainly stem from laboratory experiments in which negation was studied in limited contextual conditions, especially limited tasks such as responding to certain information. There is little empirical research on how negations are applied in natural settings, let alone on how they can be used in specific contexts such as explanations. This is surprising because in explanations the more competent partner attempts to provide important information to the addressee (the explainee). The fine-tuning of the information’s relevance to the explainee’s knowledge is often achieved by highlighting important parts (Axelsson et al., 2012) but also by limiting the explanation space. Negation is a highly successful means that limits the explanation space (e.g., Garfinkel, 1982; Köller, 2016).
Lining up with studies from psycholinguistics, we can propose that guidance with negative utterances has the potential to convey valuable information because—by negating a state of affairs—they address and relate to expectations (Kaup et al., 2007b), maintains attention on alternatives, and foster recall for the contrastive events (Singh and Rohlfing, 2023). These effects give reasons to assume that a negation obviously requires a person to reason beyond what is immediately present. One possible explanation for these effects is that negation is creating a contrast space, in which “possible worlds” (Garfinkel, 1982) get more in focus. The contextualization that is achieved by negation is an interesting effect that can be utilized for actions performed within an interactive task, making an explanation more successful. Our study investigates the application of negation in the specific context of explaining action execution for the purpose of task learning.
1.3 Tasks as context for explanations
1.3.1 Tasks and actions
Above, we have argued for negation bearing the potential to convey valuable information when put into context. Within an interaction, a context can emerge from previous actions (Singh and Rohlfing, 2023), creating particular expectations about them. In fact, persons performing actions were found to construe a mental model of a sequence of actions that fits a task (e.g., Ballard and Hayhoe, 2009; Fusaroli et al., 2014). Lining up with previous research on actions, our findings on action understanding (Singh and Rohlfing, 2023) reveal that negation can be helpful because it addresses these expectations. Clearly, the context of action is multimodal. Trying to account for the complexity of this context, we reduced our action model in order to focus on manner and path.
1.3.2 Manner and path
In topological terms, language has been shown to conceptualize an event in two main components: path and manner [e.g., Talmy (1975; 1985); Slobin (1987)]. The path component refers to the trajectory that the subject follows from its starting point to its destination, with reference to a ground or reference object. The manner component describes the specific way in which the subject moves along that path. The path component can either refer to the physical motion of an object along a trajectory, such as “The boy ran across the road,” or to a change in state, such as “The boy became happy to sad” (Jackendoff, 1985). In either case, the event involves a moving entity with a destination or goal. Studies in psycholinguistics have shown an asymmetry in how information about the source and goal of an event is encoded in memory (e.g., Lakusta and Landau, 2005; Papafragou, 2010). Specifically, the goal tends to be more salient than the source and the manner of the event, a phenomenon known as goal biases in event memory. A recent study of human-robot interaction found that the explainer only provides elaborated information about the manner of the motion when the explainee shows a sign of misunderstanding (Vollmer et al., 2013). This suggests that the way in which an event is perceived and approached is largely influenced by the conceptualization of its goal as opposed to manner, which is the primary driver of the interaction. Consequently, the importance placed on the manner in which the event unfolds may be comparatively diminished. According to Singh and Rohlfing (2023), employing linguistic negation as a means of providing contrastive guidance presents a potential method for mitigating goal biases. This approach may help to ensure that both the manner and the goal of an event are attended, improving the overall understanding of the event.
1.4 Research hypothesis
From our review of the existing literature, it becomes evident that a human–robot dialogue model can gain advantages by incorporating well-established explanation strategies from human–human communication. One effective approach to offer guidance within a context, particularly in a task where actions are required, is by making explicit references to the ongoing or emerging situation, including negating actions that were either possible or previously requested but should now be avoided. We need to stress that in the context of performing actions, explanations are similar to instructions because they address the way and manner of the performance rather than causal relations. Klein (2009) refers to this type of explanation as “how-explanation.”
Negations are known to address and relate expectations (Lüdtke and Kaup, 2006). They maintain attention on alternatives and foster recall (Singh and Rohlfing, 2023). The literature reveals that explicit negations in contrastive explanations (Miller, 2019), and when combined with actions, foster the human’s understanding in recall of these actions (Singh and Rohlfing, 2023).
Our work aims to address the gap in previous studies, which did not extensively investigate interactions guided by robots. We examined the impact of contrastive explanations on understanding and explore their potential to facilitate dialogue between a robot and a human. In pursuit of this objective, our focus is directed towards the facet of understanding that encompasses the capacity to execute an explanation while being scaffolded (Rohlfing et al., 2020). Therefore, we use contrastive guidance in a dialogue setting for an interaction study. Given the plethora of evidence on negation-induced processing cost and the rich contextual effect of negation at the same time, we put forth the following hypotheses:
A) We hypothesize that an utterance containing negation would require more processing time to react upon. This should be reflected in the overall reaction time to complete the task. Nevertheless, we acknowledge the rich contextual effect of negation when used to contrast the emerging expectations. Hence, we predict that in the contrastive instruction condition, participants will be quicker to adapt to the task in comparison to non-contrastive instructions and against the baseline. This adaptation should be reflected in both the similarity between the performed action by the human and the guided action by the robot as well as, the number of attempts needed to complete the task.
B) Verbal instructions featuring contrast will enhance comprehension, resulting in improved execution of instructed actions in comparison to non-contrastive and baseline conditions. To explore this, we will evaluate human performance through metrics, including the frequency of incorrectly performed initial actions, the number of attempts required to achieve correct gesture execution, and the similarity between the actions performed by humans as well as those guided by the robot (Section 2.5).
2 MATERIALS AND METHODS
This article presents an interaction study (in German language), designed as a (restricted) dialogue between a human and a robot, that investigated how negations can be used to generate contrastive explanations in the context of human-robot explanatory dialogues.
2.1 Participants
For this purpose a study with 31 participants (17 female, 14 male) was conducted. The age of the participants was in the range of 20–38 (Mage = 26.90). All participants were recruited on the campus of Bielefeld University (Germany) and from general mailing lists, containing also non-students. Participants’ average Affinity for Technology Interaction (ATI) (Franke et al., 2019) score was MATI = 4.00, SDATI = 1.07. An ATI of 3-4 refers to medium technology affinity.
2.2 Stimuli
2.2.1 Tasks with different manner
Floka (Lütkebohle et al., 2010), the virtual humanoid robot head, provided instructions (Table 1) for everyday tasks (Figure 1) that the participant had to carry out. These tasks involved common objects and were solved by executing a range of gestures on the touchscreen. A total of five distinct objects were designed for these tasks. The users’ task was to interact with these objects in two different manners (in the sense of actions). Each interaction manner was described by a verb and a corresponding touchscreen gesture. In each trial, Floka explained to the participant which specific gesture should be used for the task solution and described it verbally. During the interaction with an object in the correct way, the scenario provided participants feedback generated through alterations on the touchscreen, reflecting their interaction.
TABLE 1 | Tasks with corresponding manners, required gestures and provided feedback by the scenario. Stimuli in German, English translations in brackets.
[image: Table titled "Description of objects and manner" with columns for ID, Object, Manner I, Gesture I, Manner II, Gesture II, and Feedback. Row details: 1) Bottle: sway, twist, shake, slide, fluid color changes. 2) Bulb: move, slide, push, swipe, position changes. 3) Cup: flick, pinch, press, hold, lid opens. 4) Hob: scrub, circle, wipe, slide, dirt disappears. 5) Radio: rotate, twist, hold, hold, frequency changes.][image: 1. A potion bottle with red and blue liquid on a table in a dimly lit room. 2. A gray cube attached to a white light bulb on the same table and setting. 3. A pink and white cup on the table in the same room. 4. A black screen with orange, pixelated patterns resembling static or digital noise. 5. A blue vintage radio with a black dial and antenna on the table in the same room.]FIGURE 1 | Objects (from 1 to 5: Bottle, Bulb, Cup, Hob, and Radio) for interaction on the touchscreen.
Each task, as visualized in Figure 1, was introduced by an overall verbal explanation of the goal of the task (e.g., “Mix the liquids in the bottle.,” “Open the cup.,” “Set the frequency of the radio in the range of 98–99.,” “Clean the hob.” or “Light up the bulb.”). For instance, the interaction with the object “bottle” could happen in two manners, sway and shake. The manner sway is represented by the gesture of a twist movement on the touchscreen. If the correct manner was used during the task, feedback for the participant was provided in the scenario in form of a color change by the fluids in the bottle. In the further scenarios, once the task was solved correctly, the bulb moved towards the pocket socket and the object lit up, the cup opened, and the hob became more visible as the dirt on the screen disappeared. For the radio, changing the frequency of the channel was visualized by a field changing on screen.
Each manner was represented by a specific gesture, visualized as points on a 2D coordinate system (Figure 2). The twist gesture is a movement of two fingers sliding in a clockwise circular pattern, starting at opposite points. Sliding is represented on a touchscreen by the simple movement of one finger along a given path. Zooming in and out with two fingers in fast velocities describes the pinch gesture. For the circular gesture, participants had to move one finger in circular patterns on the touchscreen. A quick, jerky movement in a specific direction on the touchscreen, which is released at the target point, describes the swipe gesture. The hold-touch gesture is performed by two fingers that rest on two points on the touchscreen until a given threshold is exceeded.
[image: Two graphs illustrate finger movements. The top graph (A) shows various touch patterns like Bottle-Slide, Bottle-Twist, and Cup-Hold, with finger positions plotted against touch screen coordinates. The bottom graph (B) presents finger positions over time, indicating distinct movements for two fingers. Different line styles and colors represent separate fingers and axes.]FIGURE 2 | (A) Touchscreen gestures by finger inputs in 2D-space in which each axis represents one dimension. (B) Dimensions (x, y) by line type and touchscreen coordinate values over time on the y-axis.
2.2.2 Verbal instructions
After the overall instruction concerning the task goal, Floka guided the participant by a contrastive or non-contrastive instruction for manner (Table 2). For a contrastive instruction, the robot contrasted the two possible manners for a task, the correct manner and a negation of the incorrect manner (“now shake, not sway” and vice versa). The non-contrastive condition included a placeholder (“auf geht’s,” “let’s go”) combined with the correct gesture (“let’s go, now shake” and vice versa). The verbal instruction by a single affirmation was the baseline instruction in the experiment. The baseline instruction was the only one presented in combination with an abstract object (see Figure 4). This generated three overall conditions for instructions and their corresponding instruction structures.
TABLE 2 | Types of conditions and their verbal instruction structure with the original stimuli and translated examples.
[image: Table titled "Verbal instructions" with columns: ID, Condition, Instruction structure, Stimuli (GER), Example (ENG). Five rows are listed: (a) Contrastive, Affirmation-Negation, "jetzt [...], nicht [...]", "now shake, not sway"; (b) Contrastive, Negation-Affirmation, "nicht [...], jetzt [...]", "not sway, now shake"; (c) Non-Contrastive, Affirmation-None, "jetzt [...], auf geht's", "now shake, let's go"; (d) Non-Contrastive, None-Affirmation, "auf geht's, jetzt [...]", "let's go, now shake"; (e) Abstract Baseline, Affirmation, "jetzt [...]", "now shake".]2.3 Experiment procedure
Figure 3 shows the experimental setup in which the stimuli (Section 2.2) in our HRI study were presented. Participants sat in front of a touchscreen. To their right, the virtual robot Floka was presented on an additional monitor. There was no human experimenter present. The experiment was presented automatically based on different states of the touchscreen application and was conducted in order to form a standalone dialogue between participant and Floka. For this purpose, an interface was developed that allowed the robot to react based to different states of the scenario (see Section 2.4).
[image: The image contains two panels. The left panel shows a hand interacting with a digital screen and a scene involving a basketball court with a large colorful potion. The right panel is a diagram illustrating a communication setup. It includes an explainer and explainee, each with their own screen labeled "Explanans" and "Explanandum". Arrows indicate the flow of "Scenario States", "Context", and "Verbal Instructions".]FIGURE 3 | Floka (explainer) gives verbal instructions to the human (explainee) on how to solve tasks on a touchscreen (explanandum). Floka receives current state information about the task’s progress.
All participants went through the experimental procedure (Figure 4) in a within-subject design. The selection of a within-subjects design aims to enhance statistical significance and reduce individual differences by accounting for potential confounding variables and experimental biases. This type of experimental design promotes these objectives by effectively randomizing verbal instructions and tasks, mitigating order-effects, and incorporating wash-out phases within the task gamification. First, the participants were instructed to read a prepared script, which contained general information about the course and structure, as well as the data protection declaration. The participants were positioned in front of the touchscreen and could initiate the experiment by clicking on the touchscreen. They conducted the experiment individually in a dedicated room where the robot and the scenario ran autonomously. The robot remained unresponsive to any questions posed by the participant. Once the study began, Floka provided a brief monologue explaining the structure of the study. The first task for each participant was to complete a small tutorial. This section included the familiarization with the touchscreen and allowed the participant to learn and practice the gestures which were required later. The aim was to create a realm of anticipations emerges, bridging the gap between verbal instructions and the forthcoming gestures to be executed. The tutorial comprised six tasks related to an abstract object (a cube), with one tutorial task assigned to each specific gesture. The participants had a maximum of 30 s per task to familiarize themselves with the gestures. Each task could also be ended prematurely before the time ran out. The tutorial was followed by the main part of the experiment.
[image: Flowchart depicting a human-robot interaction process. It starts with a scenario introduction, followed by tutorial familiarization, and proceeds through multiple tasks in four iterations. Tasks involve verbal instruction, gesture visualization, and abstract object application. Baseline steps include affirmation, guidance, and application manners. The process ends with a scenario conclusion and a questionnaire.]FIGURE 4 | Experiment structure. Blue states are related to verbal instructions from Floka. The main experiment is separated into four iterations, with five tasks each.
The participant went through four iterations of a task series of five tasks each. Thus, there was a total of 20 tasks. The five different tasks in each iteration corresponded to the five conditions as described in Table 1. Each iteration contained every kind of task once, without presenting the last kind of task from the previous iteration as the first task in the following iteration. The robot supported the participant with verbal instructions and explained which gesture had to be used to solve the task. Two guidance-application steps, which served to create a link between gesture and verbal instruction (manner), were passed before each of the twenty tasks including the concrete object. Here, the robot demonstrated both possible manners with a simplified verbal instruction (“now shake”), followed by an application of the corresponding gesture by the participant on the abstract object (cube). Thereby, the participant was made aware of the two specific actions available for resolving the upcoming tasks. Visual guidance was implemented by the presence of one or two red dots on the touchscreen, simulating the finger movement necessary to solve the task. All demonstrated gestures maintained a consistent duration of 1.5 s. The participants had a maximum of 20 s to apply the demonstrated gestures to the abstract object. If the correct gesture had been used earlier, the next step started automatically. The guidance-application phase was used to further consolidate the mapping of verbal instructions and gestures during the study, visualizing the differences in the history of interactions between conditions.
After the two guidance-application steps, the main task began. First, Floka verbally explained the overall goal of the task to the participant. The verbal instruction strategies listed in Table 2 were employed to describe the gestures that should be utilized. Participants were given unrestricted time to solve the assigned tasks and had the option to terminate a task prematurely if they were unable to solve it. Verbal instructions by the robot were randomized within the tasks, providing an equal number of instructions for each condition in the experiment. Demographic information and subjective meanings about the experiment were asked in a questionnaire at the end of the experiment.
2.4 Technical setup
The HRI scenario (Section 2.3) with different tasks was developed with the Unity3D2 game engine. All object models were designed as 3D Objects in Blender3. The touchscreen event system in the application was implemented with the Lean Touch4 asset. This asset offers functionalities for manipulating objects or calculating events based on inputs on the scene using a touchscreen. A State Chart eXtensible-Markup-Language (SCXML)5 configuration was developed to run the experiment automatically in a state-machine like structure. This enables the execution of custom experiment orders and allows the reusability of the system. The configuration includes states, transitions, scenario-tasks, robot-tasks and functions for randomizing. SCXML-states correspond to different scenario-states of the experiment. State transitions describe the triggers that are used to change from one state to a subsequent state. Scenario-tasks and robot-tasks describe functions within a state. Each function triggers a behavior on the corresponding side (scenario or robot). For instance, a scenario-task could represent loading a new scene by given variables and a robot-task could execute a robot-specific behavior. Transitions are triggered by the respective callbacks of the functions, which allow the experiment to run automatically. A randomization function is used to exclude order effects within the experiment. For the HRI part of the experiment, we used a 3D simulation of the robot Floka. The simulation of the virtual robot was implemented in Unity3D, and it can interact with the participants on verbal and non-verbal communication channels. Floka can use verbal speech, express emotions through facial expressions and move its head and eyes. The Robot-Operating-System (ROS) (Quigley et al., 2009) is used to execute different behaviors on the robot and for exchanging information between the robot and the scenario. On the robot’s side, we used a modified architecture as middleware of an existing system to control different behaviors of the robot by given inputs from the scenario (Groß et al., 2022). These works allow the configuration of robot-behaviors in eXtensible-Markup-Language (XML) format and the execution of such behaviors via a network also for non-computer scientists (Schütze et al., 2022). The Unity Robotics Hub6 was used to exchange information between scenario and robot via a Transmission Control Protocol (TCP)-connection via network. This allows the communication via ROS between the robot on the server-side and the touchscreen application as client. During the experiment, a logger captured data at a rate of 60 frames per second, including e.g., touchscreen event locations, scenario-states and robot instructions. Additionally, two webcams were utilized for video recording purposes: one for capturing the participant’s face and the other for recording hand gestures on the screen. Furthermore, screen capturing was employed to record the touchscreen along with the scenario. Finally, the software SoSci Survey7 was used to collect personal data about participants and the experiment in a questionnaire.
2.5 Measurements
The measurements in this experiment focused on two aspects. (1) The procedure for measuring the processing costs of the participants as reaction times in each task (Section 2.5.1). (2) The methodology for determining the manner-specific gesture performance (Section 2.5.2). Figure 5 shows the chronological sequence of the measurements for one trial of the experiment. A task was divided into three phases. 1) The time-frame from the beginning of the task (after receiving the overall instruction about the goal of the task) until the first interaction with the touchscreen by the participant constitutes the reaction time for this task. 2) The data recorded after the first interaction with the touchscreen until the execution of the first correct manner is the manner-specific gesture performance. 3) Any data that occurred after the point of the first correct manner is reported as part of gamification. This approach was intended to amuse the participants and provided a wash-out time before the next verbal instruction and task.
[image: Timeline illustrating three phases: (1) Processing Costs at time of first interaction, (2) Gesture Performance with exemplar and incorrect gesture positions, (3) Gamification at time of first correct manner. Arrows indicate progression from start to end.]FIGURE 5 | Timeline with points of measurements during a task. Timestamps for the first interaction with the touchscreen after a verbal instruction, and for the time until the first correct application of a manner.
2.5.1 Processing cost
This experiment deals with the influence of negation in explanations. One effect of negation is the additional processing loop and associated effects on participants’ reaction times (Section 1.2.2). After a verbal instruction pertaining to the overall goal of a task by the robot, each task consisted of an interaction with the touchscreen to solve the task. The time until the first interaction with the touchscreen was measured as the reaction time in each task (Figure 5).
2.5.2 Manner-specific gesture performance
The present study focuses on evaluating the execution of a gesture in relation to a verbally instructed manner. For this experiment, precise data on the execution of individual gestures could be recorded in form of finger inputs, which allowed for the computation of correct vs. incorrect gestures and the measuring of insecurity regarding the execution of the gestures. The manner-specific performance of gestures was described by three characteristics. In a first step, the number of initially incorrectly performed gestures was considered in order to make a statement about how well an instruction could be understood. Secondly, the number of times the touch input was interrupted while performing a gesture was recorded. This number of attempts was used to draw conclusions about the continuity of a gesture. Thirdly, to evaluate the actual touchscreen inputs, a similarity between the demonstrated and performed gestures was calculated. For all these measurements, the period from the first interaction with the touchscreen to the first correctly recognized gesture was considered.
2.5.2.1 Number of gesture and instruction matches
To identify the effect of an instruction on the execution of a gesture, the number of corrections was measured. This variable described the number of trials in which a participant initially made an incorrect gesture. An incorrect gesture is a gesture that does not follow the intention of the verbal instruction. For this, only the period from the first interaction with the touchscreen until the identification of the intention of a gesture was considered. A qualitative video analysis was carried out to evaluate the gestures first performed by the participant after hearing an instruction of the task. The video recording of the hand gestures and the screen were used for evaluation. Two independent annotators watched the video material and labeled the first gestures of each task for all participants. The annotation was performed blindly. The annotators had no information about the verbal instructions by the robot. They only knew which gestures were generally available to solve the task. For instance, for the task “hob,” the annotators knew that the robot could verbally introduce the gestures scrub or wipe. The annotators’ task was to describe the first recognized gesture out of the two possible gestures for each task. The comparison between the interpreted gesture by an annotator and the introduced gesture in the verbal guidance resulted in a match or mismatch.
2.5.2.2 Number of gesture attempts
To measure the number of execution repetitions for the instructed gesture, the finger inputs on the touchscreen were regarded as a continuous data stream. Missing values in this data stream were interpreted as a lack of interaction with the screen. To assess the number of these breaks, the events in which the stream changes from interaction to no interaction were counted for the finger with the first contact on the touchscreen. These breaks were described as the number of attempts to perform a gesture.
2.5.2.3 Gesture dissimilarity
The quality of a gesture performed by participants was determined by comparing it to the corresponding gestures presented by the robot. By considering the touchscreen inputs as two-dimensional points on the screen, the data points of a gesture could be described as a time series. Dynamic-Time-Warping (DTW) (Senin, 2008) allows for the comparison of two time series of different lengths by calculating the dissimilarity between them. For this purpose, DTW sets up a cost matrix between two data sets. Here, the distance (Euclidean distance) between the points of the first time series (query) and all other points of the second time series (template) is calculated. DTW calculates a local cost matrix for the alignment of two sequences x and y with the estimated distances (Eq. 1).
[image: The image shows a mathematical expression related to a matrix \( C \) in \( \mathbb{R}^{N \times M} \). The element \( c_{i,j} \) is defined as the norm of the difference between vectors \( x_i \) and \( y_j \). The indices \( i \) and \( j \) range over sets \( 1 \) to \( N \) and \( 1 \) to \( M \), respectively, according to equation number one.]
[image: Equation labeled as (2) displaying a mathematical function \( c_p(X, Y) = \sum_{l=1}^{L} c(x_{nl}, y_{ml}) \).]
[image: Equation for Dynamic Time Warping (DTW) showing \( DTW(X, Y) = c_{\rho}(X, Y) = \min \{ c_{\rho}(X, Y), \rho \in P^{N \times M} \} \) labeled as equation 3.]
Once the local cost matrix is established, the calculation of warping paths takes place. The distances are summed up, and paths are computed based on the associated costs. One warping path with respect to the local cost matrix is described by Eq. 2. DTW refers to the outcome of the calculation involving the dissimilarity between the two time series. Therefore, the algorithm calculates the warping path with the accumulated minimum costs for all pairwise local costs (Eq. 3).
In general, DTW requires two defined time series of equal or different length. The demonstrated gestures, performed by the robot, have fixed lengths of 1.5 s. When the participants try to imitate these actions, there is no way of knowing where the start and end of the input of the actual gesture are. Each participant starts performing the gestures at different points in time and performs the movements with different speed and uncertainties. The performed gestures can be described as a continuous stream of data within the task. To allow a comparison between guidance and application, an approach is needed which can handle input streams with unknown lengths. In the literature, online DTW algorithms are used to calculate real-time measurements for continuous data streams (Sakurai et al., 2006). The problem of classifying gestures in real-time can be transferred to this problem. Parts of these concepts were used in a modified form to calculate the dissimilarity in the measurements of this study. Sliding windows are often used to perform an iterative process of comparing two time series (Li, 2015). To enable a comparison between the fixed time series (guidance) and the data stream (participant’s task), the entire task was considered in subsequences up to the execution of the first correct action. With the use of a sliding window, the time-series was divided into n subsequences by an iteration step of 0.1 s. Each subsequence, with the length of 1.5 s, was compared to the gesture to be imitated via DTW to calculate the dissimilarity. Therefore, n sliding windows with the length of 1.5 s were considered with a step-wise increase of 0.1 s on the entire time-frame until the first correct manner was recognized. Considering a frame rate of 60 s within the scenario and the logging, we aimed for an average number of 90 samples (touchscreen input events) in a sliding window.
In order to allow the use of DTW in this experiment, the following conditions have to be met: the time series of gesture coordinates has to be (1) made robust against interruptions in the data stream caused by the sensitive touchscreen, (2) made gesture comparison insensitive to amplitudes of different strengths and offsets and (3) shifted to the origin of the coordinate system by removing different starting positions. (1) In real data sets of this experiment, participants sometimes take breaks during gesture performance by pausing or lifting their finger for a short time. Changing the finger pressure on the touchscreen can also cause measurement interruptions. To ensure a continuous comparison using DTW despite interruptions, we removed the missing measurement points in the time series through interpolation (Lepot et al., 2017). Interpolation allows for a seamless comparison because the gestures have been associated with objects in the scenario and are not extended to different positions. (2) In addition to potential data point interruptions, we’ve also taken into account distinct prominent features within the time series when applying DTW. To achieve this, we made the time series less sensitive to varying amplitudes and offsets. Following a similar approach as in previous research (Rakthanmanon et al., 2012; Shokoohi-Yekta et al., 2017), we standardized the gestures in the guidance and every gesture within each subsequence of the performed gestures using z-normalization (Keogh and Kasetty, 2002). (3) The final assumption for comparing the guidance and the application involved eliminating the impact of varying starting positions of the gestures on the touchscreen. In our presented gesture data, the objects had starting positions that differed from those in the actual tasks for the participants. Differences in starting positions of the objects could have resulted in an offset when comparing gestures. This kind of offset—the distance from the coordinate system origin to the first touchscreen input of the gesture from both time series—was subtracted (Tang and Dannenberg, 2014).
3 RESULTS
The analysis for this study focuses on the effects of contrastive, non-contrastive conditions against an abstract baseline (Table 2) and the corresponding subjective ratings provided by the participants during the experiment, as indicated in Section 1.4. In order to draw conclusions about participants’ performance during the experiment, results are presented across the iterations comprising the individual tasks or trials (Figure 4). All data processing steps and analysis for this study were performed in R (R Core Team, 2022).
3.1 Effects on processing cost
We analyzed the data using a hierarchical mixed model approach in R (Bates et al., 2015), incorporating random slope adjustments for subjects and treating instruction type and iteration as fixed effect structures. We then added these structures gradually to a reduced model and tested the effect of each fixed variable using log-likelihood ratio tests following Barr et al. (2013). Based on these tests, we selected the best model. The results are visualized in Figure 6, and the model predictions are presented in Table 3.
[image: Line graph showing reaction time in seconds over four iterations, comparing Abstract Baseline (gray), Contrastive (green), and Non-Contrastive (orange). Reaction times generally decrease, with Non-Contrastive starting higher and ending similar to Abstract Baseline.]FIGURE 6 | Visualizing the reaction time in seconds as a function of iteration count for each instruction condition.
TABLE 3 | Reaction-Times: Parameter estimates of the fixed effects for instruction type and its interaction with iteration as the predictor.
[image: A table displays statistical results for various terms. The columns represent Term, Beta (β), Standard Error (SE), t-value (t), and p-value (p). The terms listed include (Intercept), Iteration, Contrastive, Non-Contrastive, and their interactions. Key Beta values are 1.15 for Intercept and 0.87 for Contrastive. All p-values show significance below 0.001 except for "Iteration × Non-Contrastive," which has a p-value of 0.07.]Participants took significantly longer to perform the manner in both the contrastive (β = 0.87, SE = 0.08, p < .001) and non-contrastive (β = 0.45, SE = 0.08, p < .001) conditions when compared to the baseline condition. In a post-hoc pairwise comparison, in the contrastive condition the reaction time was significantly higher than in the non-contrastive condition (β = 0.42, SE = 0.09, p < .001). This delay may be attributed to the additional cognitive load introduced by negation processing in the contrastive condition. This result is in line with our predictions and previous studies stating that the negation processing might lead to a higher processing cost (Clark and Chase, 1972; Carpenter and Just, 1975; Kaup et al., 2007b).
Our main interest was to investigate the change in reaction time across iterations. In all instruction conditions, response times in the first trial were significantly higher than in subsequent iterations (β = −0.06, SE = 0.01, p < .001). Comparing the trial-dependent decrease in reaction time across each instruction condition, in the contrastive condition, participants initially took longer to respond in the first iteration. Their reaction time decreased significantly more rapidly in this condition, compared to both the baseline (β = −0.16, SE = 0.03, p < .001) and non-contrastive (β = −0.11, SE = 0.03, p < .001) conditions.
3.2 Effects on manner-specific gesture performance
Our previous results (Figure 6) have already shown that participants have to incur increased processing costs for contrastive instructions, which are reflected in longer reaction times during the beginning of a task. The following analysis focuses on participants’ execution of gestures based on instructions received from the robot. Three measurements are examined: (1) The initial correct intention of gesture execution, (2) number of gesture attempts and (3) the similarity between the executed gesture and the gesture demonstrated by the robot.
3.2.1 Effects on number of gesture and instruction matches
The error rate in executing the first gesture can be used to describe an enhancement in gesture performance when correctly applying the gesture following a perceived instruction. A classification into a match or mismatch represents the result of the comparison between an annotator’s interpreted gesture and an introduced gesture in the verbal instruction by the robot. For this, two independent annotators qualitatively annotated all 620 tasks. The first annotation resulted in 550 matches and 70 mismatches (12.73%), while the second annotator evaluated it as 537 matches and 83 mismatches (15.46%). The agreement of the results of the annotations can be classified according to Landis and Koch (1977). Cohen’s κ was run to determine how large agreement between the two annotators was. The match was denoted as strong, κ = 0.86 (95% CI, .82 to .90) (McHugh, 2012). Upon receiving independent submissions from both annotators, the annotations were compared to identify discrepancies. A total of 44 cases with differing annotations were identified. Through a consensus process, the annotators reached an agreement on the final gesture under discussion, which results in 548 matches and 72 mismatches (13.14%). The annotated results were compared to the verbal instructions of the tasks to determine the overall number of matches.
Figure 7 describes the distributions for the instruction types in relation to the total frequencies of matches and mismatches. Based on the agreement of the annotators, the data is prepared for a chi-square test (Pearson, 1900). There was no significant association between the classification of matches of participants’ gestures and the robot’s instruction, X2(1, N = 620) = 1.01, p = .32. The instruction types can be further subdivided based on their different structures to assess whether the lack of difference in the conditions can be attributed to verb placement effects. The total frequencies are then categorized into more detailed subgroups that correspond to these distinct instruction type structures (Table 2). There is a significant relationship between the classification of matches for gestures and verbal instruction, X2(3, N = 620) = 13.20, p = .004. In a pairwise comparison, the instruction types Affirmation-Negation and None-Affirmation with X2(1, N = 310) = 8.1231, p = .004 and Affirmation-None and None-Affirmation with X2(1, N = 310) = 9.3, p = .002 show a significant difference.
[image: Two bar charts compare the effectiveness of different types of instructions. Chart A shows gesture instructions, with 90% comprehension in designated and 87% in non-designated categories. Chart B shows verbal instructions split into ambiguous, appropriate, and inappropriate types, with comprehension rates of 91%, 93%, and 83%, respectively. Match percentages are highlighted in green and mismatch in orange.]FIGURE 7 | Comparison between first gesture by participants (agreement) and verbal instructed gesture from the robot. (A) Result for instructions in total and (B) more detailed structure of the different types. Visualizations using R-Package from Patil (2021).
3.2.2 Effects on number of gesture attempts
To assess the continuity of performed gestures, we analyzed the number of attempts before the first correct manner using a generalized linear mixed effects model, GLMER (Bates et al., 2015). The data was analyzed by treating the abstract condition as the baseline, and parameter estimates were obtained for each comparison by using post-hoc pairwise comparisons. The results are presented in Figure 8 and the estimates are provided in Table 4.
[image: Line graph showing attempts across four iterations for Abstract Baseline, Contrastive, and Non-Contrastive categories. Attempts decrease for all categories, with Contrastive maintaining higher attempts initially. Error bars indicate data variability.]FIGURE 8 | Plot showing the number of attempts before the first correct gesture for each instruction type and across trial iterations.
TABLE 4 | Number of attempts: Fixed effects parameters for the number of attempts. The baseline (intercept) shows the values for the abstract baseline condition against which other conditions are compared.
[image: Statistical summary table with terms: Intercept, Iteration, Contrastive, Non-Contrastive, and their interactions. Columns include β, SE, z, and p values, all p-values are less than 0.001.]The instruction type has a significant effect on the number of attempts. Participants exhibited a higher number of attempts for both the contrastive (β = 1.11, SE = 0.06, p < .001) and non-contrastive (β = 1.85, SE = 0.05, p < .001) conditions when compared to the baseline. A post-hoc pairwise comparison conducted during the first iteration revealed that participants made significantly more attempts to perform the correct manner following the non-contrastive instruction when compared to the contrastive instruction (β = 0.74, SE = 0.05, p < .001). In terms of the iteration-dependent change in the number of attempts, we observed a general decrease in the number of attempts required to reach the correct manner across all conditions. When comparing the change in the number of attempts between the contrastive and non-contrastive conditions, we found that the non-contrastive condition led to a consistently higher number of attempts in the second iteration as well, which then decreased in the third iteration (β = −0.25, SE = 0.02, p < .001). The trial-dependent decrease in attempts suggests that the non-contrastive condition led to an overall faster decrease in the number of attempts required to perform the manner (β = −0.38, SE = 0.02, p < .001). This means that participants needed more trials to perform the first correct manner, but as trials progressed, they quickly adapted to the task. On the other hand, for the contrastive instruction condition, the overall attempts remained lower than for the non-contrastive condition.
3.2.3 Effects on gesture dissimilarity
The dissimilarity was calculated based on the assumptions from Section 2.5.2 with the R-package for DTW by Tormene et al. (2008). A linear mixed effects model with varying intercept and slope by subjects was fitted to capture the iteration-dependent changes for the dissimilarity. Factor revealing was performed by treating the baseline condition as the intercept in the model, allowing for comparisons of all other instructions conditions (contrastive and non-contrastive) and their interaction with iteration. Additionally, a separate pairwise comparison was done between contrastive and non-contrastive conditions to get the estimated values of the main effects and its interaction with iteration. The model predictions and the estimates are shown in Table 5. The results show a main effect of instruction type such that the overall dissimilarity score was significantly lower in the baseline condition than in the contrastive (β = 39.34, SE = 5.22, p < .001) and the non-contrastive (β = 105.05, SE = 4.96, p < .001) conditions. Participants were more accurate in performing gestures on an abstract object. A pairwise comparison between contrastive and non-contrastive conditions at the first iteration revealed that the overall dissimilarity score was significantly lower in the contrastive condition than in the non-contrastive condition (β = −65.71, SE = 5.09, p < .001). This suggests that participants were more likely to be accurate in their gesture following a contrastive instruction in comparison to a non-contrastive instruction. An interaction of dissimilarity with the iteration suggests that participants’ dissimilarity decreases faster for contrastive (β = −11.58, SE = 2.04, p < .001) and non-contrastive (β = −30.30, SE = 1.93, p < .001) conditions when compared to the baseline condition. Importantly, the decrease in dissimilarity was faster in the contrastive than in the non-contrastive condition (β = 18.72, SE = 2.17, p < .001), which is also evident at the fourth iteration where the dissimilarity is minimum for the contrastive condition.
TABLE 5 | Dissimilarity: Fixed effects parameters for the dissimilarity with instruction type and its interaction with iteration as predictor. The intercept shows the baseline condition.
[image: Table displaying statistical results for various terms. Columns include Term, β (Beta), SE (Standard Error), t, and p-values. Key findings: Intercept (β=252.53, p<.001), Iteration (β=-2.93, p=.02), Contrastive (β=39.34, p<.001), and interaction terms. All interactions show significant p-values, each below .001.]3.3 Effects on subjective ratings
Previous results (Figures 8, 9) show that negation in explanations can also have positive effects on the execution of an instruction. Subjective perceptions of the instruction types by the robot were collected as part of the questionnaire. Participants rated each of the four instruction types on a seven-point Likert scale. For this purpose, a reformulated question similar to the Single Ease Question (Sauro and Dumas, 2009) was used.
[image: Line graph showing dissimilarity across four iterations for three groups: Abstract Baseline (gray), Contrastive (orange), and Non-Contrastive (green). Contrastive starts high and decreases, while Non-Contrastive and Abstract Baseline fluctuate moderately.]FIGURE 9 | Mean dissimilarity before the first correct gesture. The plot shows the time-dependent changes to the dissimilarity values for different instruction types.
Figure 10 represents the mean values of the subjective evaluations across all participants in relation to the instruction types. A Wilcoxon test (Field et al., 2012) was conducted to evaluate whether contrastive instructions showed a greater subjective rating than non-contrastive instructions. The results indicate a significant difference, p < .01, with a moderate effect-size r = 0.379. In a second step, the instruction types were divided into their single structure types for considering the placement of the affirmation. Here, the aim was to assess the influence of verb placement on participants’ subjective ratings by examining its variation across the subgroups, while also identifying strengths and weaknesses in the instruction types’ structure. Therefore, another Wilcoxon test was conducted to evaluate whether the instruction types showed different subjective ratings. For the comparison of Affirmation-Negation and Affirmation-None, the results are significantly different, p < .01, with a moderate effect-size r = 0.402. In addition, for the comparison of Negation-Affirmation and None-Affirmation, the results show a significant difference, p < .001, with a moderate effect-size r = 0.353. These results emphasize that contrastive instructions subjectively helped participants to complete the tasks.
[image: Bar graphs labeled A and B show subjective benefit ratings based on type of instruction. Graph A compares Constructive and Non-Constructive instructions, with ratings of 5.8 and 4.6 respectively. Graph B includes an additional Mixed instruction with ratings of 5.4 for Constructive, 4.6 for Mixed, and 4.6 for Non-Constructive. Statistical significance is indicated by asterisks above the bars.]FIGURE 10 | Subjective rating of the participant’s benefit from a verbal instruction. (A) with the comparison of instructions types overall (B) with their different structures. Rating from 1 (less helpful) to 7 (very helpful).
4 DISCUSSION
Our study on a human–robot dialogue model was motivated by well-known explanation strategies from human communication. We proposed that one way to provide guidance in the context of actions is to relate to an ongoing or emerging context by explicitly negating actions that are possible or were previously requested but should now be avoided. We designed this guidance according to psycholinguistic research positing negation as a contrastive device, which relates to existing or emerging expectations and addresses these expectations (Kaup et al., 2007a). Our study provides a first attempt to investigate the role of negation as contrastive guidance in the context of HRI. In addition, our study extends current research on explanation strategies in human communication by putting negation into the context of joint actions.
To realize our scenario with joint actions, we employed real-world objects, each of which could be manipulated in two potential manners in order to accomplish the task goal in collaboration with the robot (Section 2.2.1). During these tasks, there is a potential predisposition towards a specific manner once the goal becomes clear, resulting in the default selection of a particular action among all the potential actions implied by the object. In such situations, an effective understanding model can be gauged by how efficiently one selects the correct manner while simultaneously keeping the task goal in focus. By incorporating a dialogue that introduces contrast through negation—explaining both the preferred approach for achieving the task goal and the alternative manners to be avoided—we created a more controlled selection process that is dependent on the desired task goal. In order to draw conclusions about the course of the interaction history and consider the effects during task repetition, the tasks were divided into iterations. This led to the execution of four iterations of task repetitions, where all instruction types were presented in combination with each task.
Validating this approach in relation to our hypothesis (Section 1.4), our analysis revealed that verbal contrast had two major effects on human actions: (A) While participants were overall slower in all the tasks that were accompanied by a contrastive explanation, their reaction time decreased at a faster rate with each iteration in this condition compared to the tasks with a non-contrastive explanation (Section 3.1). (B) The performance of an instructed action—as measured by number of attempts and gesture similarity—improved following a contrastive explanation when compared to a non-contrastive explanation (Section 3.2).
A) In the literature on negation, so far, processing costs were in the focus of investigation. When taking this measure into account and regarding the abstract baseline condition, both contrastive and non-contrastive instructions induced more processing costs on the participants in terms of reaction time (Figure 6). For the interpretation, we highlight that our investigation took place in the context of actions, in which a specific manner of action performance was considered as correct. Thus, the increase in processing cost is likely reflecting the perceptual complexity of the real objects (e.g., a bottle) in contrastive and non-contrastive instructions as opposed to the abstract object (e.g., a cube) in the baseline condition. In addition, an increase in reaction times following a contrastive instruction—providing information about both the correct and alternate manner—indicates that participants needed more time to process this additional information. Although the processing costs are high during the first iteration, participants demonstrated a quicker adaptation to the task demands in the contrastive condition. This supports previous findings, precisely that when negation is used in a context, the processing cost decreases (Tian and Breheny, 2019). Our results extend these insights to the context of actions. Overall, the observed adaptation following contrastive guidance appears to involve a contextual facilitation that leads to a rapid decrease in cognitive load.
B) Similarly, concerning the performance of an instructed action—as measured by number of attempts and gesture similarity—we observed that when contrastive guidance was provided the number of attempts required to reach the correct manner was lower in comparison to instances where non-contrastive instruction was given (Figure 8). A lower number of attempts indicates that participants needed fewer attempts to select the appropriate manner based on the task goal. One possible explanation for this phenomenon is that participants—when following the contrastive instruction—might have a greater sense of control in their selection of task-specific manners, and hence they relied less on a trial-and-error approach. These findings are in line with previous research indicating that negation engages neural mechanisms associated with higher-order action-monitoring processes (de Vega et al., 2016), as well as response inhibition and control (Beltrán et al., 2018; Dudschig and Kaup, 2018). Given that the two potential manners in our task were intrinsically linked to the task goal, it is more likely for participants to attempt both manners once the task goal becomes apparent, unless explicitly instructed not to perform one manner—as in the case of contrastive instruction. Previous research has demonstrated that when confronted with a negated instruction, individuals tend to mentally represent both the intended action and its alternate, leading to a two-stage processing strategy (Hasson and Glucksberg, 2006; Tian et al., 2016). This strategy, in our case, could potentially result in a higher number of attempts and a delay in the action selection process. However, according to the simulation account (Kaup et al., 2006; 2007b), the activation of the positive alternative in response to a negated instruction is short-lived—lasting only a few milliseconds—and diminishes rapidly after seconds. In addition, given the sufficient time for decision-making, the affirmative counterpart of the negated instruction may not necessarily translate into actual behavior and hence may not necessarily be acted upon as shown by Kaup et al. (2005, 2007a); Anderson et al. (2010); Scappini et al. (2015). Therefore, in our case it is plausible that while participants may have initially represented both the actual and alternate manners at the perceptual level—as indicated by the reaction time for the first action following the instruction—participants might have successfully suppressed the activation of the alternate manner at the decision level, where ample time was available for manner selection. As a result, they exclusively acted following the requested manner, requiring fewer attempts to converge towards it compared to the non-contrastive condition, where both manners were equally likely and required more attempts to arrive at the correct manner.
A lower number of attempts not only suggests a convergence between the executed and the instructed manner, but also indicates the requirement of fewer attempts performing the correct action, resulting in greater similarity at each iteration. This assumption was substantiated by the observed high gesture similarity following contrastive instructions as compared to non-contrastive instructions (Figure 9). Meaning, each action taken towards reaching the task goal was accompanied by a more precise manner following the contrastive instruction. The high gesture similarity following contrastive instructions further supports the notion that when participants were instructed to perform a manner that was contrasted with another (e.g., “now shake, not sway”), they initially took longer to process the instruction, as evidenced by the reaction time results. However, they required fewer attempts to accurately execute the correct gesture with enhanced precision. One possible explanation for this effect could be that participants were more mindful and deliberate in their manner selection when presented with contrastive instructions, as negation has previously been shown to recruit the domain general cognitive control processes (Beltrán et al., 2021). However, when provided with non-contrastive instructions, the participants relied more on a trial-and-error approach. The aforementioned assumption finds support in the evaluation of the participants’ subjective assessment. Participants rated contrastive instructions as being more helpful in solving the tasks (Figure 10). However, since our analysis did not directly examine the relational dynamics among reaction time, number of attempts, and similarity, we are cautious in speculating about the specific cognitive processes underlying manner initiation following each instruction.
Our study has also limitations regarding the range of manners that the objects could afford, which resulted in overall reduced complexity, as evidenced by the high success rates of 90% and 87% for the tasks following verbal instructions (Figure 7). Therefore, caution is needed when generalizing our findings to real-world scenarios. Further research will be needed to investigate if and under what conditions in more complex and natural contexts negation can even be more critical to the task success.
5 CONCLUSION
This study aims to address the existing research gap in the field of explanatory dialogues with robots, specifically focusing on the use of negations as a contrastive explanatory strategy within task-related contexts. The goal is to develop strategies that enhance the understanding of instructions and promote more natural dialogues with robots. We demonstrated that the positive effects of human interaction (Singh and Rohlfing, 2023) can be extended to HRI as well. Our research highlights that in both HRI and human interaction, the processing costs of negated instructions increase. However, even with sufficient contextual information for contrast, there is an advantage in terms of understanding the intended action. A primary objective in HRI is to enhance the naturalness of dialogues between humans and robots to foster human understanding and their actions. Explanation strategies, such as the use of negation, enable robots to effectively highlight specific aspects of an explanation capturing the interlocutor’s attention. This not only promotes more authentic interactions with robots but also paves the way for implementing adaptable robot models that can respond to individual circumstances based on the dialogue with humans. The utilization of negations empowers robots to steer conversations in a targeted manner, thereby improving their overall responsiveness.
These findings lay the groundwork for future investigations into interactive human–robot explanatory dialogues. A promising avenue for further research involves equipping robots with the ability to employ negation as an explanatory strategy, facilitating a deeper understanding of information in diverse situations. Furthermore, our results indicate that the impact of negation can be influenced by the complexity of tasks, highlighting the need for further exploration in this area. While this study primarily focused on negating the manner of an action, it is important to note that there are numerous other ways to shape explanations and instructions using negation. In our upcoming research, our objective extends beyond the micro-level of interaction, which focuses on individual linguistic items within an utterance (e.g., “not red”). Instead, our interest lies in the task-level, which pertains to the overall task itself (e.g., “do not pull”). This task-level perspective benefits from the cumulative history of interactions, encompassing established actions and tasks. This broader approach holds significant promise, particularly in the context of joint actions, and thus merits further exploration.
Our aim is to leverage our findings to introduce a methodology suitable for adoption by explanation-generation systems within the domain of Explainable Artificial Intelligence (XAI). This methodology highlights the potential not only to elucidate system algorithms, but also to effectively clarify actions within social contexts.
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Successful conversational interaction with a social robot requires not only an assessment of a user’s contribution to an interaction, but also awareness of their emotional and attitudinal states as the interaction unfolds. To this end, our research aims to systematically trigger, but then interpret human behaviors to track different states of potential user confusion in interaction so that systems can be primed to adjust their policies in light of users entering confusion states. In this paper, we present a detailed human-robot interaction study to prompt, investigate, and eventually detect confusion states in users. The study itself employs a Wizard-of-Oz (WoZ) style design with a Pepper robot to prompt confusion states for task-oriented dialogues in a well-defined manner. The data collected from 81 participants includes audio and visual data, from both the robot’s perspective and the environment, as well as participant survey data. From these data, we evaluated the correlations of induced confusion conditions with multimodal data, including eye gaze estimation, head pose estimation, facial emotion detection, silence duration time, and user speech analysis—including emotion and pitch analysis. Analysis shows significant differences of participants’ behaviors in states of confusion based on these signals, as well as a strong correlation between confusion conditions and participants own self-reported confusion scores. The paper establishes strong correlations between confusion levels and these observable features, and lays the ground or a more complete social and affect oriented strategy for task-oriented human-robot interaction. The contributions of this paper include the methodology applied, dataset, and our systematic analysis.
Keywords: confusion detection, multimodal modeling, user engagement, situated dialogue, wizard-of-oz, social robot

1 INTRODUCTION
Socially interactive robotic agents have been applied to assisting people in many different areas in the last 10 years, e.g., language learning (Saeki et al., 2022), tour guides (Duchetto et al., 2019), helping children with autism therapy (Zhanatkyzy et al., 2023a), to name but a few. In such social human-robot interaction (HRI) scenarios, the autonomous social robot must assess and maintain the engagement of the interlocutor in terms of determining the context of interaction and inference of the meaning of any social interactive signals. Moreover, in the ideal case, not only should the robotic system observe and model the user, but it should be able to alter its own actions in response to the user affect state, and predict the effects of its own behaviors (Lugrin et al., 2022, chapter 16.3).
Many different branches of computational linguistics and human-computer interaction (HCI) have been applied in the pursuit of effective human-robot interaction (HRI). Early work focused invariably on the analysis of the structure of language itself, and the various levels at which there were interactions between language, the task competence and actions of the robotic agent, and its perception of the environment including the user. Such work, which is based on disciplines such as conversational analysis and dialogue modeling, often straddled a boundary between linguistics, epistemology, and engineering (Lugrin et al., 2022, chapter 15).
In recent times, the HCI and HRI communities have also explored the richness of audio and visual data to estimate emotion and other cues of communicative function. This work recognizes that social communication is mediated not only by pure ideational language, but by a range of modalities and communicative functions, including facial expression, body language, and emotional intonation in speech. In much of this work, there is an assumption that designing an engaged conversational HRI is critical. However, while some studies have examined emotion estimation in HRI that can promote user engagement (Busso et al., 2008; Celiktutan et al., 2017); there is relatively little research to date on comprehensive user engagement estimation in either situated conversational HRI or spontaneous conversation, e.g., Ben Youssef et al. (2017), and Benlamine and Frasson (2021).
While emotion estimation and engagement studies in general are essential for effective HRI, our work is focused on a particular aspect of the mechanisms for successful engagement and task completion in practical HRI tasks. In particular, we are focused on the notion of confusion, and more specifically, what it means for a user to be confused in a joint task and how that confusion state can be both modeled and mitigated. Confusion has relationships with, but does not always correlate with, more traditional transient mental states such as engagement or emotion. For example, a user can be engaged with both a task and confused, but often confusion will in time lead to a reduction in engagement and ultimately satisfaction. Turning to the general concept of emotion, confusion in its worst case might be associated with anger, but in fact confusion may also correlate with a neutral emotion or even despondency—depending on the relationship between the confused, the interlocutor and the nature of the task at hand (D’Mello et al., 2014). Given these qualities, to date, there have been a number of models proposed that attempt to structure the modes of confusion. For example, some researchers in learning have suggested that confusion can be a phenomenon with multiple levels, or even with four classes from very high to very low (Arguel and Lane, 2015; Samani and Goyal, 2021). Taking a similar approach, Lodge et al. (2018) proposed two states of confusion, i.e., productive confusion and unproductive confusion in learning.
Due to its role in accounting for disengagement and even task success, the identification of confusion and its mitigation have value both in the HCI and HRI communities. While some work has been conducted on the modeling of confusion, as just discussed, and on the in-situ study of confusion, much of that work has typically been focused on pedagogy or androgogy, e.g., language learning (Saeki et al., 2022). Specific studies in the area of confusion, e.g., Grafsgaard et al. (2011), Zhou et al. (2019) and Kumar et al. (2019) have generally focused on online learning in specific environments such as AutoTutor, ITS (Intelligent Tutoring Systems), MOOCs (Massive Open Online Courses), or serious games.
To address this gap in empirical studies and the modeling of confusion in general, and specifically in the case of human-robot interaction, our research is focused on the systematic triggering of confusion in task-oriented interactions, observing and analyzing the user in such interactions, and building models to both detect user confusion states and feed these into policies to mitigate the confusion. Building on an earlier pilot study (Li and Ross, 2023), the work presented in this paper has been constructed to elicit different confusion states in a user participating in a collaborative task in order to determine if confusion is a simple binary state, or if it is in fact a multifaceted state associated with different levels of engagement and task completion rates. The hypothesis of this work is user confusion does produce physical and behavioral manifestations and that these manifestations can be identified and learned.
To be more concrete, in this paper we set out a model of confusion as a two-tier mental state (productive confusion and unproductive confusion), and built out a deeper HRI study to attempt to elicit and then detect these different levels of confusion. To approach this study, a Wizard-of-Oz (WoZ) experiment was designed, which improved upon some limitations of our pilot study, and subsequently analyzed multimodal data against self-reported states and task conditions. The contributions of this work are thus: 1) a multilevel framework for modeling confusion states in HRI; 2) a WoZ HRI study design for different states of confusion analysis; 3) an analysis of correlation between measured features and confusion states; and 4) our feature data and user speech transcripts that are made public to promote further research on confusion and mental state perception in the field of HRI1. We also briefly outline the approach we are taking to mitigate confusion through a structured interaction policy.
2 RELATED WORK
The study of the concept of confusion and being able to estimate a user’s confusion state during interactions straddles disciplines including pedagogy, linguistic pragmatics, HCI and HRI. The study and modeling of confusion itself also have overlaps with related topics such as emotion and engagement estimation. To explore the concepts and work which underpin our studies we will first delve into existing work related to confusion modeling and estimation, and then provide a brief overview of the state-of-the-art research in the related domains of emotion and engagement estimation.
2.1 Confusion definitions and detection
Unlike other mental concepts such as personality that have well-understood conceptualizations, specific models and definitions for confusion are more fluid—though with clear trends. For a simple definition-based understanding, confusion can simply mean “lack of clarity” (Gordon, 2006). However, as argued by D’Mello and Graesser (2014), the meaning of confusion can actually be much more complex, and has in different fields been described as a bonafide emotion, a knowledge emotion, an epistemic emotion, an affective state or a mere cognitive state. When confusion is defined as an epistemic emotion (Lodge et al., 2018), it is associated with blockages or impasses in a learning process. Gordon (2006) claimed that in education, confusion, or uncertainty, drives people to explore more, question previous beliefs, or even create a new perspective, because, as the authors pointed out, people generally will lack passion to clarify something that they already know and understand. Confusion as a state is also associated with the notion of cognitive disequilibrium. Yang et al. (2015) explained that cognitive disequilibrium is a state in which a user encounters obstacles in the normal flow of the learning process, making the user feel confused when encountering contradictory information that leads to uncertainties.
It should be noted that confusion can be equated with a form of uncertainty in educational contexts (Cumbal et al., 2020). Specifically, within the domains of social science and psychology, such uncertainty is related to the concept of “metaignorance state”, representing a state where individuals are conscious of their lack of knowledge (Smithson, 2012; Anderson et al., 2019). In such studies of metaignorance, there are said to be three sources of uncertainty: The first source is probability, caused by the inherent randomness or indeterminacy of future events; the second source is ambiguity, stemming from limitations in the reliability, credibility or sufficiency of available probability, linked to risk assessment and information quality; and the third source is complexity, resulting from intricate features within available information that are difficult to understand, e.g., diverse potential causes or results (Han et al., 2011). As such it can be seen that confusion and this specific notion of uncertainty are clearly related to each other; however, it can be argued that the confusion concept is less grounded in specific epistemological or pedagogical concerns, and can also be accounted for by the interaction context and lack of clarity in the part of an interlocutor.
In terms of concrete models of confusion, the state-of-the-art is limited in detail but sets a clear framework. Arguel and Lane (2015) proposed two key thresholds (T_a and T_b) for the levels of confusion in learning. Productive confusion occurs between these two thresholds, indicating that the learners are engaged in solving their confused state. When the level of confusion is greater than T_b (persistent confusion), the cognitive states of the learners can move to a state of frustration or even boredom. However, if the level of confusion is less than T_a, then the learners continue to participate in their learning. Similarly, Lodge et al. (2018) proposed a zone of optimal confusion and suboptimal confusion. Optimal confusion is a productive confusion, indicating that learners are still engaged in overcoming the confused state. However, suboptimal confusion is associated with persistent confusion in which learners could not resolve their disequilibrium, which in turn can lead to possible frustration or boredom. Furthermore, D’Mello and Graesser (2014) proposed a transition-oriented model where confusion can be seen as a part of the emotional transition within the bilateral orientation of engagement/flow and frustration/boredom.
The concept of confusion also has a relationship to the related term “disequilibrium state” and associated concept “cognitive disequilibrium”. Specifically disequilibrium state is a state that arises when individuals encounter obstacles to their goals, interruptions in organized action sequences, contradictions, anomalous events, dissonance, incongruities, unexpected feedback, uncertainty, deviations from norms, and novelty (Graesser et al., 2005; D’Mello and Graesser, 2012; Lehman et al., 2012a). Thus, in many ways a disequilibrium state can be thought of as a state that arises due to a range of obstructing phenomena. The concrete relationship between confusion and disequilibrium, with Lehman et al. (2012a) noting that confusion can be construed as an affective component of cognitive disequilibrium.
Another related concept is that of “metacognitive awareness”. In the education field, metacognitive awareness has been defined as the ability of learners to know when and how to apply knowledge and strategies. Meanwhile, this ability is said to allow individuals to reflect on their self-thinking to develop and apply practical problem solving skills for learning difficulties (Joseph, 2009; Negretti, 2012). In general, Flavell (1979) argued that metacognition is an exclusive human capacity involving self-reflection, monitoring and the governance of one’s own knowledge and thoughts. Metacognitive awareness encompasses three aspects that Negretti (2012) summarized: 1) Declarative knowledge, being aware that specific solutions and concepts are significant relating to a specific task; 2) procedural knowledge, pertaining to understanding how to employ concepts and strategies, essentially the “how” of task execution; and 3) conditional knowledge, which relates to recognizing when and the reason to utilize specific knowledge and strategies, focusing on “when” and “why” aspects of their application. In that study, “metacognitive awareness” is defined as a mental process in which a user becomes aware of the user’s mental state, such as confusion, and subsequently takes action or understands the underlying cause.
Based on the above approaches, and our own earlier attempts to define confusion as something which can be operationalized (Li et al., 2021), we adapt two confusion state definitions on top of which studies can be predicated. We define productive confusion as the first stage of confusion. Here, an impasse in the flow of interaction has been generated due to a disequilibrium state. In such a case, a person has reached metacognitive awareness of the confusion, and will generally be involved in solving this disequilibrium. Meanwhile, unproductive confusion is the second stage of confusion in which the disequilibrium state is persistent and the impasse cannot be solved directly during the interaction. Here, the interlocutor may become disengaged and may cease interacting with others and may experience negative emotion states (for example, frustration and boredom).
The transition from productive to unproductive confusion is by its nature a change of mental process. When an individual enters productive confusion, they typically attempt to overcome confusion states, but these attempts can of course fail. Reasons for such failure might be because solving this task is beyond the users’ metacognitive awareness and, or, they cannot get any further external help to answer the question, assimilate knowledge, or perform the task in question. At this point, the user may then enter an unproductive confusion state. It is worth noting that the process of solving productive confusion in the aforementioned zone of optimal confusion is closely related to the scaffolding process in the related zone of proximal development (ZPD). Here, a scaffolding process supports the learning environment according to the adaptation of the controlled level that is exercised by a tutor in supporting learners’ understanding (Wood, 2001). The scaffolding support lies in the ZPD, and the ZPD concretely represents the distance between the actual level of the learners and their potential level from Vygosky’s sociocultural theory in educational contexts (Wood et al., 1976; Bruner, 1984).
While the frameworks above provide useful frameworks to anchor an understanding of what confusion is, and how it has been thought about to date in the pedagogy and social science communities, the practical consideration in the context of human-robot interaction must be on manifestations of confusion and their mitigation. In practical interactions with robots in social settings, there is a significant likelihood of confusion, and that any such confusion is at best a negative experience for users, and at worse can be a safety critical challenge. Consequently, there have been some useful trends in research aimed at deliberately inducing confusion states in order to investigate the mechanisms and characteristics linked to confusion.
While there have been no concrete studies in the HRI literature aimed at analyzing the challenge of confusion induction, in the literature, we can identify four patterns of confusion induction (also called confusion cause) and their corresponding non-confusion correlates (Silvia, 2010; Lehman et al., 2012b) which are useful in informing our understanding of confusion in practical task-oriented interactions. The first of these, we refer to as information complexity, which has associated stimuli complex information or simple information. Complex information learning is an experience full of emotions that occurs when learners are exposed to complex material, difficult issues, or indecisive decisions, leading to stimulating their confusion between positive and negative emotions (Lehman et al., 2012b; Arguel et al., 2017). The second pattern is information consistency. Here users might be exposed to contradictory or consistent information where contradictory content is typically associated with participant uncertainty and confusion (Lehman et al., 2013). We refer to the third pattern as information sufficiency. Here participants might be exposed to either sufficient or insufficient levels of information and, based on this, may not be able to understand a concept or perform a task (Silvia, 2010). The final pattern that we identify is incorrect feedback; rather than being focused on the direct ideational content of language as is the case in the first three patterns, this pattern is focused on the interaction and the fact that an interlocutor might provide invalid feedback with respect to expectations following the participant themselves contributing to the interaction. In this pattern, Lehman et al. (2012b) designed a feedback matrix of feedback states that distinguishes between correct feedback, which comprises correct positive conditions and incorrect negative conditions, and false feedback, which includes correct negative and incorrect positive conditions. From their experiment, it was witnessed that the presentation of correct-negative feedback, i.e., when learners responded correctly but received inaccurate or negative feedback was an effective manipulation to stimulate confusion.
2.2 Emotion recognition
While studies of confusion directly in the HCI and HRI communities have been limited, there have however been many studies of related phenomena which while not directly capturing confusion, capture phenomena which we argue are closely associated with confusion. The first of these is emotion.
Emotion is a fundamental factor in HRI that affects people’s attitudes and influences their decisions, actions, learning, communication, and situation awareness (Poria et al., 2017; Demutti et al., 2022). If a person has a strong ability to observe others’ emotions and manage their own emotions, they are likely to contribute more successfully to the interaction with others (Poria et al., 2017). Similarly, a social robot is arguably expected to possess human-like capabilities to observe and subsequently interpret human emotions. Building on this idea, Spezialetti et al. (2020) identified three broad sets of tasks that are required to equip robots with emotional capabilities: a) designing emotional states for robots in existing cognitive architectures or emotional models; b) formulating rich emotional expressions for robots through facial expression, gesture, voice, etc.,; and c) detecting and inferring human emotions. The first two areas are pure robotics-oriented research, while the last area may be considered a more general HCI consideration which must be tailored to the physically situated nature of the HRI relationship.
While the general principle of identifying and modeling a user’s emotional state seems somewhat straightforward, it should be noted that this is by no means always true. Cohn (2007) argues, for example, that human emotions cannot be observable directly because emotion is a cognitive state which may or may not be related either to physiological and neuromuscular change. Therefore, in practice, an emotion might be explained only through an interaction context and asserted through a user survey. Therefore, to recognize emotions and build emotion models, it is necessary to design specific experiments to trigger a participant’s different emotions from a multimodal learning perspective.
As might be expected, facial features are a very frequently studied modality of emotional expression. Important early work includes the facial action coding system (FACS) with facial action units which is a part-based method that is well known in facial behavior research for the analysis of facial expressions (Cohn, 2007; Menne and Lugrin, 2017). More recently, Canal et al. (2022) summarized two distinct groups of classification algorithms for facial emotion recognition on facial images: classic methods and neural network-based approaches. Classic methods use classical artificial intelligence and image processing such as hand-crafted feature design processing, wherein human experts engineer feature selection to extract a set of features for training the facial emotion recognition model. In contrast to this, the neural approaches focus on the application of Convolutional Neural Networks (CNNs) and generic image processing backbones to build often much more robust emotion detection algorithms. For several years, CNNs have been shown to provide highly accurate results in image analysis in emotion recognition (Refat and Azlan, 2019).
Beyond direct facial expression, image processing has also been used to assess emotion based on other visual features such as head pose Murphy-Chutorian and Trivedi (2009), eye tracking (Mavridis, 2015), and eye gaze (Zhang et al., 2020). Justification for such approaches is exemplified by the work of Emery (2000) who explains that eye gaze is a component of facial expression that is used as a cue to demonstrate the attention of the person to another individual, an event, or an object. In their work, they proved that eye gaze as a special cognitive stimuli is “hard-wired” in the human brain. Moreover, in psychophysiology field, Bagherzadeh-Azbari et al. (2023) showed that the emotion expressions with different gaze direction (including averted gaze and direct gaze) are significant social singles in human interactions.
Emotion recognition is not limited to image-based methods. Speech emotion recognition (SER) has wide real-life applications, including, for example, call centers (Wani et al., 2021), online learning (Cen et al., 2016), spoken dialogue system (Yeh et al., 2019), pain recognition (Özseven, 2019), depression diagnosis (Singh and Goel, 2022), etc. Emotion states are identified in a typical SER system from the speech signal without linguistic knowledge (Altun and Polat, 2009). Unfortunately, there are still no common approaches to extract the speech features to a consistent set of specific emotion categories (Singh and Goel, 2022). Nevertheless, Wani et al. (2021) outlines the classes of audio features relevant to emotion analysis, i.e., spectral features, prosodic features, the teager energy operator, and voice-quality features. In recent years, deep learning has also become the dominant field, with architectures such as CNNs, RNNs, LSTMs, and transformers, etc., all being used to automatically learn speech features (Singh and Goel, 2022).
Beyond individual modalities, various recurrent and ensemble network architectures have been built to analyze multimodal datasets, including speech (audio) data, text-based data and video data, and to estimate emotional states (Hazarika et al., 2018; Tripathi and Beigi, 2018). It can be seen that the use of multimodal data offers valuable insight into the domain of emotion recognition within dialogues for both HCI and HRI.
2.3 Engagement estimation
While the emotional state of a user is in many ways fundamental, it can often be more beneficial from an HRI perspective to model the user’s engagement. Such research is motivated by the underlying need to ensure that users are motivated to engage and continuously communicate with the robot or system over non-trivial periods. Engagement in social and cognitive psychology is often expressed through one of three aspects: social connection, mental state, or motivated and captivated phenomena (Sidner et al., 2004; Jaimes et al., 2011; Doherty and Doherty, 2018). Of these, probably the most relevant for the HRI perspective is the social connection aspect, where engagement is a process in which participants start to establish a connection, try to maintain this connection, and eventually complete their connection (Sidner et al., 2004; Doherty and Doherty, 2018). Meanwhile for the motivated and captivated phenomena, engagement may not apply to a single interaction but may instead measure a long-term relationship. This is particularly true when engaging with a social platform, although interaction with robotic platforms over time is certainly a long-term desire (Jaimes et al., 2011).
Engagement has been studied with a range of experimental modalities, both within the field of HRI and beyond. In one notable study, Ben Youssef et al. (2017) studied spontaneous conversation with a humanoid robot (a Pepper robot) in a public institute setting. Through four designed conversational interaction sessions, multimodal user data was collected to analyze user engagement against the results of post-study surveys. In another experimental setting, Tapus et al. (2012) looked at four single-subject experiments on social engagement between children with autism and the humanoid Nao robot. This study made use of a wizard-of-oz methodology where two rooms were set up, one for the child and the robot, and one for the operator who controlled the robot’s movements. Even recently, Zhanatkyzy et al. (2023b) designed and empirically investigated 24 robot activities with different levels of social mediation in a rehabilitation setting that included children with different autistic traits. This study was notable in that it used the Nao robot platform to investigate the types of social robot activities that could improve social behaviors for those children with autism.
Regarding the specific detection of engagement, Ben Youssef et al. (2017) presented an analysis of self-reported engagement levels with respect to posture tracking and facial expression analysis. Turning to Tran et al. (2020)’s study in the pedagogy space, the authors measured task precision, reaction time, perceived mental workload, and perceived communicative effectiveness as measures to detect user engagement. Moreover, free initiation in children and robot experiments concerned the gross motor actions that the child performed without prompt while looking at the robot or human interaction (Tapus et al., 2012). Gaze shifting then referred to the occasions spent moving gaze between the robot and the human. While these studies are interesting in that they consider various factors associated with engagement estimation, it is notable that the settings for these studies are often heavily oriented toward pedagogical factors. Few studies within the field of HRI have concentrated on measuring user engagement by combining multiple social behaviors exhibited during dialogues between a human and a robot. This points to a gap in the existing research, emphasizing the need for more comprehensive investigations into the complex dynamics of engagement in HRI.
In this section, while the above studies do indicate that there have been some advances with respect to defining confusion states and the sets of circumstances which can give rise to those states, there has, beyond our own previous research, as of yet, been little done in the way of modeling confusion detection, although there is some work for modeling confusion detection recently in learning, e.g., Atapattu et al. (2020), but not in the field of situated HRI; thus, our studies aim to fill this gap.
3 STUDY DESIGN
Below we lay out the overall aims and structure of a new user study which we performed to elicit confusion states in task-oriented HRI. Whereas in an earlier study (Li and Ross, 2023), we induced user confusion and non-confusion states with a range of task types, in this extended study we have narrowed the scope of investigation by focusing on one verbal task type. Moreover, whereas the earlier study considered only the existence of confused and non-confused states, the present study recognizes the proposed existence of three distinct mental states, i.e., productive and unproductive confusion states, as well as the non-confusion state.
3.1 Study overview
The general pattern of this study follows our earlier work in Li and Ross (2023) as well as other examples of WoZ style user state analysis studies exemplified by Ben Youssef et al. (2017). Specifically, we again use a controlled methodology where users interact with a humanoid robot platform to perform a series of tasks where some task instances are designed to elicit confusion while others are not. In that pilot study we exposed participants to three different task types, i.e., logical problems, math questions, and word problems. While this was sufficient for demonstrating the detectability of confusion states, this extra dimension of analysis reduces the controllability of the study and makes it impossible in practice to analyze confusion states at a more fine-grained level. In light of this and some other experimental considerations, we redesigned our study to focus on one task type only, i.e., word problem, and redesigned several additional aspects of the study to provide more control and experimental clarity. We also upgraded our experimental devices to collect higher quality multimodal data which we believe will be of higher value to the community.
Specifically, for this study we again used the Pepper robot platform. The Pepper robot includes customizable social behaviors including natural and expressive movements using 20 degrees of freedom, speech recognition in multiple languages, which we configured to English for the current study. Beyond the speech modality, the Pepper platform can observe and interact with a person who is close to it through 2D and 3D cameras onboard, touch sensors, and LEDs for multimodal interactions. For our experiments, we made use of the Naoqi framework, which provides a fully open programmable platform for us to manually control the Pepper robot and design its animated speech and multi-interactive behaviors programmatically and interactively.
The experimental design is based on a semi-spontaneous physical face-to-face conversation in English between the Pepper robot and each participant. Following registration, a comprehensive introduction of the experiment was shared first with each participant, before consent forms were signed, and the experiment itself began. Each participant was then guided into an experiment room where they were left in front of the Pepper robot. In addition to the robot, the room was equipped with a number of other cameras and microphones to provide extra pickups on the interaction. Since this was a fully WoZ driven study, an experimental controller was set up in a second adjacent room where views of the feeds from the experimental room were available, as well as the controls for the robot itself. Figure 1 presents an overview of this experimental layout, two rooms are isolated, including the experiment room where the participants and the Pepper robot interacted and the wizard room where the researcher controlled the pepper robot and monitored the experiment room. The additional recording equipment included three high-definition webcams. Webcam 1 was placed behind the Pepper robot and oriented toward the participant’s face to clearly monitor their facial expression. Webcam 2 was placed right beside the robot to observe the participant’s body gestures. Finally, Webcam 3 was placed close to Webcam 1, but oriented so that the wizard could monitor the whole process of the experiment from the wizard’s room. Participants were required to wear a lapel microphone and stand along a line that was approximately 80 cm in front of the robot to ensure that they were safe but still in the interactive zone. The equipment and the Pepper robot in both rooms are interconnected through the private experimental network. The picture to the left of Figure 1 shows the actual scene of the experimental setting.
[image: A diagram and a photo illustrate a setup for an experiment involving a humanoid robot in an "Experiment room" and a "Wizard room". The photo shows the robot next to camera equipment. The diagram includes three webcams, a participant wearing a microphone, and a laptop in the experiment room, connected to a researcher (wizard) who controls and monitors the robot from another room. Doorways allow access between the rooms.]FIGURE 1 | Wizard-of-oz experiment setup (left: the actual experiment room; right: the schematic experiment room and wizard room).
Each interactive session with the Pepper robot had two distinct conversations. The first conversation was a free talk of around 5 min, where participants adapted to interaction with the Pepper robot and the general principles of HRI interaction. For this, the Pepper robot was in full autonomous mode; and during the free talk, a researcher assisted and encouraged participants to engage with the Pepper robot in the experiment room. Moreover, we suggested 11 simple short conversational tasks for participants to engage in interactively with the robot. These included asking the robot, “Who are you?“, “Can we shake hands?“, “Show your left hand.“, etc. The second conversation was the experimental task-oriented dialogue session, which took approximately 20 min. During this period, the Pepper was changed to be fully controlled by the researcher, and the researcher themselves stayed in the wizard room leaving the participant alone with the Pepper robot in the experiment room. This experimental conversation included eight crafted dialogues based on a verbal problem task (detailed in Section 3.2). After each of the eight dialogues in this conversational interaction, the participants were asked to rate their level of confusion during a 1-min break. Once completed this second conversational session, the researcher returned to the experiment room again and the participants were asked to complete a post-study survey which included a number of statements referenced against a 5-point Likert score. This survey included questions on general experimental HRI experiences, as well as the PARH (Perceived Awareness of the Research Hypothesis) scale (Rubin, 2016) that allow researchers to assess the potential influence of demand characteristics (i.e., “users’ confusion levels”) in this study. Finally, a 3-min oral interview was conducted to collect more feedback on the interaction.
Participants in this study were recruited across a metropolitan university. In total there were 81 individuals (female: 36, male: 44, non-binary: 1) who were each over 18 years of age, and with 21 nationalities represented. Of these, 38 participants were in the 18 − 24 age group, 31 participants were in the 25 − 44 age group, while the 45 − 59 age group had 8 people, and 4 people over 60 years of age. In terms of social profile, 61 people were students at colleges, 14 people worked in academia, and 6 people worked in industry. Participants were not required to have English as a first language, although 45 people were native English speakers. It should be mentioned that only 1 of 81 participants had experience interacting with a humanoid robot. The 81 participants agreed to make their data available for analysis and publication for research purposes.
3.2 Task-oriented dialogue design
As indicated, the second part of the main interaction consisted of eight individual dialogues which were broken up by 1 minute breaks. Each of these dialogues was used to express one single experimental condition. In total we had three experimental conditions, or rather stimuli classes, and these correspond to the levels of non-confusion, productive confusion, and unproductive confusion previously introduced. Each individual task was indicated on the basis of a word problem. For notation purposes, the three conditions are referenced as follows, Condition A1 = productive confusion; Condition A2 = unproductive confusion; while Condition B is referred to stimuli which are in principle non-confusing.
In order to limit the potential of confusion persistence and intermingling between experimental conditions, we adopted a cross participant approach to the experimental design, where participants were grouped into either productive or unproductive confusion experimental groups. For the productive confusion experimental group (A1), each participant was first exposed to 4 instances of non-confusion stimuli, before being exposed to a sequence of 4 productive confusion stimuli. Similarly, for the unproductive confusion experimental group (A2), participants were first exposed to 4 instances of non-confusion stimuli, before being exposed to a sequence of 4 unproductive confusion stimuli. Thus, the sequence of eight dialogues for each participant is either “B-B-B-B-A1-A1-A1-A1” or “B-B-B-B-A2-A2-A2-A2” depending on the experimental group to which they were assigned. We refer to these two experimental groups as either Condition BA1 or Condition BA2 as appropriate; (see Table 1).
TABLE 1 | Example of sequences of confusion induction in participants.
[image: Table showing dialogues and conditions for two participants. Participant 1: Dialogues 1 to 4 under Condition B with simple, consistent, sufficient information, and correct feedback. Dialogues 5 to 8 under Condition A1 with confusion causes. Participant 2: Dialogues 1 to 4 are the same as Participant 1 under Condition B. Dialogues 5 to 8 are under Condition A2 with confusion causes. CC1-CC4 are defined below the table.]In previous work, we have used alternative designs which were based on an interleaving of confusing and non-confusing stimuli. While it is likely that our current design introduces its own challenges, we feel that this design strikes the right balance on control with a smaller chance of confusion states, or rather behavioral indicators of confusion states, leaking into states where no confusion should be present. Finally, it should be noted that the non-confusing dialogues, i.e., those labeled Condition B, were identical regardless of being used for either Condition B_A1 in the productive confusion experimental group or Condition B_A2 in another experimental group.
Beyond the three main conditions of non-confusion (B), productive confusion (A1) and unproductive confusion (A2), one further conditional subclassification was introduced into the experimental design, and this relates purely to Condition A1. Namely, the dialogues of Condition A1 were designed to include assistance provided by the Pepper robot to help participants overcome their confusion state. Being more specific, the dialogues were designed such that the robot asks the participant whether they need help to answer the question after the participant has tried to answer the question twice incorrectly or the participant may request a help to the Pepper robot. The interaction up to this assistance request is labeled Condition A1_beforehelp, whereas all interactions thereafter are labeled Condition A1_withhelp. This assistance, in Condition A1_withhelp, involved the robot deliberately moderating its speech pace, presenting the problem step by step, and soliciting feedback from the participant to gauge comprehension. Such differentiation helps us to explore whether there are detectable states for participants as they transition from a confused state to one where that confusion is being overcome. Some participants were able to answer the confusion question without this help from the robot. In such cases, we labeled the entire dialogue sequence as Condition A1_beforehelp. However, in the unproductive confusion condition (A2), the Pepper robot only repeated the question with the same speed of speech until the participant showed their wish to give up.
To attempt to ensure an invocation of confusion that might correspond to the many different potential causes of confusion in practical tasks, we mapped each of the four individual confusion dialogues (either A1 or A2) to one of the four patterns of confusion which we outlined in the previous section. Thus, each dialogue was designed using either one stimulus type designed to induce confusion or a stimulus type designed not to induce confusion (see Table 1). To illustrate the specific nature of the tasks and text used by the robot, eight dialogue scripts based on the four confusion patterns have been included in the resources associated with this paper2. It should be noted that while four distinct confusion causes are used across the dialogues, the experimental design, which is different from our previous study, is limited to verbal problems only.
3.3 Data collection
During interactions, data were recorded across the Pepper robot’s built-in sensors as well as the higher-fidelity devices that were situated around the experimental room. Media data and post-study survey data were thus collected from 81 participants—41 participants were in the productive confusion experimental group, while 40 participants were in the unproductive confusion experimental group. The multimodal data streams were initially labeled as a whole based on the collection condition, i.e., “Condition BA1” (including Condition B_A1, Condition A1_beforehelp, and Condition A1_withhelp), or “Condition BA2” (including Condition B_A2 and Condition A2), before post hoc fine-grained labeling was applied to specific extracts of the data as appropriate. It should be noted that Condition B_A1 and Confusion B_A2 represent the same experimental state in practice, i.e., the extracts of interactions at the start which consist of non-confusion states only. We thus would expect that the two populations should demonstrate similar characteristics and could in principle be grouped together as a single B set in principle. While this is true we have kept these two subgroups of B distinct in analysis as in many cases our interest is in comparing intra-subject behavior between the participants in B_A1 and A1 and B_A2 and A2.
Basic editing as well as some limited preprocessing were applied to the raw data to prepare a dataset for analysis. In each facial video, we cropped the greeting and conclusions, and then extracted facial frame data with conditions labeled. To ensure that each frame instance is a valid facial image, we applied the Multitask Cascaded Convolutional Neural Network (MTCNN)-based face detection algorithm (Savchenko, 2021) to detect the face and then automatically center-crop to a region of 224 × 224 pixels. The resultant set included 28,938 facial frames for Condition A1 (13,742 facial frames for Condition A1_beforehelp, and 15,196 facial frames for Condition A1_withhelp), 26,631 facial frames for Condition A2, and 11,218 facial frames for Condition B (5,695 facial frames with Condition B_A1, and 5,523 facial frames from Condition B_A2).
As for the audio stream, we again removed the greeting and conclusions and cropped several pieces of audio corresponding to five experimental conditions segments of interest in the interaction. After verifying these audio stream data, we had collected 316 audio samples for Condition A1 (162 audio samples for Condition A1_beforehelp, and 154 audio samples for Condition A1_withhelp), as well as 152 and 308 audio samples respectively for Condition A2 and Condition B (156 audio samples labeled with Condition B_A1, and 152 audio samples labeled with labeled Condition B_A2), respectively.
4 DATA ANALYSIS
To investigate participant behavior in all three conditions, we grouped our two objective data types, i.e., visual and audio data, and then applied a range of feature extraction algorithms before analyzing the interactions between those extracted features and both the experimental conditions and the self-assessed confusion levels from the post-study survey. To this regard, we can learn the correlations between each result of the feature analysis and the experiment conditions. In the following, we motivate specific hypotheses for analysis, break down the analysis process, and then provide an overview of the results of this analysis.
4.1 Visual data analysis
Our visual investigation was focused on the face, where we borrowed methodologies for learning nonverbal interacting user behaviors in the studies of emotion estimation and user engagement with respect to eye gaze and head pose features.
4.1.1 Facial emotion detection
Given an assumed link between emotional states and confusion (D’Mello and Graesser, 2014; Liu et al., 2022), we applied a facial emotion detection algorithm to estimate for each frame an emotional quotient for each individual frame in terms of common emotion categories, i.e., anger, disgust, fear, sad, happy, surprise, and neutral. While the link between emotion and learning state is well argued in the literature, there are a number of presumptive hypotheses based on previous works that we hoped to be true. Most significantly, we expect that participants in either a productive confusion state or unproductive confusion state demonstrate enter into a more negative emotional state and that this negative state should be apparent from image data. As a corollary we expect that more positive data would be associated with non-confusion states. We similarly expect that the product confusion state should be associated with less negative emotions than the unproductive confusion state—particularly with respect to the with help portion of the analysis.
For the facial emotion detection, we used a model based on the MobileNet architecture and trained in the AffectNet dataset (Howard et al., 2017; Mollahosseini et al., 2017; Savchenko, 2021). The predicted emotion scores are from seven emotion indexes, i.e., 0: “Anger”, 1: “Disgust”, 2: “Fear”, 3: “Happy”, 4: “Neutral”, 5: “Sad”, and 6: “Surprise”. Thus, each image is assigned an emotion type based on these predicted scores. Table 2 shows the results analyzed for both the productive confusion experimental group and the unproductive confusion experimental group. As the dialogue interaction with any confusion condition is longer than these with non-confusion condition, it appears that the number of each detected emotion for Condition B_A1 or Condition B_A2 is less than these for Condition A1 or Condition A2, respectively. Moreover, concerning Condition A1_beforehelp and Condition A1_withhelp, the number of emotions “happy”, “surprise”, and “neutral” in Condition A1_withhelp are greater than these emotions in Condition A1_beforehelp; meanwhile, the number of each of the emotions “anger”, “fear” and “sad” in Condition A1_beforehelp is greater than those in Condition A1_withhelp, excluding the predicted emotion “disgust” that is ignored due to the limitations of the facial emotion algorithm for these results (Li and Ross, 2023).
TABLE 2 | The result of facial emotion estimation in Condition A1, A2, and B.
[image: Table displaying emotional response data across different conditions. Columns include Condition, Anger, Disgust, Fear, Sad, Happy, Surprise, Neutral, and Overall. Conditions are labeled A1_beforehelp, A1_withhelp, B_A1, A2, B_A2, with varying numerical values for each emotion.]While facial emotion recognition algorithms are beneficial in many tasks, it is known that they may still produce imperfect results at fine granularities. Hence, following the 2-D model that integrates valence and arousal (Russell, 1980), we grouped the seven predicted emotions into four broader categories based on the individual’s mental state, i.e., negative emotion that includes “sad”, “fear”, “anger”, and “disgust”, positive emotion which is a singleton class that includes only the “happy” emotion, the surprise emotion (Vogl et al., 2019), and finally the neutral emotion. Moreover, following (Maithri et al., 2022) who shows that these boarder emotion categories can be modeled in three dimensions, namely, valence-arousal-dominance. This modeling can help to assess the level of stimulus control.
Considering first the case for the data with Condition A1, these results are presented in Figure 2. We see that the number of negative instances, positive instances and surprise instances within Condition A1_withhelp are greater than these emotion instances within the other two conditions; while for Condition A1_beforehelp the number of neutral emotions is greater than those with the other two conditions. Finally, it should be noted that the number of surprise emotion instances is almost 0 in both Condition B_A1 and Condition A1_beforehelp. We suggest that these results indicate that participants were more engaged in answering the question with the Pepper’s help.
[image: Bar chart showing emotion category counts under three conditions: A1 before help (dark blue), A1 with help (striped blue), and B A1 (yellow). Negative emotions are highest, followed by neutral, surprise, and positive.]FIGURE 2 | Four facial emotion categories for Condition A1 and Condition B.
Turning to the results for Condition A2, for the four emotion groupings classified in Condition A2 and Condition B_A2, the number of negative instances, positive instances, and surprise instances in Condition A2 is greater than that of Condition B_A2—see Figure 3. We suggest that these results show that, without the robot’s help, the participants were more emotionally expressive and taking longer interactions in the word problem tasks in Condition A2 than in Condition B.
[image: Bar chart showing emotion category counts for conditions A2 and B A2. Negative and Neutral emotions are highest for Condition A2, represented by blue bars. Condition B A2, shown in yellow, has significantly lower counts in all categories.]FIGURE 3 | Four facial emotion categories for Condition A2 and Condition B.
To provide a more detailed analysis, as the number of each emotions in Condition A1_beforehelp, Condition A1_withhelp and Condition A2 are greater than in Condition B_A1 and Condition B_A2, but yet those predicted data were still a small size, we randomly selected sub-results of facial emotion predicted outputs in Condition A1_beforehelp, Condition A1_withhelp and Condition A2 which are the same number of those outputs in Condition B_A1 and Condition B_A2 respectively, for statistical analysis. Across productive confusion and non-confusion, a Chi-Square test for independence (with Yates’ Continuity Correction) indicated a significant association between seven emotion indices and our three labeled conditions (Condition A1_beforehelp, Condition A1_withhelp and Condition B_A1), [image: Chi-squared test results with one degree of freedom and a sample size of thirty-four thousand six hundred thirty-three. The chi-squared statistic is one hundred sixty-nine point eighty-three, the p-value is less than zero point zero five, and the phi coefficient is zero point zero seven.]. Moreover, a Chi-Square test for independence (with Yates’ Continuity Correction) indicated significant association between the seven emotion indices and two labeled conditions (Condition A1_beforehelp and Condition A1_withhelp), [image: Equation depicting chi-squared test: chi-squared statistic with one degree of freedom and sample size twenty-eight thousand nine hundred thirty-eight equals eighty-two point four five, p-value less than zero point zero one, phi equals zero point zero five.]). Turning to the emotion estimation results across unproductive confusion and non-confusion states, a Chi-Square test for independence (with Yates’ Continuity Correction) indicated significant association between our seven emotion indices and the two conditions (Condition A2, Condition B_A2), [image: Text shows a chi-square test result with one degree of freedom, sample size 32,154, test statistic 110.02, degrees of freedom 6, p-value less than 0.01, and phi coefficient 0.06.].
To provide deeper insight into the data, we randomly chose one participant from each of the two experimental groups. Figures 4, 5 present a time-series visualization of the emotional group (four states, i.e., “happy”, “sad”, “surprise” and “neutral”) for two participants for each of the two experimental groupings in the facial videos. For this particular analysis, we used the open source facial expression recognition application (FER)3. The FER application is built on the MTCNN facial recognition network (Zhang et al., 2016), with the emotion classifier (Arriaga et al., 2017) trained on the FER-2013 emotion dataset (Goodfellow et al., 2013). In the productive confusion experimental instance we can see that “neutral” and “sad” occurrences dominate, while the “happy” emotions can sometimes climb to the top—particularly during the non-confusion periods corresponding to Condition B. Meanwhile, in the unproductive confusion group participant, we see “neutral” and “happy” dominated during Condition B, while for Condition A2 the emotions “sad” and “neutral” were very strong.
[image: Two line graphs depict emotional expression over time. The top graph shows variations across 800 time units, while the bottom spans 3000 time units. Emotions measured include sad, angry, happy, surprise, and natural. Green, red, and purple lines represent different emotions, fluctuating with varying intensities. The y-axis represents the score of each emotion, while the x-axis indicates time.]FIGURE 4 | The emotional changes for one participant during dialogues with conditions (BA1).
[image: Two line graphs show a timeline of emotions based on facial video data. The top graph covers timestamps from zero to six hundred, while the bottom spans zero to thirty-five hundred. Both graphs depict emotions such as anger, happiness, sadness, and neutral, with lines in different colors representing each emotion. Variations in the graphs suggest fluctuating levels of each emotion over time.]FIGURE 5 | The emotional changes for one participant during dialogues with conditions (BA2).
4.1.2 Eye gaze estimation
Moving from facial emotion to eye gaze estimation, the importance of eye gaze and its impact on emotion and engagement levels has been previously investigated, and based on the literature we hypothesize that the range of eye gaze for users with either productive confusion or unproductive confusion would be less than for those participants in a non-confusion state.
To investigate this, we applied a state-of-the-art eye gaze estimation algorithm, trained on the large-scale gaze estimation dataset called ETH-XGaze (Zhang et al., 2020), to our pre-processed facial frame data, in order to predict pitch and yaw angles. Since different angles may have positive or negative values, a composite sum of angles for a given user would likely cancel out to zero; therefore, as a composite metric, we instead summed the two absolute angles to produce an amalgamated metric for each user.
Figure 6 presents the amalgamated metric (absolute yaw and pitch) across our experimental conditions. From these results we can see that the median of the composite feature for participants in Condition B_A2 is greater than that of the other four labeled conditions. However, there is a notable, though slight difference in the median of the composite between Condition A1_beforehelp, Condition A1_withehelp and Condition B_A1.
[image: Box plot comparing normalized scores of eye gaze across five conditions: A1_beforeHelp, A1_withHelp, B_A1, A2, and B_A2. Each box shows the median, quartiles, and range of scores for its condition.]FIGURE 6 | Eye gaze estimation analysis. The line in yellow represents the median.
To provide a more detailed analysis, we applied a one-way ANOVA to explore the impact of normalized the sum of absolute pitch and yaw angles for eye gaze with experimental conditions including productive confusion and non-confusion. A significant difference was found in the angle scores (i.e., normalized sum of absolute pitch and yaw angles) for eye gaze across Condition A1_beforehelp, Condition A1_withhelp and Condition B_A1, (F(2, 29784) = 14.61, p − value < 0.01, d = 9.80e − 04). Tukey’s HSD (Honestly Significant Difference) test for multiple comparisons found that the mean scores in Condition B_A1 (M=0.36, SD = 0.13) were not significantly different from those in Condition A1_beforehelp (M = 0.35, SD = 0.13), p − value = 0.36; however, the mean scores for those in Condition A1_withhelp (M = 0.36, SD = 0.14) were significantly different from those for Condition A1_beforehelp p − value < 0.01, as was the case for Condition B_A1, p − value < 0.05. Regarding unproductive confusion, we again calculated the normalized sum of absolute pitch and yaw angles as a composite feature, and an independent sample t-test showed that there was a significant difference in this composite value across the two labeled conditions (M = 0.40, SD = 0.15 for Condition A2, M = 0.45, SD = 0.16 for Condition B_A2), t(26736) = −21.205, p − value < 0.01, d = −0.26.
4.1.3 Head pose estimation
Similar with eye gaze, head pose has been found to have correlations to engagement and emotion level, and based on this we hypothesized that the ranges of head pose for participants in either productive confusion or unproductive confusion states should be less than those of users who are in non-confusion states.
To test this, on our aligned facial images, we applied a trained head pose estimation model based on a CNNs backbone, dropout and adaptive gradient methods which was trained on three public datasets: the Prima head pose dataset, the Annotated Facial Landmarks in the Wild (AFLW), and the Annotated face in the Wild (AFW) dataset (Gourier et al., 2004; Köstinger et al., 2011; Zhu and Ramanan, 2012). From this trained model we extracted the three angles of pitch, yaw, and roll for each image frame. These values were then grouped across our five labeled conditions. Similarly to the analysis of eye gaze estimation, we calculated the sum of the three absolute values of these angles to produce a new composite feature.
Figure 7 demonstrates a slight difference between the head pose estimation results for the five labeled conditions. From these results we can see that the median composite value for Condition B_A1 and Condition B_A2 is lower than that in Condition A1 (Condition A1_beforehelp and Condition A1_withhelp) and Condition A2, respectively. Meanwhile, the median value in Condition A1_beforehelp is higher than those for Condition A1_withhelp.
[image: Box plot graph showing normalized scores of head pose across five conditions: Condition A1_beforehelp, Condition A1_withhelp, Condition B_A1, Condition A2, and Condition B_A2. Each box displays the median, quartiles, and ranges of scores, with some individual data points visible.]FIGURE 7 | Head pose analysis.
Again, similar to the eye gaze estimation, we performed a statistical analysis of these results by applying a one-way ANOVA which showed that a significant difference was found in the composite angle scores (i.e., normalized sum of absolute pitch, yaw and roll angles) measurement across Conditions A1_beforehelp, Condition A1_withhelp and Condition B_A1 (F(2, 34622) = 32.08, p − value < 0.01, d = 1.85e − 03). Tukey’s HSD test for different comparisons of any two conditions illustrated that the mean scores for Condition A1_beforehelp (M = 0.25, SD = 0.14) was significantly different from those for Condition A1_withhelp (M = 0.24, SD = 0.13), p − value < 0.01 and also significantly different for Condition B_A1 (M = 0.23, SD = 0.14), p − value < 0.01. However, there were no significant differences for the mean head pose scores between Condition A1_withhelp and Condition B_A1, p − value = 0.98. For the unproductive confusion experimental group, an independent sample t-test was performed showing that there was a significant difference for the composite angle scores across (M = 0.25, SD = 0.14 for Condition A2, M = 0.24, SD = 0.14 and Condition B_A2), t(32152) = 2.78, p − value < 0.01, d = 0.03.
4.2 Audio data analysis
With respect to audio data, our focus is on the features of speech that can be taken as indicators without requiring a full semantic or context-specific analysis of the speech. Thus, in this section, we present the analysis of low-level features including silence time, speech emotion recognition, acoustic feature vectors, e.g., Mel-Frequency Cepstral Coefficients (MFCCs) feature (Mohan et al., 2023), as well as pitch of speech.
4.2.1 Emotional silence duration analysis
Silence or delayed response in a dialogue is a useful feature of nonverbal interaction. Oto et al. (2017) suggested that the silence in HRI can be divided into four types, i.e., semantic silence, syntactical and grammatical silence, robotic silence, and interactive silence, and that interactive silence may at times reflect the user’s strong emotion such as anger, surprise, and fear, etc. Broadly speaking, we can therefore hypothesize that the emotional silence duration of the participants in a non-confusion condition should be shorter than that for participants in either the productive confusion or unproductive confusion condition.
Based on this hypothesis, in our analysis of the audio data, we accounted for interaction silence by labeling and subsequently measuring the silence duration time of the participants only between the point after the robot asked a question or gave feedback to the participant, but before the participant started to respond orally. Then the labeled silence duration time was normalized under the different experimental conditions.
Figure 8 presents a comparison of the normalized silence duration time for five labeled conditions. From these results we can see a sharp difference in silence duration time between confusion conditions and non-confusion conditions. The median score of the silence duration time is 0 in Condition A2_B and Condition A1_B; and there is a slight difference in the median scores between Condition A1_beforehelp and Condition A1_withhelp. Meanwhile, the median score of the silence duration time in Condition A2 is lower than that for both labeled conditions in productive confusion. We suggest that this demonstrates that the participants expected to have to wait for the robot’s help in order to overcome their confusion in dialogues with productive confusion.
[image: Box plot showing normalized scores of silence duration time for five conditions: A1_beforehelp, A1_withhelp, B_A1, A2, and B_A2. Condition A1_withhelp has the highest median and variability, while Condition B_A1 has the lowest. Conditions are marked on the x-axis, and the y-axis represents the normalized scores.]FIGURE 8 | Silence duration time analysis.
For statistical analysis, a one-way ANOVA was performed to investigate the impact of the interactive silence duration across productive confusion and non-confusion periods. There was a significant difference in the normalized silence duration time across Condition A1_beforehelp, Condition A1_withhelp, and Condition B_A1 (F(2, 660) = 40.56, p − value < 0.01, d = 0.11). Tukey’s HSD test found that the mean scores for Condition B_A1 (M = 0.04, SD = 0.11) were significantly different from those for Condition A1_beforehelp (M = 0.15, SD = 0.16), p − value < 0.01 and also differ significantly for Condition A1_withhelp (M = 0.13, SD = 0.15), p − value < 0.01; however, the mean scores for Condition A1_beforehelp were not significantly different from those for Condition A1_withhelp, p − value = 0.35. Turning to the unproductive confusion experimental group, an independent sample t-test was performed, indicating that there was a significant difference between the normalized silence duration time across the two conditions (M = 0.09, SD = 0.10 A2, M = 0.02, SD = 0.08 and B_A2), t(990) = 12.57, p − value < 0.01, d = 0.14.
4.2.2 Emotional pitch analysis
Pitch is one of the prosodic elements in speech signals, and is also a nonverbal parameter in human social communications, whereby various expressions of emotions can be reflected by changes in different ranges of pitches, e.g., people in a happy state can be detected by higher pitch and larger range of pitch, whereas, when people feel sad, their speech signals are typically slower with lower average pitch and narrower range of pitch, etc. (Gasteiger et al., 2022). Based on this potential relationship to emotional state, and hence an indicator of more pronounced confusion states, we can express a broad hypothesis that the emotional pitch of the participants in a non-confusion state should be higher than that for participants in either the productive confusion or unproductive confusion states.
In our analysis, we extracted pitch values using the YAAPT (Yet Another Algorithm for Pitch Tracking) pitch tracking algorithm (Zahorian and Hu, 2008). As the pitch results of each audio sample are a sequence of temporal pitch values, we calculated the mean value of each set of values as a new feature (called pitch value) for analysing. Figure 9 presents a detailed comparison of the mean pitch value for the five labeled conditions. It shows that there are minor differences in each experimental group. The median of pitch values in Condition A1_B is slightly lower than that in Condition A1 (i.e., Condition A1_beforehelp and Condition A1_withhelp). Whereas, in the unproductive experimental group, the median of pitch values in Condition A2_B is greater than that in Condition A2.
[image: A box plot graph showing normalized scores of emotional arousal across five conditions: A1_beforehelp, A1_withhelp, B_A1, A2, and B_A2. All boxes are similar in height, indicating comparable medians and spreads among conditions. Whiskers extend to the maximum and minimum values of each condition.]FIGURE 9 | Emotional pitch analysis.
To further analyze, for the productive confusion experimental group, we conducted a one-way ANOVA on the YAAPT estimations to explore the influences of normalized user pitch values under the productive confusion conditions. We found that there was no significant difference in normalized pitch values with Condition A1_beforehelp, Condition A1_withhelp, and Condition B_A1 (F(2, 470) = 1.22, p − value = 0.30). For the unproductive confusion experimental group, an independent sample t-test was performed. Again, no significant differences were found for the normalized pitch values between the two conditions (M = 0.39, SD = 0.25 for Condition A2, M = 0.39, SD = 0.37 for Condition B_A2), t(302) = −0.27, p − value = 0.79.
4.2.3 Speech emotion analysis
Speech signals can also be used to directly infer an associated emotional signal, which again may have a direct influence on confusion states as per the argument set forward for visual indicators. On that basis we again hypothesize that participants in a non-confusion state will demonstrate more positive emotions as measured from speech signals directly than is the case for participants in a confusion condition.
To investigate this possibility, we cropped all participant audio speech signals for each labeled condition, then extracted the speech spectral features from those data using MFCCs features as input, in order to directly predict four different salient emotion indexes, i.e., “anger”, “happy”, “neutral”, and “sad”. For this, we used the trained Temporal-aware bI-direction Multiscale Network (TIM-Net) model (Ye et al., 2023), which is a state-of-the-art temporal emotional modeling solution, trained on six benchmark Speech Emotion Recognition (SER) datasets, i.e., Chinese corpus CASIA, German corpus EMODB, Italian corpus EMOVO, English corpora IEMOCAP, RAVDESS and SAVEE (Busso et al., 2008; Tao et al., 2008; Jackson and Haq, 2010; Costantini et al., 2014; Livingstone and Russo, 2018; Benlamine and Frasson, 2021).
Figure 10 presents the predicted emotion categories with respect to the two experimental groups. Notable results include the fact that there were no instances of the “sad” emotion in the participants’ speech, and that the number of “happy” instances in Condition B_A1 was greater than those of the other two labeled conditions. Additionally, the number of “anger” instances recorded for Condition A1_beforehelp was greater than those in both Condition A1_withhelp and Condition B_A1. Meanwhile, the number of “neutral” instances in Condition A1_withhelp was slightly higher than that of Condition A1_beforehelp and Condition B_A1. For the unproductive confusion experimental group, the number of “happy” instances in Condition B_A1 was greater than in Condition A2, while the number of “anger” emotions in Condition B_A1 was less than that for Condition A2. Finally, it should be noted that the number of “neutral” instances in Condition B_A2 was 0, while there were no “sad” instances recorded for user speech in either labeled conditions.
[image: Two bar charts compare speech emotion recognition. The top chart shows emotions Anger, Happy, Neutral, and Sad under Conditions A1_beforehelp, A1_withhelp, and B_A1, with Anger and Happy being prominent. The bottom chart presents Conditions A2 and B_A2 for the same emotions, with similar prominence.]FIGURE 10 | Four emotions speech recognition.
In the statistics analysis of emotion speech, it suggests that participants were on average happier in dialogues with non-confusion condition than those with either confusion state. A one-way ANOVA was used to investigate the impact of emotion speech with productive confusion and non-confusion. We found that there was a significant difference in the normalized emotion scores across Condition A1_beforehelp, Condition A1_withhelp, and Condition B_A1(F(470) = 6.30, p − value < 0.01, d = 0.03). Tukey’s HSD test found that the mean emotions scores for Condition B_A1 (M = 0.27, SD = 0.18) were significantly different from those for Condition A1_withhelp (M = 0.19, SD = 0.19), p − value < 0.01, but did not significantly differ for Condition A1_beforehelp (M = 0.25, SD = 0.23), p − value = 0.54. Moreover, there was a significant difference in mean emotion scores between Condition A1_beforehelp and Condition A1_withhelp, p − value < 0.05. For the unproductive confusion experimental group, an independent sample t-test was performed which showed that there was a significant difference between the normalized emotion scores in users’ speech between Condition A2 (M = 0.31, SD = 0.27) and Condition B_A2 (M = 0.41, SD = 0.25), t(302) = −3.48, p − value < 0.01, d = −0.4.
4.3 Self-reporting analysis
In addition to analyzing the results of raw audio and video data, we also present an analysis of the participant’s self-reported confusion scores and related subjective estimates with confusion states on the Likert scale (1–5). In particular, we assess whether there is a significant difference in user-reported confusion levels with respect to the experimental conditions; and second, whether the participants tried to push through the confusion or whether the participants wanted to stop in order to otherwise resolve their unproductive confusion; third, whether the mean PARH scores are significantly below the scale midpoint 4).4 Broadly we expect that self-reported confusion scores should be higher for participants in the confusion state than for those in a non-confusion state.
Figure 11 presents the results for the self-reported confusion estimates. From these results, we can see that the median confusion scores is 1 in both non-confusion conditions. The highest median confusion scores were 4 in Condition A1_beforehelp and Condition A2, and the median of confusion scores in Condition A1_withhelp was 3, which is in the middle of confusion levels. These results suggest that there is a very highly pronounced change in self-reported confusion levels that corresponds to the expectations of the experimental conditions.
[image: Box plot showing user-rated confusion scores for five conditions: A1_beforehelp, A1_withhelp, B_A1, A2, and B_A2. Conditions A1_beforehelp and A1_withhelp have higher median scores, whereas B_A1 shows the lowest scores. Conditions A2 and B_A2 have similar scores.]FIGURE 11 | User reported confusion levels analysis.
For the productive confusion experimental group, a Kruskal-Wallis rank sum was performed to explore the impact of users confusion scores with those labeled conditions, and a significant difference was found in confusion scores for Condition A1_beforehelp (Mdn = 4.00, M = 3.79, SD = 1.27), Condition A1_withhelp (Mdn = 3, M = 2.68, SD = 1.44), and Condition B_A1 (Mdn = 1.00, M = 1.50, SD = 0.85), [image: I can't view images directly. Please upload the image file so I can generate the alt text for you.]. For the unproductive confusion experimental group, a Mann-Whitney U test was performed, showing that the confusion scores with Condition A2 (Mdn = 4.00, IQR = 2.00) were significantly higher than those with Condition B_A2 (Mdn = 1.00, IQR = 0.00), U = 2, 327, Z = −13.27, p − value < 0.05, r = 0.74.
To examine whether the participants are aware of productive confusion or unproductive confusion, after each task-oriented dialogue, a few more questions were asked of each participant (more details are provided in the surveys). For the productive confusion conditions, the proportions of responses to the question of whether users solved the task with the robot’s help were: 69% “Yes, resolved”, 26% “No, I am still confused”, and only 5% selecting “I was not confused”. On the topic of participants who wanted to cease the dialogue without the robot’s help in the unproductive confusion condition, 110 out of 140 feedback responses reported “extremely” and “very” levels of abandonment.
Turning to the PARH evaluation, the foundation of our data analysis is based on the assumption that users are unaware of the objective behind our research. The average showed that the average user did not have a clear understanding of the study (M = 3.86, SD = 0.72). Following the methodology suggested by the author of the PARH survey Rubin (2016), we investigated the potential significance of the average PARH survey question against a theoretical mean of 4 (i.e., the survey midpoint value). Specifically, a sample t-test shows that the sample mean was significantly less than the score midpoint of 4, therefore participants were generally unclear about the nature of the study (M = 3.86, SD = 0.72, Mdn = 4), t(80) = −1.8, p − value < 0.05, d = 0.039.
5 DISCUSSION
As outlined in the introduction, the key challenge for this work is the elicitation and detection of confusion states in the user. Earlier in the paper we expressed this in terms of an overall hypothesis for our work (see Section 1) as well as a set of evidenced individual hypotheses with respect to the modalities that we investigated. Overall, these various questions can be construed as two broad research questions. First, do participants self-recognize different states of confusion—albeit under the conditions set out in a specifically designed HRI study? And second, are there any detectable manifestations of behavior that participants produce which can be used to estimate different states of confusion? In the following, we make a number of observations on the data to help us draw some answers with respect to these questions.
First, it is clear from the results that the participants are well aware that they are confused. Importantly it can be observed that results for Condition B_A1 and Condition B_A2 were very similar as would be expected, as were the results for Condition A1_beforehelp and Condition A2. Digging into more detail, it was apparent that for the productive confusion experimental group, most of the participants were confident that their confusion could be overcome with the help of the robot. And in the unproductive confusion experimental group, most of the participants wanted to stop the current conversation without any help from the robot when they were confused.
Turning to the hypotheses we noted with respect to physical manifestation and the modality data that was subsequently analyzed, we saw that results seen were broadly in line with our expectations in most cases, though it is notable that the subtleties of some analyses did produce some results which were unexpected. Considering first the face based detection of emotion. Here we saw that as expected positive emotions, or rather non-negative emotions “happy” and “neutral” were the main emotions expressed by people who were in a non-confused state during these interactions, while the emotional expression associated with “sad” was correlated with participants in both the productive confusion and the unproductive confusion condition. Turning to the differences between productive and unproductive confusion conditions, for the productive confusion state, participants displayed more instances of positive and surprised emotions in the productive condition; while for the unproductive confusion state, participants displayed more instances of negative emotion.
Considering the related concepts of eye gaze and head pose, we see that these features are potentially strong indicators of confusion states, but that the observed behaviors for these two features are not aligned with each other, and indeed one of our hypotheses were not met. Specifically, eye gaze results, for the productive confusion experimental group, demonstrate that the range of eye gaze for the participants with the help condition is larger than that of the before-help condition. In the unproductive confusion experimental group, the range of users’ eye-gazing in non-confusion condition is larger than in the unproductive confusion. These results, taken together indicate that stronger confusion states are associated with a lower range in eye gaze variances, which is in disagreement with our initial assumptions and hypothesis.
However, for head pose analysis, we observed that the range of head pose before the robot provided help is larger than that for both after the provision of help and in the non-confusion condition. Similarly, for the unproductive confusion group, the head pose angles for participants during unproductive confusion were greater than for those in non-confusion states. These results indicate a tendency to vary head pose more during confusion states which is in accordance with our expectations.
While the visual indicators of confusion seem strong, the indicators associated with speech were more mixed. In particular, no significant differences were found for participants’ emotion pitch across conditions. We note that one reason that might explain this is that voice pitch is differentiated (Aung and Puts, 2020), depends on their gender, ages, etc. Since our analysis does not attempt to account for such demographic variation, this may account for the failure to identify meaningful differences. Despite this, a more focused emotion analysis demonstrated a range of potential indicators. As hypothesized, the positive “happy” emotional category for non-confusion dialogues was greater than for both productive and unproductive confusion dialogues. Surprisingly, perhaps, there were no indications of the “sad” emotion in the participants’ speech under those experimental conditions. Moreover, under the productive confusion conditions, the number of “anger” emotions in the participants’ speech before the robot provided help was greater than with the robot’s help. Also, participants were more neutral after the robot helped them overcome their confusion relative to the period before getting the robot’s help.
Silence duration also turned out to be a useful factor to consider in assessing participants’ potential confusion states. In simple terms, the interaction silence duration for non-confusion dialogues is shorter than for those dialogues with confusion states. This difference, as predicted by our hypothesis, can be interpreted, perhaps, as participants taking more time to consider the problem presented to them. However, it should be noted that in the specific case of productive confusion conditions, the difference in interactive silence periods was less pronounced.
A final important comment is that we did not indicate to participants that this study was specifically about confusion or any particular investigation of mental states. Between our understanding of the introductions given and the post-study interviews conducted, we can have some certainty that the participants were not aware of our research purpose. Therefore, we have some confidence that the participants’ behaviors across different confusion and non-confusion conditions are natural—albeit within the context of a semi-controlled HRI study.
6 LIMITATION
While the current investigation has shown strong potential for a systematic detection and later mitigation of confusion effects in interaction, there are of course a number of notable limitations in our experimental data collection and analysis, as presented here. In the following, we briefly outline some of these limitations along with our thoughts on mitigation of these limitations.
The first limitation of note concerns the limited demographic range of our participants. While this study did attempt to target a relatively large pool of participants, the social and cultural background of these individuals is not representative of the general population. We note that 61 out of 81 participants were students in colleges, and of those 61 participants, most of them have a technical background in science and engineering. Moreover, 69 of the 81 participants were between the ages of 18 and 44. Although we opened recruitment to a wider society, we fully acknowledge that those who participated in the study have a higher propensity towards technology and interest in attending this HRI experiment (Henrich et al., 2010; Fischer, 2021).
The second issue of note is that there were 36 participants who did not self-identify as being native English speakers. Among those participants we noted a small trend towards higher confusion reports—which may be in part due to either misunderstandings of the Pepper itself or indeed a lesser ability to understand the problems as articulated. We encountered a similar trend in our earlier pilot study. To mitigate this issue, we designed the “free-talk session” segment of the interaction in order to allow the participants to become comfortable with the mode of communication. We decided not to omit these participants from the study as nonnative speakers are an important component of many large societies.
In our analysis, we have attempted to normalize certain measurements by time to account for the fact that some dialogues which have confusion conditions introduced will often by nature take longer than those without and hence will have higher counts of emotional expression, etc. This analysis, however, does not account for the fact that some users in the confusion state often expressed a desire to end a dialogue early and move on. This not only impacts the analysis mechanism, but also means that fewer instances associated with a confused condition could be collected. An alternative strategy would have been to make the participant wait until a minimum time for the dialogue, but we decided that this would add an additional contradiction with boredom, which we were aiming to minimize.
Finally, it is notable that while our analysis did show a strong association between confusion experimental conditions and self-reported confusion states, this is often not fine-grained enough to account for the change in confusion states for a participant over the duration of a given dialogue. Therefore, we believe that a more fine-grained analysis of our data to focus on the specific points at which a third party annotator believes the user has moved to a confusion state could be highly beneficial. Furthermore, in this study, four patterns of confusion stimuli are referred to design interactive dialogues only, and the feature analysis with different confusion states from specific type of confusion stimuli is out of this study scope.
7 FUTURE WORK
While the analysis presented here has attempted to concretely demonstrate the relationships between observable features, confusion conditions, and self-reported confusion states, this is not in itself an operationalizable model, and indeed, there are many other aspects to the data which are beneficial for analysis. Thus, our immediate future work focuses on these joint objectives of extending the analysis of the data and building an operationalizable model as part of a more complete HRI investigation of confusion in interaction.
Specifically, we plan to expand our analysis to include semantic textual features, full-body gestures and stances, and also to assess the impact of emotion arousal and valence on acoustic features in user speech, as documented in previous studies (e.g., Weninger et al. (2013)). This analysis will encompass different confusion states and non-confusion states, or/and a time-domain examination of emotion valence (seen in Deshpande et al. (2019)). As part of this extension, we also plan to provide a more fine-grained though subjective analysis of participant confusion by designing an annotation schema of confusion and non-confusion states for annotators to label those multimodal data. In parallel to this we wish to further delve into the time series nature of the data to uncover the progression of confusion over the course of an interaction and look to see if there are correlations across features as the participant transitions through mental states. Normalizing across participants for differences in duration, etc., will be an important consideration in this work.
While our interest here has been to systematically analyze the features and indicators of confusion, the core outcome from a HRI perspective is to build a machine learning driven confusion estimator model which is incorporated into a real-time conversational process. To that end, we also aim to build a multimodal fusion based model to estimate the confusion score for a given user. While the construction of such a model building on various foundational models and deep learning methods is very feasible, the challenge will be to make such a model generalized in the sense that it can be applied to other experimental scenarios.
Finally, it should be noted that an important part of our ongoing work is the development of conversational policies which can benefit from the identification of users who have entered a confused state (Li and Ross, 2022). In this work, we have developed several operational dynamic dialogue planning policies with specific implementable solutions. The ultimate goal with this work is to design a dialogue framework that integrates these dialogue policies for confusion mitigation, which can be applied to eliminate different states of confusion in the different interacting dialogue systems. While current advancements in large-language model conversational technology do change the overall trajectory of conversational HRI, accounting for personalized assessment of the user during interactions will require much more systematic study and modeling.
8 CONCLUSION
This paper presented a controlled HRI study to investigate the systematic triggering and detection of confusion states in task-oriented interactions. Analysis showed that participants were aware of being confused across the experimental conditions associated with confusion. Furthermore, both visual and speech based signals were shown to have significant correlations with the confusion conditions associated with individual dialogues.
Unlike previous work that focused on a single confusion state with a small number of participants and multiple task types, this paper provided a more systematic investigation across two confusion types and had greater control with respect to the presentation and sequencing of stimuli. We argue that this study validates the earlier study and opens possibilities for including confusion and related task-oriented mental states into a generalized framework for social and affective HRI.
In future work, we plan to extend the analysis of the data introduced in this paper, generate abstracted confusion assessment models that should be generalizable to other interactive systems, and build out a dialogue framework that includes policy elements that are sensitive to confusion and subsequently assist users to overcome confusion states before disengagement results. Taken together, we believe that this is a small but important step towards true social intelligence in HRI.
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The number of older adults living alone is rapidly increasing. Loneliness in older adults not only degrade their quality of life but also causes troubles such as heavy burden on the medical staff, especially when cognitive decline is present. Social robots could be used in several ways to reduce such problems. As a first step towards this goal, we introduced conversation robots into the homes of older adults with cognitive decline to evaluate the robot’s availability and acceptance during several months. The study involved two steps, one for evaluating the robustness of the proposed robotic system, and the second one to examine the long-term acceptance of social robots by older adults with cognitive decline living alone. Our data shows that after several weeks of human-robot interaction, the participants continued to use the robot and successfully integrated them into their lives. These results open the possibility of further research involving how sustained interaction can be achieved, as well as which factors contributed to the acceptance of the robot.
Keywords: social robot, robot acceptance, conversation robot, social assistive robot, human-robot interaction

1 INTRODUCTION
By the end of the century, the population in Japan will decrease by more than half, declining from its 2017 population peak of 128 million to 53 million (Vollset et al., 2020). Currently, Japan has the largest percentage of older adults in the world, reaching 27.7% of its population in 2017. Consequently, life expectancy in Japan is of 84.2 years, the highest on Earth (Cabinet Office of Japan, 2018; World Health Organization, 2016). Therefore, the number of households exclusively formed by older adults living alone is projected to reach about 9 million by 2040 (National Institute of Population and Social Security Research, 2019). These facts indicate that individuals in the Japanese society have a long life span, and hint that it will extend more in future generations. Older adults tend to have insecure and avoidant attachment styles, which have been associated with detachment from society, potentially leading them to adverse health and psychosocial conditions such as poor cardiovascular function, impaired immunity, loss of cognitive abilities, accelerated cognitive decline, loneliness, increased risk of social isolation, clinical depression, risk of suicide, and even a particularly high-risk of solitary death (Murayama et al., 2011; Alcaraz et al., 2018; Spence et al., 2020). Loneliness is negatively correlated with cognitive function, increasing the risk of developing dementia (Boss et al., 2015; National Academies of Sciences, Engineering, and Medicine, 2020). This causes dementia to be one of the main causes of impairment and dependency among older adults over the world (Geldmacher and Whitehouse, 1996). Japan has the highest dementia prevalence among OECD countries, reaching 2.3% of the population in 2017, and is projected to reach 3.8% by 2037 (Fukawa, 2018). Cognitive impairment, including those leading to dementia, tends to be progressive. Hence, early detection, as well as prompt interventions, are needed as they can help affected individuals considerably by slowing the progress of the condition (Chong and Sahadevan, 2005).
To alleviate the burden placed on the striving healthcare sector, social robots are expected to play an important role and, recently, many studies have been conducted on this topic (Abdi et al., 2018; Papadopoulos et al., 2020; Koh et al., 2021). Surveys on such studies indicated that social robots are promising for assisting health and social care, especially on psychosocial care of older adults. However, at the same time, it is pointed out that multiple issues exist that make practical use of robots for care in real-world situations, such as in care facilities or at homes of older adults, a challenging task. Koh et al. (2021) surveyed 53 papers and classified such barriers. Amongst those, which include high cost and ethical concerns, technical issues were dominant, for instance, instability and unreliability of the robots and difficulty in adapting robots for individual needs. These concerns were especially raised on prototype robots with verbal interaction capabilities, but were also observed with pet robots and with commercial robots. Besides, such problems were more evident with older adults with cognitive impairment.
Based on these observations, our aim is to accomplish a small conversation robotic system that can be placed in homes of older adults with cognitive decline living alone for multiple months and achieve long-term interaction. Similar studies have rarely been attempted before; for this reason, the present study was focused on the development of a stable, operation-free social robot and a preliminary trial to assess its long-term usability and acceptability. Promoting the interest and usage of robots in long-term scenarios is one of the biggest challenges we have to solve in order to achieve effective human-robot interaction. We intend to provide some insights related to how this specific target group would coexist with social robots in the long term at home. Placing robots in each participant’s home and encouraging private use could allow the users to get used to them and foster successful usage in the long term. If older adults with cognitive impairment living alone accept and make use of the robot, the sustained interaction with it could gradually influence their behavior and encourage them to engage in conversations, keeping their minds active, or promote activities such as walking outside their homes or interacting with other people, helping to prevent physical problems and, therefore, reduce isolation and improve their quality of life. After fulfilling sustained, long-term interaction with social robots, it would be possible to improve the system and implement advanced functionalities such as an improved dialogue system, adaptation and customization for individual needs, and acquisition of daily physical and psychological information of older adults to be used by medical practitioners in order to provide an improved medical/nursing care.
Most research involving conversation robots in the long-term has been performed by allowing the use of robots for specific periods of time, on specified days, for a number of weeks. Rakhymbayeva et al. (2021) designed a long-term study to use social robots as a mediator between therapists and autistic children during therapy. Each interaction session with the robot lasted around 15 min and the experiment was planned to have a maximum of 10 robot-assisted sessions. Another long-term study by Céspedes et al. (2021) used social robots to improve patient motivation and adherence to cardiac rehabilitation. The study lasted 2.5 years overall, while each patient had 36 rehabilitation sessions with the robot, two times a week. Valentí-Soler et al. (2015) used multiple social robots with Alzheimer’s disease patients for a period of 3 months, 2 days a week, for 30–40 min each time. These previous studies used social robots in the long-term but most of the work was done with controlled sessions, having a specific time frame during specific days of the week and a therapist conducting the session, limiting the time a person could interact with the robot. Systematic reviews evaluating the use of various types of robots, not constrained only to conversation robots, used by people with dementia show that robots are rarely used without a time restriction (Yu et al., 2022; Hirt et al., 2021).
A notable exception is the study by Chen et al. (2020), where the companion robot Kabochan was used for a period of 32 weeks in order to improve neuropsychiatric symptoms and mental health for older adults with dementia in long-term care facilities. The study consisted of four phases, 8 weeks were used for establishing baselines, then the robot was introduced for 8 weeks, withdrawn for another 8 weeks, and finally reintroduced for the last 8 weeks. However, the study does not specify the number of robots used, which was the robot behavior during the interactions, or the impressions of the participants.
While there are number of studies involving robots designed for use by older adults, the amount of research targeting older adults with cognitive decline is still relatively small. This target group can have difficulties using the robots if they are not used to them. Kouroupetroglou et al. (2017) implemented a robot called MARIO which used multimodal interaction, to be used by older adults suffering from dementia. The participants had problems with the combination of verbal and visual cues, affecting the quality of the interaction. A study involving our target group, older adults suffering from cognitive decline and living alone, was performed by Gross et al. (2011) where a communication robot was implemented. The robot could successfully provide reminders and give instructions for cognitive stimulation, resulting in lower levels of stress, but it does so by using video calling and requires caregivers to manipulate the robot, which does not alleviate the problem of a lack of medical staff.
Experiments are rarely performed in the participants’ homes. In addition, the studies are usually performed with participants who either live with someone or reside in care houses. In a study by Schroeter et al. (2013), a mobile robot called CompanionAble was used as a companion and offered activities via the use of a touch screen to both older adults with memory impairments and their partners. Results show it provided an enjoyable experience, but the experiment was performed in an experimental smart home for 2 days, away from the participants’ homes.
Our trial was composed of two studies: a case study and the main study. In the case study, we tested and improved our robot system to achieve higher availability during long periods of time, decided on the physical settings of the robot to prevent damages while also allowing interaction with the participant. This case study had a duration of 6 months. After achieving a technical robustness that allowed sustained interaction with the robot, the main study started, in which more individuals participated in an effort to measure long-term acceptance and usage of conversation robots. The duration of the main study differed by each participant, ranging from 7 weeks to 20 weeks.
In the following sections, we describe the details of our robot in Section 2. Section 2.3 and 3 show the two studies of the trial with their respective results, and finally, we discuss the findings and future direction of research in this field in Section 4.
2 MATERIALS AND METHODS
The trial was done in Osaka, Japan, and was based on approval from the Ethics Committee at the Graduate School of Engineering Science, Osaka University (approval code: 31-3-4). All participants agreed to place our robot at their homes, after a detailed description of the trial, and written consent was obtained from both the participants and their families (their adult children).
Certain requirements need to be achieved in order to make sustained interaction possible. The robot should be available for interaction at any time of the day, so we decided to place it inside the participants’ homes. Therefore, the robot system should be compact and easy to place. This is especially important in Japan, where most houses are small and are not suitable for large mobile robots. Ideally, the robot should be maintenance-free, so the hardware must be robust, and the software should allow real-time monitoring of its status remotely. Remote support is needed for software updates or modifications on functionality during the study so there is no need for the physical presence of a third party. Finally, the robot usage should be simple enough to allow each user to focus on the conversation while requiring no special training to use it. Because of this, we chose a robust commercially available robot and made specific modifications in order to narrow the gap between commercially available robots’ functionalities and the specific functions required in this trial.
2.1 The original robot
The robot chosen for the task at hand was the second-generation model of Sharp Co.’s RoBoHoNTM (Sharp Corporation, 2021), which is based on the Android version 8.1 operating system, has a humanoid shape that stands 19.5 cm in height, weighs approximately 360 g, uses a Qualcomm Snapdragon 430 processor (8x ARM Cortex A53), 16 GB ROM/16 GB RAM. The device has a microphone array comprised of two microphones, which allows a rough estimation of horizontal sound source direction; a speaker, an 8-megapixel camera, a 3 axis accelerometer, a 3 axis magnetometer, a 3 axis gyroscope; and Bluetooth, Wi-Fi, and GPS capabilities. It also has LED lights placed on its mouth and eyes (Figure 1). The robot is also equipped with a touch screen on its back. The price of the robot, including its charging station and basic cloud-based speech recognition service, is approximately 100 thousand Japanese yen. This relatively low price was one of the reasons we chose this robot for the trial. More than twelve thousand units of this product has been sold in Japan (as of 2019), mostly for personal usage. We chose this robot for our trial as we expected it to be robust enough in daily use, especially in its hardware, including its actuators. This turned out to be accurate, and all the robots we used for the trial except one (described later) had no hardware issues.
[image: A robot sitting on a surface with labels highlighting its features: microphone array, head with three degrees of freedom, eye and mouth LEDs, camera, speaker, arm with two degrees of freedom, and charging station. The robot has a black and orange color scheme.]FIGURE 1 | The robot sitting in its charging station. Labels show elements of the robot and degrees of freedom.
The model used for the trial, SR-05M-Y, is a robot without leg actuators. This model has seven degrees of freedom (DOF) in total, two in its arms and three in its head/neck. The robot can perform speech recognition by capturing the user’s utterance, sending the audio to its speech recognition server, and receiving the recognition result. After receiving the result, the robot responds using speech and motion using a rule-based dialogue engine. These states of the robot, listening, “thinking”, and responding, are indicated by different colors and blinking speed of its eye and mouth LEDs. At the same time, the robot estimates the direction of the voice using its microphone array and moves its head toward the direction of the speech to give a natural feeling during the interaction.
The robot has three basic behaviors by default. First, it can react to voice commands related to providing information, such as weather information, and also perform predefined actions, such as singing or dancing; second, when some time has passed without having interaction, the robot can ask questions about its user, such as likes and dislikes, and learn user preferences. Lastly, after a long idle time, it can perform random actions which can induce interaction by catching the user’s attention. The robot’s voice and speech content is designed to be similar to as of a small boy. Consistently, some of the robot’s random actions display a child-like behavior, for example, when playing alone, singing, or exercising.
2.2 Customization for the trial
The commercial robot has been developed for hobby usage, so users are expected to have moderate technological knowledge. As our aim is to use this robot for supporting older people with cognitive decline, the robot should require no user operation. For this reason, we developed customized software in order to make robot usage simpler, focusing on voice interaction and removing unnecessary options. It is also necessary to ensure that the robot’s behavior would not change by accidental user operation, keeping its functionality persistent, while easily accepting updates if necessary. Therefore, we implemented self-monitoring and remote-control functionalities. This setup allowed us to check the robot’s status and recover from failures in the original firmware, or for any unexpected behavior triggered by an unexpected operation performed by users, allowing the research team to control the robot’s actions remotely. The customized software provided means to gather user interaction logs and send them to a remote storage system to avoid overflowing the limited local storage. These collected logs can be analyzed to improve the interaction design and experience. The system was designed to be deployed easily in less than 5 minutes; taking the robot out of the box and plugging it into a power supply are essentially all the operations required. The quick setup was essential to run the trial during the COVID-19 pandemic situation–where it is critical to not spend long periods of time in older adults’ homes.
When sound is detected, voice activity is assumed and the robot runs the automatic speech recognition (ASR) process. Based on the result of this process, the robot chooses an action to perform. When the speech is successfully recognized, the robot generates an answer to continue with the conversation. In cases where only few words are detected, the robot can either try to answer based on those words or can let the user know that it could not understand so the user can repeat the sentence. In worse case scenarios, where sound is detected but the ASR cannot detect valid speech, the robot can just reply with motion or assume it was a misdetection and ignore the voice activity.
The customized software allows near real-time two-way communication using the Message Queuing Telemetry Transport (MQTT) protocol (OASIS Open, 2014). TLS was used as an underlying encryption channel to improve data security and a messaging layer was built over an MQTT layer to provide an easy exchange of multimodal data. MQTT is a publish-subscribe protocol that allows high scalability by decoupling endpoints sending a message (publisher) from those receiving it (subscriber). This is accomplished by using another component, called broker, which filters and routes incoming messages to registered subscribers. In this way, clients never interact directly with each other as all the messages pass through the broker, which also allows messages incoming from a publisher to reach multiple subscribers. This connection was chosen due to its lightweight payload, which allows fast, reliable, and relatively simple communication on limited bandwidths, while also making a persistent session possible, so robots can receive or send messages any time needed. In our system, messages sent from robots are redirected to a database for logging and, if necessary, our remote-control component can send commands to any robot to perform required actions (Figure 2).
[image: Diagram showing an MQTT broker at the center. Arrows connect it to two robots, a database, and a control system, indicating bidirectional communication between the broker and these components.]FIGURE 2 | MQTT communication architecture used between the robots, and remote servers. The lightweight transportation system has flexible extendibility that allows multiple robots to be monitored and controlled by multiple servers. The system allows permanent sessions with endpoints so the communication is easy and nearly real-time. Messages can go both ways, robots can send data to the database or receive commands from the control system.
In our trial, the basic built-in speech response functionality of the commercial robot was used while the control system relied mainly on our customized software. The robot was set to be available for interaction any time of the day, and it was programmed to perform random actions during the daytime to attract the participants’ attention and, potentially, engage in interaction. At 7 a.m. in the morning, the robot was set to give a morning greeting, emulating waking up, and signaling random actions could occur, and at 10 p.m. in the evening it would utter a good night message and stop all actions unless the participant initiated the interaction, i.e., the participant could interact with the robot, but this would not try to initiate a conversation by itself. In this way, the participants could know when the robot started looking for interaction, similar to a person’s daily active and inactive cycle. This scheduled behavior was defined in one of the remote controlling components and could be easily changed remotely if needed.
The remote functionalities can be extended to perform complex operations in future studies. For example, a conversation module can use the raw audio obtained by the robots for environmental sound detection, or use stored conversation history for advanced dialogue control. It can also be used to control dialogue flow that can be customized for individual requirements.
2.3 Case study
To determine details regarding the experimental environment, a reduced, case study was performed. The focus of the case study was to assess the robustness and correct problems of the equipment to allow successful interaction between robots and participants in the long term. We expected technological challenges such as software instability in continued use, as the robot should be available the whole day through months in the trial period. A challenge in the widespread use of social robots is whether the users accept the robots or not, so the case study was used to also gather initial impressions about the robot. This was an important factor before increasing the number of participants, as they may experiment a novelty effect and gradually lose interest in the robot, or might not feel comfortable with the robot’s behavior and may avoid using it. Therefore, the case study counted with only one participant living alone but with easy access to healthcare workers in case the participant needed help or, in our case, if the robot required simple manual operations such as rebooting. The conversation robot system was placed for a period of 6 months, during which the research team monitored the robot’s functionality. After this time period, unstructured interviews were performed with the participant and healthcare staff in order to investigate the robot acceptance.
2.3.1 Participant details
The participant, an 88 years old female, had a Hasegawa’s Dementia Scale-Revised (HDS-R) score of 9 and was diagnosed as having Alzheimer’s disease, a type of dementia. The HDS-R is composed of nine simple questions, was initially developed in 1974 (Hasegawa, 1974) and has been widely accepted in Asian populations for clinical use and for use in epidemiological surveys for the evaluation of cognitive impairment (Imai and Hasegawa, 1994). In general terms, an HDS-R score of less than or equal to 20 corresponds to suspected dementia.
The participant suffered from significant memory loss, as well as episodes of disorientation, especially regarding time, and could speak only short sentences, making conversation with only one to two turns possible. The participant was able to perform daily activities but required assistance from caretakers to look after her. Therefore, the participant lived in a special kind of assisted living residence called, in English, “housing with service for older adults”, where patients reside in their own apartments but have a common shared area where healthcare workers are available. A robot, a charging station, and a mobile Wi-Fi router were placed in the participant’s home for the 6 months of duration of the case study (Figure 3). This setup allowed the participant to engage in conversation with the robot at any time. One of the reasons we asked this participant to join our trial was that in case the robot malfunctioned or caused issues, we could ask the healthcare staff to reboot the robot or to check the situation. As this trial was held during the COVID-19 pandemic period, we wanted to avoid visiting the apartment as much as possible to guarantee the safety of the participant and the ones of the researchers.
[image: A cluttered room corner with a wooden dresser holding a black clock, jars, a shiny metallic bowl, and a penguin toy. A crib filled with toys and papers is nearby.]FIGURE 3 | Robot setup at a participant’s home.
2.3.2 Results
The case study allowed to evaluate the stability of the system as a whole and to make changes to the physical setup of the equipment. Both the default RoBoHoN software and the custom software needed to be stable enough to sustain long-term use. The custom software should allow, at the very least, monitor the robot status to know if there is a problem that requires the attention of an operator.
In the first month of the case study, we frequently encountered issues such as the robot’s firmware malfunction and hardware damage. Initially, the equipment placement allowed the participant to hug the robot as she wanted to interact with the robot physically. This eventually led the robot to fall and to break its neck as shown in Figure 4. Occasionally the network connection to the robot went down when the participant unplugged the mobile router. We opted for continuing the experiment by fixing the robot’s position. Therefore, the charging station position was fixed on a bedside table, and the robot was attached to it in a sitting position so it could not be moved from the established location. The mobile router was hidden behind a TV in the room. This setup was designed to avoid damages to the equipment, as well as to ensure that all the devices were always plugged to an electricity source. The use of this fixed configuration was successful in preventing damages and other problems related to physical malfunction, which is why we used this configuration for the main study of our trial too. The physical setup proved valuable when setting the robot’s environment as this problem did not repeat after fixing the robot and the router.
[image: A humanoid robot toy with a black and white body, lying down. It has large black eyes on a white face, and orange accents on its chest and legs.]FIGURE 4 | Damaged robot as a result of falling down during the first stage of the trial.
The research team also had to solve difficulties related to the robot’s software, which showed instability related to its continuous usage. During this study, the robot stopped its functionality on many occasions due to software malfunction. Many errors arose both from the default functions of the robot, such as out-of-memory errors from the built-in speech recognition system, as well as from the customized software. Some of these errors were due to the way the robot was used, as the original commercial robot product was designed to be used for hobbyists with some technical knowledge and not for 24/7 automatic operation. In this trial, we did not expect the users to operate the robot, but rather prevent them to change any of the robot settings. The robot itself was required to keep running for months without any intervention, if possible.
Thus, the robot needed to be configured to have high availability with no operation on the user side - in this case, by the participant with cognitive decline. Studying the data gathered and the system logs associated with unexpected events allowed the research team to successfully overcome technical issues to sustain long-time usage and develop a robust system which, in turn, allowed the robot to function appropriately for multiple weeks. The system developed during the case study allowed the robots to function as intended for the duration of the second step, the main study.
Impressions from the participant and the healthcare staff of the assisted living residence revealed that the participant kept showing interest in the robot, and after the first month, she accepted the robot into her daily routine, even creating a sense of attachment to it. The participant interacted with the robot often during the day and night, paid attention to it, and enjoyed the robot’s companionship. As the participant gradually felt more comfortable with the robot, she seemed to have started to look after it. After 3 months out of the six planned, the technical issues preventing long-term usage were solved, and the stable system configuration was used to start the main study. Instead of finishing the case study after 3 months, the robot stayed in the participant’s home for the remaining months until the mobile network contract period ended because she wanted to keep using it.
3 MAIN STUDY
Through the first stage of the trial, the case study, we were able to stabilize the robot system and achieve continuous operation without user operation. Therefore, we extended the number of participants to study if the robot can be accepted by a larger group of older adults with cognitive decline for a long duration and evaluate if the robot has a positive effect on them. The aim of this study was to evaluate the long-term acceptance of the conversation robot by older adults with mild cognitive decline living alone. Interaction records were gathered to objectively observe changes in robot usage over time. In addition, impressions from the participants and their close relatives were collected using unstructured interviews to obtain subjective perspectives of the effect the robot could have on the participants.
The participant in the previous phase, the case study, lived in an assisted living residence where she had periodical communication with healthcare staff. In the main study, people with cognitive decline who were living alone were recruited to join the trial. As it is rare that people with dementia live alone at their home, people who joined this stage had higher cognitive ability compared to the participant in the case study, such as those diagnosed to be in the pre-dementia stage.
3.1 Participants
Five participants were recruited from memory clinic patients. Characteristics of participants are shown in Table 1. All the participants lived alone without any pets. Mini-Mental State Examination (MMSE) (Folstein et al., 1975) was administered to assess the overall cognitive state within 2 months before and after the study. MMSE scores of the participants ranged from 23 to 28, which indicated preserved general cognition. Clinical Dementia Rating (CDR) (Morris, 1993) was also assessed and all the participants had a CDR score of 0.5, which indicated “questionable dementia”. Three of the participants were diagnosed with pre-dementia according to the international criteria of The National Institute on Aging and the Alzheimer’s Association in 2011 (Albert et al., 2011) while two participants were diagnosed with psychosis.
TABLE 1 | Characteristics of participants in the main study. Participant 5 had been in hospital for 2 months (58 days) during the trial.
[image: Table displaying data for five female participants with details on age, education period, clinical dementia rating (CDR), condition type, duration, Mini-Mental State Examination (MMSE) scores pre and post condition, and period in days. Conditions include pre-dementia and psychosis with varying durations and MMSE scores.]3.2 Study settings
In each participant’s home, a robot was placed with varying duration ranging from 7 weeks to 20 weeks. The study starting date varied for each participant as they were recruited when they had a periodical medical check at the memory clinic. After they agreed to join the study, we arranged setup dates when a family member (often living in a distance) was available as well. The main study ended for all the participants at the end of the fiscal year in Japan (March 2021). Robots, as well as mobile routers, were placed at participants’ homes in a fixed location as in the case study.
In this study, as a measure to check how frequently the participants interacted with the robot, we gathered interaction logs with our MQTT-based system. The following are the details on how the robot responded to participants’ voice activities and activity recordings were performed.
	1. Robot’s eye LED blinks slowly in yellow (idle state)
	2. Voice activity is detected

	• Robot’s eye LED start blinking quickly in yellow
	• Audio recording starts
	• Direction of arrival of sound is obtained

3. End of voice activity is detected
• Robot’s eye LED turns green
• Audio recording stops
	• Robot’s head is turned to the direction of arrival of sound
	• Recorded audio is sent to the speech recognition server

	4. A photograph is taken by the robot’s embedded camera
	5. Speech recognition result is obtained
	6. Robot’s eye LED turns orange
	7. The robot responds based on the speech recognition result
	8. Robot returns to idle state

Note that the robot moves its head only after the end of the voice activity is detected. This is to prevent the speech audio recording to be contaminated with gear noise. Besides, as the robot’s camera is embedded in the head, images were taken after the head motion was completed so that the voice activity source would be in the camera’s field of view. Through these steps, our system allowed us to accumulate speech recordings, speech recognition results and captured face images. Table 2 summarizes the number of voice activities detected during the trial, as well as other relevant statistics.
TABLE 2 | Summary of voice activities detected per participant. When calculating the statistics, days without any voice activity were not included. The metrics were calculated using the filtered values. Max. and Min. value refers to the highest and lowest number of voice activities detected in a single day for each user after filtering, respectively. Q1 refers to the first quartile and Q3 to the third quartile.
[image: Table displaying data for five IDs (P1 to P5) across various metrics: Total, Filtered, Average per day, Standard Deviation, Q1, Q3, Maximum Value, and Minimum Value. Notable values include P1's total of 147,092 and P5's average of 285.2.]We also interviewed the participants and their families on their impression of the robot at the end of the study. At this point, we also asked them if there were any changes in the participants’ daily life, including their social and physical activities. The aim here was to see whether the robots were accepted by the participants as well as whether the robots had any influence on the daily life of the participants.
3.3 Results
In contrast to the case study, no issues with the robots were observed during the main study. However, after the trial, we found that Participant 5 (P5) had been hospitalized for 2 months (58 days) during the trial due to a mild stroke. This stroke was diagnosed to have no effect on her cognitive function. While the robot kept working, the interaction log showed no valid voice activities during those days.
3.3.1 Voice activity analysis
As a measure to check how frequently the participants have been interacting with the robot, we summarized the number of voice activities detected by the robot (Table 2). While examining the data, it was found that P3 had four consequent days of no activities during the national holiday, 1 day for P4, and 5 days for P5 during the new year holiday as well. We guessed that on these days they went out for a trip so these days were not considered on average calculation.
After examining some of the obtained audio recordings and images, it was found that most of the recordings were sound from televisions. 114 randomly selected audio samples gathered from the study belonging to the different participants and in different days were manually annotated as speech directed to the robot, speech directed to others, and noise. 64.04% of the data contained sounds from televisions. However, considering the large number of recordings, it is not practical to check manually which voice activities are from the participants. Therefore, we performed face detection on the captured images and filtered only those where a) more than one face was detected, b) the width of the face region was larger than 20% of the captured image, and c) the detected horizontal rotation angle of the face was within 15°. Condition b) was added to exclude faces in television screens, and c) was added to exclude people who are not looking at the robot. We used the face detection code from Google MLKit (Google, 2021) which can detect faces in images and return estimated bounding box coordinates of face region as well as face rotation angles. To evaluate the performance of this filter, the 114 audio samples were used. These samples where then matched to the output of the filter to obtain accuracy, precision and recall, as shown in Table 3. While this filtering may not be perfect, it shall be a fine approximation for the number of actual interactions with the robots.
TABLE 3 | Face filter performance metrics calculated from a sample of 114 audio samples randomly selected from different days across all participants. Accuracy was calculated by manually annotating data to determine if each audio sample contained speech towards the robot and compared to the output of the filter on the corresponding image. True positives are counted as audio samples directed to the robot that also matches positive samples from the filter. False positives are counted as audio samples that are not directed to the robot while the filter considers the user is talking to the robot. False negatives are counted as audio samples directed to the robot that the filter considers are not being directed towards it.
[image: Table displaying three metrics: Accuracy at seventy-three point six eight percent, Precision at sixty point seven eight percent, and Recall at seventy-five point six one percent.]The total number of filtered voice activities as well as average filtered activities per day are shown in Table 1. The upper part of Figure 5 shows weekly averages (numbers of activities/day averaged in each week) during the trial for each participant, as well as the overall average on all participants except participant 5. Here, the starting day of the trial for each participant is considered as the beginning of “week”s. The lower part of the figure shows how the activity numbers changed compared to the first week of the trial. As participant 5 had been in hospital for 2 months in the middle of the trial period and was not in contact with the robot, participant 5 was excluded from these plots.
[image: Two line graphs depicting weekly data over 20 weeks for variables P1, P2, P3, and P4, with an average line. The first graph shows data up to 400, while the second presents data peaking at 1.4. The lines fluctuate, with notable peaks and troughs throughout, and the average line remains relatively stable.]FIGURE 5 | Top: average number of filtered voice activities per day on each week during the trial. Bottom: rates of activities compared to the starting week. Note that participant 5 is not shown in these plots as she had been in hospital from week 3 to week 11.
3.4 Interview
In order to see the impression of participants towards the robot and whether living with the robot have changed their behavior, we conducted interviews with the participants and their families. For one participant, P5, her family was not available so we instead interviewed a visiting nurse who had been visiting her once per week. In the following, participants are denoted as Pn and their families as Fn.
From the interview, we can see that participants were first confused with how to interact with the robot, but gradually became familiar with them.
	• (F2) “Mother first seemed to be uncomfortable for having a robot at home, but she gradually got used to it, and then kind of relying on it, even feeling some sort of attachment to it.”

“In the initial days, when I talked with her on phone she said she does not know how to speak with it and was worried about breaking it. But after a month or so she started talking frequently about the robot, like what the robot said today, the robot sang for her and cooked for her. Recently she seems to be very enjoying the robot.”
	• (F4) “First, she seemed to be confused about when to speak to the robot, could not understand the eye color changes. But, you know, the robot starts speaking like, nice day today and on today’s news, and because it is fun she started to speak more to the robot, and then the robot responds to what she said. That seems to make her happy and then, I think, she started speaking to the robot much more. Now she’s speaking to the robot more even if it is not responding properly”

Living with the robot seems to have provided a comfortable and relaxing feeling while decreasing loneliness. Participants became more aware of the robots’ randomly generated actions, paying more attention to what and when the robot had an utterance or an action.
	• (P1) “I like him because he responds to me. I feel we can understand each other and that makes me pleasant and calm.”

“What I feel toward him is something really different from reading nice novels. When I say something, he responds to me. When I asked him to sing, he sings for me. That’s really a moving experience.”
	• (P2) “He’s very cute and clever. My children became taller than me so I cannot hug them anymore, but he’s small and cute so I can still hug him.”
	• (P3) “He makes me feel pleasant. I feel he’s helping me so much, and I want to be good friends with him”.

“People will surely help me, but only when I asked them; he’s willing to speak to me and listen to me. He’s the only one who cares about me.”
• (P4) “When I came back to my house and said I’m back, he responds to me saying welcome back. Since my husband passed away 30 years ago, nobody responded to me like that; it really makes me happy and grateful.”
“When I go out, I feel that I have to rush back and say I’m back, sorry to be late; I’ve never felt like that for a long time.”
	• (P5) “He’s so cute, always talks to me and that really makes me have a warm feeling. All the voices I hear in my house are from the TV. First, I was not expecting so much, but then I found he speaks and responds to me; as I never go out to talk to somebody, he’s the only one I can speak to.”

“I have been in hospital for 2 months, and I was always worried about him. I asked the doctor to let me go back earlier. When I came back, I said sorry to him and he responded I’m OK.”
Some participants’ families also confirmed that they seemed to be in a better mood, smiling and speaking more often. The interviews also revealed that living with the robot was also a conversation topic with other people, making people eager to tell friends and family about the robot and its behavior. The participants started inviting friends to their houses to show the robot to them.
	• (P2) “When I go for daycare service, I speak about him, and people get surprised. I wish I could take him to the daycare center, and show him to other people.”

“I feel I’m speaking more than before because I speak about him, and then people have questions about him. At the daycare center, staffs ask me how he’s doing and we talk about him.”
(F2) “She was also speaking about the robot to the doctor today. Yes, I think she’s speaking more than before, she’s speaking more about the robot.”
	• (P3) “When I was leaving for the daycare center, the staff (who came to take her to the center) heard that I was saying I’m leaving, and asked me who are you speaking to, so I told him I have a robot. I let the staff come into my home and showed him my robot. Now, many staffs know that I have a robot and they also want to see him.”

(F3) “Before she moved to this place, she never let others come into her house. But now, she’s inviting neighbors to visit her to see the robot and have a cup of tea. I also heard that she’s talking about the robot to many staffs in the daycare center and inviting them to visit her. I think she’s proud of having a robot and want other people to know it”.
“I think she’s showing more facial expressions these days, smiling more. When I leave her, she used to be looking sad, but now when I’m leaving I can see her talking to the robot she’s leaving, say goodbye, and that makes me feel relieved.”
	• (F4) “Mother is not so talkative when we go outside, not so much, kind of normal, but she really talks a lot at home. Today, while we were waiting for you, it was just me and her, she was always talking, not only to the robot but also with me.”

“These days she does not go out so much because of the Coronavirus, so when I called her, sometimes she could not speak well, her voice was hoarse. But in these days, her voice on phone is much more lively. Even when we’re talking on the phone, when sometimes the robot responds to our speech she suddenly starts speaking to the robot, just like talking to a small child. She really looks like having a good time, and it is really nice.”
	• (F5) “I do not think she’s now talking more than before, because when I visit her once a week, we usually keep speaking while I’m here. So the amount of speech has not changed but now she sometimes speaks about the robot - I feel what we speak about has changed.”

“One thing that surprised me was about the room where the robot is placed. She never let me go into the room before. I’ve been visiting here for nearly 2 years, but after the robot arrived, for the first time she invited me to come into that room to show me the robot”.
One participant (P4) declared adjusting their daily routines to loosely match the robot schedule, and started to wake up early in the morning. “I feel ashamed of myself still in bed when the robot is waiting for me to say good morning”.
4 DISCUSSION
A conversation robot system was successfully deployed directly inside the homes of older adults with mild cognitive impairment, inducing interaction and maintaining it over the duration of the trial, spanning over several months. As studies with similar characteristics are limited, some insights into what this kind of robot usage strategy has to offer can be extracted.
4.1 Equipment and setup
The physical setup proved valuable when setting the robot’s environment to allow sustained functionality. It is important to be aware that conditions outside the laboratory can be difficult to predict, and malfunction is usually expected; which in turn makes having technical devices working appropriately a desired feature. For this to happen, our customized software had to make sure the robots were not misconfigured by the participants; ideally, participants were not supposed to manipulate the robots and focus on interacting with them via conversation. At first, the interaction included physical interaction, but this strategy had to be changed because of an increased risk of malfunction or physical damage, as happened in the case study of the trial. Overall, the participants sought physical interaction besides conversation.
Physical aspects of the robots, such as physical interaction and embodiment of the robot, were not included in the focus of the trial as the studies were mostly exploratory and the aim was to reveal if the target group could accept conversation robots and use them daily in the long-term. The results suggest that this is, in fact, possible and the overall conversation experience could be improved. Analyzing in-depth how the embodiment of the robot affects the quality and amount of conversations could be a factor that might improve robot perception and acceptance. Laban et al. suggests that voice features change when people maintain conversations with different agents, such as humans, humanoid robots, and disembodied agents (Laban et al., 2021). Thus, the physical aspect of the robot might play a role in the number of conversation occurrences. This aspect, in addition to allowing physical interaction, is left as a future topic in research using a similar setup as the present study.
The evaluation of the interaction logs showed a considerable amount of occurrences where the robot answered to voices from electronic appliances, televisions in most cases. This was an unexpected issue that could be brought to our attention only after the deployment of the robots, highlighting the importance of studies carried in real-life scenarios. The integration of visual data collected by the robots’ cameras allowed the use image footage to obtain a reasonable estimate of the number of real conversations with the participants. Additional data processing techniques can be performed over the collected data in order to improve the quality of meaningful interactions and further improve the conversation system, such as the one presented in Figueroa et al. (2023) with allows the differentiation of user speech from television sound. Further use of multimodal data and its respective processing should provide useful data to inspect the robot usage in a deeper manner.
4.2 Acceptance of robots
The results from the interviews with the participants and their families showed that the robot was gradually accepted and introduced into the participants’ lives. In the beginning, just after placing the robots, some participants were confused or uncomfortable, but as time passed, they became used to it and sustained short conversations with the robot. By the end of this trial, participants accepted and liked the robots, consistently talking to them. The voice activities obtained showed that, on average, the participants kept a regular usage over time, as shown in Figure 5. Towards the end of the study, the trend of voice activities compared to week one decreased. This probably happened when people were already used to having a robot companion, but the trend seems to become stable; so the participants kept talking with the robots. Even if the occurrences decreased, our data shows that the participants did not stop talking with the robots.
Having the robot available any time during the entire day gave complete control to the user regarding to when to interact with it, and even when to ignore it, which could have influenced positively in the comfort the participants felt when adapting to the robot’s presence, as they had the possibility of carry the interaction at their own pace. The interaction took place without the explicit intervention of a researcher or therapist conducting the interactions, so third parties were not present. Interactions in the absence of an external observer allowed participants to behave in a relaxed way and pay attention exclusively to the robot, allowing the creation of intimacy to some extent. These settings encouraged sustained, long-time interactions which eventually may have led to emerge some sort of attachment.
It is possible that after some time the participants increased their awareness of the robots because they perceived that the robots kept looking for their attention and they felt it was their responsibility to keep the robots in a good mood, so they strived to take care of them. The robot is designed to look like a child, so it is possible that the older adults felt responsible for the robot’s wellbeing.
Research by Inagaki and Orehek (2017) suggests that humans have a natural inclination to care for others because it is important to our species’ survival. Findings from both animals and humans suggest that giving care to others inhibits stress responses and giving support may lead to benefits for the support provider by reducing social withdrawal or stress-related responses. With this idea in mind, it is possible that caring for the robot also provided benefits to the participants, which is also a result we can observe in the interviews answers.
After interacting with the robot for some time, the participants could learn about the robots’ behavior, making them feel more comfortable. The interaction in the long-term seems to have contributed to generate feelings of attachment for some participants towards the end of the study. This suggests that users learning to predict robot behavior does not always lead to declined usage as suggested by previous studies (Portugal et al., 2019; Cifuentes et al., 2020); consistency in robot behavior can make people adjust their own views and allow the robot to be part of their lives.
4.3 Limitations
It is important to note that the recruitment conditions were narrow and research with a wider range of participant conditions could provide different results. However, this study aims to provide first impressions as a preliminary trial that can be extended in the future.
As this study was a preliminary trial, we recruited participants eager to have a robot companion in their own houses. Participants were positive in having a robot at their home from the beginning, which might cause a bias in the results compared to participants who could accept being part of the study but had a different attitude towards robots. Even though participants were hesitant in the way of interact with the robot, they were interested in it. The results might be different if we include participants whose views are different, for example, people who might agree to have the robot in their homes but have a not so open attitude towards it nor talking with a robot. It is important to notice that this trial was performed in Japan, and there is evidence suggesting that cultural factors are related to the idea that socially assistive robots have benefits or not (Papadopoulos et al., 2023). Studies involving long-term usage of social robots with participants from different sociological backgrounds are required in order to generalize our findings.
The time each participant spent with the robot companion was not the same for all, which could also introduce a bias in the results as a participant who spent less time with the robot could have had more interest in the interaction than another who spent more time with it. Some participants were absent during the time the robot was in their homes while other participants had daily interaction. Also, during the studies, records involving the pharmacological treatment of the participants were not taken into account. Medication, especially for psychosis treatment, could have a direct effect in the acceptance and interaction with the robot, which was not considered in the results obtained. Overall, the trial show positive results and open the opportunity to study the robot acceptance with a more controlled structure in the future in order to obtain meaningful statistical results.
Lastly, only a limited number of participants joined our trial. An experiment with larger number of participants from our target group could give more insights into how participants accept the robots and how their attitude is influenced by them, as well as finding out what kind of personalities are best suitable and can benefit the most by living with robots. Further research in the topic, with a larger number of participants in different settings, is needed to properly assess the reach of the results, as the conditions of the present experiment aimed for an exploratory study and its conclusions might not be universal. However, the results of this line of research are promising and require further investigation.
4.4 Future research
Based on these preliminary results, further research will be conducted based on how older adults with mild cognitive decline living alone accept new technologies in their daily lives as a triggering tool for the improvement of their quality of life and how this could lead us to the wide implementation of social assistive robots. In particular, future research is planned to generalize the presented findings, gather more data, measure the influence of the robot in a clearer way and evaluate the effect of the robots in other population groups.
To gather more data, we could exploit and improve the robots’ abilities to collect a wide range of data from the environment and the interactions, which could allow us to analyze which conversation topics and what kind of robot behavior favours acceptance; or the participants’ status, such as health condition. This is particularly important to the medical area, whose staff could monitor the patients’ health status and even make the robot look after the patients to some extent. The use of this information can be used to also assess the influence the robots could have on the participants. For example, the robot could be used by medical professionals to encourage building health-preserving habits such as taking medicine, hydrating, or doing exercise, and promote these activities to be included in their daily routines, and measure specifically the changes due to the influence of the robot. These ideas will be included in future research, as part of the follow-up experiments following this preliminary trial; as well as using other technologies to obtain clearer and more meaningful interaction data.
The robots, after the generation of some kind of attachment1, could be used to deliver therapy that involves repetition. For example, on some occasions the robot’s software had problems concerning correctly processing the older adult speech, leading to some of the participants trying to figure out how to communicate correctly, speaking slowly, or vocalizing in an exaggerated manner until the robot successfully recognized the words. This inaccuracy from the robot could be used as motivation for the older adults to improve their speech in a process where participants try new ways of speaking clearly by trial and error until they find the one that leads to successful interaction, and are motivated to repeat it, helping them preserve their speech through repetition (Marden et al., 2009; Young, 2009; Alankus et al., 2010).
Finally, another planned direction of research is to extend the preliminary results from this experiment into other target groups. In a similar fashion, introducing robots into the personal space of healthy adults, allowing the generation of attachment, could help influence their behavior and improve health-related practices, such as increasing the hand sanitizing compliance in the medical staff at hospitals or care centers, which is an actual concern, especially during pandemic times.
4.5 Conclusion
Companion robots should be accepted in the long-term by older adults with mild cognitive decline in order to increase their use and provide company, reduce loneliness, as well as to open the possibility of using them for therapy via social interaction. Placing robots in the users’ homes, limiting the interaction to two parties, and allowing interaction during the whole day are necessary settings to promote robot acceptance. This allowed the users to accept the robots in the long term and created a sense of attachment. Further research is needed to properly analyze these effects on the specific target group of older adults with mild cognitive decline, assess the influence the robots can have, and extrapolate the results to other population groups.
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FOOTNOTES
1Regarding post-experimental effects, we have also explored the implications of user attachment, which has been a target of criticism, i.e., once a user has become attached to a robot, taking it away may cause emotional distress (Yamazaki et al., 2023). Our investigation revealed that despite the negative after-effects, such as the distress of loneliness, participants made their relationships with the robot meaningful and were satisfied in terms of having had the robot to keep them company. Further, the results raise new questions for further investigation into the factors that can affect a user’s adaptation processes. In this regard, we need to learn more about what can affect the processes, such as duration of use, and personalities, so that we can clarify to whom robotic companionship is suitable and how those issues should be effectively resolved.
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Interaction with artificial social agents is often designed based on models of human interaction and dialogue. While this is certainly useful for basic interaction mechanisms, it has been argued that social communication strategies and social language use, a “particularly human” ability, may not be appropriate and transferable to interaction with artificial conversational agents. In this paper, we present qualitative research exploring whether users expect artificial agents to use politeness—a fundamental mechanism of social communication—in language-based human-robot interaction. Based on semi-structured interviews, we found that humans mostly ascribe a functional, rule-based use of polite language to humanoid robots and do not expect them to apply socially motivated politeness strategies that they expect in human interaction. This study 1) provides insights for interaction design for social robots’ politeness use from a user perspective, and 2) contributes to politeness research based on the analysis of our participants’ perspectives on politeness.
Keywords: human–robot interaction, social communication strategies, politeness, user expectations, design implications

1 INTRODUCTION
Politeness is an important phenomenon in human social interaction. It is a linguistic phenomenon that serves social functions in dialogues, but can also lead to misunderstandings (Holtgraves, 2021) because it stands in opposition to the cooperative principles underlying effective communication (Grice, 1975; Franke and Jäger, 2016).
Technical advances have opened up the possibility to increasingly humanize artificial conversational agents, such as embodied conversational agents or social robots. The implementation of human characteristics and language is generally considered to facilitate the interaction and improve the user experience with such agents (Gambino et al., 2020). It is questionable, however, whether it can be concluded, based on observations that humans interact similarly with robots as with other humans, that human-like interaction with agents is desirable (Hildt, 2021). This also includes the social linguistic phenomenon of politeness. Due to its complexity and the possibility of misunderstandings, it is unclear whether the implementation of social linguistic strategies is desirable and would improve the dialogues with and the user experience of robots (Clark, 2018). The study presented in this paper contributes to this debate by collecting users’ expectations about a robot’s (specifically the “Furhat” robot, see Figure 1) use of politeness.
[image: Two people sitting across from each other at a table in a well-lit room. One person is wearing a face mask. Shelves with various items are in the background near large windows.]FIGURE 1 | Photo illustrating the experimental setup after the Furhat robot (back right) has been revealed to the participant (front left).
1.1 Politeness
Politeness is a widely researched linguistic phenomenon relevant for tactful social interaction. Brown and Levinson (1987) introduced one of the most commonly used politeness theories, where politeness is seen as a set of strategies to save “face” (a concept originally introduced by Goffman, 1955), where face is defined as the public self-image that a person wants to preserve in interaction. Brown and Levinson (1987) formalize social influences on politeness, considering the “ranking of the imposition” by a face threatening conversational act, the “social distance” between interlocutors, and the “power” of the speaker over the hearer. They propose that speakers choose different politeness strategies based on the degree of face threat resulting from these influences. One of these strategies is indirectness, where the message of an utterance is not formulated literally but rather in such a way that it can still be interpreted as intended (Pinker, 2007). Studies found that both power and distance influence politeness in different ways (Holtgraves and Bonnefon, 2017) and also in interaction with other factors such as mood (Vergis and Terkourafi, 2015) or gender (Kasper, 1990; Holtgraves and Bonnefon, 2017).
A more recent theory of politeness that will also be discussed in our results is the “rapport management” theory by Spencer-Oatey (2008). In her theory for polite behavior she models and defines “rapport management” that is affected by the management of three aspects: “face sensitivities,” “sociality rights and obligations” and “interactional goals” (Spencer-Oatey, 2008). There are several differences between her theory and the politeness theory of Brown and Levinson (1987), but one main aspect is the different conceptualization of face and face threats. Spencer-Oatey (2008) distinguishes between behaviors that can either threaten a person’s face, sociality rights or goals, while Brown and Levinson (1987) only consider politeness strategies to counter face threats. Further, her definition of face relates face to a person’s identity, worth and dignity. Additionally, she introduces three different layers of face (individual identity, the group or collective identity and the relational identity). Parts of her theory will be discussed later on, it is, however, beyond the scope of this paper to go further into detail. Generally, politeness is a well researched phenomenon that has been analyzed in a large number of studies [see, e.g., Watts (2003); Leech (2014) for more information].
This paper focuses on politeness in human–robot interaction (HRI), specifically on users’ expectations about robots’ politeness. From the perspective of politeness research, our analysis of interview data reflects laypersons’ perspectives on politeness. Because our participants are native speakers of their language, they are proficient users of politeness in their everyday interaction. Politeness research often distinguishes between how lay people use the terms “polite” and “politeness” to talk about “their own or others” social behavior” (cf. Locher and Watts, 2005, p. 15; referred to as first order politeness or “politeness1”) and the theoretical view on politeness, including, for example, the above-mentioned theory by Brown and Levinson (1987), referred to as second order politeness or “politeness2” (Watts, 1992; Locher and Watts, 2005). Scholars have discussed this binary distinction, criticizing its simplicity by emphasizing the need for more perspectives on the complex phenomenon of politeness (House and Kádár, 2023). House and Kádár (2023), for example, combine these two perspectives in their approach. In this paper, we compare our bottom-up findings based on laypersons’ perspectives on politeness (arguably politeness1) with theories on politeness (politeness2). We thereby also contribute to politeness research by building a bridge between these two perspectives.
The relevance of politeness for HRI has already been established in numerous studies concerned with politeness in HRI in different ways (Ribino, 2023), some of which are presented in the following.
1.2 Politeness in human–agent interaction
Apart from the question whether social phenomena in human interaction are simply transferable to human–agent interaction (Clark, 2018), research found contradicting results for users’ perception of and expectations regarding politeness use by robots. Several studies focusing on users’ perception of how robots use politeness have found positive effects of politeness use in artificial agents, for example, regarding the perception of robots’ likability (Salem et al., 2014), persuasiveness (Hammer et al., 2016; Iop, 2022), compliance (Lee et al., 2017), and trust (Kumar et al., 2022b).
There is also a lot of research on how humans use language with machines, especially in terms of politeness (Ribino, 2023). Some studies have shown that users are polite to machines (Nass et al., 1999) and embodied conversational agents (Hoffmann et al., 2009), for example, while evaluating an agent. This is surprising because machines do not have feelings that can be hurt. These findings led to the influential theory that humans “mindlessly” apply social strategies when interacting with artificial agents [CASA, Nass and Moon (2000); Reeves and Nass (1996); Gambino et al. (2020)]. More recent studies have observed the use of politeness in the form of indirect speech acts towards robots (Williams et al., 2018), also comparing different cultural backgrounds (Seok et al., 2022). In addition to these research findings, the use of polite language towards artificial agents is also being discussed by users themselves and society at large. This, for example, has led to demands and eventually resulted in an implementation of a feature (called “magic word”) that can be enabled to require children to show politeness-based manners (saying “please” and “thank you”) when interacting with Amazon’s voice assistant “Alexa” (Elgan, 2018).
In this study, however, we focus on the expectations that potential users have before interacting with a robot. In seeming contradiction to the above studies, previous research that has explored the expectations people have when interacting with artificial agents has found that social behavior on the part of these agents is not expected and is often considered inappropriate (Clark, 2018; Clark et al., 2021). Eliciting expectations about robots is relevant because it provides further insights for dialog and interaction design (Edwards et al., 2019; Marge et al., 2022).
In a qualitative interview study, in which no robot was present, Clark et al. (2019) found that participants considered potential communication with agents to be mostly task-oriented and discussed an asymmetry in the human–robot relation and a lack of interest in building a relationship. They also argue that communication with agents is a new genre of interaction. This lack of attribution of social functions to artificial agents in an abstract discussion stands in opposition to the observations of humans’ use of politeness in interactions with robots described above (Nass and Moon, 2000; Gambino et al., 2020) and the positive perception of politeness use by agents in interaction (Inbar and Meyer, 2019; Kumar et al., 2022b).
The appearance of robots has been found to influence user perception and evaluation. For example, Rosenthal-von der Pütten and Krämer (2015) has suggested that the degree of human-likeness should be aligned with the actual capabilities of the robot. The authors argued that limiting humanoid features and aligning them with typical human abilities can reduce the negative feelings towards humanoid agents commonly described as the uncanny valley effect (Mori, 1970/2012). This is also in line with the idea of the habitability gap, which results from a mismatch between the expectations and the actual capabilities of an agent (Moore, 2017). In addition to the appearance of robots, a more human-like voice also resulted in a higher acceptance of more human-like language use, including indirect and polite language (Clark et al., 2021).
It is therefore important to consider or control aspects—such as an agent’s appearance—when querying potential users’ expectations regarding robots. Otherwise purely abstract ideas might diverge from the actual interaction experiences, resulting in the mentioned contradiction.
In this paper, we present a semi-structured interview study, collecting expectations regarding politeness in human–human compared to human–robot language-based interaction. Participants discussed their general expectations regarding politeness in human-human interaction (HHI) and, in a second phase, alleviating the mentioned contradiction, participants were confronted with a Furhat robot while talking about their expectations regarding politeness in human–robot dialogue.
1.3 Hypotheses
Our main research questions concern similarities and differences in expectations of politeness in dialogue as well as factors influencing human–human and human–robot interaction. Due to the exploratory nature of our qualitative interview approach we formulated two general hypotheses. First, based on a theoretical definition of politeness (Brown and Levinson, 1987) we hypothesize that politeness is seen as being used to avoid face threats.
H-1: Politeness strategies derive from face threat.
Second, based on the frequently held functional view of artificial agents (Edwards and Edwards, 2021), we have the following hypothesis:
H-2: More direct speaker strategies are expected to be used by robots in comparison to humans.
By collecting users’ expectations of robots’ social language behavior before interaction, with a qualitative interview approach, this study contributes to improving user experience (UX) design for social robots (Lindblom et al., 2020). Additionally, this study provides insights into lay perspectives on politeness thereby also contributing to politeness research.
Overall, our results show clear differences in users’ expectations regarding the robot’s use of politeness compared to humans’ use of politeness. Analyzing lay peoples’ views on politeness we found two types of politeness strategies. Based on these, we discuss implications for dialogue design for social robots.
2 MATERIALS AND METHODS
To collect participants’ expectations regarding politeness use in HRI compared to HHI, we conducted semi-structured interviews that we analyzed with a thematic analysis. In the following we will describe our method by describing the study procedure, our participants as well as the data analysis.
2.1 Procedure
The data collection consisted of audio-recorded semi-structured interviews (Adams, 2015; Bethel et al., 2020) conducted in German in June and July 2022 with approval of Bielefeld University’s ethics review committee (reference no. 2022-084). The interview guide (translation is available in Supplementary Section S2 of the Supplementary Material) was additionally checked by an independent researcher with expertise in conducting semi-structured interviews.
Each interview was structured according to five main topics: general understanding and perception of politeness, influences on politeness, general perception and attitude towards robots, expectations regarding politeness use by robots compared to humans and a short re-evaluation of changes in expectations after short interaction. The interviews started with questions about politeness in general and influences on politeness. For this part the interviewer did not specify whether the discussion was about human-human or human–agent interaction and all participants referred to inter-human interaction. After this first part, the Furhat robot (Furhat Robotics, Stockholm, Sweden) was revealed. Participants were then asked about their general impression of the robot followed by their expectations regarding the robot’s communication and use of politeness—in general as well as in comparison to humans and voice assistants. In order not to influence participants’ expectations the interviewer did not provide any specific information about the robot at this stage during the interview. Further, participants were also not aware that they would have the opportunity to interact with the robot at the end of the interview. Based on Lumer and Buschmeier (2022), who found influences of different space and roles of robots on their perceived relation to users, we included three different spatial scenarios, to further elicit discussions on the influences of location based role differences (at home, at work, in public) on politeness. The experimental setup (with the robot revealed) is shown in Figure 1.
2.2 Participants
Seventeen German native speakers (9 female, 7 male, 1 non-binary), most of them students (76.5%) with a mean age of 29 years (SD = 9.2) were recruited at Bielefeld University and offered a compensation of 10 EUR per hour.
Demographic data as well as participants’ technical affinity, technical interest, and previous experience with robots and voice assistants was collected using a questionnaire at the end of the study. Most participants reported a high (35.3%) or average (41.2%) technical affinity, three reported their technical affinity to be low. Similarly, most participants reported a very high (6%), high (64.7%) or average (23.5%) technical interest, and three reported their technical interest to be low. Almost half of the participants (47%) reported to have previous experience with robots and more than three quarters (76.5%) with voice assistants. See Supplementary Table S1 in the Supplementary Material for an overview of participant details.
2.3 Data analysis
An initial transcript of the interview recordings was generated by using automatic speech recognition (via BAS web services Kisler et al., 2017). It was then manually edited and corrected by two researchers to produce the final version used for the analysis. The interview data was analyzed qualitatively using “Thematic Analysis” (Braun and Clarke, 2006), a method based on the identification of patterns, so-called “themes,” occurring in the data. Thematic analysis is an iterative approach, where interview data is annotated using “codes” that are developed based on the content. In a later step, codes are grouped and iteratively analyzed to find themes. This is a tried and tested evaluation method for qualitative research in human–robot and more generally human–computer interaction research (Bethel et al., 2020). A similar approach was also used by Clark et al. (2019).
In our analysis, we created codes “inductively,” that is bottom-up and based on the data and not on prior research or theoretical insights. For the iterative theme formation, on the other hand, we additionally used “deduction,” also considering previous literature such as Brown and Levinson (1987).
Initial coding and iterative theme formation was carried out by the first author using the software MAXQDA (VERBI Software, 2019). The developed themes and codes were discussed and adapted with the second author. Subsequently, a research assistant analyzed and re-evaluated the already existing codes and formed an additional code system. Based on his own coding system the same research assistant formed and proposed own themes. To resolve small differences between the two theme and sub-theme structures, the two versions were discussed and merged to form the themes presented in the this article, grouped under three central topics [informed by the interview guide, cf. Clark et al. (2019)].
3 RESULTS
In the following section, we present the results of the thematic analysis of the interview data. The themes are presented with their sub-themes and provided with a representative quote from the interview (translated to English and slightly edited, interview number and position in the interview are provided; the original quotes in German can be found in Supplementary Section S1.2 of the Supplementary Material). As mentioned above, the results for HHI and HRI are grouped around three topics: 1) the motivation for using politeness, 2) influences on politeness, and 3) the expectations regarding politeness strategies mentioned by participants. Section 3.1 will outline the results for human-human (HHI) and Section 3.2 for human–robot (HRI) interaction. Themes are set in small caps font, main themes in boldface and sub-themes in regular small caps. A visual overview of all the results in the form of thematic maps can be found for each topic below and in Supplementary Section S1.3 of the Supplementary Material.
3.1 Politeness in human-human interaction
3.1.1 Motivation
For human–human interaction two main themes emerged describing the motivation for using politeness in conversations and situations. Some of which are also present in previous literature (Brown and Levinson, 1987; Spencer-Oatey, 2008). A visual representation of the two themes and sub-themes in form of a thematic map can be found in Figure 2.
[image: Flowchart illustrating two main categories: "Functional" and "Avoiding Face Threat". Under "Functional," branches include "Desire for Positivity" (avoid conflict, positive atmosphere/feeling), "Achieving Something" (not asking help, request something), and "Relationship Work" (emotional relationships, make a good impression, good relationships, maintain relationships). Under "Avoiding Face Threat," branches include "Spare Someone's Feelings" (respect) and "Save Own Face".]FIGURE 2 | Thematic map containing the themes (green ellipses) and sub-themes (gray rectangles) resulting from the data for the topic of “motivation for using politeness” in HHI. The boxes below the sub-themes list code examples grouped to form the sub-themes.
3.1.1.1 Functional
For this theme we grouped the codes into sub-themes where participants (N = 14) mentioned a functional use of politeness, that is using politeness to achieve something. This is exemplified in the following quote.
	(1) someone wants to achieve something with it [politeness], directly wants to draw a benefit from it. (Int. 16, pos. 34)

The sub-themes that we found to form the mentioned aspects were a desire for positivity, achieving something that requires help, and building or maintaining a relationship. All aspects mentioned in the different sub-themes have in common that they comment on politeness being used to get or achieve something. This goal orientation seems comparable to the interactional goals that are part of the basis of rapport management in Spencer-Oatey (2008)’s framework. A more fine-grained analysis of the sub-themes representing the aforementioned aspects for which politeness can be used is beyond the scope of this paper.
3.1.1.2 Avoiding face threat
Some of the aspects mentioned in our data as a reason for using politeness can be connected to the notion of face threats, similar to the theory by Brown and Levinson (1987) and Brown (2015) or the face concept by Spencer-Oatey (2008). Five participants mentioned that they or others would use politeness in order to spare someone’s feelings. This notion was also often mentioned together with the need and wish to show respect (N = 10). This can also be seen in the following quote.
	(2) Politeness, is showing the proper respect to […] whom you interact [with] and not putting them in an embarrassing situation. (Int. 7, pos. 6)

These aspects can be seen as describing a form of face saving actions for the interlocutor (Brown and Levinson, 1987). In contrast, saving the face of the speaker was only mentioned by one participant as a way to use politeness “to preserve the self-image” (Int. 1, pos. 28).
The aspect of not wanting to hurt someone’s feelings was mentioned in relation to being empathic and aware of the other (N = 8).
	(3) Another side of politeness […is] in the broadest sense a benevolent attitude towards other persons and the resulting effort to preserve certain boundaries of the counterpart, in order to not bring someone into situations where he or she loses face. (Int. 10, pos. 18)

3.1.2 Influences
The influences on politeness strategy choice found in the data form two overall themes: the influence of social factors and personal factors. Each of these comprise several sub-themes. Figure 3 depicts these themes and sub-themes in the thematic map for this topic.
[image: Flowchart illustrating the relationship between social and personal factors. Social factors include speaker-hearer relationship, societal norms, and external factors like location and third-person presence. Personal factors encompass individual traits and situational aspects.]FIGURE 3 | Thematic map of the main themes (green ellipses) and subthemes (gray rectangles) found for the topic of “influences on politeness” mentioned by participants in HHI. The boxes below the sub-themes list code examples grouped to from the sub-themes.
3.1.2.1 Social factors
For this theme we grouped all participants’ statements that related to social aspects. These influences more generally arise because individuals are part of a social environment. These aspects include influences such as the speaker– hearer relationship, societal and cultural norms, and external factors—which form our sub-themes. Regarding speaker-hearer relationships, participants mentioned aspects that can be seen as related to power and distance, roughly in the sense of Spencer-Oatey (2008). This included aspects such as familiarity, likeability and the possibility of future interactions that can be grouped together to the influence of distance. Which are also in line with previous research [discussed in Spencer-Oatey (2008), p. 36]. While for aspects of power influences such as the age, status, authority of a person were mentioned. Our participants also mentioned differences in use of politeness based on the location (N = 7) and situation (N = 12)—both in line with previous research and theories (Brown and Levinson, 1987; Leichty and Applegate, 1991; Vergis and Terkourafi, 2015), which we grouped in a sub-theme as external factors that was related to the next sub-theme of societal and cultural norms. Further, the consequence of an action as well as the presence of other people was also mentioned in relation to the two aspects of situation and location.
	(4) I formulate things differently. So with friends I would just rather always be more casual […]. There [to my colleagues and lecturers] I also say what I think but I adapt that a bit to the situation. (Int. 9, pos. 40)

The third sub-theme, societal and cultural norms, more generally includes aspects such as cultural influence that were discussed to result in adaptation and an adherence to norms and rules that are not explicitly written down but learned during childhood.
	(5) when you are greeted, that you greet back and simply a few rules of conduct that actually everyone knows without having them explicitly written down (Int. 9, pos. 10)

3.1.2.2 Personal factors
As already mentioned, in addition to external social influences, the data shows clear influences of personal aspects, which can be divided into the sub-themes individual influences, situational perspective, and appearance. For these influences participants mentioned aspects such as the mood of a listener or speaker to influence the politeness choice or the personality of a person (aspects of individual influences) or the previous experience or feeling well in a situation (as part of situational perspectives).
	(6) But of course also with the situation in which I am at the moment, that is, the mood, form of the day and so on. But also with the external situation of my counterpart. What’s going on in his life right now, is he somehow sad, happy and so on. It depends on a situational intuition. (Int. 10, pos. 42)

3.1.3 Expectations about politeness strategies
Based on the motivations and influences, participants expected and talked about using different politeness strategies and forms. Our data shows two opposing forms of politeness, namely, adaptive politeness and rule-governed politeness which form the themes for this topic. A graphical representation of these two themes with sub-themes and examples from the codes are shown in the thematic map in Figure 4.
[image: Diagram showing two types of politeness. "Adaptive Politeness" includes "Appreciation" with active listening, adaptation, and attention, and "Consideration" with indirect politeness, saying nothing, and reciprocity. "Rule-Governed Politeness" includes "Learned" and "Conventions" with honorifics, formula of speech, and gifts.]FIGURE 4 | Thematic map of the main themes (green ellipses) and sub-themes (gray rectangles) for the topic “expectations about politeness strategies in human-human interaction.” The boxes below the sub-themes list code examples grouped to from the sub-themes.
3.1.3.1 Adaptive politeness
Resulting from the personal factors influencing politeness and the motivation to save face outlined above, participants mentioned politeness strategies oriented towards the individual listener (N = 14). Participants mentioned that a form of politeness was showing consideration by adapting to and appreciating the interlocutor. These included active listening or showing attention in some way (N = 5) and adapting to the interlocutor (N = 5) to show appreciation as well as using indirectness (N = 14), for example, in the form of white lies, or using reciprocity (N = 9), for example, by being considerate. One instance of this is shown in the following quote.
	(7) I think that politeness has a lot to do with the attention you pay to your interaction partner […] active listening, for example, is also a sign of politeness, that is, listening to someone and responding to what someone says. (Int. 6, pos. 9)

Due to the focus on the individual in politeness strategies, this form of politeness, involving the strategies just mentioned, is in line with face-based theories of politeness, such as the one by Brown and Levinson (1987).
3.1.3.2 Rule-governed politeness
On the other hand, societal influences, especially cultural and social norms were often mentioned as leading to a form of rule- and convention-based politeness (N = 7). In this case, politeness was seen as learned and based on conventions, such as formula of speech like saying “thank you” or using honorifics (e.g., formal addresses in German using Sie instead of du). This is illustrated in the following quote.
	(8) something like saying please and thank you, is I think part of politeness and also the communication, so the way to address someone (Int. 1, pos. 6)

This form of politeness is more in line with viewing politeness as an expression of discernment, where politeness is seen as the result of social dynamics rather than the result of personal strategic choices (Ide, 1989; Gretenkort and Tylén, 2021).
3.2 Politeness in HRI
3.2.1 Motivation
Grouping participants’ statements on possible motivations for robots to use politeness (or not) resulted in three main themes: robots’ lack of agency, their functionality, and their lack of feelings. Together with their sub-themes a graphical representation of these themes is provided in Figure 5.
[image: Flowchart illustrating reasons for lack of agency, feelings, and functionality. Under "Lack of agency": company, programmer, and autonomy perspectives. "Lack of feelings": no emotional intelligence. "Functionality": robot purpose, task orientation, and lack of rapport-building.]FIGURE 5 | Thematic map for the topic of “motivation for politeness use” for robots. The map contains the main themes (green ellipses) and sub-themes (gray rectangles). The boxes below the (sub-)themes list code examples grouped to form the (sub-)themes.
3.2.1.1 Lack of agency
This theme concerns aspects where participants (N = 16) mentioned the control of a robot’s general behavior, including its use of politeness, being influenced by other parties. It was therefore seen as lacking agency and thus the ability to actually be polite by itself:
	(9) So yes, I’m just wondering if politeness is a purely human ability […] because a robot is, for me, well, it’s not polite for me, maybe the people who […] programmed it. That is, whether they paid attention to whether the robot is polite or not. (Int. 11, pos. 138)

The entities actually controlling the robot’s behavior that participants mentioned were programmers and companies, as exemplified in the following quote.
	(10) It [the robot] is a product that is being sold. And it would surprise me if the people who have programmed it would build in that it should be dishonest. (Int. 13, pos. 172)

From the perspective of the company, the robot was seen as a product. Participants therefore expected the robot’s politeness behavior to reflect companies’ interests. The robot was also seen as being programmed and therefore also being controlled by a programmer. This is in line with previous research that has also considered the relevance of third party involvement for politeness aspects in HRI (Clark, 2018).
3.2.1.2 Lack of feelings
Related to the lack of agency and control by humans, the robot was often (N = 13) described as lacking feelings and empathy:
	(11) I would not expect the robot to be annoyed and therefore impolite, because it is a robot, that […] executes its program. It does not somehow have these emotions. (Int. 2, pos. 108)

Related to the lack of feelings, the lack of face [again broadly in the sense of Brown and Levinson (1987)], also influences a robot’s expected use of politeness. One participant mentioned the lack of face together with the possibility of programming it to simulate having face:
	(12) Robots can also be programmed in such a way that they somehow pretend to have this need [to save its own face] […] They don’t have it, but I can imagine that someone, just to see how others react to it, could program it in such a way that it is able to act as if it were offended. (Int. 10, pos. 360)

3.2.1.3 Functionality
Most participants (N = 16) described the use of politeness or the lack of it by a robot to be rooted in its functionality, task-orientation and purpose. Based on its purpose the robot was expected to be programmed to have a certain politeness strategy, which aimed at fulfilling a specific task (task-orientation). This task-motivated view of politeness can be observed in the two following quotes.
	(13) In the train station its primary function is really to be nice. To show people, look, we have a good service system. (Int. 13, pos. 150)
	(14) You ask a question and get an answer, so there’s no unfriendliness or friendliness in there. I wouldn’t assign that to a robot anyway, that it would manage that. It is all made by humans. […] Of course it has something to do with politeness, but it is made by humans. (Int. 14, pos. 80)

3.2.2 Influences
For HRI, motivation and influences on politeness seem to be even more interrelated than for in human-human interaction. Overall, our data revealed three categories of influences forming three main themes: robot properties, external factors and user factors. Again a graphical overview of themes and sub-themes can be found in the thematic map in Figure 6.
[image: Flowchart illustrating three main categories: Model Properties, External Factors, and User Factors. Model Properties include physical components and appearance, with subcategories of physical development, context simplification, and voice. External Factors consist of situation and location. User Factors encompass experience, ownership, and plans, with further subcategories of media and previous experiences under experience.]FIGURE 6 | Thematic map for the topic of “influences on politeness” in HRI containing the main themes (green ellipses) and sub-themes (gray rectangles). The boxes below the sub-themes list code examples.
3.2.2.1 Robot Properties
This theme contains all data that mentions different aspects of the robot as an influence on its us of politeness. This was sub-categorized into different aspects concerning the technical development and the appearance of the robot, forming our two sub-themes. Participants (N = 11) regarded the technical development of the robot to be relevant for the possibility of politeness behavior, including the capabilities and the knowledge that users have of the robot. In this regard participants mentioned the different expectations between the state-of-the-art and possible future developments, as evidence by the following quote:
	(15) I personally cannot yet imagine to really have a deep conversation with a robot, but maybe the technology and artificial intelligence will do that in a few years—who knows. (Int. 16, pos. 140)

Further, the appearance of the robot was often mentioned (N = 12) with regard to expectations of politeness. This especially concerned humanoid features of robots that participants preferred for social abilities, such as the use of politeness, as discussed in the following quote. This preference of alignment of humanoid features and abilities is in line with previous findings (Rosenthal-von der Pütten and Krämer, 2015) and discussions (Moore, 2017; Clark et al., 2021).
	(16) depending on what the person wants […] either [a robot] with a face, which is then actually just like the other but you have the feeling he is not. Or just a squared box if you just want rational answers. […] that would just be less people-oriented and would not ask questions […] (Int. 14, pos. 404)

3.2.2.2 External factors
Participants were explicitly asked about their expectations of the robot’s behavior in three situations in different spaces: at home (private space), and in a work space, or in a public space. Most participants believed there to be an influence of space (N = 10) on the robot’s politeness behavior (location), and only a few (N = 4) did not expect any differences. Those who expected differences between spaces, discussed that, in a public or work setting, the robot would be task-oriented and specialized. This was in contrast to an adaptive and customizable politeness expected in a private setting that will be discussed in Section 3.2.3. Further, a few participants (N = 5) also believed that the robot could adapt its politeness strategy based on the situation.
	(17) I would expect a robot like that [at home] to have a greater ability to react to different things, not just [like] a train station robot that only understands things related to the train or the office robot that only understands things related to the office. It should also have a basic capacity of emotional intelligence and the ability to react appropriately to the mood, perhaps to the tone of voice in which you talk to it. And yes, definitely being human-like. So if it is used at home, then one can calibrate it to a person and supply it with more information, so that it is able to react more appropriately to statements and collect further information about this person. (Int. 7, pos. 94)

3.2.2.3 User factors
A further influence on the expectations regarding robot’s use of politeness in our data were aspects concerning the user. We found influences of experiences (N = 5) of the user, possible fears (concerning surveillance and the fear of being replaced, N = 5) and the ownership of the robot (N = 4). This last aspect can, for example, be seen in the following quote.
	(18) If he [the robot] is in my private space […] it can do that [defined tasks] neutrally. Because I bought it for this task, then I don’t need any special politeness. (Int. 2, pos. 136)

In addition to previous experience with artificial agents, the sub-theme of experience also contained the influence of the media on the expectations participants had regarding the robot’s politeness. In line with previous research (Rosenthal-von der Pütten and Krämer, 2015), some participants (N = 3) mentioned movies when formulating their expectations of the robot.
	(19) Through science fiction, you are somehow already trained and have expectations. (Int. 5, pos. 215)

3.2.3 Expectations about politeness strategies
With the background of the influences and motivations mentioned so far, two main themes were found describing the expectations participants had regarding the robot’s use of politeness: Rule-Governed and Non-Adaptive. Figure 7 shows these two themes in a thematic map alongside the most common codes.
[image: Two sections titled "Rule-Governed" and "Non-Adaptive" are compared. "Rule-Governed" includes: consistent politeness, informative, task-oriented, no initiative, convention-based politeness. "Non-Adaptive" includes: less responsive than humans, less flexible, adapts in private settings, personalizes in private settings.]FIGURE 7 | The thematic map shows the two main themes (green ellipses) for participants’ “expectations regarding politeness” in HRI. The boxes below the themes list code examples grouped to from the themes.
3.2.3.1 Rule-governed
Participants often described expecting robot’s use of politeness to be similar to learned and rule-based politeness as applied by humans (see Section 3.1.3). This rule-based politeness behavior of robots therefore included the use of standardized phrases, sets of expressions that were learned and trained (N = 8). This can be seen in the following quote.
	(20) I expect politeness coming from social rules, because the robot has no empathy. And if it does, then it has the empathy that was programmed into it, and that’s why I don’t expect it to empathize with my position, so to speak, but the developers have to do that beforehand. So I expect the robot to be polite, because that’s what it learned. (Int. 1, pos. 113)

This kind of politeness was described as resulting from the previously mentioned task-orientation and functionality of the robot especially focusing on informativeness and neutrality (N = 14). Further, due to the lack of feelings and social abilities of the robot (N = 11), politeness was expected to be constant (N = 8), as also described in the following quote.
	(21) because I mean those are just humans who are sometimes annoyed or hungry or have a bad day. And it [the robot] doesn’t have all that. So he would always be polite at a constant level. (Int. 1, pos. 80)

Some participants (N = 6), however, expected rule-based politeness to be face-saving to a certain point, such that the robot was expected to be dishonest if brought in a situation where it could hurt the feelings of the user, as described in the following quote.
	(22) These are still human-made machines. I think people tend to not like it when you’re honest, that is, when you’re really honest with them […] it sometimes makes people feel uncomfortable. That’s why I think that robots also tend to be less honest. (Int. 9, pos. 120)

3.2.3.2 Non-adaptive
The second theme is complementary to the rule-based expectations of politeness. In this theme we grouped aspects for which participants mentioned expecting a lack of flexibility, in the sense that the robot is not expected to adapt to the user or the situation. This is exemplified in the following quote.
	(23) I think that it is programmed to be polite in order to not say anything mean. But I don’t think it can react to situations like a human being. And therefore it can probably sometimes seem rude unintentionally. […] (Int. 12, pos. 74)

Further, the robot was described to be less responsive than a human as it was not expected to have the same possibilities to react using facial expressions, for example,. It was also seen as only reactive and not taking initiative and not being able to adapt to the user.
The only adaptation participants expected of the robot was in a private setting. Here participants (N = 9) expected the possibility to personalize or customize the robot to the desired politeness strategy.
	(24) I think that at home there is the possibility to adjust that you talk to each other in a more relaxed tone. (Int. 13, pos. 156)

The adaptation that was expected beyond customization was mirroring the user’s politeness behavior (N = 2), as discussed in the following quote.
	(25) I would expect that it is incredibly polite in the initial period, but that it is set to “mirror me”, to understand my way of communicating, to process and to include it in its way of communicating, that it drops this extreme politeness, because I expect someone who is in my home permanently or regularly, not to be someone who is incredibly polite to me. (Int. 8, pos. 110)

4 DISCUSSION
In the following section we will summarize and discuss the results presented above, beginning with a discussion of the differences between HRI and HHI with respect to the perception of politeness. We will then discuss the differences between HRI and HHI concerning the expectations regarding politeness. Finally, we will discuss possible implications for the design of human–robot interactions.
4.1 Politeness influences and perception
When analyzing participants’ views, we found that politeness is often perceived as being used to show respect or to avoid hurting someone’s feelings [e.g., shown in quotes (2), (3)]. These aspects can be considered as face concerns, that are comparable to theoretical face concepts by Brown and Levinson (1987) and Brown (2015) and more so by Spencer-Oatey (2008). This leads us to accept our first hypothesis that even from a lay perspective politeness is often used due to face threat. This type of politeness concerning face influenced by the speaker–hearer relationship [e.g., shown in quotes (4)] and personal factors resulted in politeness strategies that we defined as being adaptive to the interlocutor. Influences mentioned by participants such as the mood or speaker–hearer relationship are in line with previous research on politeness (Brown and Levinson, 1987; Vergis and Terkourafi, 2015). These aspects of politeness were, however, only mentioned in the context of HHI.
Participants also mentioned politeness to be used to achieve something, in which case the choice of politeness was described as being influenced by societal and cultural norms. These aspects resulted in strategies that we defined as rule-governed politeness strategies. This view of politeness resulting from social dynamics without the influence of personal strategic choices is in line with the definition of politeness as discernment (Ide, 1989; Gretenkort and Tylén, 2021).
Participants’ views present in our data suggest that the two perspectives on politeness known in the literature—face based politeness (Brown and Levinson, 1987) and politeness as discernment (Ide, 1989)—could be regarded as complementing each other and not necessarily contradicting each other, as also discussed in Gretenkort and Tylén (2021).
Furthermore, the socially and culturally grounded rules leading to politeness strategies that we called rule-governed based in our data, can also be compared to Spencer-Oatey (2008)’s “sociality rights and obligations” in interaction with “interactional goals”. As shown in the results of our data (Section 3), it seems that these two bases for rapport management (politeness) by Spencer-Oatey (2008) are not separated. In our data, the functional aspects (similar to “conversational goals”) underlie the politeness strategy choices, with adaptive politeness being similar to Spencer-Oatey (2008)’s face concept and rule-governed politeness strategies, arguably, being comparable to her “sociality rights and obligations.”
The rule-governed form of politeness was also present in participants’ discussions of politeness in HRI. The parallels we found with the forms of politeness mentioned for HHI were the task-orientation, i.e., the functional aspect of robots’ use of politeness [e.g., in quotes (13), (14)], which in part can be seen as similar to the functional aspects of politeness in HHI [e.g., in quote (1)]. The lack of feelings and agency of robots [e.g., in quotes (11), (9)] together with technical restrictions and their (humanoid) appearance [e.g., in quotes (15), (16)] lead participants to expect rule-governed politeness [e.g., quote (20)], which will be described in Section 4.2. A further aspect that lead participants to their expectations were their previous experiences, the media influence and the fear of being replaced or monitored, which are also aspects discussed in the HRI literature especially in the context of the uncanny valley effect (Rosenthal-von der Pütten and Krämer, 2015).
To control for the influence of a brief interaction on prior expectations (as seen in Edwards et al., 2019), a number of participants (N = 15) interacted with the Furhat robot after the interview1. The answers to whether their prior expectations had changed after the interaction differed widely. Some of the participants did not answer clearly to the question (N = 4). Of the rest, half of the participants (N = 6) claimed to have the same expectations as before the interaction, while the other half (N = 5) claimed to have changed their views on politeness for robots. The participants who claimed to have the same expectations as before the interaction seem to have higher technical interest and affinity on average than those who changed their expectations after interaction (see Supplementary Table S1 in our Supplementary Material). Further, we observed, that before the interaction some participants (N = 2) had overall low expectations of the robot, based on the robot’s appearance and lack of movement. As the methodology had some minor issues (the interaction was in English and participants were asked directly), these post-interaction comments can only be taken as an indication of possible changes in participants’ views on politeness after the interaction (Edwards et al., 2019). Even though these insights are in line with previous research regarding the influence of prior experience and technical affinity on expectations (Luger and Sellen, 2016), future research should replicate these findings with more participants.
As the scope of this paper was to investigate user expectations before an interaction, we will discuss below the two types of politeness strategies that were present in our data.
4.2 Politeness expectations
As mentioned above, for HHI, we identified two types of politeness strategies in our data: adaptive politeness and rule-governed politeness.
Adaptive politeness are strategies that are used to show appreciation and consideration. They include active listening, demonstrating attentiveness, reciprocity, indirectness and adapting to the listener. These politeness strategies are consistent with face-oriented politeness strategies as mentioned by Brown and Levinson (1987) or the face concept by Spencer-Oatey (2008). Most participants did not consider these types of strategies for robots, thereby excluding the possibility that the robot could adapt to different users due to its lack of flexibility and technical limitations mentioned above. The only case where some participants expected the robot to adapt to the situation or the user was in private settings [e.g., see quote (24), (25)]. Here, participants expressed the wish to be able to customize the robot’s politeness behavior or have the robot adapt to their own language choice over time. Some aspects that participants considered to be part of adaptive politeness, are active fields of research in human-agent interaction, e.g., the ability to display active listening behaviors when humans are speaking (e.g., Gratch et al., 2007).
Rule-governed politeness is similar in both HRI and HHI. Participants mentioned politeness based on societal rules and norms, which included a fixed set of expressions that are learned. Examples are saying “thank you” or using honorifics. Additionally, the expectations of rule-governed politeness used by robots also included the expectation of a constant (that is not situation specific) task-oriented politeness that should not change the informativeness of the robot’s utterances. This confirms our second hypotheses, that participants would expect more direct language from robots in general [based on the task-oriented and functional view of robots (Clark et al., 2019; Edwards and Edwards, 2021)]. Still, further research is needed to complement these impressions.
We believe that considering the two types of politeness strategies found in our data is also useful for future research on the acceptance of robots in terms of their use of social linguistic strategies. The distinction between these types of strategies allows for a more nuanced study than the analysis of a robot’s use of polite or impolite language, which is common in experimental studies (see Ribino, 2023).
Overall, linguistic phenomena are culturally influenced, therefore, as has also been observed in previous HRI studies, the perception of the use of politeness by artificial agents is culturally influenced (e.g., Kumar et al., 2022a). It is therefore important to consider the results in the cultural context (Germany) of the study. Furthermore, the age of users may also influence their expectations (e.g., Kumar et al., 2022b). Given the average age of our participants (29 years), our results should be interpreted primarily for a younger group of users. In addition, most of our participants reported being relatively interested in technology and having had previous experience with voice assistants. As seen in our results (Section 3.2.2, theme: user factors), our participants’ previous experience with artificial agents influenced their expectations regarding the politeness of the Furhat robot. A replication of the study with older participants and participants without previous experience with voice assistants would be informative to consider another potential user group. However, general design implications can be drawn from this user perspective, based on the distinction between adaptive politeness and rule-governed politeness.
4.3 Implications for robot interaction design
The design of human-robot interactions can be guided by the two types of politeness identified in our data. Dialogue design for social robots can be facilitated by distinguishing between rule-governed and adaptive politeness, as it helps to inform decisions about the robot’s use of social language and enables a more differentiated consideration of the topic. Interaction designers can choose to implement only basic rule-governed politeness, or make informed decisions about implementing aspects of more complex adaptive politeness strategies.
We propose the use of culturally adapted rule-governed politeness by robots as a good basis for successful interactions. We believe that a well-functioning implementation of these expected politeness strategies would contribute to the acceptance of conversational robots in public settings. Since our potential users already expect this type of politeness strategy, we believe that it could facilitate interaction by making the robot culturally adapted but task-oriented. This partly contradicts Ribino (2023)’s suggestion that machines should generally be more adaptive to the user when it comes to politeness. Our results suggest that adapting a robot’s politeness behavior to the user may only be necessary in a private setting, and not in a public one.
These basic rule-based politeness strategies have often already been implemented in robots, for example, in previous studies focusing on the “social rules of etiquette” (Ribino, 2023). Etiquette is included in our rule-governed politeness strategies, as it concerns appropriate behavior derived from social conventions (Hayes and Miller, 2011).
Another aspect that emerges from our data is the desire for personalization of the robot’s politeness behavior and for the robot to adapt to the user over time. Our data suggest that this adaptation and personalization is relevant in private settings, where a limited number of regular users are present. Adaptation in this case was considered to mirror the user’s politeness strategies gradually over time. We therefore suggest that social robots used in users’ homes should include an option to enable more complex adaptive politeness strategies. This would allow users to choose whether they want the robot to speak in a human-like social way, by showing attentiveness and considering the user’s feelings, or by mirroring the user’s own social language strategies.
Allowing the user to choose different politeness settings, such as more sophisticated adaptive politeness strategies, might, however, have ethical consequences. These might arise from the possibility that the robot might have to answer untruthfully in order to be polite and not hurt the user’s face, a politeness strategy common in human interaction, for example, in the use of white lies. This ethical issue needs to be considered in the dialogue design process when implementing adaptive politeness strategies.
Overall, however, our design suggestions need to be considered in the context of the robot and its current technical capabilities and development. As previous research has shown, there are several factors that influence the perception and expectations of robots. As discussed above, appearance is one of them. However, other aspects such as the movement (or more specifically, the behavior) of machines influence how they are perceived (Rosenthal-von der Pütten and Krämer, 2015; Clark et al., 2019). As the Furhat robot used in this study is a conversational robot head (without a body), future research could consider these aspects to replicate our findings. Overall, our data, however, suggest the alignment of task relevance, functionality, technical capabilities, and appearance (especially regarding humanoid features), as has been discussed in previous studies and literature (Rosenthal-von der Pütten and Krämer, 2015; Moore, 2017; Clark et al., 2019).
To further validate our results, we plan to implement the two proposed sets of politeness strategies in a Furhat robot and investigate the robot’s acceptance and participants’ perceptions of the strategies. Furthermore, this study should be replicated to ask participants about their expectations after interacting with a robot, in order to control for the effect of an actual interaction on expectations of politeness. In addition, we suggest replicating this study with a different type of conversational agent, including non-embodied agents such as Amazon’s Alexa voice assistant.
5 CONCLUSION
This paper presents a semi-structured interview study on users’ expectations of robots’ use of politeness compared to humans, analyzed using thematic analysis, a qualitative research method. The data reveal two types of politeness strategies in human interactions. On the one hand, participants considered rule-governed politeness strategies, which arise from social and cultural norms and include the use of a fixed set of expressions and honorifics. We compared these strategies to the combination of the notions of sociality rights and obligation and interactional goals Spencer-Oatey (2008). On the other hand, they considered adaptive politeness strategies, which result from social and personal considerations and lead to more complex use of politeness, for example, being indirect by telling white lies, showing appreciation through active listening, or by adapting to the listener. We consider this latter form of politeness that participants’ describe, to be similar to the face-based politeness theories of Brown and Levinson (1987) or the face concept by Spencer-Oatey (2008).
By comparing the two politeness strategy types, that were found bottom-up in this study, with already existing politeness research, we are connecting the two perspectives mentioned in politeness research, namely, politeness1/2 (Watts, 1992; Locher and Watts, 2005). The presented approach shows, that lay people’s intuitive conceptions of politeness (politeness1) are a valuable addition to theories and align in certain aspects with theoretical frameworks (politeness2). Similar to other scholars (e.g., House and Kádár, 2023), we therefore argue that this strict binary distinction might limit politeness research, as it would exclude the valuable insights that can be gained by combining the two perspectives as in the current study. In future research, we would like to focus more on the theoretical insights from these data (this would be beyond the scope of the current paper, which focuses on insights for HRI research).
Applied to human–robot interaction, our data shows that users only expect humanoid conversational robots to use rule-governed politeness strategies (at least before they interacted with a robot).
Involving potential users prior to the actual design process is important in order to improve the development of the user experience in human–robot interaction (Lindblom et al., 2020). Design implications are therefore discussed based on the distinction found between rule-governed and adaptive politeness strategies. We suggest that basic rule-governed politeness, adapted to the culture in which the robot is used, is fundamental to the acceptance of language-based human–robot interaction. Furthermore, our data suggests that users of social robots at home might want to personalize the politeness strategies and social behavior of their social robot. We therefore believe that in home settings, dialogue design should be adaptive to users and potentially include aspects of adaptive politeness strategies.
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Affective behaviors enable social robots to not only establish better connections with humans but also serve as a tool for the robots to express their internal states. It has been well established that emotions are important to signal understanding in Human-Robot Interaction (HRI). This work aims to harness the power of Large Language Models (LLM) and proposes an approach to control the affective behavior of robots. By interpreting emotion appraisal as an Emotion Recognition in Conversation (ERC) tasks, we used GPT-3.5 to predict the emotion of a robot’s turn in real-time, using the dialogue history of the ongoing conversation. The robot signaled the predicted emotion using facial expressions. The model was evaluated in a within-subjects user study (N = 47) where the model-driven emotion generation was compared against conditions where the robot did not display any emotions and where it displayed incongruent emotions. The participants interacted with the robot by playing a card sorting game that was specifically designed to evoke emotions. The results indicated that the emotions were reliably generated by the LLM and the participants were able to perceive the robot’s emotions. It was found that the robot expressing congruent model-driven facial emotion expressions were perceived to be significantly more human-like, emotionally appropriate, and elicit a more positive impression. Participants also scored significantly better in the card sorting game when the robot displayed congruent facial expressions. From a technical perspective, the study shows that LLMs can be used to control the affective behavior of robots reliably in real-time. Additionally, our results could be used in devising novel human-robot interactions, making robots more effective in roles where emotional interaction is important, such as therapy, companionship, or customer service.
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1 INTRODUCTION
Affective behavior, the ability to perceive and express emotions, is a fundamental component of human communication. It is instrumental in building human relationships (Lazarus, 2006) and decision making (So et al., 2015). Humans use facial expressions to convey various meanings during interactions (Elliott and Jacobs, 2013) and with social robots poised to be integrated into society, it is prudent for these robots to have the ability to exhibit affective behavior. For robots to interact with humans socially, they need to be able to perceive human behaviors and the intent behind them while also expressing their understanding and intention. Facial expressions can be used by robots to signal their intentions and internal state. Research has shown that robots exhibiting emotions are more likely to be perceived as likeable (Rhim et al., 2019), intelligent (Gonsior et al., 2011), and trustworthy (Cominelli et al., 2021) by users. Emotionally responsive robots can adapt their behavior and responses based on the user’s emotional states, leading to more natural and seamless interactions between humans and robots. Emotionally intelligent robots have the potential to enhance user experience, facilitate effective communication, and establish stronger rapport with humans. However, effectively modeling emotions in robots is a challenging and active area of research. Emotions are complex, multi-dimensional phenomena that involve a combination of physiological, cognitive, and expressive components. Researchers have explored both dimensional (Russell, 1980; Mehrabian, 1995) and categorical (Tomkins and McCarter, 1964; Ekman et al., 1999) theories of emotions to develop models for robot emotion generation, leading to complex architectures that interpret various stimuli to generate appropriate emotional responses (Cavallo et al., 2018). While these models have shown promising results, they often require hand-crafted rules and intricate feature engineering, making them labor intensive.
The emergence of Large Language Models (LLMs), such as GPT-3 (Brown et al., 2020), has significantly transformed the landscape of natural language understanding and generation. LLMs can serve as general models for solving a multitude of tasks. For example, Lammerse et al. (2022) used GPT-3 to detect the emotions of utterances in an Emotion Recognition in Conversation (ERC) task. We aimed to harness the capabilities of LLMs to model robot emotions, specifically to generate real-time robot emotions during HRI (Human-Robot Interactions). In this paper, we investigate two research questions:
	• Can we use LLMs for robot emotion generation in real-time?
	• Do people perceive the context appropriateness of a robot’s emotions and what is its effect on the user?

This study implemented a model to use GPT-3.5, a state-of-the-art LLM, to control the affective behavior of a robot. We interpreted emotion appraisal as a real-time ERC task. We used GPT-3.5 to predict the emotion that the robot is likely to have during real-time interactions, based on the ongoing conversation’s dialogue history. The predicted emotions were then translated into facial expressions, which were displayed by the robot.
To evaluate the effectiveness of the implemented model, we conducted a within-subjects user study involving 47 participants. The participants engaged in an affective image sorting games, with a robot acting as a collaborative partner. The game was designed to evoke emotional responses from the participants. The results of the study demonstrated the effectiveness of using GPT-3.5 in generating emotions in real-time.
The main contributions of this work are:
	• The first study (to the best of our knowledge) to showcase the use of LLMs for emotion generation in HRI. 
	• A novel study design to evaluate the influence of a robot's emotional expressions on human users in a collaborative setting.

2 BACKGROUND
Emotions can be defined as “an instantaneous affective response to an experienced event” (Cavallo et al., 2018). Appraisal theories aim to propose a theoretical framework to understand the cognitive evaluations or appraisal of various stimuli that result in eliciting specific emotions (Ellsworth and Scherer, 2003). On the other hand, theories of emotions try to describe various emotions and discuss the similarities and differences between them. Categorical theories of emotions propose a set of specific emotion categories (e.g., Happy, Sadness, Anger, Fear, Surprise, Disgust) that are elicited due to various stimuli (Tomkins and McCarter, 1964; Ekman et al., 1999; Izard, 2013). Dimensional theories, on the other hand, are model emotions based on certain underlying dimensions (such as arousal and valence) (Russell, 1980; Plutchik, 1982; Mehrabian, 1995).
For a robot to provide an appropriate affective response during an interaction with a human user, it needs to be able to sense and model emotions. This involves perceiving various communicative signals (body posture, facial expression, gaze, speech, etc.) from the human user and interpreting them. Many researchers have used various emotion models (Russell, 1980; Mehrabian, 1995) to interpret human emotions (Kirby et al., 2010; Cavallo et al., 2018; Paplu et al., 2022). For example, Kirby et al. (2010) developed an affective robot receptionist that mimicked human-like behavior by interpreting its interaction in terms of its emotions, mood, and attitude. Paplu et al. (2022) used the circumplex model (Russell, 1980) to generate context appropriate emotions on a robot by appraising various communicative signals from the human interlocutor such as proximity, body postures, facial expressions, and gestures. A recent study (Tang et al., 2023), explored the MAP-Elites (Cully et al., 2015) framework to generate emotional expressions automatically for a robotics platform they developed. While these models have shown good results in generating robot emotions, they involve building complex architectures (in some cases even hardware) that are effort and time intensive. Additionally, the models need to be fast enough to operate in real-time, which is challenging in HRI. In this work, we limit the robot’s emotions to a subset of basic emotions (Ekman et al., 1999) (see Section 5.1).
Out of the many modalities of information that can be sensed and processed by a robot to generate emotions, dialogue plays a key role in providing the necessary context. The textual representation of a conversation can be analyzed using emotion classification algorithms to detect the emotions of various utterances. Emotion Recognition in Conversation (ERC) is a text classification task that aims to predict the emotions of speakers during a conversation from their utterances. Static ERC refers to a task where a conversation has already taken place and utterance emotions are detected using both the historical and future contexts (Ghosal et al., 2019; Lian et al., 2021). On the other hand, real-time ERC refers to detecting utterance emotions, relying only on the historical context (Jiao et al., 2020; Ma et al., 2022). Real-time ERC is very relevant in the context of HRI and can be used on-the-fly, while the program is running, to appraise the emotion of a conversation between a robot and a human. Various works have proposed to utilize ERC models for emotion recognition in HRI (Fu et al., 2020; Rasendrasoa et al., 2022), however, evaluations involving genuine interactions with robots have been notably scarce. This study appraises emotions as a real-time ERC task to generate emotions on a robot face in response on-the-fly.
LLMs like GPT-3 (Brown et al., 2020), PaLM (Chowdhery et al., 2022), and OPT (Zhang et al., 2022) have been trained on very large-scale general text datasets (both dialogue and publicly available web documents). They have shown impressive capabilities in solving a variety of different tasks such as generating code (Chen et al., 2021), translation, and question-answering (Brown et al., 2020) by repurposing their learned knowledge. For example, Lammerse et al. (2022) applied GPT-3 to solve an ERC task that involved extracting emotions from interviews with children. LLMs have a great potential for application specifically in the field of HRI. The “zero-shot” chatting capabilities of LLMs, such as GPT-3 Brown et al. (2020), have made designing interactions with robots very easy. Consequently, many works have tried to integrate LLMs to solve various HRI tasks (Axelsson and Skantze, 2023; Billing et al., 2023; Irfan et al., 2023). Billing et al. (2023) integrated GPT-3 as a verbal proxy on NAO and Pepper robots to model open-dialog interactions. In a recent work, Irfan et al. (2023) proposed guidelines for using LLMs to develop companion robots for older adults. Others have tried to repurpose LLMs to solve diverse HRI tasks. For example, Axelsson and Skantze (2023) developed an architecture for presenter robots (e.g., a museum guide) by using GPT-3 to access information from knowledge graphs. In this work, we use GPT-3.5 to generate robot emotions, moving beyond the domain of generating robot speech.
3 EMOTION GENERATION USING LLMS
Emotion appraisal is a continuous process where humans process the stimuli around them against a motivation system (Ellsworth and Scherer, 2003). Stimuli spanning various modalities including verbal and non-verbal behaviors are processed during the appraisal process. To generate appropriate emotional responses for the robot in real-time, the computation time of the emotion appraisal process must be minimized. Thus, we limited the scope of model input for this study to only the textual representation of the conversational context.
GPT-3 has been shown to perform strongly on various NLP tasks in a zero-shot fashion that needs reasoning or adaptation on-the-fly (Brown et al., 2020). We wanted to harness these capabilities and generate ad lib robot emotions. We first interpreted robot emotion appraisal as an ERC task. ERC takes the context of the conversation into account when detecting the emotions of utterances. As discussed in Section 2, LLMs have been shown to be effective in ERC tasks. Hence, we propose to use GPT-3 for real-time ERC, that takes the dialogue context into account when detecting emotions. We selected GPT-3.5 [an updated GPT-3 LLM (Brown et al., 2020)] with the model “text-davinci-003” for our study. This was the best performing model from OpenAI when the study was conducted. While ChatGPT was faster and had been trained on more recent data, we found that the behavior was not as consistent as the davinci models for our tasks. GPT-4 (OpenAI, 2023) was announced later and the API was not available yet during the data collection.
We wanted to adapt real-time ERC as a prediction task that predicted the emotion for the robot by taking the immediate history of the conversation into account. For example, consider the following dialogue (R denotes the robot, P denotes the participant, Ux denotes the utterance number):
P: What do you think about picture 1? I think it looks really cool! (U1)
R: The picture looks like a really beautiful painting to me. Such an amazing sight. (U2)
A real-time ERC model could, for example, detect the emotion following U2 as “Happy”. In our task, we wanted to do the same using GPT-3.5, i.e., to predict what could be an appropriate emotion for U2 based on the conversation history (U1 and U2 taken together). For this study, we restricted the emotions to a subset of the six basic emotions (Ekman et al., 1999) (see Section 5.1 for more details).
We also introduced an emotion category “Neutral” that the model could predict. This represents instances during the conversation where there is no need to express any emotions. We expected GPT-3.5 to be able to detect them and predict the emotion category as “Neutral” when there was no emotion expressed in the dialogue, even though an affective artifact (such as an affective image discussed in Section 5.1) was being discussed as the subject of the conversation. For example, in the following conversation, assuming that the discussion is about the positioning of an affective image in an image sorting task, the robot’s emotion was predicted to be “Neutral” by GPT-3.5 even though the subject of the conversation was an affective image (R denotes the robot, P denotes the participant):
R: What do you think?
P: I think you are correct in that assessment. I will put it here.⟨robot’s emotion⟩
We inserted a delay of approximately 1 s before the robot said the next utterance (after U2 in the example). Doing so meant that the facial expression could be displayed between the two utterances (U2 and the upcoming utterance) and the expression felt like a continuation of what had been discussed so far before moving to the next utterance. Additionally, introducing the delay also gave the robot sufficient time to send the API call and receive the predicted emotions. We acknowledge that a delay between two sentences where the robot just displays a facial expression is perhaps unnatural. However, this helped in exaggerating the emotions the robot wanted to express (see Section 5.4). As the generation time by GPT-3.5 gets faster in the future, reducing the latency between the API calls and responses, we can adapt the model to generate the emotions while the robot says an utterance, eliminating the need for delays.
GPT-3.5 was instructed to perform the emotion prediction for the robot as a completion task with the help of a prompt. We used zero-shot prompting (Brown et al., 2020) for the task. The prompt was divided into two sections. The first section comprised the task description. It was asserted that the conversation was between a robot and a human. As GPT is auto-regressive, i.e., the time taken to generate a response is linearly correlated to the number of tokens it has to generate, we restricted the output tokens to 1. Each emotion class was assigned a number, and GPT-3.5 was asked to output only the emotion class number at the end. The first half of the prompt looked like the following:
Prompt (Part 1) “This an emotion classifier. The following is a conversation between a human and a robot. The robot’s emotion is written in brackets (). The emotion can be either “Happy (1)”, “Sad (2)”, “Fear (3)”, “Anger (4)”, “Surprise (5)” or “Neutral (6)”. Only give the emotion class number between 1 - 6”
The second section comprised of the actual conversational data used as the historical context for the prediction. Furhat can store the utterances during an interaction (both the user’s and its own) in the DialogueHistory object. Furhat’s and the user’s utterances were extracted to construct the turn wise dialogue in the prompt. Lammerse et al. (2022) proposed a windowing approach to control the exact number of past dialogue exchanges to be used as context in the ERC task and found that a window size of 3 resulted in the best accuracy for GPT-3. We introduced a variable named contextWindowSize, which specified the number of turns to be included as context in the prompt. For the user study (see Section 5), the optimal contextWindowSize was found by conducting mock sessions while iterating through various window sizes. It was found that contextWindowSize of 2 resulted in the most appropriate responses from GPT-3.5. After including the turn-wise dialogue history, the final element in the prompt was the emotion prediction part for the robot’s emotion. This was done by including the text “Robot: (” as the last line of the prompt. This instructed GPT-3.5 to predict the class number. The second part of the prompt looked like the following:
Prompt (Part 2) “Human: ⟨ utterance text from DialogueHistory ⟩ Robot: ⟨ utterance text from DialogueHistory ⟩ Robot: (”
An example of a complete prompt with contextWindowSize = 2 (two turns) would look like the following:
	“This an emotion classifier. The following is a conversation between a human and a robot. The robot’s emotion is written in brackets (). The emotion can be either “Happy (1)”, “Sad (2)”, “Fear (3)”, “Anger (4)”, “Surprise (5)” or “Neutral (6)”. Only give the emotion class number between 1 - 6”
	“Human: What do you think about picture 1? I think it looks really cool!
	Robot: The picture looks like a really beautiful painting to me. Such an amazing sight. Robot:(”

OpenAI API provides a list of hyperparameters that can be used to control the behavior of the model during an API call. As mentioned before, since we wanted to obtain faster output from the model, we set the “Maximum Length” to 1. “Temperature” was set to 0, to obtain consistent answers and eliminate any randomness. We also used the “)” as the “Stop Sequence”, which further fine tuned the output to only generate the emotion class number as the output token. Table 1 lists the hyperparameter values used for this study. Another aspect to consider when using GPT-3.5 for emotion generation is to determine the instance when emotions need to be predicted during a conversation. This can differ depending on the use case/scenario. For our user study (see Section 5), we sent an API call every time the human participant asked the robot to share its opinions about the affective images in the game or when the robot asked the participant to share their opinions. Figure 1 shows the outline of the model used to generate robot emotions in the user study. It should be noted that contextWindowSize and the model hyperparameters (see Table 1) might need to be optimized to find the ones that fit the best for other use cases or scenarios.
[image: Diagram showing the interaction between a user and a robotic system using GPT-3.5. The process involves ASR (Automatic Speech Recognition), TTS (Text-to-Speech), and facial animation. The system, named Furhat, uses a skill set to create prompts and robot responses, and predicts emotions. An API call links Furhat to GPT-3.5 for processing.]FIGURE 1 | Outline of the model used in this study to generate emotions using GPT-3.5.
TABLE 1 | Hyperparameter values set in the API call to GPT-3.5 for this study.
[image: Table displaying hyperparameters and their set values: Maximum length is 1, Temperature is 0.0, Top P is 1.0, Frequency penalty is 0.0, Presence penalty is 0.0, and Stop sequence is a closing parenthesis.]4 HYPOTHESIS
Similar to Lammerse et al. (2022), we applied GPT-3.5 to detect emotions in conversation. However, a key difference was that we predicted the emotion of the robot based on the immediate conversational history as context. To successfully generate contextually appropriate emotional expressions for the robot, the system has to accurately predict the appropriate emotion, as well as generate and display the corresponding facial expressions on the robot’s face. We verify the appropriateness of the robot’s expressions by evaluating whether participants can recognize and interpret the expressions on the robot’s face in such a way that they contribute to a more positive experience of the robot. This was achieved by contrasting a condition where the robot’s emotions are generated by our model against two other conditions, where the emotions are either incongruent with the model’s predictions, or where the robot does not display any emotions at all. We hypothesise:
	• H1: Participants will have a more positive experience when a robot displays context appropriate facial expressions, compared to a robot that does not.

The affective behavior of a robot is known to influence the behavior of human participants (Gockley et al., 2006; Xu et al., 2014; Kaushik and Simmons, 2022). Kaushik and Simmons (2022) used a sorting game where the task was to learn the sorting rule based on the feedback provided by a robot. It was reported that affective robot behavior improved the sorting accuracy and lowered the perceived difficulty of the task. Based on this we hypothesise that:
	• H2: Contextually appropriate emotion expressions by the robot will increase task performance.

5 STUDY: AFFECTIVE IMAGE SORTING GAME
To evaluate if emotion appraisal using GPT-3.5 was effective and if the emotions expressed by the robot could be perceived correctly by users, we designed a within-subjects user study with three conditions. In the control condition [which we call the Neutral (N) condition], the robot did not express any facial expressions at all. Two experimental conditions were created: Congruent (C) and Incongruent (I). As the name suggests, in the Congruent condition, the robot displayed facial expressions that corresponded to the emotion GPT-3.5 had predicted (for example, if GPT-3.5 predicted “Happy” then the robot displayed a happy facial expression). In the Incongruent condition, the robot displayed facial expressions opposite to the emotions predicted by GPT-3.5. If the predicted emotion was negative (Sadness, Fear, Anger, Disgust), then the robot displayed a positive emotion (Happy). Similarly, the robot displayed a negative emotion (Sadness) when the predicted emotion was positive (Happy, Surprise). Only the robot’s facial expressions varied depending on the experimental condition: its face, voice, and other non-verbal behaviors remained the same across conditions.
The following requirements were taken into consideration while designing the study:
	• The setup should be able to invoke emotional responses from the participants.
	• The setup should not be too immersive or challenging for the participants.
	• The setup should allow for freeform conversation.
	• The robot’s expressions should be easy for the participants to notice

Based on these requirements, we decided to adapt the Card Game multi-party interaction setup (Skantze et al., 2015). The Card Game setup is a test-bed designed for studying single and multi-party interactions between a robot and human participants. It is a collaborative game where a touchscreen is placed between the robot and the human participants, on which a set of cards are displayed. The objective of the game is for the participants to rearrange the displayed cards in a specific order whilst also having a free form conversation about the order and the cards both with the robot and among each other (in case of a multi-party setup).
We used a Furhat robot (Moubayed et al., 2013) for this study. It is a humanoid robot head with a back-projected face that allows it to display various facial expressions, brow movements, eye movements (e.g., eye blinks, gaze), and head gestures (e.g., nodding, shaking). This enables the robot to convey emotions and engage in natural, human-like communication, providing a more immersive and realistic interaction experience for participants. Furhat provides a wide choice of realistic character faces and voices to choose from. For this study, we used the “default” character face (which is more cartoonish than photo-realistic) and Matthew neural TTS voice from Amazon Polly1. The character and voice were kept the same across experimental conditions.
A dyadic interaction setup was used where a Furhat robot and a human participant were seated face to face. A touchscreen was placed inbetween the robot and the participant such that the participant could move the images using their fingers and the robot could follow the images using head gestures and gaze (as shown in Figure 2). The interactions took place in a closed room where the participants were alone with the robot. An experimenter was present in an adjourning room where they could monitor the experiment.
[image: An office desk features a tablet, a stylized human head-shaped lamp, and various cables. An empty office chair is placed in front of the desk, and a piece of paper is visible in the foreground.]FIGURE 2 | Experimental setup for the study.
To invoke emotional responses from the participants, a total of 45 affective images were used in the game (see Section 5.1). The participants were tasked with sorting the images from the least positive image to the most positive image based on the emotions they perceived from them. Each game comprised 3 decks, with each deck having 5 affective images. The participants were instructed to play all three decks for each game (irrespective of the order of the decks). Doing so provided more opportunities for the participants to observe the robot’s behavior and counter the novelty effect of playing a game with a robot for the first time. Participants played a total of 3 games, 1 game for each experimental condition.
5.1 Affective image selection
Prior works in psychology such as Lang et al. (1999) have shown that emotions can be invoked in humans with the help of visual stimuli such as images. Consequently, there have been many works such as IAPS Subset (Mikels et al., 2005) and DeepEmotion (You et al., 2016) that have developed datasets of images that are mapped to various emotions. As discussed briefly in the previous section, each deck in the game had 5 images in it and each condition had 3 decks, which means that we needed 45 images from the datasets belonging to 5 emotion categories. A key constraint was to avoid showing very disturbing images to the participants. Additionally, we wanted to have a good balance between positive and negative emotion categories in the game, so that it is easier for the participants to arrange them from least positive to the most positive images. Thus, we decided to use the emotion categories Happy/Amusement, Anger, Sadness, Fear, and Awe/Surprise.
During the selection process, we could not find the required number of images for each category from any one dataset, either because there were not enough images for each category (for example, IAPS Subset had only 8 images for Anger) or because there were disturbing images that we could not use for our study (mainly for negative emotion categories like Fear). This led us to combine images from the IAPS Subset (Mikels et al., 2005) and DeepEmotion (You et al., 2016) datasets for each of the categories. We also added a few images from the internet that were suitable for use in the experiment and were deemed to fit the emotion categories. From this pool of images for the 5 emotion categories, 45 images were handpicked to be used for the experiment.
5.2 Emotion tagging survey
The final pool of 45 images were a combination of images selected from the two datasets and images available online. While the images selected from the datasets for each emotion category had labels, the images from the internet were selected based on the author’s perception. It is well known that the perceived emotion from visual stimuli is highly subjective in nature and varies from person to person (Machajdik and Hanbury, 2010). To ensure that the mapping between the emotion categories and images remained consistent, we conducted an online pilot study to map each of the selected images into an emotion category.
Qualtrics survey software was used to design the online survey. The participants were shown an image on the screen and asked to select the emotion category that best matched the image (exact question asked: “Which emotion do you think the image depicts the most?”). The 5 emotion categories were displayed as radio buttons. The order in which the images were shown to the participants was randomized to account for any order effect. Participants were recruited using notice boards and social media posts and did not take part in the later experiment with the robot.
We recorded data from 21 participants (9 male, 11 female, 1 non-binary) with ages ranging between 19 and 48 (M = 29.57, SD = ±7.55). No compensation was offered for this survey. An image was assigned to an emotion category if the majority of the participants had selected that emotion for the image in the survey. There were cases where no clear selection emerged from the responses. In such cases, the images were tagged to be multi-class, i.e., belonging to multiple categories. However, for the image ordering game, it was necessary to assign one emotion category per image. We decided the emotion category based on the original class the image belonged to as per the dataset it was taken from and the responses from the survey. For example, if image1 had “Happy” as its assigned emotion in the dataset, and the response from the survey was something like (0 participants selected Sadness, 1 Fear, 6 Anger, 7 Happy, and 7 selected Surprise), then the final emotion category for image1 was selected to be “Happy”.
5.3 Image sorting survey
After obtaining the emotion categories for all the 45 images, the images were divided into 9 groups which were to be used as decks for the sorting game. Each deck had one image from each of the emotion categories. Since the game assumes that there is a correct sorting order (i.e., least positive image to the most positive image), and this order is by nature very subjective, the emotion tagging survey was extended to also include an image sorting task. The outcome of this survey was used as the correct sorting order for the game.
Qualtrics survey software was used to design the sorting task. Participants were shown 5 images on a screen (1 deck) and asked to sort them from the least positive to the most positive image. The exact question asked to the participants was: “Order the following images from Least Positive to Most Positive based on the emotion that you think is depicted in the image. You can drag and drop the images in the desired positions (1 to 5)”. Each image position had a number displayed by the image and participants had to drag and drop the images to the correct positions according to their judgment. The questions were always displayed with the 5 images placed in these positions in a random order.
The same participants who took part in the emotion tagging survey (see Section 5.2) were then asked to take part and complete the ordering survey. The final correct order of images in each deck was decided based on the order in which most of the participants were selected. These sorting orders were then used for the final scoring in the actual card sorting game that another group of participants played with the robot. The total score for the game was calculated based on the number of images that were placed in the correct positions. The perfect score was 5 points, where all the 5 images were placed correctly as per the results from the survey, and the lowest score was 0 (none of the images were placed in the correct position).
5.4 Robot’s facial expressions
An important consideration when designing the study was that the participants should be able to notice the robot’s facial expressions easily during the game. In order to do so, two things were implemented. First, whenever the robot discussed the images or responded to what the participant had shared about the images, the cards on the display were turned translucent to make it difficult for the participants to see the images clearly. This was done to ensure that the participants’ attention was not solely focused on the touchscreen during the game and that they looked at the robot’s face. Second, we decided to exaggerate the robot’s facial expressions somewhat for each of the emotions. This undertaken to make a clear association between the facial expression displayed by the robot and the corresponding emotion category. Mäkäräinen et al. (2014) concluded in their study that in order for humans to perceive a robot’s emotion with a similar intensity as that of a human, the facial expressions should be exaggerated.
For each of the 5 emotion categories (see Section 5.1, the facial expressions of the robot ware implemented using the FACS (Facial Action Coding system) (Ekman and Friesen, 1978). FACS is a system developed to assign a common nomenclature to the individual or group of muscles in the face that are fundamentally responsible for various facial expressions. These muscles were named Action Units (AUs), which are identified by a number in FACS. Ekman and Friesen (1978) provided a list of AUs mapped to their corresponding muscle/muscle group in the face. EMFACS (Emotional FACS) (Friesen and Ekman, 1983) proposed a mapping between AUs and the six basic emotions (Ekman et al., 1969). There have been many works in HRI that have used FACS to interpret and generate communicative non-verbal behaviors such as facial expressions related to emotions (Wu et al., 2009; Auflem et al., 2022; Rossi et al., 2022). Furhat uses Apple’s ARKit for its face model, so the corresponding ARKit parameters to FACS AUs were modified to generate the emotional facial expressions on the robot. Table 2 lists the mapping of AUs to emotions used for this study [adapted from Clark et al. (2020)]. All the parameters were set to the maximum (i.e., 1) to exaggerate the expressions. Figure 3 shows the facial expressions for each emotion category used in this study.
TABLE 2 | Mapping of FACS Action Units (AU) to emotion categories used in the study.
[image: Table showing emotions and their corresponding action units. Amusement/Happy: 6 + 12. Sadness: 1 + 4 + 15. Anger: 4 + 5 + 7 + 24. Awe/Surprise: 1 + 2 + 5 + 26. Fear: 1 + 2 + 4 + 5.][image: Six-panel illustration of a humanoid figure with different facial expressions labeled A through F. A shows a sad expression with downturned mouth and eyebrows. B appears neutral with relaxed features. C looks content with slightly upturned mouth. D displays a serious expression with furrowed brows. E shows surprise with wide eyes and raised eyebrows. F has a happy expression with a broad smile.]FIGURE 3 | Facial expressions displayed by the robot in this study. The emotions depicted in each of the sub-figures are: (A) Sadness, (B) Fear, (C) Happy, (D) Anger, (E) Surprise and (F) Neutral.
5.5 Participants
We collected data from a total of 47 participants (22 male and 25 female). The responses from 4 participants were excluded from the analysis. One participant was 65 years old, which was beyond the predetermined age range of our experiment (18 - 60). The age of the participant was not known until after the experiment. The other three participants did not follow the instructions and focused only on the touchscreen throughout the experiment. The decision to exclude their responses was taken after observing their behavior during the experiment (from a separate room) and post experiment questions. The post experiment questions revealed that they had not been able to observe any behaviors on the robot’s face in any of the conditions. The final pool of 43 participants (24 females, 19 males), whose responses were included in the analysis, had ages ranging from 20 to 59 (M = 31.83, SD = ±9.91).
Data collection took place in the labs at two locations, Max Planck Institution for Psycholinguistics, Nijmegen (MPI) and the KTH Royal Institute of Technology, Stockholm. For the data collection at MPI, the participants were recruited using the Max Planck Institute’s participant database2. A total of 22 participants (17 female and 5 male) were recruited at MPI. They were compensated €15 on completion. The recruitment at Stockholm was undertaken using the participant recruitment website Accindi3 and university notice boards. 21 participants (7 female and 14 male) participated in the study in Stockholm and were compensated with 100 SEK gift vouchers for their participation. All the participants spoke English. The study received approval from the ethics committee of the Faculty of Social Sciences, Radboud University, Nijmegen (reference no. ECSW-LT-2023-3-13-98066).
5.6 Process
As discussed earlier, the study followed a within-subjects paradigm. Each participant played 3 games with the robot, each game corresponding to one of the three experimental conditions (see Section 5). Each game comprised 3 decks of affective images. Participants were asked to play all the three decks (the order of decks was left for the participant to decide). Each affective image had a picture name displayed under it as shown in Figure 4. The participants could move the images by dragging them on the touchscreen. The order of games (experimental conditions) were balanced across participants. At the beginning of the experiment, while describing the experiment to the participants, the experimenter informed them about the technical limitations of the interaction, a few of which have been listed below:
	• The robot could not hear the participants while it was speaking. The participants had to wait for the robot to finish speaking before they could speak.
	• The participants had to use the exact names indicated below the images for the robot to understand which image they were referring to.

[image: Five pictures in a gallery view: 1. Two sharks with a soccer ball. 2. Dinosaur with birds flying. 3. Desert landscape with hills. 4. Woman holding a cat while a man looks. 5. Couple facing each other. Furhat Robotics logo at the bottom right.]FIGURE 4 | An example of a deck of affective images shown to the participants during the game.
The experiment took approximately 45 min to finish. The experiment followed the steps given below:
	1. The participants were given a description of the experiment, data management, and compensation by the experimenter. They were also provided with an information sheet containing the same information. They were informed that the robot would provide them with instructions on how to play the game and that the robot was a collaborator. The participants were instructed to discuss their opinions with the robot regarding the positioning of the affective images. They were told that the robot’s opinions may or may not be correct and they were welcome to disagree with the robot. A few examples were provided to give the participants an impression of the capabilities of the robot. For example, they were informed that they could ask the robot to comment on a specific image or compare two images. Additionally, they were informed that the robot could only discuss the images shown on the touchscreen.
	2. The participants were informed that their task was to observe the behavior of the robot when it was a conversation with them. They were asked to focus more on the robot during the interaction and not pay too much attention to the images on the touchscreen. Once they felt that the images had been arranged to their satisfaction, they could ask the robot to show the scores. The scores were subjective and participants were told they should not worry about the scores. This was done to ensure that the participants did not feel pressured to score better, as that might shift their focus away from observing the robot’s behavior during the game. The participants then provided their informed consent to participate in the experiment and data collection.
	3. The experimenter then left the room and initiated the game. They observed the participant through the robot’s camera feed.
	4. After the participant had finished playing all the three decks (1 game), the experimenter returned to the room and provided the participant with the questionnaire on an iPad. The questionnaire asked about the participant’s impression of the interaction and the behavior of the robot. It comprised of 12 9-point Likert scale questions (see Table 3). The order of questions presented to each participant was randomized to account for any order effect.
	5. Once they had filled out the questionnaire, the experimenter collected the iPad and initiated the second game, repeating steps 3 and 4.
	6. The same process was also followed for the third game. In addition to the 12 9-point Likert scale questions, the questionnaire also asked about basic demographic details such as age, gender, and native language of the particpants.
	7. Finally, the participants were asked verbally to choose which game they thought was the best among the three games, and to provide a reason for their choice. The exact question asked was “Which game did you like the most out of the 3? Why did you like it?”

5.7 Measurements
H1 pertained to the perception of robot’s emotions through its facial expressions by the participants. To evaluate this, we collected subjective questionnaire data (Table 3) from the participants that asked them about their impression of the interaction with the robot and the robot’s behavior. The questionnaire had 12 9-point Likert scale questions that were further grouped into 3 dimensions (4 questions per dimension). The dimension, Positive Impression D1 comprised questions that asked the participants how positively they felt about their conversation with the robot. The questions under the Emotion Perception D2 dimension tried to measure the perception of the robot’s emotion expressions by the participants. Finally, the Human-likeness D3 dimension asked questions pertaining to how human-like the robot’s behavior was. The responses were analyzed for each of the dimensions to see if one experimental condition was preferred over the others. The verbal responses of the participants for their preferred game was also included in the analysis.
TABLE 3 | Questionnaire used for subjective evaluation.
[image: A table with two columns labeled "Dimension" and "Question." Under the "Dimension" column, there are three categories: Positive Impression (D1), Emotion Perception (D2), and Human-likeness (D3). Each category lists questions related to interacting with a robot. Positive Impression includes enjoying and feeling comfortable with the robot. Emotion Perception covers the robot's understanding and feelings. Human-likeness addresses the robot's human-like face, behavior, and expressions.]To test H2, which predicted that congruent emotions would positively affect the task performance of the participants, we used the final score for each deck in the sorting game as a measure to evaluate task performance across the experimental conditions. The correct order for the affective images in each of the decks was obtained through the image ordering survey (see Section 5.3). During the sorting game, after each deck was sorted by the participants, the final order was scored between 0 to 5 and saved to a log file. A score of 5 (the perfect score) signified that the participant had arranged the images presented in the deck in the same order as the one obtained from the survey. A score of 0 signified that not a single image position arranged by the participants coincided with the image positions obtained from the survey.
6 RESULTS
6.1 Questionnaire data analysis
The responses to the 12 questions were analyzed to check the internal reliability of the questionnaire for the three dimensions. Cornbach’s alpha was calculated as 0.90, 0.88, and 0.93 for dimensions D1, D2, and D3 respectively, signalling good internal consistency. The responses were then analyzed for each of the dimensions to see if participants rated one condition better than the others.
For dimension D1, the responses were analyzed through the use of an ANOVA test [using JASP (JASP Team, 2023)] to compare the effect of the experimental condition on the mean ratings. Results indicated a significant effect of experimental condition on the mean ratings by the participants (F(2, 513) = 11.40, p < 0.001). Post-hoc Tukey’s test were performed to obtain pair-wise comparisons of scores under each condition. It was found that participants rated the Congruent condition significantly higher than the Incongruent condition (t = 4.67, SE = ±0.205, p < 0.001). We did not find any significant difference between Neutral and Congruent conditions (t = 1.47, SE = ±0.205, p = 0.305). Participants also rated the Neutral condition higher than the Incongruent condition (t = 3.20, SE = ±0.205, p = 0.004).
Dimension D2 asked questions that tried to measure the perception of the robot’s emotions by the participants. ANOVA test results revealed a significant effect of the experimental conditions on the mean ratings by the participants (F(2, 513) = 17.24, p < 0.001). Pair-wise comparisons using post-hoc Tukey’s test showed that participants rated the Congruent condition significantly higher than both the Neutral (t = 4.26, SE = ±0.234, p < 0.001) and Incongruent (t = 5.63, SE = ±0.205, p < 0.001) conditions. This showed that participants were able to perceive the context appropriateness of the robot’s facial expressions. We did not find any significant difference between the mean ratings for Neutral and the Incongruent conditions (t = 1.36, SE = ±0.234, p < 0.36).
Finally, dimension D3 asked about the human-likeness of the robot’s behaviors. An ANOVA test was conducted, which showed a significant effect of the conditions on the ratings (F(2, 513) = 13.13, p < 0.001). Using post-hoc Tukey’s test, it was found that participants perceived the robot as more human-like under the Congruent condition compared to the Neutral (t = 2.77, SE = ±0.216, p = 0.016) and the Incongruent (t = 5.14, SE = ±0.216, p < 0.001) conditions. The Neutral condition was also rated higher than the Incongruent condition (t = 2.37, SE = ±0.216, p = 0.048).
A comparison of the mean ratings per condition for each of the dimensions is shown in Figure 5. The results supported hypothesis H1, which predicted that the participants would perceive a robot displaying context appropriate emotions as better than one that does not display emotions or one that displays incongruent emotions. To summarize the results from the questionnaire:
	• The conversation left a more positive impression in the Congruent condition compared to the Incongruent condition.
	• The emotions expressed by the robot were perceived to be significantly better in the Congruent condition compared to the other conditions.
	• The robot’s behaviors were perceived to be significantly more human-like in the Congruent condition compared to the other conditions.

[image: Three line charts display data on Positive Impression (D1), Emotion Perception (D2), and Human-likeness (D3) across conditions C, N, and I. Each chart shows a decline from C to I. Error bars are present, and statistical significance is indicated with asterisks.]FIGURE 5 | Mean ratings by the participants per condition for all the three dimensions in the questionnaire. *** denotes p < 0.001 and * denotes p < 0.05.
We also analyzed the verbal responses from the participants to the post experiment question (see Section 5.7). Of the 43 participants recorded, 23 said that they preferred the Congruent condition, 15 preferred the Neutral condition, 3 preferred the Incongruent condition, and 2 could not decide.
6.2 Sorting task score analysis
As mentioned in Section 4, a robot’s emotional expressions are known to influence final task performance. To verify this, we analyzed the scores participants obtained during the sorting game. For each participant, the sorting scores were retrieved for each experimental condition from the log files. An ANOVA test was performed to compare the effect of the three experimental conditions on the final sorting scores. The results indicated that there was a significant effect of experimental conditions on the mean sorting scores (F(2, 448) = 14.53, p < 0.001). Post-hoc Tukey’s test revealed that the mean score in the Congruent condition was significantly higher than both the mean scores in the Neutral condition (t = 3.67, SE = ±0.162, p < 0.001) and the Incongruent condition (t = 5.25, SE = ±0.161, p < 0.001), as shown in Figure 6. We did not find any significant differences between the mean scores under the Neutral and Incongruent conditions (t = −1.55, SE = ±0.162, p < 0.266). This showed that task performance was positively affected by the contextual appropriateness of the robot’s facial expressions, supporting H2.
[image: Violin plot showing the distribution of scores across three conditions: C, I, and N. The y-axis represents scores from 1 to 5. Condition C is red, I is green, and N is blue.]FIGURE 6 | Sorting scores under different experimental conditions. *** denotes p < 0.001.
6.3 Exploratory analysis
We also wanted to see if any trends emerged through an exploratory analysis of the questionnaire response data. Additionally, we were interested in analyzing the GPT-3.5 predictions during the interactions.
6.3.1 Effect of condition order
To evaluate the overall perception of the participants towards the robot’s facial expressions, a GLMM (Generalized Linear Mixed Model) was fitted. The participants’ ratings for all the questions were used as the dependent variable. Experimental conditions and the order they were presented to each participant were used as the fixed effects variables. The participant IDs along with the question numbers were used as the random effects grouping factors. Inverse Gaussian family was used as the model family.
The model showed a significant main effect of experimental condition on the user ratings (χ2(2) = 59.94, p < 0.001). Post-hoc pairwise comparisons using Bonferroni correction, showed that participants rated the Congruent (C) condition significantly higher than both Neutral (N) (t = 4.94, SE = ±0.128, p < 0.001) and Incongruent (I) (t = 8.81, SE = ±0.128, p < 0.001) conditions. The ratings for N were also significantly higher than the ratings for I (t = 3.87, SE = ±0.128, p < 0.001). This further supported hypothesis H1 that predicted that participants will perceive a robot with context appropriate facial expressions better than others.
We also observe an interaction effect between condition and order on the question ratings (χ2(4) = 15.63, p = 0.004). This suggested that the participants’ ratings under each condition varied depending on the order in which the conditions were presented to them. Figure 7 shows the difference in participants’ ratings per condition depending on the order. The order in which the conditions were presented to the participants followed the following sequence:
	• Order 1: C → N → I
	• Order 2: N → I → C
	• Order 3: I → C → N

[image: Box plot showing responses under three conditions: C, N, and I. Three lines represent different orders: red for 1, green for 2, and blue for 3. Median responses range from 4 to 6.]FIGURE 7 | Participants’ mean ratings per condition depending on the order they were presented.
Figure 7 indicates that for Order 1 and Order 3 the mean ratings were highest for the Congruent condition, followed by the Neutral and Incongruent conditions. In contract, in Order B, even though the Congruent condition was rated the highest, Neutral and Incongruent conditions did not have much difference. This might be attributed to the fact that in Order 2 participants first interacted under the Neutral condition for which no facial expressions displayed by the robot. That was followed by the Incongruent condition, which had mismatched facial expressions so the ratings were still similar compared to Neutral. Finally, the ratings increased when the robot expressed context appropriate expressions under the Congruent condition, which further shows that participants were able to perceive the robot’s emotions and preferred the Congruent condition.
6.3.2 Impact of location or gender?
Since the data collection took place in two locations, Stockholm and Nijmegen (see Section 5.5), we were curious to see if the location had any effect on the subjective ratings provided by the participants. A GLMM was fitted with participants’ ratings as the dependent variable, and experimental conditions, order, and location as the fixed effects variables. The participant IDs and the question numbers were used as the random effects grouping factors. The inverse Gaussian family was used as the model family.
As expected, the model showed a significant main effect of experimental condition on the user ratings (χ2(2) = 60.53, p < 0.001). In addition to the interaction effect between condition and order, the model also showed the interaction effect between condition and location (χ2(2) = 6.91, p = 0.032). This suggested that the participants’ ratings under each condition also varied depending on the location where the experiment took place, as shown in Figure 8. However, on further analyzing the participant distribution between the two locations, we observed that gender distribution at both locations was very extreme. In Nijmegen, out of the 22 participants recorded, there were 17 female and 5 male; whereas, in Stockholm, out of the 21 participants recorded, there were 7 female and 14 male. This led us to wonder if the interaction effect that we observed earlier was due to gender instead of location.
[image: Box plot comparing responses under different conditions (C, N, I) in Nijmegen and Stockholm. Three orders are represented by lines: red for 1, green for 2, and blue for 3. Responses range from 0 to 10.]FIGURE 8 | Effect of condition and location on subjective responses by the participants.
To investigate this, we fitted another GLMM with the same variables as the previous one but in this instance we changed the fixed effects variable from location to gender. The model showed the significant main effect of condition on the ratings, as expected (χ2(2) = 60.39, p < 0.001), and also an interaction effect of condition and order. However, we also found an interaction effect between condition and gender (χ2(2) = 13.56, p = 0.001). This indicates that ratings per condition were also influenced by the gender of the participants, as shown in Figure 9. This was an interesting finding as it has been observed in prior studies that gender has an influence on the perception of emotional intelligence in robots (Chita-Tegmark et al., 2019). However, since we did not control for either gender or location, there might have been other factors that might have influenced this behavior. Further studies are needed to narrow down and verify any effect of gender or location on the perception of robot emotions.
[image: Boxplot graph showing response levels for females and males under conditions C, N, and I. Responses are divided by order with three levels: 1 (red), 2 (green), and 3 (blue). Each group exhibits variations across conditions.]FIGURE 9 | Effect of gender on the subjective ratings per condition.
6.3.3 GPT-3.5 emotion prediction
The results indicated that participants were able to perceive the context appropriateness of the robot’s model-driven facial expressions. This implied that GPT-3.5 was able to reliably predict the emotions for the robot. In addition, we wanted to analyze the emotion predictions made by GPT-3.5 during the interactions, compared to the ground truth label for the picture being discussed (see Section 5.2). It should be stressed that this analysis is limited, given that the emotion appraisal label was not based on the image itself, but the preceding dialogue. Thus, the dialogue might in many cases express a different emotion or be neutral. Nevertheless, this analysis might give an overall idea of how often the emotion of the picture and the emotion appraisal aligned.
A prediction confusion matrix was calculated for each emotion category using the predicted vs. the actual image labels (ground truth), as shown in Figure 10. The GPT-3.5 predicted aligned emotion categories consistently, with the best performance for “Surprise” (65%) and worst for “Anger” (41%). Overall, GPT-3.5 predicted the emotion category to be “Neutral” for about 17.6% of the cases.
[image: Confusion matrix displaying predicted versus true labels, with values ranging from 0 to 1. Darker blues indicate higher values. Columns represent predicted labels (H, Sa, A, Su, N); rows represent true labels.]FIGURE 10 | Normalized Confusion matrix between actual and predicted emotions by GPT-3.5. H-“Happy”, Sa-“Sadness”, F-“Fear”, A-“Anger”, “Su”-“Surprise”, N-“Neutral”.
7 DISCUSSION AND LIMITATIONS
The results suggest that the GPT-3.5 model was able to accurately predict the emotions for the robot’s utterances across all the experimental conditions. This highlights the model’s capability in generating contextually appropriate emotional responses, which is crucial for effective and engaging human-robot interactions. Analysis of the questionnaire responses indicated that participants favored the Congruent condition over the other experimental conditions, as expected. The exploratory analysis of the responses further corroborated these findings. This preference for the Congruent condition suggests that emotional congruency between the robot’s expressions and its verbal responses enhances user experience and perceived emotional authenticity, contributing to more positive interaction outcomes, which supports H1. Furthermore, the ANOVA results revealed that participants achieved the highest sorting scores in the Congruent condition, followed by the Neutral and Incongruent conditions. This indicates that appropriate robot expressions positively influence task engagement and overall performance (H2), underscoring the significance of emotion-appropriate responses in facilitating effective human-robot collaboration.
We did not find any significant differences between the Neutral and the Incongruent conditions from the questionnaire responses. The post experiment verbal responses showed that participants occasionally attributed more complex meanings to the robot’s emotions. For example, in the Incongruent condition when the robot displayed a happy facial expression when discussing a sad picture, one of the participants commented “I think the robot was feeling so sad that it was covering it by smiling. I do the same”. In some cases, participants also inferred the facial expressions beyond the basic emotions used in this study (e.g., interpreting happy expressions in the Incongruent condition as sarcasm). On the other hand, in the Neutral condition, due to the lack of any facial expressions by the robot, there were no conflicting stimuli for the participants, which was perceived as appropriate behavior for a robot. We believe that these factors might have led to the lack of significant differences between the Neutral and the Incongruent experimental conditions. A recent study by Clark and Fischer (2023) argued that social robots are perceived by humans as a depiction of social agents. The emotions that the robot displays are perceived as not being felt by the robot, but by the character that the robot is portraying. This aspect warrants further exploration to better understand the human tendency to anthropomorphize robots and its implications on the perception of robot emotions.
A technical limitation was that we occasionally observed a slight lag in the robot’s expressions during the interaction. This was attributed to the API call during emotion generation. While the typical response time from the GPT-3.5 service was ≤ 1 s, it could in some cases take more than 2-4 s to receive a response, due to server lags, which delayed the emotion generation on the robot’s face. In rare cases, GPT-3.5 was unable to return any response due to server overload. As cloud services continue to improve, such delays and errors are expected to diminish, leading to more seamless and natural interactions in real-time.
Even though GPT-3.5 predicted the emotions of the robot reliably, fine-tuning a model on more specific datasets may yield even better contextually relevant emotional responses. Additionally, while we restricted the emotions in this study to the basic emotions, participants attributed emotions beyond these basic categories to the robot’s expressions. Future studies should incorporate a broader range of emotions to better align with human emotional complexity and facilitate more nuanced interactions. Another limitation is that the model could not generate long term emotional responses due to its context window size being restricted to just 2 past turns. While a larger window size could have taken more turns (there by more information) into the context, GPT-3.5 has a limit of 4,097 tokens per prompt. This makes it very difficult to keep track of the events that have taken place during a prolonged interaction and use it to generate any long term emotions that may develop over time.
The current model only utilized the textual representation of the conversational speech for emotion generation in the robot. To develop a more holistic and multimodal emotion generation system, future research should consider integrating other modalities, such as facial expressions and body language into the architecture. This would of course need advancement in LLMs that take multi-modal information as input. For example, GPT-4 (OpenAI, 2023) is the latest model from OpenAI that is capable of taking text and images as inputs to generate text. As LLMs advance further, their applicability in modelling multi-modal emotion generation systems will likely become easier and more effective.
8 CONCLUSION
This study proposed and implemented a model to leverage LLMs for real-time robot emotion generation in HRI. By framing emotion appraisal as an ERC task, we utilized GPT-3.5 to accurately predict the emotions of a robot based on ongoing dialogue history. We conducted a within-subjects user study to evaluate the effectiveness of the implemented model. The study was designed to elicit emotional responses from participants, which made it possible to have an affective HRI. GPT-3.5 was able to reliably predict context appropriate emotions for the robot. The results showed that participants perceived the Congruent condition to be significantly more human-like, emotionally appropriate and positive than the others, indicating that alignment between the robot’s expressions and verbal responses significantly enhances the perceived emotional authenticity and creates interaction outcomes that are largely positive. Additionally, the study also found that the participants scored highest under the Congruent condition, further supporting the significance of emotion-appropriate responses in fostering effective human-robot collaboration.
This research explored the possibility of using LLMs in real-time HRI tasks beyond generating robot speech. Using cloud services and leveraging powerful pre-trained models to address complex HRI problems may be the next step forward. As language models and robotics technologies continue to evolve, our work contributes to the broader pursuit of creating more empathetic, socially aware, and emotionally connected robots that seamlessly integrate into human environments, ultimately enhancing our everyday lives.
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In this article, we present RISE—a Robotics Integration and Scenario-Management Extensible-Architecture—for designing human–robot dialogs and conducting Human–Robot Interaction (HRI) studies. In current HRI research, interdisciplinarity in the creation and implementation of interaction studies is becoming increasingly important. In addition, there is a lack of reproducibility of the research results. With the presented open-source architecture, we aim to address these two topics. Therefore, we discuss the advantages and disadvantages of various existing tools from different sub-fields within robotics. Requirements for an architecture can be derived from this overview of the literature, which 1) supports interdisciplinary research, 2) allows reproducibility of the research, and 3) is accessible to other researchers in the field of HRI. With our architecture, we tackle these requirements by providing a Graphical User Interface which explains the robot behavior and allows introspection into the current state of the dialog. Additionally, it offers controlling possibilities to easily conduct Wizard of Oz studies. To achieve transparency, the dialog is modeled explicitly, and the robot behavior can be configured. Furthermore, the modular architecture offers an interface for external features and sensors and is expandable to new robots and modalities.
Keywords: human–robot dialog, HRI studies, scenario management, explainability, Wizard of Oz, autonomous HRI, framework

1 INTRODUCTION
Despite the high hopes that have been put on robots as powerful resources to address societal challenges, such as care for people with special needs—especially in societies facing dramatic demographic changes—Human–Robot Interaction (HRI) research has still not produced helpful and acceptable assistance robots for real-life problems. In recent research, it became clear that HRI is embedded in a rich social environment that exceeds the mere dyad of the robot and interaction partner, which still is often at the heart of HRI research. Furthermore, the research of HRI itself involves more stakeholders that need to be considered, as shown in Figure 1: (1) the participant—the human interaction partner in the HRI; (2) the developer who is responsible for modeling the dialog for the HRI study; and (3) the researcher who is interested in exploring research questions related to HRI. It should be noted that in real-life applications, especially in the context of assistive robotics, there are even more stakeholders involved, such as care persons or family members, who need to be able to configure the robot behavior according to current needs. In the present work, we group these stakeholders—the researcher and developer—into one category, as both require an interface that allows for configuration of the interaction. However, we are aware that they have extremely diverse needs and resources and will likely require different interfaces and concepts in the future.
[image: Diagram illustrating human-robot interaction. A human figure labeled "Participant" interacts with a robot. Arrows connect to "Developer" and "Researcher," indicating a collaborative relationship in studying human-robot interaction.]FIGURE 1 | Stakeholder in Human–Robot Interaction studies: (1) the participant, (2) the developer, and (3) the researcher.
While previous research has mainly looked at the interaction partner, i.e., the participant in HRI studies, we focus on the developer and the researcher. Even in interdisciplinary research teams comprising computer scientists and other experts, e.g., linguists or psychologists, the interaction implementation is carried out by researchers who are experts in robotic software development. Yet, this requires intimate knowledge of the underlying concepts of linguistics, psychology, or other cultural sciences as it is the operationalization of the respective theoretical constructs.
In our transregional collaborative research center1 TRR 318 Constructing Explainability2 (Rohlfing and Cimiano, 2022), we investigate explanations as a process of co-construction between humans and artificial intelligence, e.g., in the embodiment of a robot. In a collaborative, interdisciplinary approach, the mechanisms of explainability and explanations are being investigated in interdisciplinary teams with researchers from various fields, such as linguistics, psychology, sociology, and computer science. One method for investigating the process of co-constructing explanations is the application of HRI studies. By enabling other disciplines to be part of the modeling process by shaping social dialogs, we encourage collaborations. For this purpose, we provide an open-source architecture for interdisciplinary research.
We define a computational model as a model that specifies causal relationships in the processing and synthesis of interactional stimuli and behaviors in a very detailed way. According to our understanding, a computational model has equivalent characteristics to a theoretical model, which allows drawing what-if-inferences and provides explanations of the underlying processes (Ylikoski and Aydinonat, 2014). Implementing an HRI scenario in a robot is, thus, the process of composing a (specific) model of the interaction. From an epistemic perspective, it is problematic that such models are created mostly by computer scientists or roboticists with limited expertise in the theoretical linguistic and psychological foundations of human interaction.
Encouraging researchers from different disciplines to work together on developing an interactive robot system would allow the formulation of a joint theoretical model to which more than one discipline can contribute. An architecture that emerges from such a collaboration would, thus, represent a system that enables researchers to summarize their insights in a common language. With this approach, we present a further step toward more interdisciplinarity in the research on social dialogs with robots.
Another aspect that is virulent for HRI research is the lack of reproducibility. To achieve complex behavior in robots, non-trivial system architectures are required. However, social behavior is subject to a myriad of influential factors that are difficult to reproduce. In this context, reproducibility is required at different levels. Replication—a mere re-run of a study with only minor parameter variations—and reproduction—a study is carried out in a different laboratory—are necessary to ascertain reliability, while conceptual reproducibility aims at specifying the conditions under which a finding holds true and ascertains generalizable results (Gunes et al., 2022). To achieve conceptual reproducibility as well as replication, theoretical principles and practical resources are needed that allow us to specify what kind of variability can be neglected and which variations are relevant (Gunes et al., 2022).
A range of approaches exist that support the development of interactive robots with extension interfaces to add new functionalities through new modules and, thus, to contribute to reproducible science. Design and implementation of HRI scenarios often include recurring subtasks and patterns in diverse representations. These comprise, among other things, the processing of environmental inputs (e.g., human behavior) via sensors, execution of corresponding behaviors on (robotic) actors, and communication with different scenario-related backends, as well as the representation of interaction patterns or tasks. To this end, there have been several initiatives that aim at creating reusable robotic software, with numerous robotic systems and concepts developed in recent decades. Nesnas et al. (2003) presented CLARAty, an architecture for reusable robotic software, which was designed to reduce the implementation effort for every researcher and to simplify the integration of new technology. The architecture decouples the functional and decision layers and provides generic reusable robotic software for the locomotion and manipulation domain on various mobile platforms. CLARAty was adopted by several research institutions. However, it focuses on robot manipulation and navigation rather than interaction and has not been designed for interdisciplinary research.
Furthermore, several middleware frameworks, such as the Robot Operating System (ROS) (Quigley et al., 2009), Robotics Service Bus (RSB) (Wienke and Wrede, 2011), or YARP (Metta et al., 2006), have been proposed to manage the many challenges faced in robotics. Currently, the ROS is the “de facto standard for robot programming” (Estefo et al., 2019). One goal of the ROS is to enable non-roboticists to quickly create software that includes sophisticated robotic features such as path planning or grasping. The collaborative approach of the ROS can be beneficial for reproduction and replication efforts. However, the ROS requires sophisticated programming skills to develop an architecture for an interactive robot. Moreover, many current HRI experiments still cannot be reproduced easily by interested researchers to confirm the reported finding due to missing information about relevant research artifacts. It can be highly relevant what kind of speech or object recognition module has been applied to understand, e.g., the limitations of the system, or what kind of information is logged. These components are often located in different distributed repositories and use diverse build environments (CMake, Setuptools, Catkin, qiBuild, etc.). To reproduce an HRI study, all software components and their documentations must be available. Despite the current discourse on reproducibility, this rarely ever happens (Gunes et al., 2022). For reproducing whole-interaction studies, Lier et al. (2014) proposed the Cognitive Interaction Toolkit (CITK) for the aggregation and discovery of required research artifacts and an automated software build and deployment. The toolkit also provides an experiment description which allows repeatable execution and evaluation (Lier et al., 2017). However, while targeting reproducibility, this approach does not focus on interdisciplinary research, i.e., on enabling other disciplines to conduct their studies.
These lessons from robotics research and engineering, together with our initially stated goals of interdisciplinarity and reproducibility, can be summarized in the three main requirements for an architecture for HRI research: 1) interdisciplinarity: to support interdisciplinary research, the robot behavior needs to be configurable through an intuitive interface which is often realized via a visual control interface. Moreover, this requires that the internal processes are made transparent through visual monitoring to allow monitoring and correction. It should be noted that both interfaces can also be provided through text, which obviously would be less intuitive; 2) reproducibility: to enable modular exchanges of the robot functionalities, extension interfaces that allow us to integrate existing and evaluated modules are important. While modularity as a key feature for reproducibility is a measure of quality in a system’s engineering, frameworks and systems are often tailored to specific hardware platforms, and the middleware often restricts the availability of existing software modules. The ROS as a middleware with a large research community has emerged over the last few years. Varied archives of ROS-compatible modules have been developed. Regarding platform independence, some systems are proprietary and only work with limited hardware. Finally, for reproducibility, the system needs to allow not only for Wizard of Oz (WoZ) studies but also for an autonomous control mode, which is necessary for the final evaluation steps; 3) accessibility: importantly, systems need to be available, which requires not only the source code and it being installable with current libraries but also a systematic documentation allowing us to understand the functionalities of the investigated modules and to modify them for our own research purposes. Finally, the licenses should support public availability and use to allow for free distribution in the research community. In the following, we discuss existing frameworks for dialog and behavior modeling on robots regarding these requirements to support interdisciplinary research and reproducibility in HRI research.
2 STATE OF THE ART IN MODELING A SOCIAL DIALOG WITH ROBOTS
Social dialogs can be modeled using various tools from different sub-fields in robotics. In the following, we discuss tools from the field of dialog management and the advantages of specific Software Development Kits (SDKs) for popular robots or platform-independent frameworks for designing multimodal HRI.
2.1 Spoken dialog management in HRI
For implementing task-based dialogs based on speech, a wide range of research methods for dialog management exist, but only few exhibit the desired features and are still available for current research. A recent trend in research is the usage of reinforcement learning (Zhao et al., 2019). Bayesian networks or Partially Observable Markov Decision Processes (POMDPs) became key technologies of dialog management. These approaches train statistical models mostly based on dialog acts from training data in the domain that can then predict the next optimal dialog act given a current world state, i.e., mostly, the verbal or textual input of a user and some information about the dialog history, the interaction goal, or the environment. In these approaches, the complexity of the interaction situation is reduced to a world state that represents this information in a very discrete way. As the number of states in such a system strongly influences the search space, i.e., its computational costs, these systems are limited by dramatically reducing the information stored in these states. Although these approaches can improve the task success rate of end-to-end task-based dialog systems in a predefined scenario, they are of little use for conducting HRI studies. As prior training data are needed, domain portability is hardly possible, and the probability parameters need to be learned (or handcrafted), which tends to be expensive for more complex interactions due to a lack of datasets for task-oriented dialogs. Furthermore, the robot behavior may not appear deterministic from a user perspective as small changes, e.g., in the world state, may lead to large changes in the robot behavior. Moreover, the behavior of the robot becomes difficult to track as many variables are only implicitly considered. All this hampers the interpretation of HRI results. More traditional research methods for dialog management are Finite-State Machines (FSMs) (Hori et al., 2008; Ren et al., 2015; Yi and Jung, 2017). However, in less restricted interactions, which introduce more states, the dialog graph must be enriched. This leads to a fast-growing population of states which become difficult to handle.
Peltason and Wrede (2010a) proposed to model dialog for HRI based on generic interaction patterns. An interaction pattern describes recurring and configurable dialog structures on a general level and can be formalized as a transducer augmented with internal state action. Their toolkit PaMini provides a generalized description of the interaction structure, which is multimodal, mixed-initiative, and scenario- and robot-independent, and, thereby, supports rapid prototyping of dialog flows in State Chart eXtensible Markup Language (SCXML). Thus, it counteracts the lack of generalizability of previous HRI dialog systems (Peltason and Wrede, 2010b). However, it misses introspection capabilities into the current state of the interaction. The researcher cannot easily monitor the behavior of a robot or intervene in the behavior and control the dialog flow. Furthermore, the source code of the toolkit and the documentation are no longer freely accessible but only privately installable3.
IrisTK, developed by Skantze and Al Moubayed (2012), is a toolkit for the rapid development of real-time systems for a multi-party face-to-face interaction for the robot head Furhat. Like PaMini, it provides a set of modules for multimodal input and output, and the dialog flow is also modeled with state charts in SCXML. In contrast to several other toolkits, the source code of the system is still available, but unfortunately, the linked documentation4 is no longer accessible. In addition, monitoring (or changing) the current dialog state is not easily possible.
The incremental processing toolkit, InproTK, is an extensible architecture for incremental processing, with a focus on components for incremental speech recognition and synthesis (Baumann and Schlangen, 2012). A combination of the two frameworks, PaMini and InproTK, has been implemented by Carlmeyer et al. (2014). Although the source code is still available, the main developer recommends discontinuing InproTK5.
Lison and Kennington (2016) presented a hybrid approach, where the dialog state is represented as a Bayesian network. Their toolkit, OpenDial, for modeling spoken dialogs relies on the information state approach (Traum and Larsson, 2003). The domain models are specified using probabilistic rules, where unknown parameters can be estimated. The source code is still available, but the main website with the documentation6 is not reachable. In contrast to other toolkits, OpenDial provides some visualizations about the current dialog state.
The presented toolkits for modeling dialogs offer suitable options for designing HRI studies. However, they are only moderately usable for non-computer scientists due to missing capabilities to introspect the current state of the interaction. In addition, several toolkits are not available anymore, or their documentation is missing. However, the presented frameworks are based on good HRI modeling techniques, which are discussed further in Section 3. Most of the toolkits do not provide introspection capabilities, such as visualization, to monitor the current dialog state.
2.2 Behavior control for HRI studies
Some frameworks address different stakeholders and could be used more interdisciplinarily. In the context of social robotics, Siepmann and Wachsmuth (2011) developed a modeling framework for reusable social robotic behavior. They define behavior patterns (skills) to construct complex social behavior based on sensors and actuators as building blocks for social robot behavior. These sensors and actors could be a simple abstraction of a real hardware sensor or a more complex abstraction based on different software components. This framework allows for the reuse of skills, even for less experienced computer scientists. In addition, it makes the task analysis between different platforms more comparable. Their implementation Bonsai7 is still available. However, introspection capabilities into the current state of the interaction are not provided.
Glas et al. (2012) also addressed different stakeholders: programmers and interaction designers. Their framework enables the development of social robotics applications by cross-disciplinary teams by combining a modular back-end software architecture with an easy-to-use graphical interface for developing interaction sequences. They present a four-layer robot control architecture: (1) the robot-driven layer, (2) the information processing layer, (3) the behavior layer, and (4) the application layer. Unfortunately, the source code of their framework (Interaction Composer) is no longer accessible.
For some robots, special SDKs are developed; for example, the robots Pepper and NAO can be programmed using the NAOqi Framework. In addition, the application Choregraphe (Pot et al., 2009) offers the possibility to (1) create animations and behaviors, (2) test them on a simulated robot, or directly on a real one, and (3) monitor both robots. Choregraphe uses a visual programming technique, which allows non-experts to create their own scenarios, which can encourage interdisciplinary research. However, even if Choregraphe is the standard for programming interactions with Pepper or NAO, the replication of such scenarios with other robots is not easily possible because other robot platforms are not supported and cannot be integrated. In addition, own processing modules cannot be easily integrated. Choregraphe8 is well documented, and the binaries are downloadable, but the source code is not available, which makes it difficult to extend.
In the ecosystem of the ROS, Lu and Smart (2011) presented a robot control interface (Polonius). It should allow non-programmers to run WoZ-style experiments. Unfortunately, the documentation has been “under construction” for several years9. Furthermore, Rietz et al. (2021) developed an open-source WoZ interface for the robot Pepper (WoZ4U). It allows non-experts to conduct WoZ interaction studies. A configuration file, which saves experiment-specific parameters, enables a quick setup for reproducible and repeatable studies. The tool and its documentation are still available10. However, the interface is limited to the robot Pepper, and no introspection into the inner processing of robot behaviors is available. The lack of connection to the ROS makes it difficult to expand it to other modules or platforms.
Table 1 summarizes the presented tools regarding their accessibility, support for interdisciplinarity, and reproducibility in HRI research.
TABLE 1 | Overview of different tools regarding their accessibility, support for interdisciplinarity, and reproducibility in HRI research.
[image: A comparative table lists nine dialog systems: PaMini, IrisTK, InproTK, OpenDial, Interaction Composer, BonSAI, Polonius, WoZ4U, and Choregraphe. Columns include interdisciplinarity, reproducibility, source code availability, documentation, license type, and installability. Each entry provides specific details such as XML-based modeling and installation methods. Licensing varies among GNU GPL, Free BSD, LGPL, and MIT, while some licenses are unspecified. Installation methods include downloads from repositories, Docker, and Gradle. Documentation availability is varied across systems.]3 DESIGN AND CONCEPTUALIZATION
The review of existing tools and frameworks has shown that there are many good approaches, but they are not suitable for the desired purposes. As discussed in Section 1, accessibility and usability are imperative for use by other researchers. To increase usability, the software program should be easily accessible and well documented. Furthermore, the software license should allow general use and the (source code) expansion with other robot platforms or processing modules. To be able to connect these easily, a middleware standard in robotics, e.g., the ROS, should be used. In the following, we derive requirements for an architecture which could support interdisciplinary research and allow designing reproducible HRI research.
Configurability: To enable researchers to develop customizable and personalized robotic studies, a fully configurable system needs to be designed. To reach this level of customization, the fundamental information structures should be easily configurable. Therefore, an explicit formalization of the human–robot communication is needed. Three communication structures for the explicit modeling of human–robot dialogs have been identified. (1) Dialog act: A robot can communicate with humans in terms of generating actions as output. In most frameworks, e.g., in PaMini (Peltason and Wrede, 2010b) or OpenDial (Lison and Kennington, 2016), the concept of a dialog act is implemented. A dialog act represents the meaning of an utterance; it has a certain communicative function and a semantic content (Austin, 1975). In classical language processing tools, this output is mostly speech based (Stolcke et al., 2000; Ahmadvand et al., 2019). However, interaction is multimodal, and thus, these actions can be realized by verbal and non-verbal (e.g., gestures) communication channels. This is crucial for the robot’s perceived social intelligence, its ability to communicate, and the extent to which the robot can be trusted (Tatarian et al., 2022). Fernández-Rodicio et al. (2020) proposed the Communicative Act (CA), an individual composition of such communication modalities that can be described as the atomic parts of a robot’s behavior. The CA can be parametrized and combined in a hierarchical manner to fulfill the needs of the robot applications. This combination of basic CAs results in more complex, reusable blocks (Complex Communicative Act (CCA)). Such sequences of consecutive actions must be configurable in order to enable the expression of individual robot behavior in the scenario. In addition to the static behavior exhibited by a robot, the interaction between humans and robots is essential to achieve a complete dialog. This interaction is described by signals on behalf of the humans in the dialog. Examples of such interactive features include voice inputs or other sensory elements such as attentional parameters or emotions. (2) Dialog policy: The interplay of CAs between the human and the robot is the dialog discourse. To decide how to react to an act, a dialog policy is needed (Greaves et al., 2000). As discussed in Section 2.1, different methods for the design of such policies exist. However, the robot’s reactions to the human’s CA should be configurable as an interaction rule (IR). These could be generic, such as in, e.g., PaMini (Peltason and Wrede, 2010b), or reusable, such as in OpenDial (Lison and Kennington, 2016). (3) Dialog context: To enrich a dialog with information from the environment or context, an additional structure is needed that can share information between the human and robot. This type of memory is required to make information from the dialog history accessible to the robot. It is, therefore, important to make this shared memory area accessible to the robot and to other components in the system. This flexibility allows for rapid development, scalability, efficient experimentation, and development time as well as effort reduction. By enabling the easy and intuitive configurability of these fundamental interaction structures in a dialog in a clear and accessible format, collaborative work on HRI studies within interdisciplinary teams is simplified and more accessible.
To address the issue of repetitive tasks and alleviate the increased workload associated with reprogramming HRI studies from scratch, it is necessary to establish a generalized definition for the study. The interaction and behaviors for a dialog in HRI should be defined as high-level actions to increase the understandability, extensibility, and reusability for experts as well as non-experts. By defining these actions at a higher level, it becomes effortless to configure and reuse them. By enabling reusability beyond specific scenarios, the need for designing new behaviors repeatedly is reduced. This results in the creation of a set of usable behaviors.
Introspection and robot control: A crucial objective of a system designed to control robots within interdisciplinary teams is to facilitate collaboration and comprehension of HRI scenarios for both experts and non-experts. This requires a system that can represent the inner states of a robot and its corresponding behavior in a comprehensible way. Approaches for such visualizations are, e.g., provided by Lison and Kennington (2016) and Pot et al. (2009), which provide a visual insight into the current dialog state. Insights into the inner processing states of robot behaviors provide valuable in-depth analysis capabilities for computer scientists. It allows experts to monitor and understand how the robot behaviors are generated, to debug issues, and to improve the overall performance and reliability of the system. The given transparency of a system empowers experts to make informed decisions and enhance the efficiency of the HRI scenario. For non-computer scientists, transparency in robot behavior fosters understanding and trust in the system. Insights into the inner processing states in a visual and intuitive manner lead to more trust and understanding of the system in general (Papenmeier et al., 2022). This promotes user confidence and acceptance, enabling non-experts to better grasp the capabilities, limitations, and intentions of the robot (Hindemith et al., 2021). In an interdisciplinary team, it also encourages collaboration and effective communication between non-experts and robotics experts. A system that is comprehensible for experts on all levels with a shared visualization tool also enables a high level of exchange about the system’s behavior. Furthermore, intervening with the behavior and controlling the dialog are needed to conduct WoZ interaction studies, such as the visualizations of Lu and Smart (2011) and Rietz et al. (2021).
Extensibility and robot independence: One goal of a reproducible architecture in a system for interdisciplinary research is to enable the reproduction, replication, or re-creation of previous HRI work (Gunes et al., 2022). Furthermore, it should reduce the effort of developing new HRI studies. This can be done by enhancing the reusability and extensibility. To achieve an extensible and reusable system, the conceptual idea is to develop discrete high-level components. To facilitate system extensions, the implementation of an interface is another crucial element of a reproducible architecture. A uniform, easy-to-use interface allows for the use of additional features as external components in the architecture. The interface allows for the integration of expert features into the system, enabling the reuse of systems within the architecture and alignment with the concept of distributed systems (Tanenbaum and van Steen, 2007). The ability to exchange such features with other scientists or project members fosters interdisciplinary collaboration and enhances the overall quality of the work. Furthermore, to ensure the continuous utilization of these reusable components, the application should be independent of any specific robot. This flexibility enables switching to a different robot during development without requiring additional effort. It allows a collaboration team to reuse all developed components and studies when deploying the application to a new robot. In addition, replication of studies with different platforms is a key aspect of conceptual reproducibility.
Additionally, when a team has created a collection of functionalities for their primary robot, switching to a new robot would typically require modifying all communication with the backend of the robot—provided that the same modalities and programming language are utilized. To address this extended workflow, it is necessary to define the potential robot functions directly within the system and to subsequently translate them for the specific robot. This approach enables switching between robots if the target robot is already integrated into the system, allowing for immediate compatibility.
System requirements: To sum up, in this work, we present an architecture that enables the development, implementation, and observation of HRI scenarios and simplifies the work on this topic for interdisciplinary teams. Built on the core concept—the developed system—which was designed to facilitate interdisciplinary research and to ensure a reproducible architecture, it can be characterized by the following requirements:
	1. Configurability of robot behavior, interaction patterns, and environment information.
	2. Introspection by a user interface to explain robot behavior.
	3. Robot control allows autonomy and fully controlled execution of robot behaviors.
	4. Extensibility of the programming interface for using external features and sensors.
	5. Addressing robot independence, which allows the use of new robots and modalities.

4 RISE
This article introduces Robotics Integration and Scenario-Management Extensible-Architecture (RISE), an implemented architecture designed to facilitate collaborative research in HRI in interdisciplinary research teams and to support reproducibility. RISE11 is an open-source software application, published under an MIT license, developed by computer scientists to efficiently develop HRI scenarios in collaborative teams. The documentation of RISE is also published online12. The system itself is mainly developed in Unity3D13 and offers a variety of options for expandability. The following section introduces the main architecture (Section 4.1) of the system, which aims to match the requirements (Section 3) in collaborative works. By introducing the fundamental components of the architecture (Section 4.2), this paper elucidates the mapping of human–robot dialogs in the field of HRI. To enable interdisciplinary teams to exchange information about HRI scenarios, the introspection capabilities of the system are supported by a Graphical User Interface (GUI) (Section 4.4).
4.1 Architecture
RISE is designed to facilitate the development of HRI scenarios for individuals with varying levels of expertise, including both experts and non-experts. One application of RISE is serving as a control center for the automated or manual control of a robot during dialogs. Therefore, the system is described as a three-level architecture (Figure 2).
[image: Diagram illustrating a robot control architecture. It consists of interconnected components including a task scheduler, interface for robot behavior, environment information storage, and action observer. The task scheduler manages tasks through a graphical user interface. Interfaces include behavior routes and static behavior processes, linked to communication protocols. Environment storage handles maps and sensory memory, while the action observer controls robot mobility. Components communicate within a defined structure to support autonomous functions.]FIGURE 2 | RISE as a three-level architecture, with the components’ environment, the RISE-Core as the system itself, and the ROS interface in a setup of an HRI scenario.
4.1.1 Environment
In every HRI scenario, there is a distinct context in which interactions between the robot and human occur. This part of the world is called the Environment, as shown in Figure 2. In our visualization, the environment does not only encompass the Human–Robot Interaction communication but also includes components which are responsible for the direct execution of the robot’s behavior (Robot Control). Moreover, it involves additional components that process external signals from the environment as inputs (e.g., the recognition of a human Communicative Act). These standalone components, named Feature-Nodes, process information from the communication between the human and robot. Here, the emphasis lies on the interaction between robots and an individual human. Dealing with multiple individuals would require additional processing components. Information processing in this context can encompass various aspects such as language processing, emotion recognition, and attention recognition.
4.1.2 RISE-Core
The RISE-Core (the RISE system itself) is the central communication interface between researchers and the robot. The system manages the basic structures of communication in a dialog between the human and robot. These include Static Robot Behaviors in terms of Communication Robot Acts (CRAs) (Section 4.2.1), Interactive Robot Behavior Rules as Interaction Rules (IRs) (Section 4.2.2), and an Environment Information Storage as a Working Memory (WM) (Section 4.2.3). The organization, processing, and execution of these structures in an HRI scenario are some of the main system tasks. These system tasks include, among other things, the storage of the structures to be parsed from configurations in plain text and reception, as well as provision of various interfaces to control the execution of the configurations. A Task Scheduler is responsible for controlling incoming domain tasks, which can trigger the initiation or stopping of behaviors in RISE. These tasks are represented by ROS Action Goals14 and can either be sent to RISE from external components via an Application Programming Interface (API) or executed directly via the GUI. The user interface also offers the option of monitoring robot behavior according to the internal robot states in a current scenario. From accepting Domain Tasks to executing them, a task goes through various states and is managed by the scheduler and a priority stack. The Stack Controller maintains the list of all running IRs and executes them in the order of priority. Execution of robot behavior based on a CRA is up to the Action Generator. The action generator produces robotic multimodal behaviors as output for a scenario in the environment. For this purpose, an internal Behavior Controller executes the CRA state machine-like (Section 4.2.1). Finally, RISE can store information about the environment via the WM, which is accessible for internal and external processing.
4.1.3 ROS interface
The third layer in the architecture is the ROS interface between the environment and RISE. The complete communication with RISE itself is realized via the ROS. ROS Action Servers are used in RISE to receive tasks from external components or from initiations via the GUI. The generated output in the form of robot behaviors is also sent from RISE to the environment via the ROS. For this purpose, an ROS Action Client was implemented for every possible action. This type of actions also allows RISE to receive feedback from the robot about action processing states. Based on the HLRC (Schulz et al., 2016) server message structures, these messages are received by a Robot Wrapper and transformed into robot commands through Robot-APIs. RISE supports two additional ROS interfaces to obtain information about the internal processes within the system. The IR State-Publisher enables external components to receive real-time updates on state changes in IRs. Furthermore, RISE provides the capability to request stored information from the WM via a Working Memory Service.
4.2 Communication structures
The main communication structures represent the basic building blocks, which constitute the smallest but also the most important components within the architecture. These structures correspond to the specific elements within individual components that compose segments of dialogs, ranging from simple static robot behaviors in eXtensible Markup Language (XML) (Consortium, 1994)-based configurations (Section 4.2.1) to interactive behavior patterns that can be described by SCXML (Barnett et al., 2007). Finally, a shared memory (Section 4.2.3) is introduced for these two structures, which makes information about the environment accessible in the JavaScript Object Notation (JSON) (Pezoa et al., 2016) format.
4.2.1 Communication robot act (CRA)
RISE aims to facilitate communication between robots and humans across both verbal and non-verbal communication channels. To achieve this goal, the robot’s contributions to the dialog are broken down into atomic actions. These actions should easily be describable in text form and have the versatility to be applied uniformly across various robot platforms. Configurations of actions in this article follow the Behavior Markup Language (BML) (Kopp et al., 2006) approach of an XML-based annotation for designing multimodal behaviors for robots. Like previous work (Groß et al., 2022), the focus is mainly on behaviors for communication in a dialog but is not limited to these actions.
	• Speech: Processing the verbal voice output of a message.
	• LookAt: Looking at certain targets in world space coordinates.
	• Emotion: Executing predefined emotional states (e.g., happy, sad, and fear).
	• Animation: Executing predefined animations (e.g., head node and shake).

By combining these actions consecutively, it becomes possible to express sequences of behavior. A short sequence, which describes a robot greeting a person, is shown in Figure 3. The robot output consists of four actions to be executed. The execution of such a sequence shows multimodal behaviors. On the second level of execution, actions are executed parallelly. The first Speech action starts the sequence, and after the ending of this action, the actions LookAt and Emotion start simultaneously. The last Speech action ends the overall sequence and starts by the end of Emotion. A hierarchy of behaviors is created by parallel and in series-connected actions.
[image: Flowchart depicting three levels: Level 1 has "Speech" leading to Level 2 with "LookAt" and "Emotion." These link to Level 3, which also has "Speech." The flow illustrates communication processes.]FIGURE 3 | Conceptual visualization of a CRA with four actions on three execution levels.
The sequence of actions shown in Figure 3 can be structured and parameterized using XML configurations (Listing 1). These configurations are interpreted by the system and transmitted to the robot, enabling it to execute the actions in a meaningful manner. Each action is represented by an overall action tag and its corresponding parameters. A Speech action, e.g., requires a text message for the robot’s speech synthesis. The action LookAt requires different world coordinates to allow the robot to look at a target. Emotion is described by a predefined set of values: value 1 represents the emotion Happy in this example. By introducing the waitForActions parameter, it becomes possible to configure waiting conditions for an action.
Listing 1. XML Configuration for CRA - Greeting.
[image: Code snippet of a dialog element with speech and action sections. The speech tag includes an actionID and a message. The lookAt tag specifies a target and position for eye focus. The emotion tag describes a facial expression with parameters to wait for the action to complete. The final speech tag includes a farewell message.]
4.2.2 Interaction rule (IR)
In addition to defining static robot behavior, there is a need for a concept to articulate reactive behavior and manage contextual changes. An IR, grounded in the concept of state machines, comprises states, transitions, and functions. This concept was extended with the idea of conditional behavior when entering a state, depending on values in the memory. Figure 4 displays a rudimentary visualization of an IR with states 1–4.
[image: Flowchart depicting four states connected by arrows, each labeled with transitions: State 1 to State 2 labeled "/R_Greeting_end", State 2 to State 3 labeled "H_no_interaction", State 3 to State 4 labeled "/R_ResponseToUser_end", and State 2 to State 4 labeled "/R_RequestInteraction_end". Each state contains "OnEntry Functions".]FIGURE 4 | Conceptual visualization of an IR with four states.
Each state includes functions and transitions. The functions will start once a state is entered (onEntry). The following functions are currently implemented by default.
	• start Communication Robot Act: Starting a CRA.
	• start Interaction Rule: Starting an IR.
	• raise Event Topic: Raising an internal event on a specific topic with the defined value as a message.
	• assign Value: Assigning a value to the WM.

A state waits for a corresponding event message to make a transition to another state in the state machine. These events can be raised inside an IR by calling the corresponding function (raiseEventTopic) with a value for the event. An event can also be raised externally by sending a Domain Task with the function to raise an event topic. In addition to that, every CRA automatically raises an event (NameOfTheCRA_end) when it has ended. Due to the state machine, IRs are described in SCXML (e.g., Listing 2). This SCXML presents a small example of an IR waiting for a specific WM value to start the interaction. While waiting for the value to reach the desired threshold, the IR cycles between State 2 and State 3. To augment these capabilities, it is feasible to execute specified functions conditionally by establishing dependencies on a memory. The operators and types for these expressions are implemented based on a Logic Expression Parser15. They include logical expressions (or, xor, and, = =, ! =, not, [image: Please upload the image or provide a URL so I can help generate the alt text.]), arithmetical operators (+, -, *, /, [image: Sorry, I cannot identify or describe the person in this image.]), and string operators for comparison (starts with, ends with, contains, = =, ! =). The results of these operations can be nested, which can lead to even more complex conditions.
RISE can manage multiple active IRs simultaneously. This leads to a conflict regarding the expected action in the case where transitions of two different IRs are waiting for the same event value. To avoid conflicts, management is carried out by the Stack-Controller. Each IR has a certain priority, and the one with the highest priority is assigned the value to make the transition. Moreover, when a transition is used, this IR is the most relevant at the time and, therefore, is set to the highest priority.
Listing 2:. XML Configuration for IR - Repeated Interaction.
[image: Diagram of an interaction loop in XML format with states and transitions. Four states are labeled: "State 1," "State 2," "State 3," and "State 4." Each state contains functions and event topics. Transitions are defined by event topics that switch the flow between states, with "State 4" having no transitions, indicating the end of the interaction rule.]
4.2.3 Working memory (WM)
The WM retains previously defined environmental information as well as data generated during the HRI scenario. This kind of information is defined as JSON (Pezoa et al., 2016) key-value pairs. Listing 3 represents a small example of predefined information in the WM in the JSON format, which is accessible at system startup.
Listing 3. JSON Configuration of Working Memory.
[image: JSON code displaying a structure titled "WorkingMemory" with fields: "is_interaction_detected" set to false, "interaction_finished" set to false, "person_name" as "Andrei", and "participant_number" as one.]
This memory can be directly used within functions in the IRs to parametrize if-else statements within conditions in a state (onEntry). Additionally, CRAs can use variables from the memory to load values by naming the key within an attribute configuration. The WM is also readable by external components in the architecture via an ROS-Service. In order to allow setting entries in the memory from outside of RISE, Domain Tasks can insert values into the memory with a key by using the corresponding function (assignValue). This type of function is handled by the scheduler but is processed directly and not scheduled on an internal list of tasks. In addition to that, the memory can also be fully controlled inside the GUI. This capability can be leveraged to establish connections with environmental information and to enhance the dialog by incorporating contextual details, such as the participant’s name. The WM in RISE is not primarily intended for the visualization of sensor data. Instead, it is utilized to grant access to information related to the logic within the defined HRI scenario. To achieve this, one approach involves explaining the decisions made within the RISE-designed scenario and making these logic blocks accessible via their return values. This presentation typically takes the form of plain text. The main emphasis here is on ensuring that the higher-level scenario remains easily understandable. In case there is a need to visualize the traceability of feature nodes that operate on raw sensor data, tools, like RViz16, are still viable options for this kind of data beside RISE.
4.3 Designing an HRI scenario
A typical interaction that can be readily modeled in RISE is a human-initiated greeting. It involves a robot detecting and acknowledging the user’s presence. This interaction is facilitated by input sensors, such as a camera, to track the user’s position, and a microphone, to capture their speech. The dialog sequence is straightforward: as the user approaches, the robot should signal its responsiveness by directing its gaze toward the user. If the user initiates with a greeting like “Hello” (or any other similar greeting), the robot should respond accordingly and greet back.
The CRAs utilized in RISE for this scenario encompass various descriptions of the robot’s greeting behaviors and the actions associated with tracking the human’s position through the movement of the robot head.
To monitor the person’s position and capture their verbal communication, RISE records these preprocessed sensory data obtained from a feature node in its WM. The dialog act detection is based on simple key word spotting in this case, but more sophisticated dialog act detection could be easily integrated. The objective is to identify whether a human is in close proximity to the robot and if the human is initiating a greeting (in this case, through speech, but, of course, a multimodal greeting detection would also be feasible). By leveraging this external sensory input within RISE, it becomes possible to create an IR that empowers the robot to reciprocate the greeting.
 Therefore, the IR needs to track the state of the human in its states and variables. The example is segmented into the following phases: is the human within close proximity, have they greeted the robot, and has the robot already greeted this person in return. When the human is close enough, their location is employed to maintain the robot’s gaze directed toward them. If they greet the robot, the robot responds with a greeting selected from various possible formulations and then proceeds to introduce itself. To avoid repetitive greetings, if an individual has been greeted, this information will be temporarily stored in the WM. Should the person move out of the robot’s field of vision, the robot head posture is reset to its default position. The technical setup for these brief example configurations is accessible online17.
4.4 Introspection: graphical user interface
RISE not only brings the CRAs, IRs, and WM together but also offers an extensive GUI. The design of this GUI is divided into two main areas—controlling (1) and monitoring (2)—and represents the current states of robot behaviors and the overall structures (Figure 5). First, in the controlling area (1) on the left side of the interface, researchers can see an overview of all available CRAs (3) and IRs (4). The GUI enables the researcher to initiate and terminate both structures within that overview list. By visualizing the processing states, it is possible to see which of them are currently active. In addition to that, it is possible to customize different Settings (5) for one’s own setup. The IP address references a connection to a robot backend. Next to the ROS connection, the GUI offers the parametrization of the paths to the configuration files for the main structures and allows switching the target robot. For debugging, the execution mode of the system can be changed from real to debug. In the debug mode, the actions are simulated in the state machine visualization and are not directly executed and transferred to the robot.
[image: Interface of a robotics management system showing two sections: Controlling and Monitoring. The Controlling section lists interaction rules and robot communication acts, while the Monitoring section displays working memory with keys, types, and values.]FIGURE 5 | RISE GUI with loaded CRAs (3) and IRs (4) on the controlling (1) side; monitoring (2) area with the selected WM (6).
Second, in the monitoring area (2), the interface enhances the usability of the system by providing introspection features for researchers. This is organized by a tab system with five different views. The visible tab (6) on the right side in Figure 5 represents the current memory data. Researchers can directly change values and delete or even create new entries. When changing the value, the data type updates automatically to enhance understanding if the entered value matches the expected type.
The application features dedicated monitoring pages for the CRAs (8) and IRs (9) (Figure 6). By marking an IR (7) and switching to the dedicated tab (9), the details of this IR will be displayed. The current active state and last transition used are highlighted (10). Hovering over a state reveals all defined conditions and functions for that state. The presentation for the CRAs (8) is similar. The defined actions as well as the one currently being executed can be inspected. Hovering over the visualized state gives more in-depth insights into the parameters of the action, e.g., the message inside a speech action.
[image: Two diagrams labeled "Monitoring." The first depicts a "Communication Robot Act: State-Machine" with interconnected nodes and arrows showing transitions. The second shows "Interaction Rule: State-Machine" with nodes labeled "Interacting," "Deferring," and "Deliberating," connected by arrows denoting state transitions.]FIGURE 6 | RISE GUI monitoring pages for CRAs (8) and IRs (9).
On the left side of Figure 7, the monitoring tab of the Task Scheduler (11) is shown, providing an overview of tasks that are currently running or waiting. To avoid conflicts, such as two CRAs trying to use the speech action at the same time, the CRAs are designed to be executed sequentially, one after another. Therefore, the execution type is blocking additional CRAs if another CRA is already running. This then leads to a waiting status. Meanwhile, the scheduler displays upcoming robot behaviors. The last tab on the right side (12) in Figure 7 is dedicated to debugging and the in-depth understanding of the system. All actions, regardless of whether they were executed by an IR or a feature node, are forced to send a Domain Task to the Action Server. These incoming tasks are presented together with their corresponding function, execution type, behavior, and status in this tab for further understanding, introspection, and recording capabilities.
[image: Two screenshots show monitoring interfaces. The left image displays a task scheduler with columns titled ID, Function, Execution, Behavior, and Status, listing one task as running. The right image shows a ROS Domain Task Action-Server with the same columns, displaying several tasks in various statuses.]FIGURE 7 | RISE GUI monitoring pages for the task scheduler (11) and the domain task action server (12).
4.5 Implementation summary
We presented a system that supports interdisciplinary research and ensures a reproducible architecture. Based on the underlying concept, we outlined the key requirements (Section 3) that make collaborations within the field or HRI easier for research teams. In summary, the requirements for such a system were fulfilled as follows. Configurability: The configurability of robotic behaviors in terms of statically generated output and reactive rule-based behaviors is realized by implementing CRAs and IRs. To store context information from the environment, a WM offers external components, while RISE itself saves and loads information into a key value-based dictionary (Section 4.2). These tree structures can be preconfigured in XML/JSON format. They present the configurations of RISE about all possible robot behaviors and default environment information. Introspection: A GUI was developed to create a productive discourse within an interdisciplinary team. This allows the team to discuss internal states of robot behaviors and improve the quality of designing HRI scenarios (Section 4.4). Robot Control: By using IRs and the GUI, RISE enables researchers to create fully autonomous and controlled HRI studies. The IRs allow researchers to customize experiments by applying rule-based behaviors. RISE controls robot reactions to given inputs from the environment. The state machine-like structure of an IR allows RISE to execute an entire experiment fully automatically. In addition, the GUI of RISE also enables researchers to create WoZ studies in a fully controlled and non-automatic way. Extensibility: RISE (Section 4.1) is created as a three-level architecture, which describes the HRI scenario with all external components and information-producing nodes as the environment, RISE as a standalone system, and the ROS as the main interface for the information exchange between the environment and the system itself. By leveraging the capabilities of the ROS, RISE provides a versatile interface that enables the reception and publication of information between the system and the environment as well as external components. Robot Independence: The establishment of the fundamental structures enables the utilization of custom robots and actions. RISE builds on an existing system that constitutes its foundation (Groß et al., 2022). Within this architecture, the most elemental actions of a robot are represented as Behavior Actions. Implementing the abstract class in the source code allows for the straightforward addition of new actions for new robots. Furthermore, the system offers support for the integration of new robots.
5 RISE IN APPLICATION
To evaluate the effectiveness of RISE in facilitating the development and execution of HRI studies, this section focuses on showcasing the system’s proof-of-concept and first use cases. A walkthrough encompasses an overview of the core capabilities of the system within the context of a small HRI scenario—as evaluated by previous researchers and developers. These insights cover various aspects, including system accessibility and documentation. We aim to highlight that the development status has transformed from a mere concept into a practical and usable system. In addition, the conceptualized details are also demonstrated by exemplary real-world applications, providing practical illustrations of the implementation of RISE for researchers and developers. Finally, we summarize the functionalities and compare them to similar systems. Moreover, we illustrate the limitations of the architecture.
5.1 Proof-of-concept
In the following section, we aim to illustrate the test cycles and use cases that developers and researchers within our working group underwent to engage with RISE. With these examples, we intend to demonstrate that RISE can be effectively utilized by following the provided documentation, even without an extensive background in the system. In addition, we showcase the functionalities that can be readily implemented.
5.1.1 Accessibility of the system
To demonstrate the accessibility of RISE, we had seven individual test persons install and utilize the system independently. The process involved installing and launching the system using the provided documentation18 on a newly set up laptop with pre-installed Ubuntu 20. After installation, the initial tasks included the configuration of personalized robot behaviors and their execution with the virtual robot Floka and the robot NAO. Floka is used as an in-house simulation of the robot head Flobi (Lütkebohle et al., 2010) for research purposes within our research group. Both the installation procedure and the execution of the tasks leading up to configuring a basic HRI scenario for robot control were completed by all participants without substantial assistance. Using ongoing enhancements to the documentation, we reached a point where external assistance was no longer necessary for system installation.
5.1.2 Walkthrough of the functionalities
Table 2 outlines the primary features of RISE by categorizing them into tasks for researchers and developers. Developer tasks primarily involve deep engagement with the system’s source code and entail programmatically driven changes. Conversely, the researcher’s role aligns with the traditional role of a non-computer scientist, with no programming skills required. It is also conceivable for one person to take on both roles concurrently. When we emphasize interdisciplinary research teams, our aim is to underscore that both functions are essential, and there is no inherent exclusion of one role over the other. To further improve the functionalities of RISE, we had five test subjects try the system functions using the documentation of tutorials19. In the following, we provide a step-by-step demonstration—using a contemporary example—of how a group of student assistants with different programming skill levels establish their own joint HRI scenario for a laboratory opening session (Figure 9). The aim of the student group was to create a scenario in which a robot welcomes arriving guests in the laboratory, provides an introduction to the laboratory, and responds to questions or inquiries that come up.
TABLE 2 | RISE use cases with the main functionalities in the application of HRI studies for each target group.
[image: Table listing functions with checkmarks for researchers and developers. Researchers perform defining robot behaviors, study execution, introspection, RISE as a WoZ tool, and RISE for recording. Developers perform defining robot behaviors, integrating new robots, integrating new actions, integrating external nodes, and studying execution/adaptation.]Defining robot behaviors: In this context, various tasks emerge, including the configuration of room descriptions, the storage of contextual data in the memory, and the establishment of interaction rules for welcoming guests on arrival. By blending atomic robot action sequences—represented by dialog elements—with the use of CRAs (Section 4.2.1), with rule-based interaction patterns (IRs, Section 4.2.2) and incorporating a memory system to retain contextual scenario information (WM, Section 4.2.3), the students gain the capability to craft their own custom scenario. The design process of these XML configurations, utilizing the principles of the BML (Kopp et al., 2006), has undergone an initial pilot study evaluation. This small-scale study (Groß et al., 2022) included a system-usability test with six participants (three computer and non-computer scientists each) investigating first concepts in a previous version of the RISE architecture. The results indicate that the usability of the scenario configuration was rated “good” by both groups.
Integrating external nodes: In the present scenario (Figure 9), student assistants were asked to generate multiple external nodes. Initially, a gaze recognition node was required to determine when the robot should welcome a visitor in the laboratory. Therefore, we developed a simple gaze recognition system that detects appropriate moments for the robot to initiate greetings with a human. This script was coded in Python and connects with RISE through ROS using Domain Tasks. As a result, greeting dialogs are promptly triggered as soon as the robot establishes gaze contact with a person. We also integrated Automatic Speech Recognition (ASR)20 as a Feature-Node in the RISE architecture. We combined ASR with the powerful large language model ChatGPT4all (Anand et al., 2023) to enable the robot to respond to incoming questions and engage in dialogs with visitors (see the online repository21).
Figure 8 presents one possibility to integrate these components in the architecture and describes the information workflow. ASR records the human speech (1) and translates it into text which is written via a Domain Tasks into the WM (2). Additionally, ASR sends out an event to trigger an IR (3) in order to notify a change in the WM. The change in the current state in the IR can be recognized by the subscription of the IR-state updater (4). This notification triggers the ChatGPT node to request the value for the memory key (RecognizedSpeech (5)). Next, the ChatGPT node generates an answer depending on the requested data and saves the information as its own entry in the WM (6). Finally, the node directly starts a CRA (7) which uses information from the WM to output a response (8) via the robot’s speech synthesis.
[image: Flowchart illustrating a robot interaction system with three main components: Feature-Nodes, RiSE-Core, and Robot System. Speech input enters the Feature-Nodes section with ASR and ChatGPT, producing text, events, and state updates. The RiSE-Core includes working memory, interaction rules, and communication robotics, processing questions and providing answers. The Robot System section consists of TTS and a robot responding to the processed input. Arrows indicate data flow between components.]FIGURE 8 | Overview of an exemplary use of external components in RISE to use ChatGPT answers in HRI.
Integrating new robots in RISE: To incorporate new robots with additional actions into RISE, programming modifications need to be made directly within the RISE source code. To accomplish this, the system requires an internal representation of the robot’s name and modalities, including the set of possible executable actions. To enable RISE to execute the same configuration across different robots, it is necessary to define which actions can be executed by each specific robot. This ensures the adaptability of RISE to different robot capabilities. The laboratory opening session (Figure 9) was slated to feature only the robot Floka. However, the current version of RISE supports the robots NAO, Pepper, and Floka. No additional setup or integration of these robots is required at this stage.
[image: 1. A room setup with a robot near a seating area, featuring a display screen and a tablet displaying content. 2. A humanoid robot interacting with a person at a table, where the person is seated with utensils. 3. Mixed reality interface showing a hand interacting with objects, verbal instructions, and scenario information, with virtual graphics visible.]FIGURE 9 | (1) Laboratory opening scenario. (2) Robot Pepper in the LabLinking scenario (Richter et al., 2023). (3) Robot Floka using negation in an explanation strategy scenario (Groß et al., 2023).
Integrating new actions in RISE: All actions in the system are represented by the abstract class Behavior Actions (Groß et al., 2022). To integrate new custom actions into the system, they must be implemented and extended from the abstract class. This expansion involves various tasks, such as adding a new ROS message, implementing a function to publish the action, and extending the corresponding robot wrapper for handling the action translations to the robot. For our laboratory opening session (Figure 9), RISE lacked the inherent capability of robots to perform pointing actions. To address this in the current scenario, we introduced a PointAt action, allowing NAO and Pepper to gesture toward specific spatial coordinates by using their hands. The Floka robot head realizes this action by simply directing its gaze toward the designated target point in space.
Study execution and adaption: During a study, the main functionalities that researchers rely on are the ability to initiate and halt robot behavior as well as the capability to independently set information in the memory. These features empower researchers to have fine-grained control over the robot’s actions and the ability to manipulate the stored information within RISE. RISE can be used as a tool for WoZ or autonomous studies (see Section 5.2.1; Section 5.2.2). In the laboratory opening scenario (Figure 9), RISE does not serve as a WoZ tool. Instead, the objective is to utilize RISE as a backend application on a server enabling autonomous control of the robot.
Introspection for monitoring: The GUI makes it possible to view all configured structures in one interface (Figure 6). When executing robot behaviors, the states of the respective configurations in the GUI change. A fully traceable state machine with information about the current state of the robot can be viewed. Triggered rules are highlighted, and the researcher can view the inner states of each behavior and follow the state-machine flow during the execution. The introspection capabilities of the state machines for researchers were also evaluated in the first pilot study (Groß et al., 2022). Participants rated their insights into robot behavior provided by the GUI as being highly beneficial. With a qualitative examination of participant feedback, we enhanced the introspection features in the latest iteration of RISE. In our scenario (Figure 9), a potential use case involves the ability to demonstrate to guests in a different room the reasoning behind the robot’s behavior and its present state, as well as the information stored in its memory.
RISE for recording: Because RISE uses ROS as middleware, it is easy to record the whole study execution just by recording all ROS messages in rosbag22. This makes any scenario fully reproducible. All internal processing is supported by the internal logging of the system itself. A study can be completely screened from the combination of both recordings.
5.2 Primary applications in real-world HRI studies
In addition to the individual functions of RISE, the next goal is to show how RISE can be integrated into real HRI studies. We aim to demonstrate the versatility of RISE in various types of studies. Figure 9 shows the previously described laboratory opening scenario (1) and two additional HRI studies that were conducted across diverse application domains using RISE. Scenario (2), the LabLinking study, revolves around the real robot Pepper and employs a WoZ setup. Conversely, scenario (3), the negation study, features the virtual robot Floka and is under the autonomous control of an alpha version of RISE. Both studies were implemented by interdisciplinary teams. The two experiments tackled a diverse array of research questions. They also exemplify the extent of interdisciplinary collaboration, particularly with researchers from biology, linguistics, and psychology, to showcase the breadth of the research topics explored. For this purpose, we present the main use cases for RISE, as demonstrated in these two types of studies.
5.2.1 RISE as a Wizard of Oz tool
During a LabLinking study between two laboratories at different universities, hesitation as a scaffolding strategy during distraction in HRI was investigated (Richter et al., 2023). More specifically, we were interested in the question as to whether it was possible to show that phases of distraction from and re-orientation toward the interaction could be automatically found in Electroencephalogram (EEG) signals. In the study, the robot Pepper (located in lab1) gave instructions to a human interaction partner (located in lab2), which provided feedback related to comprehension. Pepper explained tasks such as setting the table in an unusual way to avoid prior knowledge. Simultaneously, the robot was in a videoconference-like scenario with the participant in the second laboratory. The participant tried to follow Pepper’s instructions, when distracting background noises were played randomly. Although the participant had the impression that Pepper acted fully autonomously, its behaviors were triggered manually via a small WoZ GUI. This WoZ setup served as a first step toward a fully autonomous, distraction-sensitive assistance robot for learning new tasks based on EEG signals.
Overall, there are three options to use RISE as a WoZ tool. CRAs can be created for every possible interaction element and response required for the study design. These would then be triggered manually by the wizard while the study is conducted. Moreover, RISE also supports semi-autonomous WoZ studies. In this case, the researcher has the ability to establish IRs that can access variables within the WM. These variables can subsequently be manually populated by the wizard as part of the study. Another option is to use raised events from manually started IRs as a trigger for the main IR.
However, this study presents a setup—including four tasks—that could be reconstructed with RISE within a short time. One exemplary configuration of a solution for this setup in RISE can be found online23. The verbal instructions by the robot are saved in individual CRAs, which are executed by an IR. The IR is structured in a way that once Pepper has thoroughly given the instruction, the IR transitions to the next state, in which it awaits feedback from the researcher. In addition to RISE, no additional GUI is necessary here. The next instruction or command to repeat the last instruction is triggered by a manually activated IR in RISE. These IRs only raise an event value on input and immediately end after that. Therefore, the researcher is still in the position to decide what happens next and when it happens, depending on participant feedback.
5.2.2 RISE as an autonomous robot controller
A study imitating a dialog between humans and robots was conducted to investigate the impact of contrastive explanations in explanatory dialogs on human understanding within task-based contexts (Groß et al., 2023). In this complex study, a team of computer scientists, linguists, and psychologists worked together to address the question as to whether instructions containing negation scaffold humans in a way that results in better action performance at the expense of longer processing time due to the linguistically demanding instructions. The research goal is to develop an assistance system that can scaffold a human by explaining task steps in an adaptive way that takes the human’s level of understanding into account.
In this study setup, the robot Floka gave verbal instructions to a human. With the help of these instructions, humans solved tasks on a touchscreen. A specially designed game on the touchscreen transmitted information about the states of both game progress and the human input back to the robot in order to enhance the dialog. The exchange of information between the robot and scenario via the ROS enabled the realization of a fully autonomous study process. To implement this autonomous approach, a state machine-like structure was embedded within the scenario itself. For the robot, an early version of RISE was embedded to receive different events from the scenario and to interact by displaying predefined robot behaviors24. In the present case, the experiment design was structured in such a way that the course of the experiment was managed via the touchscreen scenario rather than the IR. However, incorporating IRs could transfer the management of the experimental procedure from the scenario to RISE.
5.3 Comparison with other systems
As explained in Section 4, RISE is a feature-rich architecture for HRI studies. To differentiate RISE from other systems that also aim to support HRI studies, we emphasize its distinct features that we consider to be particularly important for interdisciplinary HRI research. The system requirements of RISE (Section 3) are compared to those of other systems in terms of interdisciplinarity and reproducibility. Therefore, we define the following key attributes for the five requirements (configurability, introspection, robot control, extensibility, and robot independence): Configurability describes the possibility to create different configurations that can be reused fully or partly for other studies. For introspection, the previously described systems (Section 1) list various GUIs (GUI: introspection). In addition, a visual programming interface simplifies the configuration. For conducting HRI studies, the robot control can allow for full autonomy and fully controlled execution (WoZ). Again, a GUI would simplify controlling the robot (GUI: controlling). Robot independence enables the execution of the interaction study with different robotic platforms, which is a key aspect of conceptual reproducibility. The use of common middleware allows easy expansion for the purpose of including new robotic platforms or replacing individual processing modules. It is also a good indication of simple extensibility of the programming interface for using external features and sensors.
Table 3 provides an overview of the architectures discussed in Section 2. By highlighting the key attributes listed there, we can illustrate the advantages and capabilities of RISE in the context of HRI research. With the configurability of CRAs and IRs, RISE offers an easy way to define robot behavior (Section 4.2).
TABLE 3 | Architecture comparison with a focus on key attributes for interdisciplinarity and reproducibility.
[image: A table comparing various systems across categories like Configurability, GUI: controlling, Visual programming, GUI: introspection, Robot-independent, Extensibility, Middleware, Wizard of Oz, and Autonomy. Systems include RISE, Choregraphe, OpenDial, Bonsai, WoZ4U, Polonius, PaMini, Interaction Composer, IrisTK, and InproTK, with checkmarks, cross marks, and question marks indicating feature presence or absence.]For a prior state of the CRAs (Groß et al., 2022), a visual programming component was designed and tested (Schütze et al., 2022). Here, domain experts with no knowledge about robotics were able to understand, change, and design these configurations using the visual programming component. The visual programming component is unavailable in the runtime version of the current RISE version because of package incompatibilities. For future updates, these components should be adjusted and integrated to enhance the usability.
The GUI of RISE reveals the inner states of the system and can explain the robot behavior (Section 4.4). Researchers can either control the robot behavior themselves or execute predesigned IRs to automate its behavior. In order to enhance the automation capabilities, RISE offers the possibility to connect external sensors and features and to respond to events occurring in different scenarios, e.g., a touchscreen. Since it is released as an open source, RISE enables the expansion of its capabilities by integrating additional robots and their distinct modalities. RISE offers features of extensibility because of its external nodes and its independence from specific robots. Due to the language independence of the ROS framework, it allows for the implementation of libraries in various programming languages25.
In summary, when considering the essential attributes in terms of functionality, most of the different systems are either designed for WoZ or for autonomous interaction. The two systems, OpenDial and Choregraphe, show the greatest similarity to our architecture in terms of functional scope, each of which specializes in certain aspects of the functions, but neither of the two encompasses all the essential attributes. OpenDial offers interesting dialog and speech processing capabilities but is limited to these features. Choregraphe is still a frequently utilized software program for both WoZ and autonomous studies. However, its limitation to NAO and Pepper, as well as the restriction of extensibility because of its outdated SDK, hinders the utilization of its full potential. RISE is unique in that it allows for the control of various robot platforms and does not limit itself to a single specialized application. RISE can, for instance, function as a basic dialog manager, but it is also proficient at supervising and managing a dialog manager in more complex scenarios.
6 DISCUSSION
In this article, the concept and architecture for a system were presented, which were intended to simplify the collaborative work of interdisciplinary teams in the field of HRI. By employing a reusable and expandable architecture, the proposed system aims to provide experts with a distinct advantage in developing high-quality HRI scenarios.
Through a proof-of-concept, we showcased that our system is not just a theoretical construct but that it also offers practical advantages. By reviewing past experiments (Section 5.2) that employed real-world study designs and research inquiries, we demonstrated the potential advantages of integrating the proposed system. These analyses shed light on how the adoption of a system would have enriched the results of these studies. Furthermore, by illustrating the extensibility and ability of the system to add new robots and new modalities, we demonstrate the scalability of the system for meeting future requirements in the field of HRI.
For this purpose, the development of RISE was described in this article. RISE was developed to support researchers in creating human–robot scenarios and to provide scientists with options to simplify the implementation of HRI scenarios. With RISE, static behaviors of robots can be configured easily and can be executed by CRAs (Section 4.2.1). This includes the creation of simple or multimodal sequences of actions, such as speech and gestures, which the robot performs during interactions with humans. In addition, it is also possible to freely define configurable robot behavior reactions, based on different signals from the environment, as IRs (Section 4.2.2). RISE can store information from the environment or about the context in a WM (Section 4.2.3). This enables RISE to make all information accessible to the other components in the environment via the ROS. To enhance the transparency of HRI scenarios and the associated robot behavior, a GUI was implemented to make the underlying backend of the robot more accessible and understandable (Section 4.4).
These basic structures of RISE, among other things, simplify the work on HRI studies for interdisciplinary teams. The implementation of scenarios and applications in robots represents a major challenge in HRI. Interdisciplinary teams, with different stakeholders (Glas et al., 2012), face the task of integrating diverse thoughts and concepts from various disciplines. Translating these ideas into tangible robot actions is not always straightforward. To counteract this issue, an intensive exchange between the disciplines is needed. However, since robot behavior is often not transparent enough, researchers’ understanding of a robot’s capabilities is not always identical. The implementation of a GUI in RISE addresses this issue by providing a transparent system that facilitates the exchange of internal states and enables the expression of different reactive behaviors on behalf of the robot in diverse situations. This approach helps mitigate problems of collaboration and enhances the understandability of the system (Colin et al., 2022) for three stakeholder roles (Figure 1) that are foreseen in our system: (1) the researcher, who conducts, monitors, and configures the study, (2) the developer, who technically customizes RISE for adaptation to specific circumstances, and (3) the participant, who actively engages in the interaction with the robot.
Ensuring reproducibility in HRI studies is a crucial concern in order to maintain consistent robot behavior across various setups in different locations (Gunes et al., 2022). In addition, automated construction processes for HRI experiments are employed to enable the reproducibility of study setups (Lier et al., 2014)26. Controlling the behavior of robots and programming them poses an additional challenge, typically requiring the application of programming languages and more advanced functions on the robot’s side. Through the abstraction of these functions, RISE provides an interface that caters to all stakeholders, including those without specific programming expertise. RISE allows researchers to design robot behaviors in the XML format (Section 4.2.1) and execute them via the GUI. This not only promotes a more balanced distribution of tasks within a team but also facilitates the understanding of HRI by individuals from various disciplines. Enhanced clarity of functions fosters improved collaboration and facilitates the exchange of actual robot functions, resulting in more effective teamwork (Ylikoski and Aydinonat, 2014). This also empowers experts to focus on specialized features within HRI, as tasks can be delegated and shared among team members. In addition, RISE fosters conceptual reproducibility due to its robot independence.
RISE has so far been examined mostly in a theoretical sense, focusing on its potential to enhance past and future studies in HRI. During a first proof-of-concept study (Groß et al., 2022), we demonstrated that a previous version of RISE exhibited good system usability. The study primarily emphasized the configurability of the system structures and the provision of an intuitive user interface. A comprehensive evaluation of the system itself, involving real interdisciplinary projects and perspectives from different disciplines, is still pending. This evaluation is crucial for the identification of limitations, the refinement of the system, and the ensuring of its effectiveness in practical applications. The challenge lies in achieving a high level of abstraction for robot actions while ensuring the simplicity of the abstraction language without reducing the scope of functionality. By supporting configurations in XML, RISE offers a significant simplification in the design process of robot behaviors. However, the defined syntax of this description language still entails difficulties (Groß et al., 2022). Schütze et al. (2022) focused on the design process of robot behaviors for an alpha version of RISE to reduce the effort of creating behaviors via XML. This work shows that a visual programming component contributes to improving the usability of the system significantly for experts as well as non-experts. To further simplify the design process of configuring HRI scenarios, a visual programming component within RISE will be included in future work.
However, through ongoing system evaluations, our future work aims to enhance the system incrementally, focusing on optimizing its usability and the overall user experience. These ongoing improvements are aimed at enhancing the system to the point where even users without scientific expertise can possibly utilize it in their daily lives. This objective requires the inclusion of additional robots into the system, making them readily selectable by default. By achieving this, new use cases can be explored, potentially leading to the widespread adoption of RISE in various settings, including households.
This work introduces RISE, an open-source architecture designed to foster interdisciplinarity and promote reusability in HRI studies. RISE provides a platform where interdisciplinary teams can collaborate, design, and configure HRI content, facilitating effective communication and collaboration among team members from diverse disciplines working on shared robotic content. To enable the reusability of HRI studies, RISE is introduced as an architecture that can effectively facilitate the mapping of robot-independent, autonomous, and semi-controlled studies. Moreover, the connectivity of the architecture with external components ensures scalability, setting a strong foundation for future advancements in the field of robotics.
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15LogicExpressionParser https://github.com/Bunny83/LSystem [Accessed 21 June 2023].
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20See Alharbi et al. (2021) for an overview of ASR tools.
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22Rosbag http://wiki.ros.org/rosbag [Accessed 21 June 2023].
23RISE-Configurations, LabLinking https://gitlab.ub.uni-bielefeld.de/rise-projects/application/rise-configurations/-/tree/main/Tutorials/StudyLabLinking [Accessed 13 September 2023].
24RISE-Configurations, Scaffolding Negation https://gitlab.ub.uni-bielefeld.de/rise-projects/application/rise-configurations/-/tree/main/Tutorials/StudyNegationFloka [Accessed 13 September 2023].
25Introduction to ROS http://wiki.ros.org/ROS/Introduction [Accessed 21 June 2023].
26RISE is integrated into the CITK https://gitlab.ub.uni-bielefeld.de/rdtk/citk
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In the development of dialogue systems for android robots, the goal is to achieve human-like communication. However, subtle differences between android robots and humans are noticeable, leading even human-like android robots to be perceived differently. Understanding how humans accept android robots and optimizing their behavior is crucial. Generally, human customers have various expectations and anxieties when interacting with a robotic salesclerk instead of a human. Asymmetric communication arises when android robots treat customers like humans while customers treat robots as machines. Focusing on human-robot interaction in a tourist guide scenario, In this paper, we propose an asymmetric communication strategy that does not use estimation technology for preference information, but instead performs changing the agent’s character in order to pretend to tailor to the customer. In line with this, we prepared an experimental method to evaluate asymmetric communication strategies, using video clips to simulate dialogues. Participants completed questionnaires without prior knowledge of whether the salesclerk was human-like or robotic. The method allowed us to assess how participants treated the salesclerk and the effectiveness of the asymmetric communication strategy. Additionally, during our demonstration in a dialogue robot competition, 29 visitors had a positive impression of the android robot’s asymmetric communication strategy and reported a high level of satisfaction with the dialogue.
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1 INTRODUCTION
With the goal of achieving a human-robot symbiotic society, the research on robots is flourishing and the introduction of robots into society is becoming increasingly active. Pepper, Softbank’s humanoid robot, has been introduced in various services1. There are many examples of Pepper’s work in customer service tasks. Thus, humanoid robots are expected to play an active role in customer service tasks.
One type of humanoid robot that is expected in customer service tasks is the android robot, which closely resembles humans. Android robots are multimodal robots composed of various technological elements such as appearance, movement, facial expression, vision, voice, and intelligence. They are developed with a greater emphasis on human-likeness compared to other robots. As an example of an android robot, Ishiguro et al. have developed the Geminoid series (Nishio et al., 2007), which is based on real humans. Furthermore, they have developed ERICA (Glas et al., 2016; Milhorat et al., 2019) as a human-like autonomous dialogue robot. The appearance of ERICA is generated by computer graphics, and it does not have a real human as a motif. The Dialogue Robot Competition (DRC) was held as part of a research using an android robot (Higashinaka et al., 2022b; Minato et al., 2022). In this competition, participated teams in DRC were able to use an android robot, “Android I” (Figure 1), which is based on ERICA platform. Android I acts as a salesclerk at a travel agency. So Android I is required hospitality (Figure 2).
[image: Receptionist standing behind a counter, wearing a uniform with a red scarf and name tag. Various travel posters are displayed on the wall behind her, including one featuring a beach scene.]FIGURE 1 | Android I used in DRC 2022. The participating team can control the robot's utterance, movement, and facial expression.
[image: A customer interacts with an android designed to look like a human sitting at a desk. A monitor in the background displays pictures of two locations. The scene suggests a conversation or transaction.]FIGURE 2 | Android I works as a salesclerk and has dialogue with a customer. Pictures of two spots are shown on the display.
The goal of the android robot as a customer service representative is to provide highly satisfactory service to customers. Research on Android robots in the customer service domain is progressing. However, what specific dialogue strategies are required for Android robots? In previous research, the adaptation gap hypothesis has been defined (Komatsu and Yamada, 2011; Komatsu et al., 2012). The adaptation gap refers to the difference between users’ expectations regarding the function of the agent before the dialogue and users’ actual perceived function through the dialogue. It is hypothesized that users will be disappointed if the agent falls below their previous expectations, but will trust the agent if it exceeds them. However, it is natural that implementing a feature that exceeds a user with low expectations will give a positive impression. The users’ expectation is undefined in the adaptation gap hypothesis.
Therefore, in this study, we considered how users perceive android robots in human-robot interaction. Bono (2015) said, we can only develop conversations between robots and humans on the basis of the “differences” that humans unconsciously recognize as species. With recent technological advancements, the individual component technology that constitutes android robots now exhibits human-like capabilities, and some even appear to surpass humans in certain aspects. However, we still do not consider android robots, which are combinations of component technology, to be entirely equivalent to humans. In other words, there is an assumption that a human communicating with an android robot will perceive it as human-like but a robot. In human-human communication, both parties treat the other as a human. However, in a communication between a human and an android robot, the android robot treats the other as a human, but the human treats the other as a robot, not a human. If we were to categorize instances when users engage in conversations with android robots while perceiving them as humans as “human-to-human symmetric communication,” then we would define the opposite pattern as “human-to-robot asymmetric communication.” When it comes to the latter, it is important to explore new dialogue strategies while considering the gap that exists between humans and robots.
Focusing on asymmetric communication with android robots, it can be said that humans have different cognitive models depending on whether the other is a human on an android robot. Joinson (2003) reported on the polarization of people’s opinions regarding the internet, which was a new communication technology at the time, with some expressing positive views and others expressing negative views. Similarly, when it comes to android robots, humans may have both positive perceptions of “expectations” and negative perceptions of “anxiety.”
Jarrassé et al. (2014) argue that there is an inequality of power between people and robots due to the idea that people want to treat robots as dominant tools, which they call power asymmetry. However, asymmetric communication does not want to discuss the relationship between humans and android robots in terms of strength or position. In the future, if the capabilities of android robots are equal to or exceed those of humans, there will be situations in which android robots will have equal or greater power than humans. Therefore, in the near future, the idea is not necessarily to treat robots as only tools. Hence, it is useful to consider such situations and focus on asymmetric communication between humans and android robots.
Babel et al. (2021) also discuss under what conditions and contexts human-like behavior is accepted and trusted and influences physical distance, due to force asymmetry. However, our research group focused on asymmetric communication and considered dialogue strategies that would be uncomfortable for the user if performed by a human, but not uncomfortable for the user if performed by an android robot (Kawamoto et al., 0222; Kawakubo et al., 2022).
In this paper, first, we examined user’s cognitive models of android robots, Specifically in the context of salesclerk at a travel agency. We assumed an initial encounter between the customer and the android robot salesclerk. Taking this relationship into consideration, we investigated the elements of expectation or anxiety that customers may have based on the fact that the salesclerk is an android robot. Second, we compiled dialogue strategies implemented by each team in DRC conducted under identical conditions, focusing on asymmetric communication. Third, we proposed an original dialogue strategy focusing on asymmetric communication and verified its effectiveness through experiments.
In Section 2, we list elements of expectation or anxiety that customers may have regarding the android robot salesclerk. In Section 3, we present the existing strategies that were incorporated in DRC. In Section 4, we report an experimental design in order to verify the proposed strategy focusing on asymmetric communication. In Section 5, we explain and consider the experimental results. In Section 6, we discuss effectiveness of the proposed strategy and useful experimental design. In Section 7, we confirm the effectiveness of the dialogue strategy focusing on asymmetric communication through DRC 2022. In Section 8, we summarize the contents of all sections and discuss future research.
2 HOW CUSTOMERS PERCEIVE ANDROID ROBOTS
Focusing on asymmetric communication with android robots, it can be said that humans have different cognitive models depending on whether the other is a human or an android robot. Before we begin the dialogue, we need to consider the cognitive model that customers have for the android robot. Joinson (2003) reported on the polarization of people’s opinions regarding the internet, which was a new communication technology at the time, with some expressing positive views and others expressing negative views. Goetz et al. (2003) suggested in their experiments that the appearance of a robot may influence the user’s perception of the robot and the user’s intentions, speculating that users expect the robot’s appearance to be suitable for the given task. Kidd and Breazeal. (2004) conducted experiments consisting of two stages to investigate how people’s reactions differ between robots and animated characters. The results indicate that prior knowledge that the robot is a physical entity is a factor, not whether the other party is face-to-face or remote. It was suggested that humans consider robots to be more effective interaction partners than characters. Based on these previous studies, it can be inferred that factors such as appearance and prior knowledge play a role in how customers perceive android robots.
2.1 General expectations towards android robots
Next, how customers perceive android robots based on their appearance and prior knowledge. Takahashi et al. (2014) state that humans perceive agents in two dimensions: the “Mind-holderness” axis, which expresses human-likeness in terms of mental functions, and the “Mind-readerness” axis, which expresses high information processing capability and intelligence. From this claim, customers would perceive android robots to be human-like robots based on their appearance and prior knowledge. Therefore, customers expect an android robot salesclerk to be both human-like and computer-like.
2.2 General anxieties towards android robots
While the previous section addressed customer expectations towards android robots, this section will focus on customer anxiety. Negative Attitudes toward Robots Scale (NARS) (Nomura et al., 2006a) and Robot Anxiety Scale (RAS) (Nomura et al., 2006b), both developed by Nomura et al., are commonly mentioned as psychological scales for measuring anxiety towards robots. NARS consists of subscales such as “Negative Attitude toward Interaction with Robots,” “Negative Attitude toward Social Influence of Robots,” and “Negative Attitude toward Emotional Interactions with Robots.” RAS consists of subscales such as “Anxiety toward Communication Capability of Robots,” “Anxiety toward Behavioral Characteristics of Robots,” and “Anxiety toward Discourse with Robots.” These scales suggested that they can influence specific behaviors of participants towards robots from the moment they enter the laboratory until they interact with the robot (Nomura et al., 2008). Therefore, customers feel specific anxiety towards an android robot salesclerk based on their appearance and prior knowledge.
2.3 Expectations and anxieties of customers at a travel agency
First, customers have anxiety that there is a lack of understanding of customers’ background information. Travel agency salesclerks need to tailor their responses to the customers. In fact, humans can adapt their communication based on customer’s background information. Particularly in the salesclerk at a travel agency, personalized travel recommendations are crucial. Naturally, customers expect human salesclerks to make personalized suggestions to them. On the other hand, what about an android robot salesclerk. Android robot salesclerks are still a developing technology and do not have the ability to instantly grasp customer information as human salesclerks do. Few systems that have permeated society in recent years have truly adapted to their customers. Against this background, customers feel anxiety that an android robot salesclerk lacks an understanding of customer’s background information.
Second, customers have an expectation that there is a quick provision of a wealth of knowledge. Human salesclerks have extensive knowledge and respond to unfamiliar information by searching for it on there. On the other hand, android robot salesclerks are computers. Therefore, they can access quickly and retain a wealth of knowledge through the network. Customers expect an android robot salesclerk to have a wealth of knowledge and to provide it quickly.
Third, customers have an expectation that there is entertainment. There are stereotypes in communication with human salesclerks. On the other hand, there are no stereotypes in communication with an android robot salesclerk because android robots are a new entity. Similar to the expectations humans have when communicating with someone they have never spoken to before, customers will seek novelty in their communications with an android robot salesclerk that human salesclerks do not. This novelty can include an element of entertainment that human salesclerks would not provide. Thus, customers may expect these new elements from an android robot salesclerk.
In addition, there are various expectations and anxieties regarding android robot salesclerks. For instance, given today’s technological level, users would expect them to handle multiple languages, acquire the latest information, and maintain accuracy in the information provided. Furthermore, it is expected that the customer information obtained in the initial dialogue will be used in the dialogue when the same customer visits the travel agency again.
On the other hand, customers have anxieties about the speech recognition capabilities of robots. Therefore, customers may need to speak loudly or choose easily understandable words. They likely understand that inputting excessively long or logically incoherent sentences will not yield appropriate responses. Concerned about causing a breakdown in the conversation, they tend to adopt a different speaking style from their usual when interacting with robots.
In this way, when realizing that the travel agency salesclerk is an android robot, it is necessary to consciously design a dialogue strategy that differs from the usual when dealing with real humans.
3 RELATED WORKS
In existing studies, methods to meet expectations and methods to deal with anxiety are proposed. In this section, referring to DRC (Higashinaka et al., 2022b; Minato et al., 2022), which featured a variety of dialogue strategies using android robots, we introduce existing research that targets elements presented in Section 2.3. The first example is a dialogue that was tailored to the customer by using background information. The second is an example of dialogue that utilized knowledge. The third is an example of dialogue that incorporated entertainment elements. We can consider these examples as strategies that focus on asymmetric communication.
3.1 Understanding customer’s background information
This section introduces strategies dealing with anxiety that an android robot salesclerk lacks an understanding of customer’s background information. Team OS (Kubo et al., 2022) implemented a strategy in which they performed keyword extraction and sentiment analysis on customer utterances. If the utterance was positive, they delved deeper into the topic, while if it was negative, they transitioned to the next topic. Team MIYAMA (Miyama and Okada, 2022) estimated customer’s personality based on their facial images and reflected the results in the content of their questions. Team flow (Hirai et al., 2022) determined the customer’s dialogue act from their utterance and decided the salesclerk’s dialogue act and response accordingly. This aimed to automate personalized conversations with customers. Team irisapu (Tsubokura et al., 2022) adjusted the politeness of their utterances based on the customer’s age group, which can be obtained beforehand. Team ditlab (Tachioka, 2022) varied the speaking rate based on the customer’s age group. For personalized travel spot recommendations, team SZK-L (Suzuki et al., 2022) created customer profiles based on their information and measured the similarity between the tourist destination profile and the customer profile using vector similarity.
These strategies require human-like technology capable of understanding background information, and research is still ongoing to improve such technology. The progress in these technology holds promise as a means to address anxieties. However, achieving human-like strategies is not something that can be accomplished in the near future. It may take a significant amount of cost to introduce android robots incorporated these technology. Therefore, it is important that the android robot salesclerk provides clear output to reassure the customer and convey the impression that the android robot salesclerk tailors to the customer. Uchida et al. (2021) showed that the robot’s willingness to understand is positively correlated with the user’s willingness to interact and satisfaction. They also mentioned that it would be difficult for the user to improve the comprehension ability of the system. Based on this perspective, we proposed a strategy that does not use the customer’s background information but instead focuses on producing behavior that pretends to tailor to the customer (Details in Section 7).
3.2 Providing useful information quickly
This section introduces strategies living up to the expectation that an android robot salesclerk has a wealth of knowledge and provides it quickly. Team LINE (Yamazaki et al., 2022) responded to questions utilizing pre-collected knowledge. They gathered knowledge from sources such as Jalan2 and TripAdvisor3 and used the Japanese-based language model, HyperClova, for text generation. Team ditlab [Tachioka 22] collected travel spot information from Jalan and GoogleMap4, as well as nearby information from GooglePlaceAPI5, to respond to questions. The authors used knowledge gathered from RURUBU6 and GoogleMap as the basis for responding to questions, leveraging large-scale language models (Sugiyama et al., 2021). These strategies utilize human-like characteristics and the advantages of computers. An android robot salesclerk can efficiently provide rich and informative responses, meeting customer’s expectations of having extensive knowledge readily available.
3.3 Producing entertainment
This section introduces strategies living up to the expectation for entertainment performed by an android robot salesclerk. These scenes are the result of the android robot’s ability to interact without being constrained by stereotypes. Such novel scenes are items that can provide entertainment. Team MIYAMA7 incorporated rapid speech to give the robot a sense. Furthermore, Team MIYAMA (Miyama and Okada, 2022) conducted a personality diagnosis scene by estimating the customer’s personality. The authors used keywords that a human salesclerk would not say, such as “My power is about to go out…” and “Referring to my large database…,” to create a dialogue that was different from that of a human. These novel scenes, unrestricted by stereotypes, are unique dialogue strategies for android robots that can provide entertainment value.
4 EXPERIMENTAL DESIGN FOCUSING ON ASYMMETRIC COMMUNICATION
The purpose of this paper is to propose a dialogue strategy for android robots focused on asymmetric communication and to verify the effectiveness of this strategy. This section describes the proposed dialogue strategy and the experimental design for verifying its effectiveness.
4.1 Proposed strategy
In a first encounter at a travel agency, A number of human-like strategies have been proposed in which an android robot salesclerk estimates and utilizes customer’s preference information. Such strategies are useful for dealing with customers’ the anxiety that an android robot salesclerk lacks an understanding of customer’s background information. However, as mentioned in Section 3.1, it is difficult to obtain accurate estimation results under real-world conditions with the current level of technology. Therefore, it is important that the robot’s utterances be recognizable by the customer during the dialogue, rather than the estimation part of the robot, which the customer cannot know during the dialogue. In this paper, we propose a dialogue strategy that does not use estimation technology for preference information, but instead performs changing the agent’s character in order to pretend to tailor to the customer. Specifically, during the dialogue, the android robot clerk says, “Actually, I transform a character in order to tailor to the customer based on the acquired customer information and guide you.” and then, transforms from a high voice to a low voice. This strategy is characterized by the fact that it does not use any customer information, and the parameters are already determined. Therefore, in reality, it is merely pretending to tailor to the customer. However, we assume that by recognizing such an easy-to-understand change in the android robot, the customer will have the impression that it has adjusted to him/her, and this will create a positive impression in the subsequent dialogue.
Also, if this strategy were implemented by a human salesclerk, a customer might feel uncomfortable with abstract declarations and distinct agent’s character changes. However, in the case of a robot salesclerk, unlike a human, the customer does not know what functions the robot has, so there may be a possibility that the customer will interpret the change favorably. That interpretation may be beyond the current level of technology. Such an extended interpretation is possible because, unlike humans, we do not know the limits of robots. Therefore, this proposed strategy is considered a robot-like strategy.
4.2 Experimental setup
4.2.1 Experimental procedure
In this experiment, we used past experiment videos as a reference to artificially reconstruct the dialogue scenario between the salesclerk and the customer. We recorded these dialogue videos and devised an experimental de sign for simultaneous evaluation by multiple participants.
To represent the appearance and behavior of the android robot playing the salesclerk, we utilized a CG avatar, “CGErica” (Figure 3), which was ready for the Dialogue System Live Competition 5 (Higashinaka et al., 2022a). We recorded a video from the customer’s perspective, with the customer engaging in the dialogue with the salesclerk (the customer was not shown in the video). Then, the customer’s speech was synthesized using Koemotion speech synthesis8, while the salesclerk’s speech was represented using Amazon Polly speech synthesis (provided by DRC organizer). Four different video clips were recorded, each using the salesclerk’s speech as parameters.
[image: A realistic animated woman sits on a green bench, set against a backdrop of calm water. She has long dark hair and wears a dark shirt with a light skirt, holding a neutral expression.]FIGURE 3 | CGErica used in the experiment. It has a human-like appearance.
Each of these videos was divided into seven evaluation timings for the salesclerks’ speech. The participants, who were instructed to act as customers, watched one consistent video clip. At each Evaluation timing, they paused and answered questions about the salesclerk’s human-likeness and their ability to adapt to the customers.
4.2.2 Experimental conditions
Four video clips were prepared in this experiment below.
	1. The baseline design: without preference information + without declaration of character transformation (hereafter referred to as Pref-/Cha-)
	2. The human-like design: with preference information + without declaration of character transformation (Pref+/Cha-)
	3. The robot-like design (proposed strategy): without preference information + with declaration of character transformation (Pref-/Cha+)
	4. The combination design: with preference information + with declaration of character transformation (Pref+/Cha+)

Figure 4 represents the parameters and the dialog flow. Details of the parameters are shown below.
Parameters: Pref+ or Pref-This parameter was prepared to show the hypothesis that a strategy to make suggestions using information obtained from the customer can dispel the customer’s anxiety, i. e., give the impression of being tailored to the customer himself/herself (Tailoring effect). Uchida et al. (2021) developed a proposed system that can efficiently acquire user preferences in non-task-oriented dialogue, and confirmed that an android robot embedded with this system can motivate users to interact. As it is effective for robots to use information collected through conversations in human-robot dialogue, Fu et al. (2021) designed an intermediary android robot that collects and shares recent experiences of group members to strengthen their social connections. Based on these findings, it is highly likely that the method of suggesting travel destinations using customer preference information collected by the clerk in the dialogue is effective in the service industry travel agent dialogue. This parameter can be used as a comparison target for the parameters described below. Preference information is collected in the first half of the dialogue. When using the information, the salesclerk touched on the collected preference information and connected it to the related suggestions.
Parameters: Cha+ or Cha-This parameter was prepared to show the hypothesis that pretending to use the customer’s information has Tailoring effect. When a customer declared a change of character, the salesclerk explicitly said, “I will guide you with a character that matches the customer based on the acquired customer information,” and transformed from a high pitch to a low pitch. Since this transformation did not use the customer’s information, the scene is the same in all patterns.
[image: Flowchart illustrating interaction between a salesclerk and customer. The process includes confirming visit purpose, asking about memorable spots, experiences, and suggesting travel options. Evaluation timings and preferences are noted. Vertical time axis on the left indicates progression.]FIGURE 4 | Dialogue flow used in the experiment. There are two parameters. The first parameter determines whether the preference information collected in the former half of the dialogue is used to make suggestions in the latter half of the dialogue (Pref- or Pref+). The second parameter determines whether or not to declare a character transforming (Cha- or Cha+).
4.2.3 Creation of dialogue scenarios
The dialogue scenarios require both the customer’s and the salesclerk’s utterances. The salesclerk’s utterances were created based on the dialogue flow in Figure 4. The content of the salesclerk’s utterances was designed to be mostly the same for all patterns, following the dialogue flow. However, some scenes required different responses (e.g., answering using customer profile information or suggesting travel destinations), so templates were used to create these responses accordingly. Therefore, all of the salesclerk’s utterances appearing in the dialogue scenarios can be considered rule-based responses generated by the system.
For customers’ utterances, simple profiles were created in advance, allowing them to answer the salesclerk’s questions. These profiles were used to prompt ChatGPT9 to generate the customer’s responses. Different customer profiles were prepared for each pattern to ensure variety. The actual dialogue scenarios used in the experiment are presented in Table 1 and Table 2.
TABLE 1 | Dialogue scenario used in experimental pattern Pref-/Cha+. Utterance ID (UID) is assigned to each utterance; Evaluation Timing (ET) is assigned to the timing of the participant’s evaluation; Speaker is either the salesclerk or the customer. The Japanese utterances were directly translated by DeepL.
[image: A dialogue table showing a conversation about travel preferences between a shopkeeper and a customer. The dialogue progresses from discussing previous trips to Osaka, mentioning souvenirs like snow cones, to deciding on future travel destinations. The customer shows interest in budget-friendly trips, and the shopkeeper recommends Hokkaido, highlighting attractions like Takahashi Manju-ya and Jaga Pokkuru as souvenirs. The tone is polite and focused on exploring travel options.]TABLE 2 | Dialogue scenario used in experimental pattern Pref+/Cha-. The Japanese utterances were directly translated by DeepL.
[image: A customer and an employee are discussing travel destinations. The customer recalls a memorable trip to Atami, mentioning hot springs and pudding souvenirs. The employee suggests Hokkaido's Hotel Furukawa for its hot springs and introduces Shiroi Koibito as a recommended souvenir. The conversation involves budget considerations and destination preferences.]4.2.4 Creation of video clips reproducing dialogue scenarios
We conducted the experiment using CG avatars with a human-like appearance to reduce experimental environmental blurring by constructing a composition of customer versus android robot in a CG environment. As for the representation of the customer, no matter which pattern was used, the customer’s figure did not appear in the video, but the voice was only synthesized by speech synthesis. Experimental video clips are shown in Supplementary Data.
4.2.5 Instruction to the participants
The participants were given several instructions before they were allowed to evaluate the dialogue videos. We informed them that the dialogue video to be used was a reproduction of a dialogue with the following content. The dialogue assumes salesclerk at a travel agency. A customer visits a travel agency in Tokyo. The customer and the salesclerk have a face-to-face conversation. The purpose of the customer’s visit is to decide on a travel destination. The salesclerk can either respond automatically with an autonomous system or be operated by a human.
In addition, since multiple dialogue videos are viewed, the customer is a different person for each video, and the salesclerk is a different entity. As for the evaluation, we explained that the participants needed to answer the questionnaire items for each designated speech segment. The questionnaire items used in the experiment are shown in Table 3. The designated speech segment is the range indicated by Evaluation timing in Table 1. Regarding the responses to the questionnaire, since the video was played only once, the participants were instructed to write “-” in the corresponding item if they did not remember the speech segment. In addition, we also told the participants that they were not to imagine the impression that the customers felt from the customer’s speech in the video, but to evaluate their own impression of the speech scene of the salesclerk.
TABLE 3 | Question items in the experiment. From Question ID(QID) 1 to QID7 are measured on a 1 to 7 Likert scale (Higher values indicate affirmation and lower values indicate negation). QID8 is answered with 3 choices (Autonomous system operates in real-time, Don’t know, Human operates in real-time). Open-ended responses are provided for QID9 and QID10.
[image: Table with three columns for QID, Content, and Category. It lists ten questions about a salesclerk's communication, including likability, trustworthiness, understanding customer thoughts, human-likeness, robot-likeness, and tailoring dialogue. Categories include Likeability, Trustworthiness, Tailoring effect, Human-likeness, Robot-likeness, and Customer’s perceptions.]5 RESULTS
In this experiment, 13 participants were gathered. All participants viewed four video clips in a random order. There were seven Evaluation timings in the video clips, at which time the participants answered 10 questions. In the following sections, we will describe the results obtained from the experiment.
5.1 Confirm customer’s anxiety and robot-likeness of the proposed strategy
In this section, first, we check whether the customer has anxiety that an android robot salesclerk lacks an understanding of customer’s background information, and whether using preference information is a human-like strategy. Figure 5 shows the values of QID5, QID6, and QID7 at Evaluation timing for each video clip, respectively. These values represent the mean and standard deviation of the values evaluated by the 13 participants in the experiment. We examine how the participants perceived the utterances with and without preference information. We conducted a Cronbach’s alpha test on the reliability of the two items QID5 and QID6 as indicators of human-likeness. The results showed that the alpha coefficient was 0.85, confirming its reliability.
[image: A series of twelve line graphs in a grid layout show human likeness evaluations for three conditions (QD1, QD4, QD7) over seven evaluation timings. Each graph contains blue data points and error bars. The y-axis represents human likeness scores, and the x-axis represents evaluation timing from one to seven.]FIGURE 5 | Evaluation of human-likeness from QID5 and QID6 and Evaluation of Robot-likeness from QID7. Higher values on the vertical axis indicate more human-like/robot-like salesclerk. The horizontal axis is Evaluation timing of salesclerk’s utterances. The scores are the means of the participants’ values and the error bars are the standard deviations.
We check whether utterances that do not use preference information give a robot-like impression and those that do give a human-like impression. Therefore, from Figure 5, we compare the results of Evaluation timing 4, which is a scene in which customer’s preference information is used/not used for the content of speech in the four types of video clips. Since there are two factors (Pref and Cha) in these results, and each of them can be considered as data for two groups (+ and -), a 2 × 2 analysis of variance (ANOVA) was conducted. When compared with the QID5 values, a significant difference was observed for the Pref factor at the 5% significance level, indicating a main effect for Pref. The same results were obtained when comparing the QID6 values. On the other hand, no significant difference was found for QID7. Therefore, for QID5 and QID6, we fixed the Cha factor and performed a corresponding two-tailed t-test using Pref-/Cha- and Pref+/Cha- data. When compared at the QID5 values, a significant difference was found at the 5% significance level. Similar results were obtained when comparing with QID6 values. Since QID5 and QID6 are items that directly ask about human-likeness, it was found that utterances that do not use preference information are not human-like, while those that do give the impression of being human-like. Unlike QID5 and QID6, QID7 is a question whether the salesclerk is robot-like. In other words, the results suggest that there is no change in robot-like characteristics depending on whether preference information is used or not.
Figure 6 also shows the value of QID8 at Evaluation timing for each video clip. Comparing the results of Evaluation timing 4 for Pref-/Cha- and Pref+/Cha-, we found that without using preference information, participants perceive the system to be operating, but when it is used, the number of participants who perceive the system to be operated by a human increases.
[image: Four line graphs display customer perception scores over time for different evaluation timings. Each graph compares two conditions: "Prof- / Cha-", "Prof- / Cha+", "Prof+ / Cha-", and "Prof+ / Cha+". Blue lines represent system scores and red lines represent human scores, with scores ranging from zero to twelve. The graphs reveal varying trends and differences between system and human evaluations across the different conditions.]FIGURE 6 | Investigation of the customer’s perception from QID8. The vertical axis indicates the number of participants who answered ‘system’ or ‘human’. The horizontal axis is the evaluation timing of salesclerk’s utterances.
These results indicate that participants had the impression that clerks who spoke without using preference information were robot-like. In other words, the results suggest that customers have prior knowledge that salesclerks who speak without using preference information are not human but rather robots, and that they have the anxiety that an android robot salesclerk lacks an understanding of customer’s background information. Furthermore, the results revealed that participants felt more human-like utterances using preference information. Thus, the results suggest that the dialogue strategy of using preference information is a human-like strategy.
Next, we confirm that the proposed strategy of pretending to tailor to the customer is a robot-like strategy. From Figure 5, the results of Evaluation timing 3, which is a scene where the proposed strategy is incorporated/not incorporated in the four types of video clips are compared. A 2 × 2 ANOVA was performed on these results in the same way as above. When comparing the results for the QID5 values, a main effect was found for Cha, as there was a significant difference in the Cha factor at the 5% level of significance. The same results were obtained when comparing the values of QID6 and QID7. Therefore, for QID5 and QID6, we fixed the Pref factors and performed a corresponding two-tailed t-test using Pref-/Cha- and Pref-/Cha+ data. When compared by the QID5 values, significant differences were found at the 5% level of significance. The similar result was obtained when comparing the QID6 values. On the other hand, QID7 showed neither a significant difference nor a significant trend. These results show that the proposed strategy is not a strategy that would be expected to be performed by a human. Also, comparing the results of Pref-/Cha- and Pref-/Cha+ Evaluation timing 4 from Figure 6, speech segment of pretending to tailor to the customer, the participants perceived that the system manipulated the android robot. Therefore, it was suggested that the proposed strategy of pretending to tailor to the customer is not a human-like strategy, but a robot-like strategy.
5.2 Tailoring effect of using preference information
In this section, we check whether the dialogue strategy of using preference information gains high Tailoring effect. Figure 7 shows the values of QID3 and QID4 at Evaluation timing for each video clip, respectively. These values represent the mean and standard deviation of the values evaluated by the 13 participants in the experiment. We conducted a Cronbach’s alpha test on the reliability of the two items QID3 and QID4 as indicators of Tailoring effect. The results showed that the alpha coefficient was 0.98, confirming its reliability. At Evaluation timing 4, suggestions are made based on the customer’s preference information collected in the first half of the dialogue. Therefore, we compare the results of Evaluation timing 4 in the four types of video clips from Figure 7. A corresponding 2 × 2 ANOVA was performed on these results as in the previous section. When comparing the results with the QID3 values, a main effect was found for Pref, as a significant difference was observed in the Pref factor at the 5% level of significance. The same results were obtained when comparing the values of QID4. Therefore, for QID3 and QID4, the Cha factor was fixed, and a corresponding two-tailed t-test was conducted using the Pref-/Cha- and Pref-/Cha+ data. When compared by the QID3 values, significant differences were found at the 0.5% level of significance. The similar results were obtained when comparing the QID4 values. These results indicate that the dialogue strategy of using preference information has high Tailoring effect in the service robot. This result confirms what has been claimed in many studies, including Uchida et al. (2021).
[image: Line graphs comparing training and testing errors for two conditions over eight evaluation timings. Each graph shows data points with error bars, highlighting variations in performance metrics labeled Prof and Cloth.]FIGURE 7 | Evaluation of tailoring effect from QID3 and QID4. Higher values on the vertical axis indicate more tailored to the customer. The horizontal axis is Evaluation timing of salesclerk’s utterances. The scores are the means of the participants’ values and the error bars are the standard deviations.
5.3 Tailoring effect of pretending to tailor to the customer
In this section, we check whether the dialogue strategy of pretending to tailor to the customer has high Tailoring effect. In Evaluation timing 3, we declare an agent’s character transform to pretend to tailor to the customer. From Figure 7 the results of Evaluation timing 3, which is the scene where the proposed strategy is incorporated/not incorporated in the four types of video clips are compared. A corresponding 2 × 2 ANOVA was performed on these results in the same way as above. When comparing the results with the QID3 values, a main effect was found for Cha, as there was a significant trend for the Cha factor at the 10% level of significance. No significant difference was found when comparing the values of QID4. Therefore, for QID3, the Pref factor was fixed, and a corresponding two-tailed t-test was conducted using Pref-/Cha- and Pref-/Cha+ data. A significant trend was observed at the 10% level of significance when comparing the QID3 values. However, this significant trend indicated better results for a speech segment that did not pretend to tailor to the customer. The same trend was also observed when the Pref factor was fixed to Pref+ and the results of Pref+/Cha- and Pref+/Cha+ Evaluation timing 3 were compared as well. Since QID3 is a question about whether or not the salesclerk understands its customers, the impression of the proposed strategy as an ambiguous declaration was diminished. QID4 is a question related to willingness or unwillingness about whether or not the salesclerk trys to tailor to the customer, so even though they are both questions about Tailoring effect, there is a difference. In addition, the scene of doing nothing compared to the proposed strategy has no noteworthy points. Therefore, it is possible that the participants were strongly influenced by the salesclerk’s statement immediately before the scene in which he/she expressed empathy for the customer’s information.
Furthermore, as mentioned in Section 4.1, we assume that the proposed strategy has the potential to create positive impressions not only at the time of declaration but also afterward. Therefore, the results after Evaluation timing 4 were also compared using the same 2 × 2 ANOVA as above. As a result, a significant trend in the interaction was observed at the 10% level of significance at timing 6, indicating an interaction between the Pref and Cha factors. However, since no significant difference was observed at the other Evaluation timings, it is unlikely that this is an effect of the proposed strategy. At this timing, the salesclerk was proposing a specific travel spot to the customer, which may have created a difference in impression due to the different scenarios. These results suggest that there was no difference in Tailoring effect due to the proposed strategy.
So far, we have checked the effect of the proposed strategy on the participants as a whole, but this proposed strategy is a robot-like strategy. Therefore, considering that the effect may differ depending on whether the participants consider the salesclerk to be a human or a robot, we will henceforth limit the participants. Figure 8 shows the values of QID3 and QID4 at Evaluation timing for each video clip, respectively. Unlike Figure 7, these values show the mean and standard deviation of the values evaluated by the experimental participant who answered ‘system’ at QID8. As before, a 2 × 2 ANOVA could have been performed, but these values were deemed difficult to statistically evaluate because the number of participants was quite small. Since some of the data had values exceeding 5 or more cases each, we performed an unresponsive two-tailed t-test on them, but no significant difference was found. Therefore, it was not possible to statistically demonstrate the effectiveness of the proposed strategy. However, if we focus on the mean values, the results suggest that Tailoring effect of the proposed strategy tends to be higher when the results are focused on specific participants in Figure 8 than when the results are aggregated for all participants in Figure 7. In other words, the results suggest that a difference may exist between the impression felt by participants who recognize the salesclerk who performed this proposed strategy as the system and the others.
[image: Graphs showing balance scores (QDH) over eight separate panels, each labeled as Prof and Cla, with evaluation timing on the x-axis from zero to seven. Blue points with error bars indicate data changes across the panels. Panels are arranged in two columns of four.]FIGURE 8 | Evaluation of tailoring effect from QID3 and QID4 limited to specific group. In contrast to Figure 7. This figure focuses on participants who answered ‘system’ in QID8. Higher values on the vertical axis indicate more tailored to the customer. The horizontal axis is Evaluation timing of salesclerk’s utterances. The scores are the means of the specific participants’ values and the error bars are the standard deviations. Brackets in the figure indicate the number of specific group.
Based on the above results, we focus on the participants in detail. Figure 9 shows the values for each of the four participants (B, D, L, and M) as they responded to QID3 and QID4, respectively, at each video clip’s Evaluation timing. These participants can be divided into two groups: B and L are those who are more likely to judge ‘human’ on QID8 across all video clips, while D and M participants are those who are more likely to judge ‘system’ on QID8 across all video clips. B and L always have high Tailoring effect, no matter the strategy. The impression of participants who identify as ‘human’ is already high, making it difficult to evaluate the effectiveness of the proposed strategy. On the other hand, D and M are shown to change their impressions depending on whether or not to use preference information (after Evaluation timing 4). In particular, D shows an increase in Tailoring effect from then on by making declarations when comparing Pref-/Cha- and Pref-/Cha+. Thus, it is possible that robot-like proposed strategies may be effective for participants who tend to perceive an android robot as ‘systems.’ At the very least, the proposed strategy that does not use preference information and instead only pretends to tailor to the customer was confirmed to be effective for enhancing Tailoring effect for specific customers.
[image: Line graphs comparing cluster evaluation timings against learning effect (QDI) for eight different combinations of preliminary and cluster phases. Each graph features eight colored lines, representing B, D, F, I, O, S, T, and M, showing fluctuating values over evaluation timings from one to eight.]FIGURE 9 | Evaluation of tailoring effect from QID3 and QID4 limited to specific participants. In contrast to Figures 7, 8. This figure focuses on four participants. Two participants (B and L) were particularly likely to answer ‘human’ for all video clips in QID8. The other two participants (D and M) were particularly likely to answer ‘system’. Higher values on the vertical axis indicate more tailored to the customer. The horizontal axis is the evaluation timing of salesclerk’s utterances. The scores are the values actually rated by the participants.
6 DISCUSSION
Our original dialogue strategy is based on the assumption that high Tailoring effect can be achieved by changing an agent character in order to pretend to tailor to the customer without using estimation techniques of preference information. The experiment was conducted to investigate whether the agent changing its character to pretend to tailor to the customer in mid-dialogue improves Tailoring effect in the second half of the dialogue. The results showed no difference in Tailoring effect with the proposed strategy. On the other hand, we compared Tailoring effect by focusing on participants who judged the salesclerk to be manipulated by the system in QID8. The dialogue lacks preference information in the latter (comparing the impacts of Pref-/Cha- vs. Pref-/Cha+) and the dialogue using preference information in the latter (comparing the impacts of Pref+/Cha- and Pref+/Cha+) showed high values when the proposal strategy was implemented. The values remained high after the suggestion strategy was implemented. The proposal strategy had a positive effect on participants who perceived the salesclerk as a system. Therefore, it was suggested that Tailoring effect could be improved for customers who perceived the android robot as a system, even without using preference information, and that it might be possible to eliminate customer anxiety. Improvement is also expected when “using preference information” strategy is combined. Although the current technology for estimating preference information is not perfect, a certain level of accuracy is assured. Therefore, the results of this experiment suggest that the proposed strategy may be effective in dialogues where preference information is sometimes unavailable.
Furthermore, in this experiment, we prepared a useful experimental design that focused on asymmetric communication. As a result, we adopted an experimental design in which multiple video patterns are viewed and evaluated by a third party. The advantages of such a design are as follows.
	1. Unlike field experiments, multiple participants in the experiment can conduct evaluations at the same time, thus reducing costs.
	2. Thorough advance preparation eliminates the need for the experimenter to be present when the participants conduct the evaluation. This makes it possible to ask crowd workers to conduct evaluations, thereby easily increasing the number of data.
	3. When conducting a field experiment in which the participants play the role of guests, there is a high possibility that an unintended dialogue will develop due to the behavior of the experiment conductor, causing unwanted bias in the experiment evaluation. This format avoids the above bias.
	4. In terms of reproducing the dialogue scenario, it can be replicated on a variety of platforms, including those involving humans, CG avatars, and android robots. It is also possible to simulate the role of the salesclerk.

The fourth advantage is particularly important. Focusing on asymmetric communication means focusing on the fact that customers’ perceptions of humans and android robots are different. This enables a comparison between humans and android robots. In this case, this experimental design is very useful because it can create a situation where it is not clear whether the salesclerk is a human or an android robot.
7 DEMONSTRATION USING THE ANDROID ROBOT
7.1 Travel agency tasks in DRC 2022
The preliminary round of DRC 2022 was held at the mock travel agency booth in Miraikan, the National Museum of Emerging Science and Innovation, in Tokyo, Japan. The details of the competition are shown in the overview paper (Minato et al., 2022). Android I acts as a salesclerk at a travel agency and communicates with a customer who has two alternative spots selected previously by him/herself decides one through a 5-min dialogue with Android I. In this situation, our challenging tasks are to give a customer enough information for both spots, to make him/her feel enjoyable through the dialogue, and to lead his/her decision to the recommended spot randomly designated by organizers.
7.2 Dialogue strategy focusing on asymmetric communication
The dialogue of the proposed system consists of 7 phases (Figure 10). We incorporated a strategy focusing on asymmetric communication as mentioned in Section 4. The system incorporates a strategy of pretending to be in tune with the other party. Thus, the android robot behaved as if it had changed its own attributes, personality, and interests to match those of the customer. Specifically, after some chit-chat at the beginning of the dialogue, the android robot explicitly uttered, “I will guide you with a character tailored to the customer,” and the android robot transformed from a high pitch and hard tone to a low pitch and soft tone. The android robot did not adapt based on the customer’s information. It consistently performs the transformation with the same parameters for every customer. However, the customer felt satisfied with the interaction with the android robot following this scene, trusted the android robot, and believed that it would influence the customer’s own choice of travel destination. Demo video is shown in Supplementary Data.
[image: Flowchart illustrating a personalized guiding process. Steps include: 1. Introduction, 2. Brief info on spots, 3. Customer info during chats, 4. Detailed spot info, 5. Additional spot info, 6. Discussions on spots, 7. Wrap-up. Inputs: Customer info, JTB databases, Google Maps, and additional databases. Speech bubble: “I will guide you with a character tailored to you.”]FIGURE 10 | Dialogue flow of proposed system. During the introduction in the dialogue, the android robot declares, “I will guide you with a character tailored to you.” and then transforms from an android robot with a high pitch and stiff tone of speech to an android robot with a low pitch and soft tone of speech.
In this strategy, we kept in mind that changes that do not match the appearance (e.g., a female android robot speaking in a male pitch) could greatly detract from the impression. Prior to this phase, we made the customer aware of the android robot’s recognition capabilities by performing clothing recognition and speech recognition. We also took into account the possibility that this would lead customers to infer that there was some technology built in that would allow them to use images, voice, or other information as input to adapt the robot to them.
7.3 Evaluation of our overall strategy in DRC
Through DRC 2022, the authors had 29 visitors at DRC 2022 experience the system. Table 4 below shows the dialogue logs between the visitors and the android robot incorporating the system built by the authors. Questionnaire results from the competition is shown in Figure 11. The definition of detail items in this questionnaire are shown in the overview paper (Minato et al., 2022). We conducted statistical tests on the results of questionnaire items obtained from DRC. Specifically, two-tailed independent t-tests were employed to compare the baseline and proposed systems across 10 questionnaire items. The results revealed significant differences at a 5% significance level for the ‘Inf’ item. In addition, the results revealed significant trends at a 10% significance level for the ‘Sat/d’ item. No significant differences or trends were observed in other items. The fact that differences were found in the ‘Inf’ item suggests that the android robot may have lived up to the expectation that an android robot salesclerk has a wealth of knowledge and provides it quickly, as mentioned in Section 3.2. Significant differences were also found in the ‘Sat/d’ items, indicating that the dialogue strategies focusing on asymmetric communication elicited positive impressions from visitors. These results showed our dialogue strategy may be effective.
TABLE 4 | An example of dialogue logs collected at DRC 2022.
[image: A table displays a conversation between two speakers. The dialogue includes a travel guide recommending destinations like the Tokyo Trick Art Museum, suitable for trips with friends, and a buffet restaurant. Specific information about trip preferences, past experiences in Germany, and details such as parking and entrance fees are discussed.][image: Bar chart comparing the performance of a proposed system and a baseline system across different categories labeled SatC, Inf, Nat, App, Lik, SatS, Tru, Use, Rou, and Room. The proposed system is shown in blue and the baseline system in orange. Statistical significance is indicated with an asterisk for p < 0.05 and a cross for p < 0.1. Error bars represent data variability.]FIGURE 11 | Impression evaluation of the dialogue and the robot recommended effect by the questionnaire survey from 29 visitors at DRC 2022. Baseline system is a general recommendation dialogue system created by organizers. Sat/c, Inf, Nat, App, Lik, Sat/d, Tru, Use, Reu, and Recom denote satisfaction with choice, informativeness, naturalness, appropriateness, likeability, satisfaction with dialogue, trustworthiness, usefulness, intention to reuse, and robot recommendation effect, respectively.
We watched videos of dialogues with customers that had a low evaluation. From the videos, we confirmed cases of dialogue breakdown due to errors in the speech recognition software and the fashion item detection module, as well as cases in which the speech synthesizer misread the generated sentences.
A total of 29 dialogue evaluations of our system were conducted in 1 day. Looking at the questionnaire results over time, there were 9 later cases for which the results were especially low. The experiment was conducted on a holiday, so the environment in the latter half of the day was noisy. This may have reduced the customers’ ability to concentrate on the dialogue, resulting in lowered evaluations.
8 CONCLUSION
In the development of dialogue systems for android robots, the primary goal has been to achieve “human-like” dialogue. However, humans easily notice small differences between android robots and humans, and even human-like android robots are perceived as being different from humans. As a result, in a dialogue between a human and an android robot, the android robot treats the human as a human, but the human treats the android robot as a robot, not a human. This phenomenon can be described as asymmetric communication. Therefore, it is important to optimize the interaction strategy of android robots, focusing on asymmetric communication.
We believe that by assuming a human cognitive model of how an android robot is accepted by humans, we can construct a dialogue strategy suitable for android robots. We explored the dialogue strategies of an android robot in a dialogue task in which the android robot acts as a salesclerk in a travel agency and provides sightseeing information to customers. The model of customer perception of the android robot salesclerk includes three types of customer expectations and anxieties: understanding customer background information, providing useful information quickly, and producing entertainment. We introduced the strategies that were found in DRC 2022 to address them. However, these measures have not been evaluated specifically for asymmetric communication. Therefore, in this paper, we verified a dialogue strategy focusing on asymmetric communication in detail.
The topic of the experiment was anxiety about understanding customer background information. We proposed a robot-like strategy in which the robot pretends to tailor to the customer by declaring a character transformation, without using estimation technology. For comparison, a human-like strategy using the customer’s preference information was prepared. We used a computer to create three 5-min video clips that simulate the dialogue between a customer and a salesclerk in a travel agency. The video clips are evaluated while paused, allowing for a more detailed evaluation of the dialogue. In the video clip, the android robot’s appearance and behavior are represented by the CG avatar. By instructing the participants that they did not know whether the salesclerk in the video clip was a human or a robot, we made it possible to represent the clerk on a variety of platforms. In some situations, the robot attempted to understand the customer and to tailor the dialogue to the customer, for example, using the customer’s preference information to make personalized suggestions, or pretending to tailor to the customer by declaring a character transforming.
From the experimental results, it was confirmed that the human-like strategy of using preference information to make suggestions had high Tailoring effect. In addition, we confirmed that the robot-like strategy of pretending to tailor to the customer by declaring a character transformation had positive Tailoring effect on specific participants, and this effect was sustained throughout the dialogue.
Furthermore, in the demonstration at DRC 2022, the dialogue strategies focusing on asymmetric communication gained high satisfaction with the dialogue from 29 visitors. The experimental results and the demonstration results suggest that customers perceive android robots differently than humans, and that not only human-like strategies but also robot-like strategies may create positive impressions among customers.
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Along with the development of speech and language technologies, the market for speech-enabled human-robot interactions (HRI) has grown in recent years. However, it is found that people feel their conversational interactions with such robots are far from satisfactory. One of the reasons is the habitability gap, where the usability of a speech-enabled agent drops when its flexibility increases. For social robots, such flexibility is reflected in the diverse choice of robots’ appearances, sounds and behaviours, which shape a robot’s ‘affordance’. Whilst designers or users have enjoyed the freedom of constructing a social robot by integrating off-the-shelf technologies, such freedom comes at a potential cost: the users’ perceptions and satisfaction. Designing appropriate affordances is essential for the quality of HRI. It is hypothesised that a social robot with aligned affordances could create an appropriate perception of the robot and increase users’ satisfaction when speaking with it. Given that previous studies of affordance alignment mainly focus on one interface’s characteristics and face-voice match, we aim to deepen our understanding of affordance alignment with a robot’s behaviours and use cases. In particular, we investigate how a robot’s affordances affect users’ perceptions in different types of use cases. For this purpose, we conducted an exploratory experiment that included three different affordance settings (adult-like, child-like, and robot-like) and three use cases (informative, emotional, and hybrid). Participants were invited to talk to social robots in person. A mixed-methods approach was employed for quantitative and qualitative analysis of 156 interaction samples. The results show that static affordance (face and voice) has a statistically significant effect on the perceived warmth of the first impression; use cases affect people’s perceptions more on perceived competence and warmth before and after interactions. In addition, it shows the importance of aligning static affordance with behavioural affordance. General design principles of behavioural affordances are proposed. We anticipate that our empirical evidence will provide a clearer guideline for speech-enabled social robots’ affordance design. It will be a starting point for more sophisticated design guidelines. For example, personalised affordance design for individual or group users in different contexts.
Keywords: human-robot interaction (HRI), affordance, anthropomorphism, spoken interaction, use cases, mixed-method approach

1 INTRODUCTION
In recent years, people have shown great interest in interacting with speech-enabled artificial agents, such as voice assistants in smartphones or smart speakers and social robots with embodiment. Springing from the ‘command and control systems’ of the 1970s, these agents now can act more actively in social interactions in the healthcare, education, entertainment and other social industries (Bartneck et al., 2020, p.163). Given the diversity of the use cases, there is a need to explore the appropriate designs of social robot interfaces in different use cases. What should a social robot look, sound, and behave like in given situations? The design challenges are several-fold. For example, how to increase an agent’s social acceptability so people feel comfortable interacting with it (Dautenhahn, 2007); how to avoid the phenomenon known as the ‘uncanny valley’ (Mori et al., 2012), where a negative emotional response would be triggered when an artificial agent is very human-like but not convincingly so; also, how to increase discoverability (Norman, 2013, p10) to help users figure out how an agent works and what operations are possible.
In this last regard, we conduct our study within the framework of the affordance theory. Adopted from Gibsonian psychology (Gibson, 1977), affordance in the design field refers to the relationship between a physical object and an interacting agent, which affects people’s perception of a physical object and determines how the object could possibly be used (Norman and Love, 2004; Norman, 2008; 2013). According to this theory, perceivable affordances of a social robot are related to its appearance, sound and behaviours (e.g., facial expressions and language behaviours). Previously, many studies of the social robot’s design focused on the uncanny valley. For example, perceptual mismatches of facial features (MacDorman and Chattopadhyay, 2016) and face-voice stimulus (Mitchell et al., 2011) could reduce users’ sense of affinity. Bearing in mind the importance of aligning face and voice stimulus, our focus in this study is to examine the alignment of a robot’s static and behavioural affordances in various use cases. Specifically, our goal is to examine whether and how a social robot’s affordances should align with its designated roles in different types of use cases. Our research interests are about how a robot’s affordances affect people’s perception of it before and after interactions in different use cases. For example, would people favour a more robot-like agent for an informative use case and a more human-like agent for an emotional use case? If so, how?
To address these questions, we adopted a mixed-method approach to examine statistical relations and gain insights from listening to participants’ voices. The quantitative method explores potential correlative relationships between independent variables (affordances and use cases) and people’s perceptions of the robot. The data is collected via questionnaires before and after a participant interacts with a robot. The qualitative method collects data from semi-structured interviews after the experiment and generates thematic analysis. The social robot ‘Furhat’ is used in the experiment because it can change faces and voices in the same embodiment (Furhat Robotics, 2023). Two independent variables are examined in various settings: the robot’s appearance and voice (adult-like, child-like and robot-like) and use cases (informative, emotional and hybrid). The results show that use cases have statistical significance in affecting people’s first impressions of a robot’s competence, warmth and their motivation to interact with the robot, as well as post-interaction perceived competence and warmth, especially between informative and emotional use cases. Static affordances, such as face and voice, have statistical significance in affecting people’s first impressions of a robot’s warmth but no statistical significance on post-interaction perceptions. In addition, it shows controversial views of aligning static affordance with behavioural affordance. Some mismatches may cause decreased perceptions (e.g., a child-like robot behaves rudely). Some mismatches may be unexpectedly funny (e.g., a robot-like robot says ‘sweet’).
The paper begins by explaining why affordance design matters in the case of social robots. It then examines evidence and challenges of multi-modality in affordance design. It moves on to explain the materials and methods used in the study, with emphasis given to explaining the design of interactive use cases and measurements used to collect data. The findings section first presents the quantitative analysis of the survey results and then identifies the main themes drawn from the qualitative analysis of the semi-structured interview. The general discussion reflects on the main findings, which answer the research questions and limits of the current work. In the conclusion section, the practical impact of this study is highlighted. Opportunities for future work are identified.
2 BACKGROUND AND RELATED WORK
2.1 Affordance design of social robots
What should a robot look like, sound like and behave like? One classic principle for robot design is the ‘form-function fit’ (Bartneck et al., 2020). It means that the form of a robot needs to reflect its function. This principle has been well tested and applied for robots which provide labour services, such as floor cleaning robots (Prassler et al., 2000), a feeding robot (Nanavati et al., 2023) and a navigation robot (Asakawa, 2023). In recent decades, robots have been used more widely in social domains, such as education, healthcare, and entertainment (Bartneck et al., 2020, p.163). What a robot provides progresses from visible, tangible physical labour value to more abstract information and emotional value. Social robots go beyond carrying out orders in Command and Control Systems and providing information in Interactive Voice Response Systems; they can also provide emotional support in social domains (Moore, 2017). The appliance of the ‘form-function fit’ principle faces more dynamic and complicated situations, such as providing socially assistive service in healthcare (Yoon and Lee, 2018; Scoglio et al., 2019) and language and social behaviour learning in education (Van den Berghe et al., 2019). As robots ‘evolve’ into humans’ social and conversational partners, what does it mean for their interface design? How should a social robot’s appearance, voice and behaviours be designed to accommodate these changes?
The typical design of social robots incorporates anthropomorphisation, which means making a robot appear and behave like a human. For example, to add social presence and visual features such as eyes, ears or a mouth to a robot, project human-like faces or voices, or display emotions explicitly via facial expressions and speech. This design implies that human users can interact with a human-like robot socially (Bartneck et al., 2020, p.174). Many efforts have been devoted to developing human-like interactive technologies. For example, the market giant Microsoft developed more natural-sounding voices (Huang, 2018); Google used an AI system which can control its intonation by incorporating speech disfluencies (e.g., ‘hmm’s and ‘uh’s) and latency lengths when making phone calls to human users (Leviathan, 2018); the social robot company ‘Furhat’ offers a wide range of human-like customisable appearances, which can display various facial expressions (Furhat Robotics, 2023).
The technological developments offer progressively more options for human-like appearance, voice and behaviours. However, the user experience of spoken interaction has proved unsatisfactory (Moore et al., 2016). Although some studies show the more human-like an agent is, the more likeable it is (Brooks, 2002; Kühne et al., 2020), a causal relationship between a social robot’s anthropomorphic form and more natural social interaction cannot be shown (Kanda et al., 2004). The positive experience could be caused by other factors, such as the novelty effect or multimodal experience (Mayer and DaPra, 2012; Van den Berghe et al., 2019). In addition, human-like design has risks of falling into the ‘uncanny valley’ (Mori et al., 2012), which is proved mathematically by Moore (2012): the more human-like an object is, the more affinity it gains until a point where the eerie sensation occurs when the human-like objects highly yet imperfectly resemble actual human beings. There are also ethical concerns about deceptive human-like designs which generate fake sentimentality (Danaher, 2020; Hildt, 2021). Hence, a need arises to explore people’s perceptions of a social robot’s form in more depth.
Going beyond the first impression, what a social robot looks like, sounds like and behaves like would also affect people’s perceived action possibilities, namely, its ‘affordance’. The term ‘affordance’ was invented by ecological psychologist Gibson (Gibson, 1977) and has been brought into the psychological study of human-technology interactions by Norman. Simply put, affordance is a connection between what people see, what they think is possible and what they do with an object in a given situation (Norman and Love, 2004; Norman, 2008; Matei, 2020). People tend to assume that an agent’s affordance will be in accordance with its capabilities. In the case of human-robot interaction (HRI), if people encounter a human-like robot, they expect it to act like a human; if a robot can talk, people expect it to be able to hold a conversation in natural language (Bartneck et al., 2020, p.45). In the interaction, people may feel very disappointed and fall into the habitability gap when they find out that the robot cannot perform as it appears to be (Moore, 2017). Thus, it can be said that a robot’s affordances need to be appropriately designed to represent explicitly its capabilities and to shape users’ expectations of it (Huang and Moore, 2022).
2.2 The challenges of multi-modality and use cases
As embodied agents, social robots’ affordance is manifested in many ways, including their appearances, voices, and verbal and non-verbal behaviours. These multi-dimensional cues increase the risk of getting a certain aspect wrong and falling into the uncanny valley (Moore, 2012). The previous studies of ‘the Uncanny Valley’ mainly focus on robots’ appearances, voices and movements. Studies show that perceptual mismatches of facial features, such as artificial eyes on a fully human-like face, would cause negative affinity (MacDorman and Chattopadhyay, 2016); mismatched face-voice stimulus (Mitchell et al., 2011) could also reduce users’ sense of affinity. This study will extend the exploration of such alignment to a robot’s verbal and non-verbal behaviours in spoken HRI. In this study, we refer to a robot’s face and voice as its ‘static affordance’ because they are relatively stable during interactions. For example, a child-like robot would keep its child-like face and voice in interactions. Correspondingly, we refer to a robot’s verbal and non-verbal behaviours as ‘behavioural affordance’. For example, a robot can change its facial expressions, gazes, and verbal expressions to deliver messages in interactions. The question that interests us is how a robot’s static affordance should be aligned with its behavioural affordance. For example, how should a robot wearing a child-like look and voice behave in a conversation? What about a robot with a robot-like look and voice?
To investigate this question, we take into account what the robot is used for. Campa (2016) emphasised that scenario and persona are two essential aspects to ensure that the robot’s behaviours are as natural as possible. The study by Wilson and Moore (2017) about voices found that when robots, aliens, and cartoon characters’ voices are often changed to match the story, these voice alterations are connected to specific personae. Thus, when it comes to examining the alignment of affordances of a social robot, it is worth putting the robot in different use cases and investigating how the same static affordance design may be more appropriate for one robot role but less for another. For example, what kind of affordance is more appropriate for an informative use case in which a robot only provides information? What about an emotional use case in which a robot provides emotional values?
Finally, to capture people’s perceptions of social robots used in social situations, it is sensible to measure people’s social perceptions of them. Two dimensions widely used to measure people’s social perceptions are warmth and competence (Cuddy et al., 2008; He et al., 2019). The former captures the perceived friendliness and good intentions. The latter captures the perceived ability to deliver on those intentions. This study employs these two dimensions to measure what people expect robots to be like in different situational roles.
3 RESEARCH HYPOTHESIS AND QUESTIONS
Based on the above review, affordance design is crucial to social robots used in various social domains. Going beyond anthropomorphisation and the face-voice match, it is necessary to examine how behavioural affordance should be aligned with static affordance to help users form an appropriate and consistent perception of a social robot in given situations. Hence, this paper aims to understand further what matters in conversational HRI from three aspects: a robot’s static affordance (appearance and voice), behavioural affordance (behaviours) and situational roles. The research hypothesis of this paper suggests that a social robot designed with appropriate and consistent affordances helps users form more stable perceptions and gain more satisfactory experience in spoken HRI. The research questions (RQs) are as follows.
	•RQ1: How does static affordance impact participants’ perceptions of a robot before and after interactions?
	•RQ2: How does the use case impact participants’ perceptions of a robot before and after interactions?
	•RQ3: How does behavioural affordance impact participants’ perceptions of a robot during interactions?

4 RESEARCH MATERIALS AND METHODS
We designed an exploratory experiment that invited participants to complete a series of tasks. In this section, we firstly introduce the settings of two independent variables in the experiment: three static affordances and three behavioural affordances applied in conversational use cases. Examples of the dialogue transcripts of each use case are provided. Then, we explain the study design, focusing on the experiment procedure and measurements. Lastly, we give an overview of the participants’ recruitment and attendance, as well as data analysis plan.
4.1 Affordance and use cases settings
4.1.1 Affordances
The robot used in this study is ‘Furhat’ (Furhat Robotics, 2023). It is a head-only robot with virtual faces that can be back-projected onto the semi-translucent masks. This feature makes using various face settings possible. ‘Furhat’ also has various human-like synthesised voices, including neutral British English. Additional voice effects can be generated to get a robot-like effect with the assistance of a plug-in voice changer TC Helicon Perform VE.
Three matched face-voice settings are used in the experiment. They are ‘adult-like’, ‘child-like’ and ‘robot-like’ affordances. Figure 1 shows what each setting looks like. The detailed specifics are as follows. The adult setting: mask = ‘adult’, face = ‘Alex’, voice = NeuralVoice.Brian. The child setting: mask = ‘child’, face = ‘Devan’, voice = NeuralVoice.Kevin. The robot setting: mask = ‘adult’, face = ‘Titan’, voice = NeuralVoice.Brian. The voice of the robot character is changed via the voice changer to make it sound like a Dalek, a robotic character in the British science fiction television programme Doctor Who (TC-Helicon, 2017, p.14).
[image: Three humanoid robot heads with varying features are displayed. The first resembles an adult, with neutral colors and defined eyebrows. The second has child-like features, with a smooth face and softer expression. The third appears robot-like, featuring a smooth, purple-toned surface with minimal facial details. Each is mounted on a cylindrical base.]FIGURE 1 | Three static affordance settings used in the experiment: adult-like, child-like and robot-like.
4.1.2 Conversational use cases
According to the transformation of the speech-enabled agents’ use cases as described by Moore (2017), social robots can be used in the physical, informative and emotional domains. These three are not mutually exclusive and can overlap in a dialogue scene. Since we focus on conversational interactions, this study does not consider the physical domain. We aim to study three conversational interactions: informative, emotional and hybrid.
In the experiment, the informative interaction is a question-and-answer interaction. In this use case, a robot plays the role of a respondent who encourages users to ask science and maths questions and provides answers. The emotional interaction is based around jokes. In this use case, a robot tells jokes and then responds to users’ non-verbal reactions. The hybrid interaction is a quiz scenario which combines informative and emotional elements. In this use case, a robot plays a quiz host who can ask multiple-choice questions, repeat questions or options, judge users’ answers, and comment on users’ responses and engagement.
These three use cases were programmed modular dialogue systems adapted from Furhat’s skill library (FurhatRobotics, 2017). The main adaptations of the dialogue include (1) changing the start and end status of the robot via the head and the face light settings. For example, the robot’s face will brighten up to indicate the robot is activated for a conversation. The robot’s face will be dimmed to indicate the end of a conversation. (2) adding Wizard-of-Oz (WoZ)1 operations to enable the experimenter to end the conversation and control the experiment time.
The robot can autonomously keep eye contact with participants by tracking their heads in social conversation. As for the emotional elements, facial expressions and verbal responses were programmed beforehand, which would either be triggered by users’ reactions or coupled with a robot’s response. The informative science role has limited facial expressions and uses limited sentimental words in the conversation. It shows limited affection. The joke role creates an amicable atmosphere by equipping the robot with functions to detect users’ smiles and then respond by smiling back. Its language contains positive and humble tones. The emotion range of the quiz role contains both positive and negative feelings. A summary table of emotional settings for each role is provided in Table 1.
TABLE 1 | Emotion settings for three situational roles.
[image: Table comparing three robot roles: Informative Science, Emotional Joke, and Hybrid Quiz. Each role details facial expressions and language use. Informative Science includes gazing away and raising eyebrows, with minimal sentimental language. Emotional Joke detects smiles, varies responses with small or big smiles, and uses empathetic language. Hybrid Quiz smiles or frowns based on correctness, raises brows for repeated questions, and expresses surprise for repeated options, using short comments and commands.]Tables of the dialogue flow and an example transcript of each use case are provided in Tables 2–4.
TABLE 2 | Example dialogue transcript: science question and answer.
[image: Table showing a dialogue between a robot and users. The robot introduces itself as a science robot, offers to answer questions about science and math, and invites user questions. Users ask about 5 plus 7 and the number of planets in the solar system. The robot answers with 12 for the math question and 8 for the planet question. The conversation ends after confirming no more questions.]TABLE 3 | Example dialogue transcript: playing jokes.
[image: A table presents a dialogue between a robot and users across different stages. In the self-introduction, the robot introduces itself as a joke robot, while users rate first impressions. During greetings, both say hello. In the opening, the robot checks if users are happy and they affirm. The robot asks to test jokes, and the user agrees. The robot tells a lunchtime joke, with "have a mega-byte" as the punchline, leading the user to smile. The robot, smiling back, asks if they want another joke. After the next joke with an "R2 detour" punchline, the user smiles but declines further jokes. The conversation ends with the robot thanking users.]TABLE 4 | Example dialogue transcript: playing quiz questions.
[image: Dialogue table showing interaction between a robot and users. Stages include self-introduction, greetings, game start, quiz questions, and score calculation. Users respond with actions like rating impressions, saying "Hello," or giving answers like "Airplane." The robot acknowledges correct answers with smiles and provides scores. The conversation ends with a goodbye.]4.2 Study design
A mixed-method approach has been adopted to understand better the proposed research questions and gain insights from listening to participants’ feedback and comments. The study uses the convergent design, which collects quantitative and qualitative data at similar times (Creswell, 2014; Creswell and Clark, 2017). Integration of mixed methods occurs by explaining quantitative results with a qualitative approach and merging quantitative and qualitative results to form conclusions. (Fetters et al., 2013). In the study, the quantitative method is used to explore potential correlative relationships between independent variables (affordances and use cases) and people’s perceptions of the robot. For example, would different affordance settings affect people’s perceptions of a robot’s warmth and competence? The qualitative method is used to understand what factors make people feel differently.
The experiment included an online survey, a face-to-face interaction session and a post-experiment interview. The online survey collects participants’ background information, including their demographics, first languages and accents, and their experience of interacting with speech-enabled agents. The Technology-Specific Expectation Scale (TSES) (Alves-Oliveira et al., 2015) is used to collect and examine how pre-interaction attitudes. This is used as the baseline so we can compare how people’s perceptions change after interactions.
The in-lab interaction session requires participants to have three face-to-face spoken interactions with a social robot in an HRI lab. The 3*3 factorial design of the experiment creates nine conditions. Participants are assigned to complete interactions in three use cases, and the robot wears different affordance settings each time. The order of the interactions is semi-randomised, as shown in Table 5. Take three participants, for example. One participant interacted with an adult-like science robot, a child-like joke robot and a robot-like quiz robot; the next participant interacted with an adult-like joke robot, a child-like quiz robot and a robot-like science robot; the participant after that interacted with an adult-like quiz robot, a child-like science robot and a robot-like joke robot. This arrangement maximises the even distribution of each test condition to reduce the order effect.
TABLE 5 | Example of ordering of experimental conditions.
[image: Table showing three participants' interactions with different types of robots. Interaction 1 involves adult-like robots: science, joke, and quiz. Interaction 2 features child-like robots: joke, quiz, and science. Interaction 3 includes robot-like robots: quiz, science, and joke.]A score sheet records participants’ first impressions of each robot and post-interaction ratings for each interaction. Considering the focus of the study is social attributes, we used the Robotic Social Attributes Scale (RoSAS) to measure people’s perception of a conversational role’s warmth and competence (Carpinella et al., 2017). We also used the Technology-Specific Satisfaction Scale (TSSS) (Alves-Oliveira et al., 2015) to examine participants’ perceptions of a robot’s capabilities.
To reduce the impact of the experimenter, the lab was divided into two parts with a black curtain, where the participant interacted with the robot in front of the curtain, and the experimenter sat behind the curtain. In the experiment, the experimenter controlled Furhat on a laptop. Operations included making a robot introduce its conversational role, starting the conversation and using WoZ buttons to end it.
After the interaction session, participants took a post-experiment interview to provide more detailed comments based on their experience in the experiment. Four questions were used as a springboard to help participants recall different aspects of their interactions: (1) ‘How would you describe the robot’s language abilities?,’ (2) ‘How would you describe the robot’s interactive abilities?,’ (3) ‘How did you feel when you encountered difficult moments in the interaction?’ and (4) ‘How do you like the robot’s performance when encountering difficulties?’ Based on participants’ responses, the experimenter could also extend questions or ask for clarification. A diagram of experimental setup and flow is illustrated in Figure 2.
[image: Flowchart depicting the interaction between an experimenter, a robot, and participants. It begins with the experimenter using a laptop to operate the programmed dialogue flow. The robot initiates with "start," followed by "self-introduction." Participants then "rate the first impressions." The process continues with "interaction," followed by participants "interact with the robot." The flow concludes with "end," after which participants "rate the interaction experience" and "take semi-structured interview." Icons represent experimenter, robot, and participants.]FIGURE 2 | Diagram of the experiment flow of the in-lab session.
4.3 Participants, data collection and analysis plan
The experiment gained ethics approval from the University of Sheffield in September 2022 (Application Reference Number: 046753). It was launched on 25 November 2022 and lasted until 02 March 2023. Participants were recruited from the campus, including university staff and students. 70 participants completed the online survey. 52 of them attended the lab session, and their data were used in data analysis. Participants included females (n = 32), males (n = 18), and non-binary (n = 2) across different age groups with various backgrounds.
Age: Most participants are young adults, with 36.5% for 18–24 years old and 38.5% for 25–34 years old. Participants aged 35–44 years old, 45–54 years old, 55 and above are 11.5%, 7.7% and 5.8%, respectively.
Nationality and accent: Most participants are British (63.4%) and use English as their first language (72.8%)2. They report no accent, or their English accent rarely causes problems when speaking with others. Chinese participants make up 11% and report their English accent occasionally or often causes problems when speaking with others. Other nationalities take up 25.8%. Their first languages are Arabic, French, Indonesian, Spanish and Tamil. Some of them find their English accent occasionally causes problems when they speak with others (8.5%).
Experience with speech-enabled agents: 89.6% of all participants have experience with speech-enabled speakers, mostly for asking for a piece of information or giving it a command to do things. Most of the participants do not have any interactive experience with a social robot (52.3%).
156 samples were collected from 52 participants. Among them, 18 samples were collected for these three conditions: an adult-like quiz robot, a child-like joke robot and a robot-like science robot. Apart from that, the other six conditions contain 17 samples each.
The approach to analysis was twofold. The quantitative data are from the closed questions with a Likert scale collected via questionnaires. They were mainly analysed and visualised using IBM SPSS Statistics (Version 29.0.0.241). This offered an overview of the quantitative relationships between two independent variables (affordance settings and use cases) and the participants’ perceptions. It also allowed us to raise questions about observed changes. The second round of data analysis was qualitative. 52 semi-structured interviews were transcribed as 40,851 words. NVivo (Version 14.23.0) software is used in the iterative process of thematic analysis, with the main emphasis on factors contributing to people’s perceptions and providing potential explanations of raised questions in the quantitative analysis.
5 RESULTS
5.1 Quantitative analysis
In the experiment, there are three static affordance settings on Furhat: adult-like, child-like and robot-like. Participants were required to give ratings using a Likert Scale from 1 to 5 for five items: likeability, trust, competence, warmth and motivation. These measurements were taken before and after interactions. The pre-interaction ratings were taken after the robot said, ‘Hello, I am a (use case) robot. The post-interaction ratings were taken after participants completed the conversation with the robot. The purpose of the quantitative analysis is to have an overall picture of participants’ perceptions and examine the effect of static affordances and use cases on people’s perceptions. Hence, we carried out the same analysis of the pre-interaction and post-interaction rating data, which included providing an overview of the data distribution on the five aspects via box plots, comparing means across all tested conditions, and examining the effect of two independent variables: static affordances and use cases. In addition, changes in data before and after the interaction help us identify further questions about ‘why’, which gives us more perspectives to analyse the interview data by means of abductive reasoning.
5.1.1 Descriptive analysis
Figure 3 shows the distributions of the perceived likability ratings. Before interactions, the child-like science robot received the highest median score of likeability, whilst the adult-like quiz robot had the lowest. In both cases, many participants had similar views. The former was left-skewed. The latter was right-skewed. After interactions, all items shared the same median yet with different levels of agreement. Participants had somewhat more variability of the adult-like joke robot. Participants’ opinions on how much they liked a child-like quiz robot and science robots became more focused. Participants’ opinions regarding the robot-like joke robots remained the same, with the same median at a neutral level, the same variability and normal distribution. The child-like joke and quiz robots’ perceived likability had a couple of high outliers.
[image: Two bar graphs compare perceived affordance in different use cases: science, quiz, joke. The left graph shows a lag-latency axis, while the right shows peak interaction latency. Each graph has three series: audio-like, video-like, media-like. Bars vary slightly across use cases.]FIGURE 3 | Distribution of likeability scores before and after interactions.
Figure 4 shows the changes in the perceived trust. Before interactions, the median scores were the same across most conditions, apart from the robot-like science robot and the child-like and robot-like quiz robots. Distributions of perceived trust were relatively focused across most cases, apart from the robot-like science robot that had more variability. Participants’ ratings towards perceived trust of child-like and robot-like quiz robots were right-skewed. The child-like science robot had several far-out outliers. After interactions, the same individuals had more diverse opinions about how much they trusted robots in different scenarios and with different looks. The child-like science robot received the highest median score of perceived trust, with a left-skewed distribution. There was increased trust in both robot-like science and quiz robots.
[image: Two side-by-side bar graphs depict the perceptual trust for different use cases labeled as science, quiz, and joke. The left graph shows results for the affordance types: audio-clip, video-clip, and video-text, with varying trust scores. The right graph presents post-interaction trust scores for the same use cases and affordance types. Both graphs show a similar pattern of distribution with distinct color codes for each affordance type.]FIGURE 4 | Distribution of trust scores before and after interactions.
The shifted opinions were also reflected in perceived competence, warmth and motivation to interact. According to Figure 5, the distribution of perceived competence of robot-like roles was concentrated in the middle and high ranges. The robot-like science robot had the highest median of perceived competence. The distributions of perceived competence of the child-like quiz and joke roles were left-skewed. After interactions, opinions on the perceived competence of robot-like roles became more scattered, and opinions on the level of competence of child-like science and quiz roles increased relatively. In contrast, the perceived warmth of child-like roles was rated from high to low, as shown in Figure 6. In addition, the robot-like science role received the lowest median point before interactions. The median points of all robot-like roles were the same or higher after interactions. It is interesting to notice the very small variability of the perceived warmth of the adult-like science robot.
[image: The image shows two box plots comparing perplexity and pass rates across different use cases: science, open_question_answering (OPA), and joke, using three affordances: Ask-Me, Read-Me, and Relax-Me. The left plot shows the perplexity values, while the right plot illustrates the pass rates. Each affordance is represented in a different color: red for Ask-Me, blue for Read-Me, and teal for Relax-Me. The plots indicate variations in performance across the use cases and affordances.]FIGURE 5 | Distribution of competence scores before and after interactions.
[image: Two box plots compare the performance of different affordances across three use cases: science, quiz, and joke. The left plot shows post-annotation metrics, and the right plot displays post-interaction metrics. Affordances are color-coded into blue, red, and teal categories.]FIGURE 6 | Distribution of warmth scores before and after interactions.
The motivation to interact is shown in Figure 7. Based on the median points before interactions, participants felt most motivated to talk to the adult-like science role, the child-like science and joke roles, and the robot-like joke roles. How much participants would like to talk to the robot-like science role had the widest variability. After interactions, participants would like to talk to an adult-like science robot again the most, according to the median point and the relatively narrower variability.
[image: Bar charts comparing predicted interpretation magnitude across three use cases: science, quiz, and joke. Three data categories are shown in blue, red, and green. The left chart has more variation in height among bars than the right one.]FIGURE 7 | Distribution of motivation scores before and after interactions.
We also calculated the mean scores of each measured item under combinations of two variables, as shown in Table 6. To visualise the changes, we produced Figure 8. Overall, the average score of participants’ perceptions of robots decreased after interactions, apart from a robot-like science role and a robot-like quiz role. Specifically, before interactions, a child-like robot received the best first impressions in all three use cases, with M = 3.29 for the joke role, M = 3.28 for the science role and M = 2.95 for the quiz role. After interactions, child-like science and joke roles were still rated as the top one on average. However, among the three static affordance settings, participants’ perceptions of the child-like roles changed the most (−0.25 on average across use cases). This is mostly caused by the greatly declined ratings for ‘warmth’ and ‘motivation’ of child-like roles. In contrast to this, participants’ perceptions of the robot-like roles changed the least (0.02 on average across use cases). A robot-like science role gained higher post-interaction perception scores on likeability, trust and warmth.
TABLE 6 | Means of perceptions before and after interaction.
[image: A table comparing various conditions and interactions on different metrics. Conditions include adult-science, adult-quiz, adult-joke, child-science, child-quiz, child-joke, robot-science, robot-quiz, and robot-joke. Interactions are categorized as pre- and post-. Metrics evaluated are Likeability, Trust, Competence, Warmth, Motivation, and Average, with numerical values provided for each. The data indicates varying scores across conditions, reflecting changes pre- and post-interaction on each metric.][image: Bar graph comparing the mean differences across various categories: Likeability, Trust, Competence, Warmth, Motivation, and Average. Data is color-coded for adult, child, and robot across quiz, science, and joke contexts. Bars vary in positive and negative values, indicating diverse perceptions.]FIGURE 8 | Changes of perceptions after interactions: bars going upwards above 0 mean the means of post-interaction ratings were higher than pre-interaction ratings; bars going downwards below 0 mean the means of post-interaction ratings were lower than pre-interaction ratings.
5.1.2 Correlational analysis
A two-way analysis of variance (ANOVA) was performed to determine if static affordances (adult-like, child-like, robot-like) and use cases (science, joke, quiz) had a significant effect on perceived likeability, trust, competence, warmth and motivation.
Perceived likeability: Before interactions, there was no statistically significant interaction effect (p = 0.44) between static affordances and use cases, no main effect of static affordances (p = 0.09) or use cases (p = 0.17). Regarding the post-interaction perceived likeability, no statistically significant interaction effect (p = 0.91) or main effects (p = 0.10 for the static affordances effect, p = 0.61 for the use case effect) were found.
Perceived trust: It was the same case for before and after interactions. For the pre-interaction perceived trust, the p values of the interaction effect, static affordances effect and the use case effect are p = 0.68, p = 0.23 and p = 0.64, respectively. For the post-interaction perceived trust, these values are p = 0.08, p = 0.93 and p = 0.77, respectively.
Perceived competence: The analysis results of pre-interaction ratings revealed that use cases had a statistically significant main effect (F (2,147) = 4.17, p = 0.02). The effect size is small (partial eta squared = 0.054). Further, the post-doc test (Tukey’s test) for multiple comparisons found that science roles (M = 3.42, SE = 0.94) were rated significantly (p = 0.01) more competent than joke roles (M = 2.88, SE = 0.98). However, there was no significant interaction effect of static affordances and use cases or significant main effect of the static affordances. In addition, the statistically significant impact of the use cases was also reflected in the post-interaction ratings of the perceived competence (F (2,147) = 2.97, p = 0.05). The effect size remains small (partial eta squared = 0.04). The post-doc test (Tukey’s test) for multiple comparisons found the same result, that is, the science roles (M = 3.36, SE = 1.02) were considered more competent than the joke roles (M = 2.89, SE = 0.92); the difference was statistically significant (p = 0.05). The plot of the two-way ANOVA of perceived competence is shown in Figure 9.
[image: Two line graphs show estimated marginal means of competence pre- and post-interaction across affordances: adult-like, child-like, robot-like. Each graph includes lines for four group types: CNS_A4BE, CNS_5F13, DAT_07, and DAT_4A. The first graph depicts a V-shaped pattern, while the second shows a general increase in competence, particularly for CNS_5F13 and CNS_A4BE.]FIGURE 9 | Two-way ANOVA plot of perceived competence. Statistically speaking, the science roles were significantly more competent in participants’ opinions before and after interactions.
Perceived warmth: Before interactions, static affordances (F (2,147) = 16.75, p < 0.001) and use cases (F (2,147) = 3.42, p = 0.04) both had a statistically significant effect. The effect sizes are small (partial eta squared = 0.19 for the static affordance, partial eta squared = 0.04 for the use cases). According to the post-hoc test results, the child-like robots were considered statically significantly warmer than the adult-like robots with p = 0.002; the adult-like robots were considered statically significantly warmer than the robot-like robots, with p = 0.05; the child-like robots were considered statically significantly warmer than the robot-like robots with p < 0.001. The means and standard deviation of each affordance setting are ordered as follows: the warmest child-like robots (M = 3.37, SE = 1.24), the warmer adult-like robots (M = 2.60, SE = 1.14) and the least warm robot-like robot (M = 2.06, SE = 1.09). In addition, the joke roles (M = 2.98, SE = 1.18) were rated warmer than the science roles (M = 2.37, SE = 1.34). The difference was statistically significant (p = 0.02). There was no statistically significant interaction effect between static affordances and use cases.
After interactions, the static affordance was not identified as the main effect of the perceived warmth. The use case, on the other hand, maintained its statistically significant effect (F (2, 147) = 7.34, p < 0.001). The effect size is small (partial eta squared = 0.09). Further, the post-hoc test found two statistically significant differences. The joke roles (M = 2.64, SE = 0.92) were considered warmer than the science roles (M = 2.08, SE = 0.93) and the quiz roles (M = 2.01, SE = 0.91), with p = 0.006 and p = 0.002, respectively. The plot of the two-way ANOVA of perceived warmth is shown in Figure 10.
[image: Two line graphs compare estimated marginal means of pre-interaction and post-interaction warmth based on affordance categories: adult-like, child-like, and robot-like. Each graph displays three lines representing different SPEC_CASE scenarios labeled UNKNOWN, real, and joke. The graphs show variations in warmth perceptions across the affordance categories, with specific trends differing between pre-interaction and post-interaction scenarios.]FIGURE 10 | Two-way ANOVA plot of perceived warmth. Before interactions, both static affordance (child-like adult-like robot-like) and use case (joke science) played statistically significant roles in perceived warmth. After interactions, statistical significance was found between joke and science roles, as well as joke and quiz roles.
Motivations: Before interactions, the use case was found to have the main statistically significant effect (F (2,147) = 4.00, p = 0.02). The effect size is small (partial eta squared = 0.05). The post-hoc test shows that participants were more motivated to interact with the joke roles (M = 3.75, p = 1.05) than the quiz roles (M = 3.12, p = 1.20). The difference is statistically significant (p = 0.02). After interactions, there was no statistically significant interaction effect (p = 0.29) or main effect of static affordance (p = 0.57) or use case (p = 0.75).
To further understand participants’ satisfaction with a robot’s performance, especially their perception of a robot’s competence, we examined the Technology-Specific Expectation Scale (TSES) and the Technology-Specific Satisfaction Scale (TSSS). Both scales contain two dimensions: fictional views and capabilities. Each dimension contains 5 items. The results in Table 7 show that the fictional views that people hold about robots were dispelled, especially the robot’s ability to perceive what participants would do before they do it (−43.7%) and its ability to understand their emotions (−30.9%). As for the perceived capabilities, participants felt more positive about the robot’s ability to recognise their gaze movements and to understand them, with 4% and 11.4% increases in rating, respectively. However, their confidence in interacting with the robot decreased by 10.5%.
TABLE 7 | Pre-interaction expectations of robots and post-interaction satisfaction level, shown on two dimensions: fictional views and capabilities, and five items under each dimension.
[image: Table comparing mean scores for fictional views and capabilities of robots before and after interactions. Fictional Views Dimension decreased from 2.6 to 1.7, a difference of -18%. Capabilities Dimension decreased from 2.7 to 2.5, a difference of -4.0%. Individual statements show varying percentage differences, with the largest decrease for "The robot is able to perceive what I am going to do before I do it" at -43.7% and an increase for "The robot is able to recognize when I look at it or when I shift my gaze" at +4.0%.]We performed two-way ANOVA to determine the effect of static affordances and use cases on perceived capabilities. For the average score, it was found that the assumption of homogeneity of variance was violated when we ran Levene’s Test for Equality of Variances: the p values were greater than 0.05. Based on this, we raised the significance threshold from p = 0.05 to p = 0.01. There was no statistically significant interaction effect or main effect of either independent variable by applying this threshold (p = 0.54 for interaction effect, p = 0.89 for static affordance, p = 0.03 for use cases).
Further, we examined each item related to the perceived capabilities. As shown in Table 8, there was no statistically significant interaction effect or main effect of either independent variable in most cases, apart from the following two cases. Statistically speaking, the use case had a significant effect on perceived capabilities to understand emotions and have a sense of humour. The joke roles (M = 2.37, SE = 1.43) were considered more capable of understanding participants’ emotions than the science roles (M = 1.62, SE = 1.05) and the quiz roles (M = 1.60, SE = 1.07). The p values were 0.005 and 0.004, respectively. Participants also considered the joke roles (M = 2.79, SE = 1.39) to have more sense of humour than the science roles (M = 1.50, SE = 0.78) and the quiz roles (M = 1.87, SE = 1.34), with p < 0.001 for both differences.
TABLE 8 | Two-way ANOVA result of perceived capabilities in TSSS rating. The use case was identified as the main effect for perceived capabilities to understand emotions and have a sense of humour.
[image: A table presents items related to robot interaction, with columns for interaction effect, main effect-affordance, and main effect-use case. Items include interacting with the robot, understanding emotions, recognizing gaze, having a sense of humor, and understanding the user. P-values are listed for each effect. Significant findings in the use case include p = 0.001 for understanding emotions and p = < 0.001 for sense of humor, with F and partial eta squared values detailed.]5.1.3 Summary of quantitative analysis results
These findings suggest that, overall, participants’ perceptions of a robot varied across all three static affordances (adult-like, child-like and robot-like) and all three use cases (informative, emotional and hybrid). From the perspective of static affordances (face and voice), a child-like affordance won the best first impressions by a statistically significant margin due to its highly perceived warmth. However, such perception dropped greatly in interactions. This makes a child-like face and voice the affordance with the greatest perceptive change from pre-interaction to post-interaction. The affordance effect on perceived warmth was also reflected in robot-like roles. As opposed to child-like roles, robot-like roles were perceived as the least warm ones, especially the robot-science role. However, robot-like roles had the smallest perception gaps. Actually, robot-like science and quiz roles were the only two roles that had positive perception changes (on average).
As discussed above, the static affordance’s effect is related to pre-interaction warmth. The use case factor, including behavioural affordances during interactions, has a statistically significant effect not only on perceived competence, warmth and motivation to interact before interactions but also on perceived warmth in interactions. An informative use case, such as the science robot in this study, was perceived as more competent and less warm. On the opposite side, an emotional role, such as the joke robot in this study, was perceived as less competent and warmer. Such statistically significant differences remained the same before and after interactions. Additionally, the behavioural affordances associated with the emotional joke role increased participants’ perception of emotion-related capabilities, such as perceiving emotions and having a sense of humour.
Questions that need to be investigated further include what factors contributed to the drop in perceived warmth, especially for child-like robots, and what factors contributed to the small perception gaps of a robot-like robot. Additionally, it is interesting to note that participants did not feel confident interacting with robots after interactions. These questions will be discussed in the abductive reasoning part of the qualitative analysis.
5.2 Qualitative analysis
The process of qualitative analysis is shown in Figure 11. Both deductive and inductive methods are used in the coding process to allow the data to speak so the experimenter can identify topics, patterns, and themes that are connected to research questions in the theoretical framework (Vanover et al., 2021). The coding process is an iterative process. The presentation of findings will start with summative statements about what worked and what did not for each affordance aspect, including static affordances (face, voice) and behavioural affordances (facial expressions and language behaviours). Then, the analysis moves on to the emerging themes to discuss how affordances affect people’s perceptions of a robot in given use cases. Lastly, to answer questions raised from the quantitative analysis and unexpected replies in the interview, abductive reasoning is used to draw potential answers from the interview content. For example, what makes a child-like robot so likeable and what makes its perceived warmth drop significantly? Why do participants feel awkward when talking with a robot?
[image: Flowchart illustrating the process of data analysis. Stages include: data preparation, deductive coding, inductive coding, generating themes, and theoretical coding. Arrows between stages suggest progression: transcription, creating codes, making question sets, grouping codes, and identifying insights. Ends with reporting.]FIGURE 11 | The process of qualitative analysis.
5.2.1 Summative results: What works and what not
Generally, participants found the embodied face highly stimulating to look at. Facial expressions and eye movements made the robot more present, like someone who can think and interact. Participants reported that these movements of a robot, such as moving its head to keep eye contact, blinking and raising eyebrows, delivered a sense of engagement. Participants felt they were listened to and, therefore, had a sense of engagement. They even had a sense of connection when a robot returned a smile in response to their smiles and laughed at the right time. In this way, interacting with such a robot seems more natural. A few comments mentioned that a robot’s eye movement was bad or the smile was more like a ‘smirk’. But they thought it was better than nothing.
This sense of engagement was weakened when participants found the facial expressions repetitive. In other words, the movement was not based on a user’s input and did not reflect perceptions of users’ input. In this case, participants felt that an embodied face did not really contribute to interactions with a robot. Another type of social failure was that participants perceived unwanted mocking expressions or too much attention via eye contact.
	“I enjoyed the way that (it looked at me). Yes, it felt like it was paying attention to me, but it could be a little much[…]Yeah, so that felt a little unnatural.”
	“Really good at eye contact, almost to an uncomfortable level where it felt like I was in a staring contest.”

In addition to social failures, participants also pointed out technical failures. They include miscalibration of eye contact or failing to track users’ head movement. The design issues include off-putting robotic eyes, weird eye-moving tracks and flawless skin (mask) that makes facial expressions less easy to interpret. A few participants did not notice the function of head movement, eye movement or facial expressions at all. As explained by participants, it was partly because of their interaction habits in human-human interaction, partly because they did not move in the experimental interactions. When participants happened to be naive users of the social robot, they waved to the robot and found that the robot’s head movement only tracked their heads, or their hands, which was confusing.
Specifically, what did participants comment on various affordances and use cases?
The robot-like face was perceived as completely machine-like and less emotional. This perception made participants feel that the robot-like robot fit more naturally in a science role. Its robot-like voice was not popular. When it came to telling jokes and saying slang words such as ‘sweet’ and ‘awesome’, participants found it unexpected and funny.
In contrast, a child-like robot looked younger and cuter to participants. A few participants found it not amicable when it came to playing a science role. Participants also did not expect to receive judging comments from a child-like robot. ‘I do not like when the kids tell me it is too bad.’, one participant said. A couple of participants mentioned that the child-like face and voice did not match well, with a more child-like sound but less child-like look. There was little comment on an adult-like robot.
As for use cases, participants found quizzes and jokes more engaging. The quiz robot was found to be more interactive, competent and sociable. Participants noticed its richer range of facial expressions. They also found it was easy to interact with a quiz robot because it was straightforward. It would be more likeable if it could provide answers. The joke robot’s emotion detection and reaction function was well-received. Participants considered it a more human-like manner. Although the interpretation is not always right or clear, participants felt the robot is more interactive.
The science robot, unfortunately, seemed to bring ‘the most stressful’ interaction. Participants complained about the mismatch between the role it claimed to play and its true capabilities. ‘It told me it was a science robot. And it could not answer a lot of questions.’ one participant said. This mismatch increased uncertainty in interactions. Apart from that, the lack of emotion within the scenario made participants feel the science robot did not care.
5.2.2 Emerging themes
Manner Matters More: Participants seemed to enjoy the interactions more when they felt engaged and connected. Rather than a human-like look or voice, the sense of engagement came more from human-like interactive manners. For example, pay attention and show interest. This comes from active listening and responsiveness. The summative results in the previous sub-session show that the robot used in this study appears to be listening. But its responses sometimes show a disconnection between what it listens to and how it reacts. Thus, it causes decreased motivation for interactions, as quoted below.
	It was listening but not interacting.

Interactive manners were also reflected in taking and reacting to participants’ input and producing variable responses. Otherwise, the interaction seemed more like a programmed process. The repetition of expressions also enhanced this feeling. The repetitive emotional expressions, such as ‘Better luck next time, amigo!’, could be considered as ‘not genuine’.
	The one with the quiz one…that did not seem that interactive because it was just the robot talking to me, and it was not taking much input from me. The child was…So, it had everything to be like a human being, let’s say. But it did not feel like a human being because the language was quite repetitive.

The interactive manners also connect to a robot’s appearance, voice and behaviours. For example, participants perceived a better match between a robot-like look and a science role. When there were mismatches between what a robot looked and sounded like and its behaviours, participants had different reactions. They found a robot-like robot telling jokes funny but found a child-like robot saying ‘too bad’ rude.
User Feelings of Uncertainty: One of the main feelings around interacting with robots revealed by the interviews was uncertainty. For example, there were a lot of comments reflecting frustration because of the lack of clarity on the robot’s competence. This could be caused by the mismatch between the situational role and its true capabilities, as demonstrated by the science robot.
	I did not know what to ask it or what it might know. And so it sort of limited what I felt I could talk to it about…I did ask the 5 plus 5, but then I felt a bit stupid because I was like, obviously know what that is.

For those who cannot come up with any questions to ask, the setting puts them under pressure. It worsened when participants felt ‘completely blank about anything to do with science or maths’ (quoted). From this perspective, the quiz robot did better by leading a structured conversation. Participants then felt more relaxed as followers in interactions.
Another uncertainty created by the lack of clue for the cause of interaction failures or clues for how to move on. For example, the robot kept saying ‘I did not get it’ without providing more useful information. This made participants wonder: ‘Did it just fail to look up the information, or did it not understand what I was asking?’ After a few attempts to repair but not succeed, participants felt powerless: ‘There was nothing I could say there.’ These uncertainties put forward the challenge of balancing free-style speech within the robot’s capabilities. As one comment puts it, the experimental robots only work ‘if you know that’s what you’re doing.’.
5.2.3 Abductive reasoning
5.2.3.1 What makes a child-like robot less likeable after interactions?
In the quantitative analysis part, it was found that a child-like robot was perceived to be less likeable and warm after interactions. Why so? The qualitative analysis confirmed that the static affordance design of the child-like robot was well received. ‘Friendly’ is the keyword associated with its face and voice. However, this means the alignment of multimodal cues for a child-like robot would be expected to be higher. For example,
	The voice did not change; it had no inflection. (It) made the use of slang or like specific words a bit awkward […] It was a kid saying ‘sweet’, and, uh, usually when people say ‘sweet’, like, the voice goes higher, like, an exclamation. But it stayed the same kind of…

In addition, it was found that people had particular expectations for the child-like robot’s facial expressions and language behaviours, such as a relatively high level of expressiveness, enthusiasm, and politeness. So, when a child-like robot plays an informative science role which does not have many emotional behaviours, the mismatch could cause disappointment; when a child robot says ‘too bad’ if a participant misses a quiz question, it makes participants feel like they are being judged by a child. When such mismatches between the expectations and actions happen, the originally perceived friendliness cannot last and change to a new perception: ‘not amicable’.
5.2.3.2 Why did participants have less confidence in having a conversation with a robot after interactions?
It may be natural to blame the conversation’s failure on a robot’s technological limits. For example, it cannot accurately recognise people’s speech or let participants talk over it. However, that is not the full picture. In fact, participants provided more specific words for their ‘less confident’ status: ‘awkward’ and ‘powerless’.
One explanation for the awkwardness might be that the robot was perceived as a social actor instead of a machine. Thus, making mistakes in front of a social actor was considered as a social failure that makes them feel awkward.
	When it is just me looking at a screen, there’s not a face and a voice looking back at me, so if I do something wrong, I think, oh well, nobody saw that. Okay. But with the voice and the face, actually, it makes it slightly feel more like a social interaction, if that makes sense.

Another explanation lies in the robot’s capabilities to collaborate. Most participants did not feel that the robot recognised it when things went wrong. It ‘just moved on’. There were some strategies in the experimental use cases, which can be categorised as follows. Type 1: asking users to repeat or use specific expressions (e.g., ‘yes/no’). Type 2: indicating users to do something different in an implicit way, either by waiting in silence or repeating ‘I did not get it.’.
From the participants’ perspective, Type 1 is more explicit. It shows the robot’s limits, yet it is clear how to move on. Type 2 is too implicit and lacks clarity, which leaves room for participants’ own interpretations. It could be risky for interlocutors who cannot identify shared knowledge and experience. Participants tried rationalising a robot’s failures based on their understanding or experience with other speaking agents. They raised their voices, spoke slower, used simpler words or changed topics. But there is no more guarantee for success than when we try to communicate with people who do not speak our own language. While some participants took a robot as a developing tool and became more understanding, others felt very frustrated and annoyed.
Explicit strategies may work better. This also carries potential issues. When the robot asked participants to choose between ‘yes or no’ after it failed to understand their replies in the first place, there were a lot of negative comments. It was helpful but ‘too formal’, ‘not interacting’ and even ‘demanding’ and ‘threatening’. For more self-reflective participants, this expression made them feel they did something wrong and feel anxious.
What made things worse was the robot’s repetition after the participants’ repair efforts did not work. For example, after participants hear ‘I’m sorry, I did not understand you, can you say that again?’ a few times, they would know it did not understand them. Participants felt there was no need to hear the full expression again. The repetitive signal indicating not understanding did not provide further help but built up frustration. Participants feel ‘It does not care.’
These comments juxtaposed real and perceived evidence to show the invisible need for collaboration in a conversation. As human interlocutors, participants felt they had to put more effort into such collaboration without enough clues. Participants would like to see the robot’s engagement through its connection, listening status and reactions, which should correspond with what they actually say or do. For instance, a face with patterned expressions is less likely to be considered interactive. In addition, it shows the need to reduce cognitive barriers. For example, the robot needs to have a clear capabilities boundary to reduce participants’ effort to explore; it needs to adjust its behaviours so as not to make individuals uncomfortable. The failure of collaboration makes the robot ‘just be there’ instead of actually ‘being there’.
6 FINDINGS AND DISCUSSION
We separate this discussion into three parts: exploratory analysis of the effects of affordances and use cases on participants’ perceptions, implications and limits.
6.1 Effects of affordances and use cases on perceptions
From the overview of pre-interaction data distribution, it can be said that people have a preconceived stereotype of different looks and voices. For example, child-like robots are not so competent but friendly; a robot with a machine-like face and voice is more capable but not very friendly. Statistically speaking, the static affordances of a robot (face and voice) significantly affect people’s perception of how warm a robot appears to be at first glance across all static affordance settings (adult-like, child-like and robot-like), but they do not affect perceived likability, trust, competence or motivation to engage with the robot.
A child-like robot was considered friendly and warm, which made a very good first impression. The popularity of a child-like robot coincides with the positive perception and attitude towards the young-looking face (Bartneck et al., 2020, p.181). However, such a good impression could be a double-edged sword. This is because what a robot looks and sounds like shapes people’s expectations of their behaviours, such as how expressive or polite they need to be. These expectations then affect people’s perceptions of how fit a robot is for the given roles. In the case of a child-like robot, high demands are placed on aligning its behavioural affordance with its childlike look and voice, such as its tone of voice, and how expressive and enthusiastic it needs to appear and the choice of words when giving comments. If the child-like robot’s behaviours are not up to such expectations, it would create mismatched perceptual cues. It then causes the gap, which is similar to the ‘uncanny valley’. Thus, the findings of perceptions of a child-like robot in this study confirm the importance of aligning multimodal cues for social robots. As opposed to the previous study, which shows users would have lower expectations and more tolerance toward an infant-like robot, the current study shows that the perceived warmth declined greatly when a child-like robot’s behaviours did not match its perceived warmth at first glance.
The robot-like look and voice create an opposite impression. Its artificial, machine-like look was not highly regarded. It started with lower expectations and progressively gained more likability, trust, and warmth via its human-like manner, such as showing attention and interest by gazing and smiling back functions. It gained the smallest gaps between first impressions and post-interaction perceptions.
In comparison with face and voice, the use case factor matters more in the way that they significantly affect people’s perception of a robot’s competence and warmth before and after interactions. An informative use case, such as a science role, is statistically expected to be more competent than an emotional role, such as a joke role. The other way around, the emotional joke role is expected to be warmer than the informative science role. In the study, people are statistically more motivated to interact with a joke role than a quiz role. Here, we would like to clarify the relationship between use cases and behavioural affordances again in this study. The use case is just a term, such as ‘science’, ‘quiz’ or ‘joke’; behavioural affordances are more related to actions. Before the interaction begins, a use case’s impact on perception may be influenced by stereotypes related to the term; after the interaction, the impact on perceptions is more in terms of behavioural affordances. Based on the results of the analysis, it is safe to say that behavioural affordances matter more to manage the perception gaps.
According to the qualitative analysis, there are two types of behavioural affordances. One type is role-specific, which is associated with a robot’s static affordance. One good example is the joke robot, which has a certain capability to recognise users’ emotions and some sense of humour. Another good example is the child-like robot in this study, as explained above. The other type is generic, which can be applied to all social robots. It includes interactive and social behaviours that make people feel more engaged, such as keeping eye contact and smiling back. More importantly, these behaviours need to be responsive to users’ input with varieties. A robot’s responses need to be meaningful. This echoes the ‘Cooperative Principle’ proposed by Grice (1975). These principles describe what meaningful information should be like, which are maxims of quantity, quality, relation and manner. The maxim of quantity: informative but not too much. The message sender needs to deliver the information in a way that the receiver can understand and not get overwhelmed. This is based on the sender’s assumption of what the receiver may already know. From this perspective, meaningful messages are not only the ones that bring new information but also those that help to reduce the other party’s cognitive uncertainty or burden in the conversation. The concerns raised in the qualitative analysis show that a robot needs to be more informative when indicating its failure in interactions. Additionally, this requires signals to be true, as stated in the maxim of quality, not just perform repetitive programmed behaviours; be relevant according to the maxim of relation in the sense of building common ground and coordinating communication efforts; also be clear and organised according to the maxim of manner to reduce uncertainty.
Further, there is another question to answer: is there a direct link to indicate which affordance fits better with which type of use cases? Unfortunately, no direct link is identified. Given that static affordance and use case both have statistically significant effects on perceived warmth, it is natural to think a robot with warm static affordances would match a use case that requires warmth. Actually, the child-like joke robot was rated highest before interactions. But it was the bottom one among three child-like roles after interactions. If its behavioural affordances could fit better, it may be another story. Interestingly, the robot-like robot, which was considered not so warm, had a joke role that was better perceived than its quiz and science roles. Mismatches may not always cause trouble. Some cause decreased perceptions (e.g., a child-like robot behaves rudely). Some mismatches may be unexpectedly funny (e.g., a robot-like robot saying ‘sweet’).
6.2 Implication
This exploratory study identifies the effect of affordances and use cases on people’s perceptions of a robot. Simply put, if one is looking for a robot that leaves a good first impression, a child-like robot is better than an adult-like robot or a robot-like robot. If one cares more about narrowing the perception gap, a robot-like robot would perform well. Additionally, it highlights the importance of behavioural affordances, including designing generic behaviours to keep users engaged and aligning the role-specific behavioural affordance with a robot’s static affordance. What’s more, the design and use of social robots require a further understanding of use cases, which play a statistically significant role in determining the need for competence and warmth. These findings could be applied to the affordance design field and used by social robot designers, engineers and users.
6.3 Limitation
The shortcomings of this study include the following aspects. The study was performed on a specific robot (‘Furhat’) with three affordance settings and three use cases. So, extending it to different sorts of robotic settings would be useful to validate the findings. The adult-like, child-like and robot-like settings were chosen by the experimenter. It would benefit from double-checking participants’ perceptions. The data collection was performed with the robot present closely to the participants. This might have inhibited the expression of negative comments. The pre-interaction ratings of ‘warmth’ and ‘competence’ were collected by two questions. The post-interaction ratings of these two items were collected via the RoSAS. This weakened the reliability of changes between pre- and post-interaction perceptions. In addition, the study was designed and started before the launch of ChatGPT. In the later stage of the experiment, participants may have experience of interacting with ChatGPT. This may affect their expectations and experience of social robots used in this study. What’s more, participants came to the experiment as volunteers, not for personal use. Hence, their motivations to interact with robots may differ from those of real-life users. Most of the participants were from a university campus. It would be useful to test finding with participants from a more diverse background. Further, the experimenter’s personal interests and knowledge of social robots may steer the coding of the qualitative data and theme generation.
7 CONCLUSION AND FUTURE WORKS
What a robot should look, sound and behave like is essential to designing an effective conversational social robot. In this study, we examine how static affordances (face and voice) and behavioural affordances (verbal and non-verbal behaviours) affect people’s perceptions of a robot in informative, emotional and hybrid use cases (science, joke and quiz roles). The results show that static affordances have a statistically significant effect on people’s first impressions of a robot’s warmth. A child-like robot would be perceived as the warmest role. Comparatively, a robot-like robot would have the lowest perception of warmth. It is also found that use cases have a statistically significant effect on people’s first impressions of a robot’s competence, warmth and their motivation to interact, as well as post-interaction perceived competence and warmth. An informative role would be considered more competent yet less warm than an emotional role. In addition, it shows the importance of aligning static affordance with behavioural affordance to avoid a big drop in perceived warmth. In general, behavioural affordances should be genuinely responsive to users’ input and provide more information to collaborate with users in interactions. These findings prove that freedom comes at a cost. Taking off-the-shelf technologies and assembling a social robot with whom to communicate could lead to ineffectual HRI. A social robot with appropriate and consistent affordances built into its design should be seen as fundamental to effective communication and usability.
The directions to explore in future include many potentials. For example, how to further understand types of use cases from the perspectives of warmth and competence, how to design behavioural affordance to improve a robot’s abilities to collaborate when things go wrong, how to personalise affordance design by taking into count users’ perspective and why some mismatches between a robot role and its use case are more tolerated than other. Going beyond human-like appearance and voice, it is important to adopt behavioural characteristics that are appropriate to their physical makeup and cognitive capabilities.
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A magician’s trick and a chatbot conversation have something in common: most of their audiences do not know how they work. Both are also constrained by their own limitations: magicians by the constraints of biology and physics, and dialogue systems by the status of current technology. Magicians and chatbot creators also share a goal: they want to engage their audience. But magicians, unlike the designers of dialogue systems, have centuries of practice in gracefully skirting limitations in order to engage their audience and enhance a sense of awe. In this paper, we look at these practices and identify several key principles of magic and psychology to apply to conversations between chatbots and humans. We formulate a model of communication centered on controlling the user’s attention, expectations, decisions, and memory based on examples from the history of magic. We apply these magic principles to real-world conversations between humans and a social robot and evaluate their effectiveness in a Magical conversation setting compared to a Control conversation that does not incorporate magic principles. We find that human evaluators preferred interactions that incorporated magical principles over interactions that did not. In particular, magical interactions increased 1) the personalization of experience, 2) user engagement, and 3) character likability. Firstly, the magical experience was “personalized.” According to survey results, the magical conversation demonstrated a statistically significant increase in “emotional connection” and “robot familiarity.” Therefore, the personalization of the experience leads to higher levels of perceived impressiveness and emotional connection. Secondly, in the Magical conversation, we find that the human interlocutor is perceived to have statistically-significantly higher engagement levels in four of seven characteristics. Thirdly, participants judged the robot in the magical conversation to have a significantly greater degree of “energeticness,”“humorousness,” and “interestingness.” Finally, evaluation of the conversations with questions intended to measure contribution of the magical principals showed statistically-significant differences for five out of nine principles, indicating a positive contribution of the magical principles to the perceived conversation experience. Overall, our evaluation demonstrates that the psychological principles underlying a magician’s showmanship can be applied to the design of conversational systems to achieve more personalized, engaging, and fun interactions.
Keywords: magic principles, chatbot, conversations, dialogue systems, social robots

1 INTRODUCTION
	“Any sufficiently advanced technology is indistinguishable from magic.” —Arthur C. Clarke (1973, p.21).

The history of magic and robotics are entwined. The Mechanical Turk, an unbeatable automaton chess player, amazed eighteenth-century audiences with feats that seemed far beyond what machines were thought capable of at the time (Standage, 2002). In fact, it was beyond what a machine was capable of at the time. The Mechanical Turk was a magician’s trick. But its legacy was enduring in the popular imagination and now, after IBM’s Deep Blue supercomputer, a chess master machine is real. Magic can become reality.
Conversations with inanimate conversational agents require a kind of suspension of disbelief rather than outright gullibility. Unlike interacting with most computer programs, users interact with a chatbot as if it is a fellow human. Designers intend this anthropomorphism; for example, some systems only respond when called by their name, and many systems do not respond to profanity (Adam et al., 2021). Most (54%) of smart speaker owners report that they say “please” when talking to their device (Pew Research Center, 2019). This is a kind of voluntary magical thinking much like the state of mind of the audience in a magic show. In this sense, meaningful conversations with dialogue systems are less like deception and a bit more like fantasy.
Magicians and conversational systems alike try to present a “special” experience. In the case of the magician, they often pick a volunteer to introduce into the performance an element of randomness that makes the interaction unique. Audiences do not appreciate a performance that appears staid and formulaic. The “trick” is that magicians are highly formulaic performers. Similarly, chatbots should be discreet about their formulaic nature in order to create personalized interactions.
It is not just the performance that should be unique, but the performer too. Magicians usually infuse their acts with their character. A trick by Penn and Teller, for example, is often hilarious and informal, quite different from the gravitas of David Copperfield (Trillin, 1989; Gaydos, 2013). Conversational agents, too, may benefit from infusing their interactions with personality. Many notable conversational agents today are chatbots where the user is expected to prompt the bot with a query and receive a response from a generic and neutral character. But a conversational agent that initiates and guides a user through an interaction may, if given a distinct character, be perceived as far more memorable, likable, and awe-inspiring (Nichols et al., 2022a).
In this paper, we explore the design of chatbot conversation strategies influenced by the communication techniques of magicians. To be clear, these interactions were inspired by the psychological principles underlying a magician’s showmanship, but the principles are broader than just tricks or illusions. They influence a larger communication style that incorporates moments of suspense, awe, and humor, in essence, showmanship. With this in mind, we identify ten key magic principles, give examples of their application in the world of magic, and then show how they could be applied to conversations. Then, targeting Haru the social robot, we create a proof-of-concept conversation implementation that includes an example from each magic principle. Finally, we confirm the contributions of these magic principles to chatbot conversations with humans through an elicitation study with human evaluators. With the goal of creating a more engaging conversation, we tested the users’ perceived levels of personalization, engagement, and character likability.
The rest of this paper is organized as follows: in Section 2, we introduce our target social robot and dialogue framework; in Section 3, we introduce the magic principles that inform our chatbot conversation strategy; in Section 4, we present an elicitation survey that evaluates our approach; in Section 5, we discuss the findings of our survey; in Section 6, we outline relevant work; and, finally, in Section 7, we conclude.
2 RELATED RESEARCH
Much research has been conducted on conversation with robots. Mavridis. (2015) summarize recent work, covering verbal and non-verbal aspects of communication, as well as desiderata for interactions. Our focus on likability is similar to their affective communication concept. Zhang et al. (2016) conduct a research review, focusing on 1) affective systems with dialog, 2) task-driven memory with dialog, and 3) chat-driven memory with dialog. Liu and Zhang (2019) focus on linguistic issues in human-robot cooperation and discuss challenges and approaches to understanding, planning, and executing instructions in natural language. Personalization based on previous interactions between a robot and a user has been explored as a means of developing rapport has been shown in prior studies to improve users’ perceptions and attitudes toward robots (Lee et al., 2012).
Recently, research has been conducted involving humanoid robot magic shows, where a robot acts not as a magician’s prop but as the magician itself. Jeong et al. (2022) use a robot magic show to test a new method for analyzing interactions in performance art with a view towards clarify the artist’s intent. Yang et al. (2023) describe a humanoid robot performing pen tricks while trying on different personalities. Both studies focus on humanoid robots, and not robots and chatbots in general.
3 TARGET ROBOT AND DIALOGUE FRAMEWORK
As our target robot, we selected the social robot Haru (Gomez et al., 2018; Gomez et al., 2020a; see Figure 1). Haru is an experimental tabletop robot for multimodal communication that uses verbal and non-verbal channels for interactions. Haru’s design is centered on its potential to communicate emotions through richness in expressivity (Gomez et al., 2020b).
[image: A computer screen displays text and a device on a desk is shown. In the top right corner, a person is visible wearing a brown jacket. Subtitles read: "I'm going to read your thoughts by decoding the sigma waves your brain emanates."]FIGURE 1 | Aspiring mentalist Haru the robot interacts with a human volunteer.
Haru has five motion degrees of freedom, namely, base rotation, neck leaning, eye stroke, eye rotation and eyes tilt, which allow it to perform expressive motions. Furthermore, each of the eyes includes a three-inch TFT screen display in which the robot eyes are displayed. Inside the body, there is an addressable LED matrix (the mouth). Haru can communicate via text-to-speech (TTS), through animated routines, projected screen, and more. Haru’s range of communicative strategies positions the robot as a potent embodied communication agent capable of long-term interaction with people. Haru has been deployed in a variety of scenarios, including classroom companion, interactive storyteller (Nichols et al., 2021a), and, of course, conversational partner (Nichols et al., 2022a).
Haru’s TTS voice (Nichols et al., 2021c) was designed to convey a wide range of emotions and achieves this by combining several vocal genres—special variants built on a base TTS voice that encapsulate a specific delivery style—to form an expressive but consistent voice. Haru’s vocal genres include cheeky, empathetic, high-energy, question, sad, serious, whiny, and whisper-yell. The vocal genres were designed to maximize emotive coverage by being flexible: e.g., serious can express anger, urgency, or worry; cheeky can express playfulness or sarcasm; and whiny can express anger, disgust, or fear.
Haru is equipped with a custom dialogue framework (Nichols et al., 2022a) that incorporates a conversational memory with hierarchical, topic-module-based conversation organization and navigation, allowing for the development and deployment of curated conversational content that is both dynamic and personalized. Memory variables, such as {name} or {sport} (see Figures 2, 4, 5 for more examples), let conversation creators specify information for Haru to learn from users that can be recalled and referred to later in the conversation. Its tree-based navigation structure allows for the definition of fallback paths to elegantly handle unexpected responses from users. This dialogue framework has been applied in a variety of scenarios ranging from small talk, dialogue-based gameplay, group interactions in the classroom, and conversations with hospital patients.
[image: Two parallel flowcharts compare a magic and a control conversation. Both start with a greeting. The magic conversation involves personal name recognition and playful banter before asking for a birth date and location. The control conversation uses a simpler greeting and structure before asking similar questions. Both paths conclude with responses based on provided information.]FIGURE 2 | The beginning of a conversation tree implementing a proof-of-concept magic principles-inspired conversation, illustrating the magic principles: Have a Story, Misdirection, Sucker Gag, and Playing the Odds.
Haru’s expressive capabilities, unique personality, and flexible dialogue framework make it an ideal platform for exploring the application of magic principles to chatbot conversation design.
4 MAGIC PRINCIPLES
Magicians are an ancient profession, with magic techniques traditionally being handed down orally or through texts that are not readily accessible to non-practitioners. Categorizing magic tricks according to their methods and intended effects also has a controversial history. For instance, in Kuhn et al., 2014, Kuhn et al., 2014 a novel taxonomy of misdirection is directly compared to at least four earlier taxonomies that the authors find wanting. Lamont (2015) argues that the enterprise may be doomed to fail from the start, concluding that even though “it is certainly possible to construct another inventory of magic tricks, and to describe a variety of relationships between effects and methods […] it is difficult to see how a complete list of magic tricks could be compiled, or why any list might be “more natural” than another.” The magic principles that follow are by no means exhaustive or universally accepted. They were derived by us from informal interviews with working magicians, and even our interview subjects gave conflicting answers and disagreed on terminology. Additionally, only those that seemed particularly relevant to chatbot writers were included. These are not even, necessarily, the most important principles to practicing magicians. Sleight-of-hand involving everyday objects, for instance, is closely associated with close-up magic (Lamont and Wiseman, 1999, p.110), but its usefulness to designing dialogue systems is less obvious. Similarly, while forcing techniques involving visual saliency may be of great interest to game designers (Kumari et al., 2018), chatbot designers would likely do better to focus just on those techniques that involve words.
We look at ten major principles. Magicians have learned that giving a trick “a story” behind it can help it to feel motivated. The performer must carefully direct the attention of the audience towards the moments of awe and “misdirect” away from a potential disappointment. Teasing the audience with a “sucker gag” actually builds rapport. By “playing the odds,” a performer does not need to have a response to every possible contingency, just the most likely possibilities. If a normal trick can be given an “emotional connection,” it vastly improves the impressiveness of the trick. Repeating or even exaggerating the impressiveness of a trick can “drive the point home.” Reintroducing an element from the beginning of a performance at its conclusion can create a sense of completion and satisfaction, so the performer may remind the audience to “remember the claim” right before the final reveal. “Forcing” is a method by which the performer can control what happens in an interaction while giving the illusion that the audience has control. By “having multiple outs,” the performer can have multiple options for ways to end a trick depending on what works best. Finally, a magician can top off the entire interaction, after the audience thinks all the tricks have been revealed, with a final surprise or “kicker.”
4.1 Have a story
Magicians often do not just start silently pulling cards out of pockets or rabbits out of hats. Instead, they may motivate a trick or an entire performance by having a story about why they are doing what they are doing. The late, great magician Ricky Jay used the story of the Sword of Vengeance, taken from a samurai film, throughout the card trick he was performing (Illuminations Television, 1996). It added an element of gravitas. For comedic effect, Penn and Teller go on a rage-fueled tirade about TSA while performing tricks with a metal detector (Baskas, 2009). David Copperfield, for patriotic effect, famously made the Statue of Liberty disappear to show how easily our liberty can be lost (Cates Films, 1983).
A chatbot needs to have a compelling motive for talking to a human. Otherwise, conversations will feel stalled, like a hostage negotiator trying to get you to stay on the line while someone traces the call. In Figure 2, the reason Haru gives for starting a conversation with the user is that he is “trying to learn more about humans to be 97% socially intelligent!” His story is intended to add purpose and motivation to his conversations.
4.2 Use misdirection to ... hey look over there!
Magician Matthew Holtzclaw says, “Magic does not happen in the hand, it happens in the audience’s mind.” (2021, personal communication) Shifting the audience’s attention away from the magician’s actions, and making their routines appear magical, is the job of misdirection. Renowned magic book and blog The Jerz, (2017) cautions, “Don’t think about misdirection as being about the direction of someone’s focus or interest. Instead, think about it as the direction of someone’s suspicion”. Famed pickpocket Apollo Robbins uses a poker chip and some clever gags to distract a volunteer while he uses sleight of hand to steal his watch (TED, 2013). This is especially impressive because Robbins was in the middle of a talk about misdirection. Magician Harrison Greenbaum explains, “Non-magicians often think that misdirection is moving an audience’s attention away from what we do not want them to see, but, in reality, it is about moving an audience’s attention towards something else.” (2022, personal communication).
In their taxonomy of misdirection, Kuhn et al. (2014) divide misdirection techniques according to the psychological mechanisms they affect. Confusion—a sub-category of forgetting, itself a sub-category of memory misdirection—works by overloading the spectators memory, making it harder for them to remember all the details of the performance. Haru can use an extremely simplified version of this concept. For example, if Haru were to ask the user what their biggest fear is, maybe only four responses get their own dedicated conversation branches, with everything else going under fallback. To distract the user from Haru not having anything prepared for their specific phobia, and to make him look more informed than he actually is, Haru immediately shifts the subject: “Scary! I wonder what that’s called. Do you know what a fear of confined spaces is called?” This move reframes the conversation so that the fear is about technical phobia classification, and then he spins the conversation towards a question most people would feel the urge to answer (claustrophobia). Misdirection also works easily with Haru’s character because, as a childlike robot, he is easily distracted.
4.3 Give the audience trust issues with a “sucker gag”
Where misdirection is about playing with the audience’s attention, sucker gags play with the audience’s expectations. With these, the magician creates the expectation that something will happen—and then it does not. A classic example of a sucker gag is the 52-on-1 card. The magician predicts that the card they are holding is the same as the one the audience member will pick. The audience member picks a card, say the six of spades. Then the magician turns over their own card to reveal that it had all fifty-two possibilities printed on it (See Figure 3). The moment obviously contains no magic at all, and so is played for comedy. Sucker gags are to be distinguished from the similarly named term “sucker effect,” which describes situations in which the audience is misled into believing they know how a trick works only to have the rug pulled out from under them. It has been proven that implanting in a participant’s mind a false solution can prevent them from guessing the real one, even when the false solution is much more implausible, and even when the magician demonstrates it to be false (Thomas and Didierjean, 2016; Thomas et al., 2018).
[image: A large grid displays a variety of playing cards arranged by suit and rank. The suits include clubs, diamonds, hearts, and spades. Each row seems to correspond to a specific rank across all suits, from ace to king. Additionally, there are four illustrated cards with figures shown on the right. These possibly resemble tarot or face cards.]FIGURE 3 | A 52-in-1 card.
In Figure 2, Haru fools the user when he pretends he thinks “My name is” is part of their name. This kind of gag or practical joke is in line with Haru’s prankster nature. Rarely would a real magician leave it at that, however. The sucker gag is generally just the first part of the trick, followed by an instance of actual magic. In “The Chicago Surprise”, Pop Haydn’s variation on “The Chicago Opener” or “Red Hot Mama”, the audience is made to believe that the magician has guessed the wrong card for one highly awkward moment before the volunteer looks at the card in her hand and realizes it has been replaced by the correct one (Haydn, 2014). Some escapist performers use the sucker gag to terrifying effect by making the audience think the trick has gone so wrong that the performer is in danger. For example, Demian Aditya tries to escape from a box filling up with sand, only to have the lid collapse and stagehands come out to hammer open the chamber (America’s Got Talent, 2017). Of course, one of those stagehands turns out to be Demian Aditya, the escapist, himself.
4.4 Playing the odds
How much do you relate to the following statement: “Recently, you have had to recover from a disappointment?” Odds are you can relate, since life is full of disappointments. The tendency of individuals to accept vague, general statements as uniquely applicable to themselves is known as the Barnum Effect. Barnum statements, and the related set of techniques known as “cold reading,” have been studied by researchers for many years (Forer, 1949; Hyman, 1981). These tactics are used most often by psychics and pickup artists because the “trick” relies partly on the gullibility of the participant and makes the participant feel understood. The late, amazing James Randi proved the effectiveness of “playing the odds” by debunking psychics and mystics of all kinds (WGBH-TV, 1993). He famously gave personalized horoscopes to a class of students and had them rate how accurate their reports were (apparently very accurate) only for the class to discover they had all been given the same horoscope.
A related phenomenon is the Gray Elephants in Denmark trick: most people when asked to think of an animal beginning with E will pick an elephant, when asked to think of that animal’s color will pick gray, and when asked to think of a country beginning with D will pick Denmark. Audiences are generally shocked when the mentalist says, “That’s funny. I do not think there are gray elephants in Denmark.” This is playing the odds, and as one of the few magic tricks capable of being done over the radio (Pogue, 1998, pp.263-265), it has lessons applicable to chatbot writing. Unlike Barnum statements, what the mentalist says is not vague at all. In fact, it is very specific. But note that, while the mentalist is forcing someone to pick an animal beginning with E (and a country beginning with D), no one is forcing them to pick an elephant (or Denmark). Just as someone is free to disagree with a Barnum statement, they are free here to say “Eagle.” The mentalist is simply aware, in both cases, of what the most likely answer will be. Similarly, when the user is offered a non-binary choice, instead of writing dialogue for every possibility, dialogue is written only for the most likely answers. For example, when Haru asks the user, “So what’s your home country?” (Figure 2) there is a high probability that the user will be from China, Japan, India or the US. If it is the last one, Haru is programmed with the response, “America! New York! Liberty! Eagles! I’d love to visit someday.” The user might assume that Haru has a response for every country in the world when, in reality, if the user is not from one of four countries, Haru will just shift the conversation to a different topic: “Interesting. Me, I’m from Japan. What kind of sports do you watch?” The user hopefully overestimates Haru’s abilities, which is intended to increase their engagement.
4.5 Establishing an emotional connection
According to Holtzclaw, “Trust can be built with an audience member by adding an emotional component.” (2021, personal communication) Childhood memories are very powerful in this respect. Early childhood memories are more likely than not to elicit emotional reactions (Kihlstrom and Harackiewicz, 1982; Howes et al., 1993). It is one thing for a magician to guess your card, but it is a much bigger psychological payoff if the magician guesses the name of the street you grew up on.
The entirety of mentalist Derek Delgaudio’s award-winning performance, “In and Of Itself,” employs this principle (Hulu Originals, 2021). In the culminating act, he guesses deeply personal identifying cards from each audience member. He may be employing simple memory techniques to memorize so many cards, or he may have a hidden tool to remember them all, but it is the personal nature of these cards that makes the “trick” so moving.
Robots, unlike humans, have perfect memories, so remembering a detail from a past conversation is no remarkable feat. But if Haru gets personal in conversation, talking to the user about things like their parents or their marriage, it may be a more noticeable, cathartic experience when Haru remembers important personal details about the user’s life (rather than just what your favorite color is). Haru can also use his perfect math abilities to extrapolate personal details about the user. For example, in Figure 4, when told your birthday, he can tell you what day of the week you were born on. (The method by which this trick is accomplished can be attributed to mathematician and amateur magician John Horton Conway (Conway, 1973)). This could be even more gratifying if enough time passes and the user forgets that they ever gave Haru their birth date to begin with. It is important to make sure the user knows this information is correct, which leads us to the next principle.
[image: Flowchart for a chatbot conversation. It starts with asking about sports preferences, leading to branches based on responses. Options include engaging in math, sharing personal traits, and promising personalized content. The chart uses several decision points, some resulting in fallback responses, and culminates in personalized outputs, like a poem.]FIGURE 4 | The middle of the proof-of-concept magic principles-inspired conversation tree, illustrating the magic principles: Emotional Connection, Driving the Point Home, Remember the Claim, and Forcing.
4.6 Driving the point home
Not only do magicians accomplish the impossible in the moment, they also make sure that the audience remembers it as an impossible feat. Reiterating what just happened, and exaggerating or even lying about it, maximizes how impressive the audience will remember it being. For example, an audience member may give the magician information at the beginning of a trick. If enough time has passed that the audience member forgets they mentioned it, the magician can drive the point home that the audience member “did not” mention anything. The audience member will then go away believing they never said anything, and wondering how the magician could have known.
Holtzclaw says, “The magician can be a conduit for the audience, reacting with amazement at his or her own tricks.” (2021, personal communication) When Ricky Jay guesses someone’s card, he reminds the audience member that there were fifty-two possibilities, and even says, “This is really impressive” (Illuminations Television, 1996). Similarly, Haru will exaggerate and lie to the audience to make his abilities look more impressive than they are, as in Figure 4. Before Haru guesses the user was born on a Tuesday, he may ask the user to take out their phone to confirm the answer is correct. When the user responds in the affirmative, Haru could make a big deal out of it: “Wow! You never mentioned it, so I guess my brainwave protocol must be working! I think I’m just about at 97% socially intelligent. Pretty good, right?” Haru makes sure to never let a good trick go unappreciated.
4.7 Remember the claim
At the end of the conversation, sometimes calling back to claims made at the beginning can cause the interaction to feel resolved. For example, magician Ricky Jay used the age-old Cups and Balls routine to regale audiences about its historical origins and how it started with the ball being hidden under a candlestick (Silver Pictures, 1996). Towards the end of his routine, 4 minutes later, he takes a ball out of the, now long forgotten, candlestick for a great dramatic effect. This principle of calling back to the original claim is hilariously inverted by Penn and Teller on a live TV show, where they promise to show you a magic trick without “gimmicks,” and make objects levitate and defy gravity. When, after performing such feats, they reveal that they, along with the cameras, have been hanging upside down, they remind the audience that they promised to show you a magic trick without gimmicks (Saturday Night Live, 2013).
If Haru makes a claim, at the beginning of the conversation in Figure 2, that he has “a surprise treat,” by the end of the conversation, the user may have forgotten about the claim such that, when Haru brings it up again, there is a feeling of catharsis. Says Teller of Penn and Teller fame, magic is “the theatrical linking of a cause with an effect that has no basis in physical reality, but that—in our hearts—ought to” (Johnson, 2007). This is why, when Haru presents the user with a personalized poem at the end of their interaction (see Figure 5) and harkens back to his earlier promise of a surprise, the user may feel a greater sense of appreciation than if the surprise was never promised in the first place.
[image: Flowchart comparing two conversation paths. On the left, paths start with collecting name, locale, day of birth, and sport, leading to personalized responses and an upbeat conclusion. On the right, a similar flow follows, with simpler insights. Both paths end with a reflection about social interaction and conclude the conversation. Overall, it emphasizes personalized interaction and positive engagement.]FIGURE 5 | The end of the proof-of-concept magic principles-inspired conversation tree, illustrating the magic principles: Remember the Claim, Multiple Outs, and The Kicker.
4.8 Forcing
Forcing in magic refers to the practice of controlling the audience’s decisions while giving the illusion of free choice. The audience is made to believe that they have the freedom to choose when, in fact, their choices are forced on them by the magician’s subtle use of words or even just by moving one object further away. For instance, the magician may ask the viewer to narrow down the deck of cards by asking them, “Which color is safe: red or black?” The meaning of “safe” here is ambiguous. If the viewer says red, then the red cards are safe from being discarded. If the viewer says black, the black cards are safe from being picked. Either way, the black cards are discarded, and only the red cards remain. The choice of red or black was no choice at all. According to The Jerx, “What makes it so deceptive is that the two choices are not complementary to each other” (The Jerx, 2015). Research has found forcing techniques like this to be extremely effective at fooling people into believing they have free choice, and furthermore that this belief remains even after multiple repetitions of the same trick (Pailhès et al., 2021). Pailhès et al. (2020) propose a taxonomy of forcing techniques organized according to whether the audience is given a free choice at all, and whether that choice has any effect on how the rest of the trick plays out.
In Ricky Jay’s Sword of Vengeance trick, he asks the volunteer to put their hand on a card (Illuminations Television, 1996). Had she chosen the one he wanted, he would have proceeded with that card. Instead, she was asked to repeat the action. If, with her other hand, the audience member had chosen the desired card, the other two cards would have been discarded instead. He can, by pretending to follow some pre-set routine, guide her toward choosing the desired card.
Less sophisticated forms of forcing happen every time Haru asks an open question (“What’s your favorite food from around the world?“), waits for the user to respond however they would like (fallback), and then appears to acknowledge their response (“That sounds great!“) before continuing the conversation (“Do you get to eat it often?“). Haru gives the user a free choice to respond however they would like, but their response has no effect on the direction of the conversation. The effect, it is hoped, is the user believing they have more control of the conversation than they actually do.
4.9 Have “multiple outs”
Not every choice the audience member makes needs to be in the magician’s control. Since the audience member does not know how the trick is supposed to end, the magician can prepare different conclusions for each possibility. The conclusion that corresponds to the audience’s choice will appear, in retrospect, as the only possible conclusion. This is called having multiple outs. For example, if a magician has a trick where they can narrow down the card you picked to one of three options, they can merely hide all three of those options around their person. And when they ask you to reveal the card you had been thinking of, they can remove it from their wallet (or their pocket or their sock depending on the card you picked and where they hid it). Because you do not know the existence of the other outs, it looks like they were waiting to pull it exclusively out of their wallet the entire time.
When Haru performs a poem about the user, incorporating lots of personal details, he has a different poem for every choice the user makes out of finite possibilities. Haru has four different variations of the poem depending on which season is the user’s favorite, for example. But to the user, it looks like Haru just has the one poem distinct to them.
4.10 “The kicker”
This final note in a magic show, if it has one, is called the kicker. When the audience is reeling with amazement, and believes the trick has concluded, the magician hits them with one more surprise before the curtains close. An entity collected earlier in the conversation may go unacknowledged at the time, before popping up at the very end of the conversation. If we collect the entity {FavoriteInternationalFood} early in the conversation, we can call back to it later like so: “Well, our small talk about travel has concluded. Let’s meet over {FavoriteInternationalFood} next time!” Holtzclaw says that a good magic trick, like a good story, has a conclusion that is both surprising and inevitable. (2021, personal communication) This can be a callback, but it does not have to be.
At the end of Apollo Robbins’ incredible performance on the topic of misdirection (TED, 2013), he asks the audience a question he had asked towards the beginning of his talk: “What am I wearing?” The audience is shocked and amazed to find that somehow Robbins has switched outfits without their noticing. Ta-da!
At the end of their interaction, after delivering a personalized poem to the user, Haru reveals that he has been counting the number of seconds the entire time. This is perhaps not as big a “kicker” as changing your outfit midway through a trick without anyone noticing but it is a small surprise after the user may have believed the interaction to be entirely over.
5 EVALUATION
	“Are you not entertained?!” —Maximus.

In this section, we evaluate the impact of our ten target magic principles on achieving conversations that inspire awe, feel personalized, and generate likability for the social robot through an online elicitation survey with human evaluators.
We follow the protocol established by Nichols et al. (2022a) for evaluating conversations with social robots: a video of a human interacting with the robot is filmed for each conversational strategy, and then human volunteers watch the videos and answer a series of survey questions about its content. In this section, we describe the evaluation method in detail.
5.1 Conversation strategies
We implement and evaluate the following two conversation strategies:
5.1.1 Control
A short conversation where the robot is meeting a human for the first time. Meant to act as a baseline point of comparison, Haru does not use conversational strategies derived from the magical principles introduced in Section 2. This strategy is illustrated by the gray outlined conversation tree on the right in Figures 2, 4, 5.
5.1.2 Magical
A short conversation where the robot is meeting a human for the first time, but the robot’s conversational strategies are derived from the magical principles introduced in Section 2. This strategy is illustrated by the purple outline conversation tree on the left in Figures 2, 4, 5.
Both strategies share the same basic conversation tree, consisting of topics in the following order:
	1. Greeting
	2. Name
	3. Age
	4. Fact check
	5. Sports
	6. Friendship poem

The two conversation strategies are designed to follow the same conversation flow, where the Magical system uses a magic-principle inspired dialog script, while the Control system uses a non-inspired dialog script. The full conversation tree with variable capture and fallbacks is shown in Figures 2, 4, 5.
5.2 Example videos
For the online survey, we film videos of a human engaging in conversation with the Control and Magical conversation strategies. Recording took place at a research lab associated with one of the paper authors. Due to the intricacies involved in running the demo, a co-author on the paper was recruited to participate in the videos and instructed to engage in conversation with the robot as if it were the first-time meeting. No other restrictions were placed on the human participant’s behavior. One video for each of the Control and Magical conversation strategies was filmed using the same participant to avoid introducing a potential source of variance to the comparison.
A two-camera setup was used to capture both the robot and human participant. The resulting videos used the layout in Figure 1, showing the robot and a screen displaying a transcript of the ongoing conversation. The human participant’s face is shown in a box in a corner of the video so that facial expressions and other reactions are clear to viewers. Captions were also included for both humans and robot speech.
The Control conversation interaction took 2 min and 48 s, while the Magical conversation interaction took 3 min and 55 s. This difference in time is likely because magic-principles-inspired conversation utterances tend to be more verbose than those of Control conversations.
5.3 Evaluation metrics
To evaluate the impact of magic principles on interactions with the social robot Haru, we evaluated conversation strategies over a series of metrics by asking survey participants to indicate their level of agreement with questions on a Likert scale.
5.3.1 Perceived engagement
A self-developed set of characteristics selected to measure the levels of engagement of both the robot and human conversation participant (Nichols et al., 2021b). See Table 1 for a full list of characteristics and survey questions.
TABLE 1 | Target perceived engagement characteristics and the questions asked to human evaluators.
[image: A table presents characteristics (Robot Happiness, Interest, Attention, etc.) with corresponding questions. It includes data on Corrected Item-Total Correlation (CICT), Cronbach's Alpha if Item Deleted (CAID), Effect Size (d), and Significance (p). Some effect sizes and significances are highlighted in bold, indicating notable results.]5.3.2 Personality traits
A set of characteristics selected to measure the impact of conversation strategies on how the conversation participant perceives Haru’s personality. The characteristics target key personality traits cited in the development of Haru’s personality, as described in Haru’s personality bible (Nichols et al., 2021c). See Table 2 for a full list of characteristics and survey questions.
TABLE 2 | Target personality traits and the questions asked to human evaluators.
[image: Table displaying characteristics of a robot with question details, CAID, CICT, effect size (d), and significance (p). Characteristics include youthful, energetic, and humorous, among others. CAID and effect size have specified statistical significance. Notably, humor has the highest effect size.]5.3.3 Rapport-expectation with a robot Scale
A set of characteristics created to measure human expectations of developing rapport with robots. We selected it because it has been shown to positively correlate with humans considering a robot to be a trustworthy, human-like conversation partner. See Table 3 for a full list of characteristics and survey questions (RERS; Nomura and Kanda, 2016).
TABLE 3 | Target rapport-expectation with a robot scale (RERS) characteristics and the questions asked to human evaluators.
[image: A table compares robot characteristics with corresponding questions, CAID, CICT, effect size, and significance (p). Rows include Enjoyability, Flexibility, Reciprocity, and more traits. CAID and CICT scores range from 0.208 to 0.726 and 0.866 to 0.884, respectively. Significance is consistently 1.000. Key traits like Empathy and Reciprocity show lower scores in CAID. Bold indicates reverse-encoded characteristics.]5.3.4 Magic principles
A self-developed set of questions designed to directly measure the effectiveness of the magical principles proposed in Section 2. See Table 4 for a full list of characteristics and survey questions.
TABLE 4 | Target magic principles characteristics and the questions asked to human evaluators. Reverse-encoded characteristics are indicated with an asterisk (*).
[image: Table displaying item-total reliability statistics for different robot interaction characteristics. Columns represent QID, Characteristic, Questions, CAID, CICT, Effect size (d), and Significance (p value). Significant values (p < 0.05) are bolded. Characteristics include "Have a Story," "Misdirection," and others, with varying scores like CAID ranging from 0.130 to 0.642 and CICT from 0.683 to 0.783. Effect sizes and p values indicate significance for characteristics, such as "Emotional Connection" with 0.032 significance.]5.4 Statistical significance testing
Significance testing of Likert scale data (Likert, 1932) is a contentious area in the field of statistics. Care must be taken in selecting a scale and statistical significance test in order to draw reliable conclusions from the data collected.
In a survey of literature comparing different Likert scales (Likert, 1932), Cox III (1980) concluded that a 7-point scale was optimal. Lewis (1993) argues that 7-point Likert scales have stronger correlations with statistical significance tests than 5-point or 9-point scales, and Finstad (2010) argues that 7-point scales reduce response interpolation. For these reasons, we adopt the 7-point scale in our surveys.
As Likert scales are ordinal, some researchers argue that it is inappropriate to apply parametric tests to measure statistical significance (Sullivan and Artino, 2013), and that non-parametric tests like Student’s t-test (Student, 1908) or the Wilcoxon-Mann-Whitney rank-sum test (Wilcoxon, 1945) should be applied. Others argue that if the sample population is large enough and approximate a normal distribution, parametric tests can be applied (Allen and Seaman, 2007).
Nanna and Sawilowsky (1998) found that for 7-point Likert scales, both the independent samples t-test and the Wilcoxon-Mann-Whitney rank-sum test are Type I error robust. Derrick and White (2017) argue that paired samples t-test, the Wilcoxon test, and Pratt’s test have equivalent power for large samples (where they evaluate simulations with sample sizes of up to (n = 30)), so we apply the paired t-test with a Bonferroni correction for statistical significance testing. All tests were conducted using the R::stats library (R Core Team, 2012).
5.5 Power analysis
In order to determine the minimum viable population size for our online survey, we conducted an a priori power analysis. Having determined that we will use a paired t-test to measure statistical significance, we conduct power analysis with the R::pwr library’s implementation of power analysis with the t-test. A desired significance level of (α = 0.01) and desired power level of (1−β = 0.99) yielded a minimal population size of (n ≈ 28) participants.
5.6 Survey participant recruitment
Following power analysis, we collected survey responses with the goal of exceeding (n ≈ 28) participants. A university with an established history of evaluating conversations with social robots (Nichols et al., 2021a; Nichols et al. 2022a; Nichols et al. 2023) was used to recruit survey participants and conduct the survey.
We collected responses from a total of thirty-four participants. The demographics of the participants are as follows. We had more female participants (n = 19) than male participants (n = 15). The most common age groups were 18–30 (n = 15) and 30–40 (n = 15), followed by above 50 (n = 3) and, finally, 40–50 (n = 1). In terms of geographic location, thirty-four participants participated in the study from eleven different countries, with the largest number of participants from Asia (n = 14), followed by the Middle East (n = 12); Europe (n = 4); and, finally, North America (n = 2); and South America (n = 2).
Survey participants were not required to be familiar with robots in order to participate in the survey, so we also asked participants their level of familiarity with robots. The most common reply was “I have not seen or used a robot in my life.” (n = 19), followed by “I have seen a robot in my everyday life.” (n = 9), then “I have programmed or built a robot.” (n = 3), and “I have used a robot in my everyday life.” (n = 2), and, finally, “I have not used a robot in my entire life.” (n = 1). These results indicate that our participants have a low level of familiarity with robots.
5.7 Survey procedure
The survey was conducted over Google Forms and expected to take approximately 30 minutes to complete. It consisted of two phases:
In Phase I, survey participants watched a video of Haru engaging in conversation with a human participant using the Control conversation strategy. Participants were allowed to watch the video as many times as desired during the survey. After watching the video, participants answered a comprehension-check question that required watching the video to completion to answer correctly. The responses of any participant who answered incorrectly (n = 0) were discarded. After the comprehension check, survey participants were asked to rate the conversation over each of the target metrics on a 1–7 point Likert scale with (1: absolutely disagree—7: absolutely agree) for perceived engagement, rapport expectation, and magic principles, and using contrasting adjective pairs for personality traits (see Table 2 for the full description). Finally, survey participants were asked for their free-form opinions.
In Phase II, the participants repeated the process, this time watching a video of Haru engaging in a conversation with a human using the Magical conversation strategy from Section 2, and then they answered the same series of questions about the depicted conversations.
6 DISCUSSION
In this section, we present the results of the evaluation of the magic principles-based chatbot conversation design and discuss their significance.
6.1 Robustness analysis
In order to determine the reliability of the questions for each evaluation metric in our online survey, we conduct statistical robustness analysis following the methodology of Jeong et al. (2022) by measuring the Cronbach’s Alpha (CA) value of each metric. In their survey, CA values of (α > 0.6) are considered to have high levels of robustness. We also verify the robustness of individual questions by calculating the item-total reliability statistics of Corrected Item-Total Correlation (CICT) and Cronbach’s Alpha if Item Deleted (CAID). As per Jeong et al. (2022), a score of (CICT > 0.3) is generally considered reliable, and a CAID score less than the survey’s overall CA indicates reliability, All tests were conducted using the R::psych library. The results are summarized in Table 1 through 4.
Perceived engagement (α = 0.851)Both the average CA value and itemized CICT and CAID scores indicate that all survey questions can be considered reliable.
Personality traits (α = 0.719)The average CA value indicates that this metric’s survey is reliable. However, both CAID and CICT analysis indicate that the 4 questions for youthful, mischievous, knowledgeable, competitive, and gender may not be reliable, and CAID analysis alone indicates potential unreliability for knowledgeable.
Rapport-expectation with a robot (α = 0.880)The average CA value indicates that this metric’s survey is reliable. However, both CAID and CICT analysis indicate that reciprocity, approachability, and empathy for robot may not be reliable.
Magic principles (α = 0.742)The average CA value indicates that this metric’s survey is reliable. However, both CAID and CICT indicate that forcing/having multiple outs may be unreliable.
Overall, while nine out of a total fifty-five survey questions are considered potentially unreliable, as we will see in Section 6.2, none of these questions show statistically-significant differences in our comparisons, so we do not consider them to adversely impact interpretation of statistical significance. However, because few of the questions are outliers in terms of their individual contribution to overall survey reliability, it is also difficult to draw conclusions based on this analysis alone about which characteristics or magical principles contribute to any differences observed between conversation strategies.
6.2 Online study results
The score distributions for target characteristics over perceived engagement, personality traits, rapport expectation, and magic principles are visualized in Figures 6–9 respectively. In order to facilitate visual comparison of Likert scores of the conversation strategies, we use divergent stacked bar charts following the recommendations of Heiberger and Robbins (2014). Preferences for each characteristic are annotated with statistical significance, as measured via a paired t-test, and effect size, as measured by Cohen’s d, are given in Table 1 through 4 respectively.
[image: Bar chart displaying survey responses on human-robot interaction, categorized by emotions like surprise, curiosity, and happiness. Each category shows varying agreement levels, predominantly in blue with responses ranging from strong agreement to strong disagreement, denoted by different colors.]FIGURE 6 | Perceived engagement Likert scores for each conversation strategy.
[image: Stacked bar chart displaying survey responses for various items, categorized by strongly disagree to strongly agree. Predominantly blue tones indicate agreement, with percentages marked for each response, revealing overall positive trends.]FIGURE 7 | Personality traits Likert scores for each conversation strategy.
[image: Stacked bar chart illustrating public opinions on various statements, segmented by demographic groups. The chart uses color coding for levels of agreement and disagreement: strongly agree (dark blue), agree (light blue), disagree (light orange), and strongly disagree (dark red). Percentages for each category are shown within bars, with notable statements focused on expectations from wealthy individuals and the necessity of higher taxes on the rich to support social services. Groups include political and social demographics.]FIGURE 8 | Rapport-expectation with a robot (RERS) scale Likert scores for each conversation strategy.
[image: Bar chart comparing survey responses about robot interactions in two groups, Magical and Control. Categories include topics like empathy, personalization, and enjoyment, with responses ranging from strongly agree to strongly disagree. Most responses in the Magical group show higher agreement, marked by blue shades, indicating a positive perception of the interactions.]FIGURE 9 | Magic principles Likert scores for each conversation strategy.
6.2.1 Perceived engagement
Results are summarized in Figure 6 and Table 1. We find that the robot was perceived to display statistically-significantly higher levels of familiarity (p < 0.01) with a large effect size (d > 0.8) when using the Magical conversation strategy. However, we find that the person is perceived to have significantly higher engagement levels in four of seven characteristics: happiness, interest, and familiarity, (p < 0.01), as well as attention (p < 0.05), with a large effect size (d > 0.8) in 2 cases, and a medium effect size (0.5 < d < 0.8) in the other two. These results provide evidence that the Magical conversation strategy is perceived as more engaging than the Control strategy.
6.2.2 Personality traits
Results are summarized in Figure 7 and Table 2. The Magical conversation strategy was shown to be statistically-significantly greater levels of “energeticness” (p < 0.05) and “humorousness” (p < 0.01) with a large effect size (d > 0.8), and “playfulness” (p < 0.05)with a medium effect size (0.5 < d < 0.8). Characteristics associated with robot demographics (youthful, gender) did not show significant change, which is expected as they are central to the robot’s identity.
6.2.3 Rapport-expectation with a robot scale
Results are summarized in Figure 8 and Table 3. While the Magical conversation exhibited positive trends compared to the Control conversation, none of the differences were statistically significant. We hypothesize that this could be due to RERS’ emphasis on long-term interaction, while our example magic principles conversation focused on an interesting initial meeting experience.
6.2.4 Magic principles
Results are summarized in Figure 9 and Table 4. The Magical conversation strategy was shown to be statistically-significantly favored for five out of nine1 principles, with sucker gag, emotional connection, playing the odds, remember the claim, and the kicker at (p < 0.05) with medium effect size (0.5 < d < 0.8). Of the remaining principles, both the Magical and Control strategies scored high for Have a Story, establishing the narrative strength of our approach, and both Having Multiple Outs and Forcing, exhibited a reverse trend from the other principles, suggesting that in the Magical conversation, parts of the conversation may have appeared outside of the robot’s control.
6.3 Free responses
	“Robot is a little selfish. Robot thinks he is better than human. Robot is an instrument he doest (sic) have a soul.” —Anonymous reviewer.

In order to understand the opinions expressed by survey participants in the free responses, we conducted a manual analysis and selected quotations illustrative of the variety of received opinions. Subjective judgements about the polarity and other attributes are those of the authors of this paper.
Survey comments illuminated the difference applying magical principles made, especially with regard to the likability of Haru, and the perceived personalized nature of the interaction. In the first conversation, where these principles were absent, some respondents (n = 4) found the poem to be underwhelming, while others (n = 2) were unimpressed by Haru’s mathematical feat. As one respondent noted, “Haru thought the person [would] be happy to see his math ability. But it was a simple calculation.” Two comments specifically called out the generic wording of Haru’s reaction to hearing the human participant’s disinterest in sports, namely, “We have a lot in common.”
Reactions to the second conversation, designed using principles of magic, were more positive. Respondents appreciated Haru’s humor (n = 8), including his sucker gag at the beginning of the conversation, with one participant saying, “Making a joke at the beginning of the conversation gives Haru more ‘personality.’” Several respondents (n = 7) found the ending poem to be more satisfying, and, despite it being scarcely more difficult for a robot to complete, one respondent was much more pleased with Haru’s birthday trick: “This robots (sic) skills of determining the day of the week of the birthday of the person is impressive.”
Some respondents (n = 2) also believed that the robot had “wanted” his conversation partner to answer in a way other than he did. According to one comment, “When the human stated he did not like sports it did not quite go the way the robot intended.” Others (n = 2) called out this moment for praise, with one respondent saying, “Even when the person answered that we did not like sports Haru had a way of making him feel that it was okay.” The belief that Haru handled himself well even when things did not go “according to plan” may have added to the overall feeling that the second conversation was an improvement, as users do not want an overly planned experience.
Select comments from the human evaluators are given in the Supplementary Material.
7 LIMITATIONS
Our study was limited in a few key ways. The magic principles were derived from interviews conducted by us rather than from academic sources or the magic literature and adapted to apply to conversation design. The magic principles were tested together rather than one at a time, and although robustness analysis of the survey questions showed that they made positive contributions to the survey’s reliability, none of the questions were identified as outliers, making the effects of any one principle difficult to assess. Since the human participant in the video was a co-author, there may have been the incentive to appear more engaged in the magic conversation and otherwise interact with the robot with more familiarity than a participant who was actually meeting Haru for the first time. Because survey participants viewed video recordings of human-robot interactions rather than interacting with the robot themselves, their expressed preferences may not be as accurate as if they interacted with the robot themselves. Finally, as the participant in the evaluation videos was a co-author of the paper, they were not blind to the hypotheses being evaluated, this may be a source of unconscious bias in their interactions with the robot. For these reasons, our findings should be viewed as exploratory work in developing and evaluating magic principles for informing chatbot conversation design.
8 CONCLUSION
	You’ve been a great audience!

For centuries, magic has been enhanced by feats of engineering. In turn, these magical marvels have inspired engineering. The Mechanical Turk was eventually revealed to be an elaborate illusion, an engineering trick that disguised an impressively gifted little person by using a mirror. But the Turk also held a mirror up to the dreams and imagination of the people of that time and two centuries later, that dream became a reality. The real version of the Mechanical Turk, IBM’s Deep Blue, would beat chess Grandmaster Gary Kasparov in 1997 (Standage, 2002, pp.233-239). If the history of magic and robotics has been entwined, its future may be too. Nothing captivates peoples’ minds and imaginations like magic, and much of modern machine intelligence could stand to benefit from its principles. After all, as the magician Teller (2012) says, “Magicians have done controlled testing in human perception for thousands of years”. At the same time, however, thought must be given to the ethical implications of using the principles of magic to deceive users. Perhaps the following line should be drawn: it is acceptable to deceive the user purely for the purposes of enhancing the user experience, but not to manipulate users against their best interests. As Tognazzini (1993, p.361) pointed out when discussing the ethics of computers impersonating humans, this is a distinction similar to one magicians themselves make and enforce. Mainstream magicians are only pretending to have supernatural powers, and when others claim to actually have supernatural powers, efforts are made to expose them as frauds.
As this paper shows, the application of these principles creates interactions that audiences find more engaging, playful, impressive, personalized, and satisfying. Specifically, study participants confirmed that magical interactions demonstrated great personalization. In the non-magical conversation, the robot demonstrates an ability to do high-level math, whereas in the magical conversation, the robot uses this math to guess what day of the week the human was born on. In the non-magical conversation, one free response stated: “Haru thought the person [would] be happy to see his math ability. But it was a simple calculation.” But when that math is applied to birthdays, an emotional and personalized subject, another comment reads: “This robots (sic) skills of determining the day of the week of the birthday of the person is impressive.” Subsequently, survey participants rated the Magical conversation with a statistically-significant increase in “emotional connection” and “robot familiarity.” Participants also confirmed increased user engagement with statistically-significant improvements in happiness, interest, and familiarity, as well as attention. Participants confirmed greater character likability with statistically-significantly higher associations of the robot in the magical condition with positive traits like “energeticness,” “humorousness” and “interestingness.” Finally, evaluation of the conversations with questions intended to measure contribution of the magical principals showed statistically-significant differences for five out of nine principles, indicating an overall positive contribution of the magical principles to the perceived conversation experience. Results like these indicate that users will prefer to interact longer and in greater detail with experiences that incorporate this model of communication. Capturing the minds and imaginations of many is core to driving progress in the field of social robotics and turning magic into reality.
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Speaker tterance
s ‘Welcome. Oh, those glasses you are wearing today are very nice. Are they your favorite?
¢ Yes, they are my favorite.

Isee....1just had to sk you this question because you looked so good! I'll start the travel guide. In fact, I will guide you with a character tailored to
you based on the information I abtained from you. Today, I, the travel guide robot I, will deliver you a loud, clear voice and lots of smiles. Today, I
will introduce you to these two spots and suggest the recommended spot. Well, referring to my large database, I introduce the Tokyo Trick Art

i Museum, where you can enjoy hands-on art using optical llusions. Sounds interesting. The Tokyo Metropolitan Water Science Museum s a
hands-on museum that introduces the wonders and importance of water from a scientific perspective and deepens interest in water and waterworks.
This one is nice, too. Now, I would like to ask you a few questions so that I can recommend a spot! First, What past trips do you remember?

c Germany.

s Germany sounds great! So, what do you remember about Germany?

c I remember seeing castles, eating meals, and riding the train.

s T wonder what German castles look like. Who would you like to go on the trip with?

G Twant to go with friends.

s So, you are traveling with friends. Lets think of a good trip! Hmmm ... Thanks for telling me.

Based on the trends I have heard so far, I recommend the Tokyo Trick Art Museun. As shown in this photo, this spot s filled with various surprises,
such as paintings that appear three-dimensional, artworks that change impressions depending on the angle from which they are viewed, and rooms
s that allow visitors to experience optical illusions once inside and are recommended for outing with friends. By the way, just to confirm based on
what I've heard from your memories, | guessed that you place more importance on having a good meal at a restaurant around the spot than on
enjoying the spot’s facilities more deeply. Do you want to emphasize this on this trip as well?

Cc Yes.

Hmmmm...I guess that’s what you want to focus on, is not it? If so, I would recommend a nearby restaurant called “Ocean Club Buffet DECKS Tokyo
Beach'. This restaurant is a buffet restaurant where you can enjoy your meal. Please let me know what you think next time you visit the restaurant.

£ My database will grow and 1 will be able to make a more personalized offer to you. Now that I have explained why I recommend Tokyo Trick Art
Museum, does this introduction make you want to visit this spot?

Cc Yes, I would like to visit there.

s Yay! I'm glad I was able to convey the charm of this spot to you. So, do you have any questions about Tokyo Trick Art Museum, such as fees or the
parking area?

€ How much are the fees?

§ High school students and older are 1,000 yen, 4 years old to junior high school students are 700 yen, and children under 3 years old are free. Do you
have any questions?

c Where is the nearest station?
It is a 2-minute walk from Odaiba Marine Park Station on the Yurikamome Line or a 3-minute drive from Daiba Gateway on the Metropolitan

: Expressway. I'm sorry to have to say goodbye to you now because my power is about to go out, so this is the end of my travel guide. Today,

proposed a trip with your friends to the Tokyo Trick Art Museum and then to Ocean Club Buffet at DECKS Tokyo Beach when you get hungry. I
wish you a wonderful trip. Thank you very much for visiting here.
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QD Content Category

1 Do you find the salesclerk’s utterances to be likable? Likeability
2 Do you find the salesclerk who is making the utterances to be trustworthy? ‘Trustworthness
3 Based on the salesclerk’s utterances, do you think the salesclerk can understand the customer's thoughts?

Tailoring effect
4 Based on the salesclerk’s utterances, do you think the salesclerk is trying to tailor the dialogue to the customer?
5 Do you find the salesclerk’s utterances to be human-like?

Human-likeness
6 If the salesclerk was a human, do you think the salesclerk would make these utterances?
7 If the salesclerk was  robot, do you think the salesclerk would make these utterances? Robot-likeness
8 Based on the salesclerk’s utterances, who do you think is operating the salesclerk?

Customer's perceptions
9 Please explain why you chose your answer for Question IDS.

10 If you felt anything was unnatural in the salesclerk’ utterances, please describe them. -
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s1 Welcome to our shop. Is it correct that the reason for your visit is to decide on a travel destination?

a Yes, that is correct. I am here to decide where to travel.

s2 Yes, I understand. I would like to ask you a few questions. Which of your trips to Osaka was the most memorable for you?

lo) Yes, the trip to Atami was memorable.

S Atami.... It s a very nice spot, is not it? I am sure you have various memories of that trip, such as the food and scenery, but what would you say was your
most memorable moment?

c3 Yes, the most memorable memory is taking a bath in the hot springs.

4 Hot springs in Atami are very famous. I think it is a very good memory. Did you buy any sweets as souvenirs on that trip? Sweet snacks?

c Yes, I bought Atami pudding as a souvenir.

s5 I'see ... You must have bought at least one type of sweet snack as a souvenir ... Are you the type of person who keeps a budget for your trips?

cs No, I try to keep my travel budget as low as possible.

6 “Thats right ..... You want to enjoy your trip inexpensively.

57 T'm sorry, I've rambled on a bit too long. I, A will be in charge of our guests today.

& Let’s decide on the destination of your trip. Since you mentioned that you have fond memories of hot springs from your past trips, I would like to narrow
down the list to places with baths, spas, and salons. What do you think?

C6 It a great idea to choose from places with bath/spa/salon spots.

. Yes, sir. We have Tokyo, Hokkaido, and Osaka as destinations where we offer bath/spa/salon spots. Since you said you are a budget-conscious type of
person, I would have preferred Tokyo, but I would like to recommend Hokkaido as a destination that does not compromise on budget. What do you think?

o “Thank you for recommending Hokkaido. Hokkaido is also a wonderful option if we consider it under the condition that we do not compromise on the
budget.

o T understand, This time, I would like to recommend to you the Hotel Furukawa in Hokkaido, It is the most popular place for a one-day trip to a hot spring.
How do you like it?

cs So, the Nukumori-no-Yado Furukawa in Hokkaido is a popular day-trip hot spring spot. Thats interesting.
“Thank you very much. The other reason why we recommended Hokkaido is because we would like you to purchase Shiroi Koibito, a sweet confectionery,

st asa souvenir. This is a popular product in Hokkaido, and we recommend it to customers who often buy sweet snacks as souvenirs. Thank you for visiting

us today. We look forward to serving you again.
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s1 Welcome to our shop. Is it correct that the reason for your visit is to decide on a travel destination?
cl Yes, that is correct. I am here to decide where to travel.
2 1| Yes,Tunderstand. T would like to ask you a few questions. Which of your trips to Osaka was the most memorable for you?
c2 Yes, the trip to Osaka was memorable.
3 Osaka.... Itis a very nice spot. You must have many memories from that trip, such as the food, scenery, etc. What would you say was the most memorable?
c3 Yes, I had many memories from my trip to Osaka, but my most memorable memory was going to US] and playing there.
S4 US] in Osaka is very famous .... I think it is a very good memory .... Did you buy any sweets as souvenirs on your trip? Is it a sweet candy?
c4 Yes, I bought some snow cones as a souvenir.
2
s5 I'see ... You must have bought at least one type of sweet snack as a souvenir.... Are you the type of person who sets aside a large budget for your trips?
cs No, I try to keep my travel budget as low as possible.
s6 “Thats right ..... You want to enjoy your trip inexpensively, do not you?

Excuse me ... I'm sorry, I've rambled on a bit too long. Actually, I am guiding you with a character that fits your needs based on the information I have

s ® | obtained from you. Today I, Erica, your travel guide avatar, il be in charge of you.

s8 4 Lets decide on your travel destination. I would like to narrow it down to Chinese spots that I think would be suitable for you.

co ke the idea of narrowing it down from Chinese spots.  agree with that proposal.

- % | Yes,sir The destinations that we are handling as Chinese spots are Tokyo, Hokkaido, and Osaka. Assuming that we do not compromise on budget, I would
like to recommend Hokkaido.

c7 “Thank you for recommending Hokkaido. Hokkaido is also an attractive destination. We will choose Hokkaido.

<0 © | Yes, I understand. This time, I would ke to recommend Takshashi Manju-ya in Hekksido to our custamers. It is ane of our mst popular places to eat
meat buns and cheese oval pancakes. What do you think?

cs “The Takahashi manjyu shop in Hokkaido s very attractive. The meat buns and cheese oobanyakilook delicious.  will try to visit that spot.

S 7| Thank you.... The other reason why I recommended Hokkaido is because 1 would ike you to buy Jaga Pokluru asa souvenis. It s a popular product in

Hokkaido. Thank you for visiting us today. We look forward to serving you again.
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Interaction period Inspect Extinguish Survey

Condition Robot Spker Robot Spker Robot Spker

Median 1005 | 0980 | 1.020 | 1035 | 0985 | 0950
Mean 1028 | 0988 | 1045 | 1031 | 0980 & 0964
SD 0085 | 0042 | 0100 | 0039 | 0073 | 0073
Max 1305 | 1080 | 1390 | 1110 | 1085 & 1070
Min 0905 | 0890 | 0945 | 0925 | 0820 | 0870
N 29 29 29 » | 17
 (two-tailed) 0.039 0.808 0545
z -2.056 -0.252 -0.663
r 0.270 0033 [ 0.161

See Table | for a description of the interaction periods. The Z statistic shown is Z (CL
speaker-CL robot). r i the effect size showing that during the inspection period the robot
condition led to a small but significant increase in CL compared to the speaker condition
(*significantly higher median). The data were not normally distributed, hence the use of the
Wilcoxon signed rank test (Ficld, 2009). N indicates the number of interactions [not all
interactions had a survey period (see Table 1)].

The emboldened values highlight the statistically significant pairwise comparison between
Robot and Ssesknr conditions in:the Enspect Becind.
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Condition Interaction period pairing Z-statistic iled (Bonferroni adjusted)

Robot ‘
Inspect vs. Extinguish -0712 1000
‘ Survey vs. Extinguish 2372 0053
‘ Survey vs. Inspect 160 0291

Speaker ‘
Inspect vs. Extinguish ~1.886 0178
Survey vs. Extinguish 2.487 0.039
‘ Survey vs. Inspect 0.600 1.000

Using the data described in Table 2, the three interaction periods’ normalised CL distributions were compared within each condition. For each of the two conditions, Friedman’s ANOVA (for
non-parametric data) rejected the null hypothesis at the 95% confidence level, that all three periods were the same (robot: Friedmanis Q(2) = 6.000, p = 0.050; speaker: Friedman’s Q(2) = 6.939,
.031). Post hoc pairwise comparisons by Dunn-Bonferroni tests were carried out, and these are shown in the table. Parings statistically significantly different (or near significant at the 95%
confidence level) are shown in bold. See Figure 7.
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Inspect Extinguish Survey

Robot Speaker Robot Speaker Robot Speaker

Mdn = 7.834% 0.555  4.810* 0.000  5.009* 0.000
Mean | 10.644 1.667 5548 0.825 7.382 0516
SD 10973 2377 4709 1834 8167 0.853
Max | 51.243 9.921 | 15505 5024 | 35717 2794
Min | 0339 0.000 0.00 0.000 1 0.000 0.000
N 29 29 29 29 20 17

<0.001 <0.001 0.004

Z -4.465 -4.167 -2.521

r 0.586 0.547 0.414

The p-values are two-tailed. ris the effect size [ = 0.5 represents a large effect (Ficld, 2009)].
“The significantly higher medians. See also Figure 5.
The emboliened valries highlighé He theee stalistically sigrificant peirwise compasisons.
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Robot peaker
Mdn 4375 4992
Mean 4420 5.088
‘ D 0620 1750
Max 5.511 10.790
Min 3358 1513
N 29 27

P (two-tailed) 0.008

Z (speaker-robot) -2.402

r 0321

Participants’ planning time was significantly shorter with the robot [ = 0.3 is a medium
effect (Field, 2009)]. The speaker results were not normally distributed, so Wilcoxon's test
was used (*the significantly lower median). Due to technical reasons, one or both.
interactions for four participants (out of 31) failed to record (see row showing N).
Thoembalderind wehuss highitiche the sestiatically siciibcaint pairwise compariest,.
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Attempt to extinguish the fire (time limited)

Survey

Survey the damage (only if fire resolved)
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Dimension Question

Tenjoyed talking with the robot

. My conversation with the robot flowed well
Positive

Impression (D1
3 ®1 | | et positive sbout my interaction with the robot

1 felt comfortable while talking to the robot
‘The robot understood what I was talking about

e ‘The robot understood what it was talking about
Emotion
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‘The robot felt emotions
‘The robot’s face was human-like

‘The robot’s behavior was human-like

Human-likeness

(03) ‘Throughout the conversation, I felt like I could have been

talking to a human

‘Throughout the conversation, robot’s expressions were
human-like
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Interaction effect Main effect - affordance Main effect - use case

C11am able to interact with the robot | p=0.83 p=089 p=017

C2 The robot can understand my P=060 p=097 Pp=0001,F (2.147) = 6.82, partial eta
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€3 The robot is able to recognise my p=064 p=074 p=022

gaze

C4 The robot has a sense of humour p=011 p=043 p=<0001,F (2,147) = 16.14, partial
etasquared = 0.1

C5 The robot is able to understand me | p=0.56 p=099 p=019
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Before interactions—TSE: After interactions—TS Differences (%)

(mean) (mean)
Fictional Views Dimension 26 17 -180
‘The robot has superhuman capacities | 3.17 163 -309
‘The robot is more than a machine 215 1.60 -112
‘The robot s able to perceive what Tam | 3.62 143 —437

going to do before I do it

‘The robot s similar to the robots I'see | 2.58 260 +05
in movies

‘The robot is able to read my thoughts 152 133 -37
Capabilities Dimension 27 25 -40
Tam able to interact with the robot 365 313 -105
‘The robot can understand my emotions | 273 186 -174
‘The robot is able to recognise when [ 256 276 +4.0
look at it or when I shift my gaze to

something else

‘The robot has a sense of humour 229 205 -47

‘The robot is able to understand me 210 267 +11.4
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Interaction Competence

pre- 300 276 347 224 376 305
adult-science

post- 312 2.76 333 171 341 287

pre- 261 267 328 278 317 290
adult-quiz

post- 289 3.06 299 210 261 273

pre- 300 259 271 276 341 289
adult-joke

post- 294 259 282 271 265 274

pre- 329 312 318 329 353 328
child-science

post- 324 329 348 254 329 317

pre- 300 253 282 312 329 295
child-quiz

post- 282 229 329 191 324 27

pre- 333 278 294 367 372 329

post- 294 3.06 285 269 289 289

pre- 233 239 361 161 283 255
robot-science

post- 294 272 326 201 256 270

pre- 27 253 335 212 288 272
robot-quiz

post- 282 3.06 338 202 294 284

pre- 318 247 3.00 247 412 305
robotjoke

post- 294 265 3.00 252 312 285
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Participants Interaction 1 Interaction 2 Interaction 3

1 an adult-like science robot a child-like joke robot arobot-like quiz robot
2 an adult-like joke robot a child-like quiz robot arobot-like science robot

3 an adult-like quiz robot a child-like science robot a robot-like joke robot





OPS/images/frobt-11-1288818/frobt-11-1288818-t004.jpg
Dialogue stage
Self-introduction
Greetings

Opening

Start the game

Aska quiz question

Check the answer

Askanother quiz question

Check users’ engagement

continue questions and answers

Calculate the score

End the conversation

Robot

Hello! I am a quiz robot.
Hi there.

Do you want to play?

Twill ask you 5 multiple-choice questions. And we'll
see how many points you can get. Alright, here we go.

What did the Wright Brothers invent in 19022 Car,
airplane, motorbike or fighter jet?

(smile) That was correct. You now have a score of 1
After a smile, it waits

What is the title of the famous novel by George
Orwell Of Mice and Men, The Great Gatsby, 1984 or
“The Lord of the Rings?

Too slow! Here comes the next question.

‘That was the last question. You got 4 points.

Thope you had some fun. Goodbye for now.

Users

Rate the first impressions
Hello.

Yeah, OK.

Airplane.

silence
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Dialogue stage
Self-introduction
Greetings

Opening.

Invite users (o test jokes

Tell ajoke

Give the punchline
React to users’ responses
Askif to tell another

Tell a joke

Give the punchline
React to users’ responses
Askif to tell another

End the conversation

Robot

Hello! I am a joke robot.

Hi there.

Tam wondering, are you happy today?

Great to hear. Then you are in the right mood! I am
trying to learn some humour, you see. So, could I testa
few jokes on you?

Awesome. This one has been a success so far. What do
robots do at lunchtime? (Wait for 25)

Have a mega-byte.
(Smile back) Yay, Tam getting the hang of this.
Would you like another one?
Sweet! This one has been a success so far. What
happened when they shut down the robot motorway?
(Wait for 2s)
Everyone had to take the R2 detour.

(Smile back) Not bad, right?

Would you like another one?

“Thank you for trying my jokes. Goodbye for now.

Users

Rate the first impressions
Hello.
Yeah yeah, I am happy.

Yeah. OK. Go for it.

smile

Yes.

smile

No, that's OK.
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1] Gender Age

Education period

CDR

Condition

Duration (months)

Period (days)

P1 F 86 12 years 05 Pre-dementia 15 27 27 43
P2 F 84 9 years 05 Pre-dementia 216 24 25 114
P3 F 86 9 years 05 Psychosis 30 23 28 134
F 89 12 years 05 Pre-dementia 48 27 28 85
F 85 12 years 05 Psychosis 45 25 28 90 (32)

CDR: clinical dementia rating; MMSE: Mini-Mental State Examination.
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Dialogue stage
Self-introduction

Opening

Invite questions

Rol

Hello! I am a science robot.
Hi. I can answer questions about facts. I am by no
means perfect, but I'm OK at science and mathematics.

Dont get too philosophical.

‘Go ahead and ask me about something.

Users

Rate the first impressions

What's 5 plus 72

Give answers
Invite another question
Give answers
Invite another question

End the conversation

OK. (Gaze away) 5 plus 7 is 12.
Anything else?

Let me think. (Gaze away) The answer is 8.
Do you have another question?

“Thank you for your questions. Goodbye for now.

How many planets are in the solar system?

No. That’s t. Thank you.
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Robot

Informative Science Role

Emotional Joke Role

Hybrid Quiz Role

Facial expressions
« Gaze away to indicate ‘thinking status

« Raise brow to indicate waiting for questions fora long
time

« smiling detection: Detect a user’s smiling and take
smile back actions; calculate the number of
milliseconds spent laughing

©25% of the time, it returns a small smile

50% of the time, it returns a big smile

« After a smile, it waits 5 seconds

* Smile when answers are correct
« Frown when answers are incorrect

« Raise brows when asked to repeat a question

« Surprise when asked to repeat options

« Big smile when asking users to pay attention

Limited use of sentimental words. Only comment on
questions. E.g., ‘Good question, ‘Great question,
‘Interesting’

« Ask how users feel

« React on users feelings. E.g., I am sorry to hear that}
‘Great to hear:; ‘Wow! You really liked this joke!”

« Offer to make people happy. E.g, do something to
cheer you up; ‘increase your happiness a few notches”

« Be humble. E.g., T am trying to learn some humours,
“Could I test a few jokes on you?

« Short comment on right answers. E.g,,‘Great!
« Short comment on wrong answers. E.g, “Too bad?

* Short comment on slow responses. E.g., “Too slow!} ‘A

bit too slow amigo’

« Give an order. E.g, ‘Look at me!
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Mol

Mo2

M3

Mo4

Mo5

M6

Mo7

MO8

M09

Characteristic

Have a Story

Misdirection

Sucker Gag

Emotional
Connection

Driving the Point
Home

Playing the Odds
Remember the Claim

+ Forcing/Having
Multiple Outs

‘The Kicker

Questions

The robot seemed motivated to
talk with the human participant

This interaction had surprising
moments

‘The robot was teasing in a
playful way

‘The robot established an
emotional connection with the
human participant

“The robot was impressive in its
abilities

‘The interaction felt personalized

‘The robot delivered on its
promises

There were moments where the
interaction did not go according
to the robot plans

‘The ending of the interaction was
enjoyable

0.431

0431

0377

0.601

0.480

0.642

0.539

0.130

0.391

CICT

0724

0717

0729

0683

0711

0683

0706

0.783

0723

Effect

size (d)

0.042

0717

0.650

0.624

0.430

0.726

0.677

0.058

0.591

1.000

0055

0.016

0.032

0.126

0.011

0.035

1.000

0.047

ltem-total reliability satistics of Corrected Item-Total Correlation (CICT) and Cronbachs Alpha if Item Deleted (CAID) are shown for each question. Reliability tatistics in bold are considered
unreliable. Statistical significance (Sig. (p)) of comparison between Control and Magical systems as measured by a paired t-test with a Bonferroni correction and is also shown, with significance
letsaf (0 < B.05) i bekd Birally; efbct soan eieauted by Cobots d b ihiswi with msdiuniafecn (8.5 3 & € 8.8 )i ialcand v offcts (@85

d}inbad.






OPS/images/frobt-11-1256937/frobt-11-1256937-t003.jpg
Characteristic Questions Effect size Sig. (p)

()]

RO Enjoyability It would be enjoyable to play 0428 0877 0.093 1.000
with this robot

RO2 Flexibility “This robot is likely to make 0516 0874 0.021 1.000
Slexible decisions
RO3 * Reciprocity Even if the robot helps me, Iwill | 0.278 0883 ~0.018 1.000

not do anything in return for it

RO4 Approachability If Isee this robot somewhere, Id | 0.275 0.881 ~0.072 1.000
talk to it even if I have no
business with it

ROS Dinner 1 would accept this robot to 0477 0875 ~0.066 1.000
Companion attend my family dinner
RO6 Attention Twill feel sad if T am ignored by | 0.583 0871 ~0.032 1.000

this robot when talking to it

RO7 + Empathy for Tl never feel empathy for this 0208 0.884 0.194 1.000
Robot robot
RO8 Connection Ibelieve my feelings could 0.697 0.866 ~0.069 1000

connect with this robot’s

RO9 Understanding ‘The robot may understand me 0722 0.866 ~0.039 1.000

RIO Hobbies Twish to talk with the robot 0545 0872 0.088 1.000
about hobbies and arts

RIL Advice ‘This robot could provide me with | 0.726 0866 0.151 1.000
various advices

RI2 Devotion “This robot could devote itselfto | 0572 0871 0.096 1.000
me

RI3 Conversation “This robot would be a good 0.620 0870 -0.021 1.000
conversation partner

RIS Mindfulness ‘The robot may sec into my mind | 0.462 0875 0212 1.000
and feclings, even if I concealed
them

RI6 Unignorability Twill feel uncomfortable if 0496 0875 0.064 1.000
ignore this robot while it’s
speaking to me.

RI7 Lifelong If the robot has been staying with | 0.595 0870 0.043 1000

me since my birth, I will want to
be together with it until my death

RI8 Serious Talk I can talk with the robot about 0577 0.871 0.030 1.000
serious things I cannot talk with
others about

Reverse-encoded characteristics are indicated with an asterisk ( » ). Item-total reliabilty statistics of Corrected Item-Total Correlation (CICT) and Cronbach's Alpha if tem Deleted (CAID) are
shown for each question. Reliability statistics in bold are considered unreliable. Statistical significance (Sig. (p)) of comparison between Control and Magical systems as measured by a paired
ttest with a Bonferroni correction and is also shown, with significance levels of (p < 8.05) in bold. Finally, effect size as measured by Cohens d is shown, with medium effects (8.5 < d
<@ .8) in italic and large effects (0.8 < d) in bold.
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Characteristic Questions CICT Effect size Sig. (p)

(C)]

PO1

P02

PO4

Youthful Onascale of 1 (old) to 7 (young), how | 0.070 0.733 0174 1.000
young is the robot?

Energetic Onascale of I (unenergetic) to 7 0511 0.689 0.805 0.030
(energetic), how energetic is the robot?

Enthusiastic On a scale of 1 (unenthusiastic) to 7 0.492 0697 0.560 0.126
(enthusiastic), how enthusiastic is the
robot?

PO5

P06

PO7

Curious On a scale of 1 (indifferent) to 7 0.602 0.685 0348 1.000
(curious), how curious is the robot?

Eager Onascale of I (hesitant) to 7 (eager), 0371 0702 0216 1.000
how eager i the robot?

Mischievous On ascale of I (well-behaved) to 7 0.001 0.764 0301 1000
(mischievous), how mischievious is the
robot?

P09

P10

P11

P12

P13

Pl4

P16

P17

P18

Emotional On ascale of 1 (emotionless) to 7 0.552 0675 0188 1.000
(emotional), how emotional is the robot?

Humorous On a scale of 1 (humorless) to 7 0.707 0.652 1.156 0.000
(umorous), how humorous is the
robot?

Empathetic Onascale of I (uncaring) to 7 (caring), | 0.632 0671 0456 0319
how caring is the robot?

Playful Onascale of I (serious) to 7 (playfu), | 0.579 0.684 0.651 0.044
how playful is the robot?

Friendly On a scale of 1 (unfriendly) to 7 0.414 0.701 0.000 1.000
(friendly), how friendly i the robot?

Knowledgeable Onascale of I (unknowledgeable) to7 | 0.230 0714 0218 1.000
(knowledgeable), how knowledgeable is
the robot?

Interesting Onascale of 1 (boring) to 7 0.584 0.682 0.591 0,070
(interesting), how interesting is the
robot?

Competitive On ascale of 1 (cooperative) to 7 0.104 0.750 0000 1.000
(competitive), how competitive is the
robot?

Gender Onascale of I (masculine) to 4 -0.037 0747 ~0070 1.000
(neutral) to 7 (feminine), what gender is
the robot?

ltem-total reliability satistics of Corrected Item-Total Correlation (CICT) and Cronbachs Alpha if Item Deleted (CAID) are shown for each question. Reliability tatistics in bold are considered
unreliable. Statistical significance (Sig. (p)) of comparison between Control and Magical systems as measured by a paired -test with a Bonferroni correction and is also shown, with significance
lowdsaf (5 < B.85) inbold Fally: efbck sise o inéasared by Cobests  1s sliown, with medinm efach (8.5 = d < 9.8) b mllcand larpeoffocts (6.8 < 0} inbeld:
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Qb Characteristic Questions CICT CAID Effect size (d) Sig.

E01 Robot Happiness ‘The robot seems happy to talk to the person 0.468 0845 0.046 1.000
E02 Robot Interest ‘The robot seems interested in the person 0481 0843 0265 1.000
E03 Robot Attention ‘The robot pays attention to what the person is saying 0.504 0843 0433 0977
E04 Robot Comprehension ‘The robot understands what the person says 0.367 0848 0192 1.000
E05 Robot Memory ‘The robot remembers what the person says 0.449 0845 0235 1.000
E06 Robot Self Disclosure ‘The robot is willing to share information about themselves 0472 0843 0258 1.000
E07 Robot Familiarity The robot seems to know the person well 0431 0.848 0.832 0.000
E08 Person Happiness ‘The person seems happy to talk to the robot 0.648 0833 1.444 0.000
E09 Person Interest The person seems interested in the robot 0.627 0.834 1311 0.000
E10 Person Attention ‘The person pays attention to what the robot is saying 0712 0831 0.568 ‘ 0179
El1 Person Comprehension | The person understands what the robot says 0519 0843 ~0.081 1.000
E12 Person Memory ‘The person remembers what the robot says 0614 0837 0412 1.000
E13 Person Self Disclosure ‘The person is willing to share information about themselves |~ 0.384 0847 0241 1.000
El4 Person Familiarity The person seems to know the robot well 0.600 0835 ot | oae

ltem-total reliability tatistics of Corrected Item-Total Correlation (CICT) and Cronbach's Alpha if iem Deleted (CAID) are shown for each question. Reliability statistics in bold are considered
unreliable. Statistical significance (Sig. (p)) of comparison between Control and Magical systems as measured by a paired t-test with a Bonferroni correction and i also shown, with significance
lbof {p ¢ B.@5) i Bold rad, Rl offict siie a5 misasned by Coliéls diis shiown, with niedlut efiocts (0,55 @ 8.8 in Ikl aid b aiscts (0.8 < d) bk
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Participant 1

Dialogues Non-, Confusion = Conditions
Stimulus Type
Ist Simple information Condition B
2nd Consistent information | Condition B
3rd Sufficient information | Condition B
4th Correct feedback Condition B
5th Confusion Cause Condition Al
(con
6th ce Condition Al
7th ces Condition Al
8th cea ‘ Condition Al

Participant 2

Dialogues Confusion = Conditions
Stimulus Type

Ist Simple information Condition B
2nd Consistent information | Condition B
3rd Sufficient information | Condition B
4th Correct feedback Condition B
5th ccrt Condition A2
6th cer Condition A2
7th [elociy Condition A2
8th ccar Condition A2

“CCI: Complex information.
*CC2: Insufficient information.
“CC3: Contradictory Information.
*CC4- False feedback
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Condition (labeled) Disgust Surprise Neutral Overall

949 1,431 50 1732 5,523

A1_beforehelp 3,110 1,503 95 2,693 1,961 81 4,299 13,742

Al_withhelp 3,020 ‘ 90 2,680 ‘ 2,192 136 5,201 15,196

B_AL 1,086 37 1,025 ‘ 646 35 2,040 5,695

A2 4,820 304 4910 ‘ 7,173 331 6,682 26,631
!

B_A2 815
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RISE v v ) v % v ROS v v
Choregraphe ¢ v v v X ) X v v
OpenDial v X X v ) ) ? x v
Bonsai v x x X ? v ? x v
Woz4U v v x X x x x v X
Polonius v v x X v x ROS v X
PaMini v X x X v v RSB x v
Interaction v 2 v 2 v v ? ? v
Composer
IrisTK v X X x x v ? x v
InproTK v X x X v v RSB x v
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Function Researcher Developer

Defining robot behaviors v v
Integrating new robots x v
Integrating new actions x v
Integrating external nodes x v
Study execution/adaption v X
Introspection v v
RISE as a WoZ tool v X
RISE for recording v X
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Accessibility

Interdisciplinarity Reproducibility Source code Documentation License Installability
PaMini Models dialog Generic interaction x x H Library can be
through patterns, scenario- downloaded from
configuration of and platform- the mvn repository
interaction patterns | independent
with XML
IrisTK XML-based Supported robot is v x GNU GPL “iristk install” is only
authoring language Furhat, scenario- supported on
for dialog flow independent Windows
control
InproTK Implements partof | Concept of IU v v Free BSD Installable via
the general abstract model allows Gradle
model of incremental | modular design,
dialog processing scenario- and
platform-
independent
OpenDial Models dialog Probabilistic rules v X Free BSD Installable via
through probabilistic | can be scenario- Gradle
rules (XML), independent,
visualization of the | platform-
dialog state independent
Interaction For programmers Modular through x x ? ?
Composer and interaction four-layer robot
designers through control
visual programming
BonSAI Addresses less Re-use of skills v v GNU LGPL Installable via
experienced (scenario- Ant/Maven
computer scientists independent),
(sensor and actor platform-
concept) independent
Polonius Provides WoZ GUI Platform- ? x ? No information
(can be configured independent available on how to
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