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Stimuli that resemble humans, but are not perfectly human-like, are disliked compared to distinctly human and non-human stimuli. Accounts of this “Uncanny Valley” effect often focus on how changes in human resemblance can evoke different emotional responses. We present an alternate account based on the novel hypothesis that the Uncanny Valley is not directly related to ‘human-likeness’ per se, but instead reflects a more general form of stimulus devaluation that occurs when inhibition is triggered to resolve conflict between competing stimulus-related representations. We consider existing support for this inhibitory-devaluation hypothesis and further assess its feasibility through tests of two corresponding predictions that arise from the link between conflict-resolving inhibition and aversive response: (1) that the pronounced disliking of Uncanny-type stimuli will occur for any image that strongly activates multiple competing stimulus representations, even in the absence of any human-likeness, and (2) that the negative peak of an ‘Uncanny Valley’ should occur at the point of greatest stimulus-related conflict and not (in the presence of human-likeness) always closer to the ‘human’ end of a perceptual continuum. We measured affective responses to a set of line drawings representing non-human animal–animal morphs, in which each continuum midpoint was a bistable image (Experiment 1), as well as to sets of human-robot and human-animal computer-generated morphs (Experiment 2). Affective trends depicting classic Uncanny Valley functions occurred for all continua, including the non-human stimuli. Images at continua midpoints elicited significantly more negative affect than images at endpoints, even when the continua included a human endpoint. This illustrates the feasibility of the inhibitory-devaluation hypothesis and the need for further research into the possibility that the strong dislike of Uncanny-type stimuli reflects the negative affective consequences of cognitive inhibition.
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Introduction

The Uncanny Valley— a significant decrease in liking for objects that closely resemble humans but are not perfectly human-like— was originally described in terms of the uncomfortable feeling associated with viewing robots of increasing human-likeness (Mori, 1970). Indeed, many accounts of this effect have focused on the potential relationship between the subjective human-likeness of a stimulus and an observer’s emotional response to it (e.g., MacDorman and Ishiguro, 2006; Seyama and Nagayama, 2007; MacDorman et al., 2009). The importance of elucidating specific mechanisms underlying the Uncanny Valley effect is underscored by the extent to which interest in this effect has spread from robotics into other areas, such as computer graphics and prosthetics (Seyama and Nagayama, 2007; MacDorman et al., 2009; Mitchell et al., 2011; Tinwell et al., 2011; Poliakoff et al., 2013). To this end, we consider here the novel hypothesis that the Uncanny Valley is not directly related to ‘human-likeness’ per se, but instead reflects a more general form of stimulus devaluation that occurs when inhibition is triggered to resolve conflict between competing stimulus-related representations. The purpose of this article is to therefore demonstrate how the Uncanny Valley may be explained through recent advances in our understanding of the negative affective consequences of cognitive inhibition. After presenting our ‘inhibitory-devaluation’ hypothesis, we report a preliminary assessment of its feasibility—in terms of prior findings as well as through two new experiments that test specific predictions arising from this new account of the Uncanny Valley—and then consider directions for future research.

Inhibition, Negative Affect, and the Uncanny Valley

A recent and growing body of research suggests that cognitive inhibition is not only crucial for resolving potential interference during visual tasks (i.e., when multiple stimulus/response representations compete to become the focus of thoughts and actions), but also subsequently results in negative affect for the associated stimuli (for reviews, see Fenske and Raymond, 2006; Raymond, 2009). Such affectively negative consequences of inhibition have been found in a variety of visual-recognition tasks that require stimulus classification (e.g., Kiss et al., 2008; Frischen et al., 2012) and localization (e.g., Raymond et al., 2003; Fenske et al., 2004), using stimuli ranging from meaningless patterns (e.g., Raymond et al., 2003), non-human objects (e.g., Griffiths and Mitchell, 2008), and entire scenes (Frischen et al., 2012), to images of real human faces (Fenske et al., 2005), and bodies (Ferrey et al., 2012). Moreover, these studies have shown that this inhibitory devaluation impacts a variety of subjective emotional judgments (i.e., likeability, relative preference, cheerfulness, pleasantness, 
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INTRODUCTION

Humans are well adapted to their social environments. Experimental evidence suggests that humans are either born with, or quickly learn, the necessary affective and cognitive processes that allow them to recognize others, and to understand their mental states and social behavior. Mori's (1970) proposal of an uncanny valley, which describes affective response as a function of distance from a human category defined by morphological and behavioral features (i.e., human likeness), appears to be a sensible extension of these ideas. Following Mori's initial proposal, the uncanny valley has largely been considered in the context of cultural artifacts such as robotics, prosthetics, toys, and puppets. He associated “healthy people” with the greatest level of familiarity and positive affect, prosthetic hands and corpses with a global negative affective maximum, and bunraku puppets and humanoid robots with intermediate levels of familiarity and positive affect. It is important to note that these cultural artifacts represent the most contemporary features of human societies. The uncanny valley likely depends on extensions of prepotent responses to stimuli via general learning mechanisms (e.g., face recognition; Haxby et al., 2002; Sperber and Hirschfeld, 2004). Empirical studies of the uncanny valley have just begun to explore the authenticity of Mori's proposal.

Contemporary studies examining the uncanny valley hypothesis have drawn heavily on the psychological literature to explain these phenomena. The shift from an account of the uncanny valley based on a dimension of human-likeness to that of categorization and frequency-based exposure (Burleigh and Schoenherr, 2014) suggests that classes of cultural artifacts might provide evidence for the ubiquity of phenomena across cultures and within human history. These social representations can become external representations available to all members of a human group and can thereby increase familiarity and anchor human judgments (Moscovici, 1981). Supporting Mori's initial claim, negative responses are the result of a lack of familiarity (e.g., Burleigh and Schoenherr, 2014) that emerge over the course of development (Lewkowicz and Ghazanfar, 2012) as humans' affective systems have yet to adapt to these artifacts. If the uncanny valley does have a general cognitive basis, then evidence from affective, behavioral, and cognitive paradigms should exist both across cultures as well as within human history. These social representations will consequently affect observers' judgments.

HUMAN AND NON-HUMAN CLASSIFICATION

Folktaxonomies and covert categories

A particularly compelling source of evidence for the uncanny valley comes from research into folktaxonomies. When we encounter an organism, our knowledge of folkbiological categories can cause us to classify stimuli in terms of a species (e.g., “fish”) or an ecological niche (e.g., “aquatic habitat”) that is available within a folktaxonomic structure. While the preferred level of categorization within these taxonomies differs between cultures (e.g., Rosch et al., 1976; Medin et al., 1997) and expertise (Tanaka and Taylor, 1991; Medin et al., 1997), such taxonomies form the basis for all judgements of category membership. In the context of this work, we suggest that cognitive anthropological research on folktaxonomies has revealed uncanny valley-like phenomena in the form of “covert categories”–categories that cannot be readily placed into a taxonomical structure (e.g., octopus). Covert categories are cognitively isolated from other ontological categories (Berlin, 1974; Atran, 1983). For instance, informants might be able to identify a number of basic-level properties of an octopus, and yet be unable to associate it with a superordinate category (e.g., “fish”). In Berlin et al.'s (1968) study of Tzetal Mayans' folktaxonomies, they found numerous covert groups that did not fall into any of the major lifeform categories (this term is used in the anthropological literature but is equivalent to the superordinate level in the psychological literature; c.f., Brown, 1974). These categories are also associated with aversive responses, such as food prohibitions (Douglas, 1966/2002; Sperber, 1996). For example, Henrich and Henrich (2010) observed that the ambiguity in classifying an octopus as a “fish” or “non-fish” was associated with a food taboo. Douglas (1957) also observed similar outcomes with other ambiguous animals, like the flying squirrel. Such responses to categorically ambiguous stimuli are consistent with the uncanny valley hypothesis.

Anomalies: gods and monsters

Related to covert categories is the human concern with biological anomalies, gods, and monsters evidenced throughout human history. In many cases, covert categories might be the basis for these ontological categories. As Sperber (1996) has pointed out in his discussion of hybrids and monsters, such entities tend to combine features from disparate categories; ranging from the addition of a single feature, such as unicorns which are horses with a horn, to more elaborate amalgams that combine multiple features, such as the Minotaur and Manticore which share features from human and animal categories. Representative of the cross-cultural trend are Japanese mythological creatures such as Tsuchigumo, a creature that has the face of a demon, the legs of a spider, and the body of a tiger.

Such mythological creatures might reflect social representations that are the products of cultural transmission. This is evidenced by Mayor's (2001, 2005) study of how ancient peoples classified fossilized creatures. Specifically, Mayor noted that ancient peoples appear to have understood fossils by assimilating them into extant ontological categories. In the absence of a clear understanding the process of fossilization, they would have perceived fossils as the scattered bones of what were believed to be living species. For instance, Mayor (2001) claims that when the fossilized remains of a protoceratops were encountered, in an attempt to account for the presence of these bones, ancients inferred the existence of griffons. Support for her argument is taken from the co-localization of fossils and reported observation of these creatures in ancient times. To ancients, these mythical creatures represented fearful stimuli that were associated with distant unknown territories inhabited by uncanny creatures.

Whereas fossil remains and unexplained natural events might help to explain the origin of mythological creatures (Mayor, 2001; Kaplan, 2012), along with responses such as fear and anxiety (also see Asma, 2009), the mechanisms that support the retention of these creatures in the modern mind requires further explanation (e.g., Barrett and Keil, 1996). Similar to the uncanny valley studies investigating categorization, studies of religious beliefs assume that belief in such ontological categories is a result of humans using existing cognitive templates that have exceptional features (Boyer, 1993, 2001). A heightened sensitivity to these anomalous stimuli, or so-called “counterintuitive beliefs” (Boyer and Ramble, 2001; Atran and Norenzayan, 2004), could be a result of increases in negative affect associated with the uncanny valley. These results can be related back to the idea of distinctiveness in memory (e.g., Hunt and Worthen, 2006), wherein the dissimilarity of an item within a given context facilitates the encoding and retrieval of stimuli. The uncanny valley could also have implications for recall that facilitates the cultural transmission of knowledge. As in the case of food taboos, such a negative valence might reduce our willingness to interact with features of our environment, thereby further reducing our exposure to a range of stimuli. An item's distinctiveness in memory can thereby compound an initial aversive response. Modern equivalents are also evidenced in genetically modified organisms that antagonist interest groups have labeled “Frankenfoods,” such as the transgenic tomato, which has been engineered with a gene from the winter flounder that makes it tolerant to freezing temperatures. Such rhetorical devices are clearly predicated on a fear of novel hybrid organisms.

Human categories and out-group bias

A final form of cross-cultural evidence for uncanny valley-like phenomena is the perception of human groups. Much like some non-human categories, unfamiliar human groups might be construed as distinct species. For instance, Gil-White (2001) suggests that this could in fact be the case for ethnicities. Identifying a race as “sub-human” implicitly or explicitly can be understood in these terms. For instance, a low-frequency of exposure to out-group members, or explicitly transmitted out-group biases, could create negative affective responses to features associated with these individuals (for the effect of stimulus frequency on affect, see Zajonc, 1968; Bornstein, 1989). Though controversial, numerous studies have found evidence for implicit negative associations with minority groups (Greenwald et al., 2009), which can be contrasted against explicit biases to “lower” social classes, and castes associated with “untouchability,” contamination, and food taboos (Harper, 1964). Accounts of early explorers encountering new tribes and peoples for the first time are also consistent with this possibility (e.g., Hall, 1992). Prophylactic measures were taken when entering strange lands inhabited by others and ritual purification following contact was needed to “guard against… the magical arts of its inhabitants” (Frazer, 1922, p. 110; see also Douglas, 1966/2002). For these explorers, the people that they encountered were similar to them but the comparatively small differences in terms of physical and cultural variation produced strong negative affective responses. As Hall (1992) notes of travelers' tales, features of out-group members were sometimes even perceived to reflect a blending of human and non-human animal traits: “In the land of Indian there are men with dogs' heads.” (quoted in Newby, 1975, p. 17).

A large degree of variation is also observed in the number and nature of reified gender and sexual categories across societies. Early First Nations societies in North America often recognized three or more sexes or genders and their associated roles within the society (Herdt, 1994). In sharp contrast, the early definition of homosexuality as a disorder in North American psychiatry reflects a perceived “deviation” from socially defined categories (Zucker, 2005). In the context of the present review, the experiences of homosexual, bisexual, and transgendered persons could reflect their status as a covert category in contemporary North American society. For instance, as described in a report by the San Francisco Human Rights Commission (2011), the experiences of bisexuals include being “rendered invisible” and being seen as vectors for the spread of sexually-transmitted diseases. Similar claims could be made concerning the historic status of women in Western and Near Eastern societies. For example, the unitary gender structure in the mythology of Abrahamic religions that sees Eve created from Adam's rib, framed the female sex as a derivative of the male sex. When framed in terms of deviation from a male reference category, the uncanny valley might offer a plausible basis for explaining negative affect and discrimination toward women. While exposure to male and female exemplars should be present in a society with nearly equal frequency, sociocultural practices can limit the exposure that one sex and gender has to another. While frequency alone is unlikely to account for all sex and gender biases, inasmuch as it does make a contribution it would support the existence of an uncanny valley. An understanding of the conditions in which the uncanny valley occurs, and whether increased exposure to low-frequency or negative-valence categories buffers against it, could facilitate our understanding of intergroup conflicts, and how they can be minimized. The codification of third or multiple gender categories minimally suggests that this is possible.

CONCLUDING REMARKS

Considered individually, folkbiological categories, biological anomalies and monsters, as well as human categories represent individual cultural products of human categorization. Instead, we suggest that the uncanny valley might reflect a primary response to unfamiliar or covert categories. In the absence of having prior knowledge of an individual or group, the relative distinctiveness of a category, due to a lower frequency of exposure, will produce negative affect—an inversion of the mere-exposure effect. The deceptive simplicity of learning mechanisms can lead to important individual and social consequences. If the uncanny valley and its relation to negative affect is a result of frequency of exposure, then its amelioration can be facilitated by increasing the frequency of the target stimuli within the environment. The few studies that have considered the relationship between familiarity, discriminability, and affect (Cheetham et al., 2013, 2014; Burleigh and Schoenherr, 2014) need to be complimented with more research that systematically manipulates the features of the ontological categories used for comparison.

REFERENCES

 Asma, S. T. (2009). On Monsters: An Unnatural History of our Worst Fears. Oxford: Oxford University Press.

 Atran, S. (1983). Covert fragmenta and the origins of the botanical family. Man 18, 51–71. doi: 10.2307/2801764

 Atran, S., and Norenzayan, A. (2004). Religion's evolutionary landscape: counterintuition, commitment, compassion, communion. Behav. Brain Sci. 27, 713–770. doi: 10.1017/S0140525X04000172

 Barrett, J. L., and Keil, F. C. (1996). Conceptualizing a nonnatural entity: anthropomorphism in god concepts. Cogn. Psychol. 31, 219–247. doi: 10.1006/cogp.1996.0017

 Berlin, B. (1974). Further notes on covert categories and folk taxonomies: a reply to Brown. Am. Anthropol. 76, 327–331. doi: 10.1525/aa.1974.76.2.02a00080

 Berlin, B., Breedlove, D. E., and Raven, P. H. (1968). Covert categories and folk taxonomies, Am. Anthropol. 70, 290–299. doi: 10.1525/aa.1968.70.2.02a00050

 Bornstein, R. F. (1989). Exposure and affect: overview and meta-analysis of research, 1968–1987. Psychol. Bull. 106, 265–289. doi: 10.1037/0033-2909.106.2.265

 Boyer, P. (1993). Cognitive Aspects of Religious Symbolism. Cambridge: Cambridge University Press.

 Boyer, P. (2001). Religion Explained: The Evolutionary Origins of Religious Thought. New York, NY: Basic Books.

 Boyer, P., and Ramble, C. (2001). Cognitive templates for religious concepts: cross-cultural evidence for recall of counter-intuitive representations. Cogn. Sci. 25, 535–564. doi: 10.1207/s15516709cog2504_2

 Brown, C. H. (1974). Unique beginners and covert categories in folk biological taxonomies. Am. Anthropol. 76, 325–327. doi: 10.1525/aa.1974.76.2.02a00070

 Burleigh, T. J., and Schoenherr, J. R. (2014). A reappraisal of the Uncanny Valley: categorical perception or frequency-based sensitization? Front. Psychol. 5:1488. doi: 10.3389/fpsyg.2014.01488

 Cheetham, M., Pavlovic, I., Jordan, N., Suter, P., and Jancke, L. (2013). Category processing and the humanlikeness dimension of the Uncanny Valley Hypothesis: eye-tracking data. Front. Psychol. 4:108. doi: 10.3389/fpsyg.2013.00108

 Cheetham, M., Suter, P., and Jancke, L. (2014). Perceptual discrimination difficulty and familiarity in the Uncanny Valley: more like a “Happy Valley.” Front. Psychol. 5:1219. doi: 10.3389/fpsyg.2013.01219

 Douglas, M. (1957). Animals in Lele religious symbolism. Afr. J. Int. Afr. Inst. 27, 46–58. doi: 10.2307/1156365

 Douglas, M. (1966/2002). Purity and Danger: An Analysis of Concepts of Pollution and Taboo. London: Routledge & Kegan Paul. doi: 10.4324/9780203361832

 Frazer, J. G. (1922). The Golden Bough: A Study in Magic and Religion. New York, NY: Macmillan. (Original work published 1890).

 Gil-White, F. (2001). Are ethnic groups biological “species” to the human brain? Curr. Anthropol. 42, 515–554. doi: 10.1086/321802

 Greenwald, A. G., Poehlman, T. A., Uhlmann, E. L., and Banaji, M. R. (2009). Understanding and using the implicit association test: III. Meta-analysis of predictive validity. J. Pers. Soc. Psychol. 97, 17–41. doi: 10.1037/a0015575

 Hall, S. (1992). “The west and the rest: discourse in power,” in The Indigenous Experience: Global Perspectives, eds R. C. A. Maaka and C. Andersen (Toronto: Canadian Scholars' Press Inc.), 165–173.

 Harper, E. B. (1964). Ritual pollution as an integrator of caste and religion. J. Asian Stud. 23, 151–197. doi: 10.2307/2050627

 Haxby, J. V., Hoffman, E. A., and Gobbini, M. I. (2002). Human neural systems for face recognition and social communication. Biol. Psychiatry 51, 59–67. doi: 10.1016/S0006-3223(01)01330-0

 Henrich, J., and Henrich, N. (2010). The evolution of cultural adaptations: Fijian food taboos protect against dangerous marine toxins. Proc. R. Soc. B 277, 3715–3724. doi: 10.1098/rspb.2010.1191

 Herdt, G. (ed.). (1994). Third Sex, Third Gender: Beyond Sexual Dimorphism in Culture and History. New York: Zone Books.

 Hunt, R. R., and Worthen, J. (2006). Distinctiveness and Memory. New York, NY: Oxford University Press. doi: 10.1093/acprof:oso/9780195169669.001.0001

 Kaplan, M. (2012). Medusa's Gaze and Vampire's Bite: The Science of Monsters. New York, NY: Scribner.

 Lewkowicz, D. J., and Ghazanfar, A. (2012). The development of the uncanny valley in infants. Dev. Psychobiol. 54, 124–32. doi: 10.1002/dev.20583

 Mayor, A. (2001). The First Fossil Hunters: Paleontology in Greek and Roman Times. Princeton: Princeton University Press.

 Mayor, A. (2005). Fossil Legends of the First Americans. Princeton, NJ: Princeton University Press.

 Medin, D. L., Lynch, E. B., Coley, J. D., and Atran, S. (1997). Categorization and reasoning among tree experts: do all roads lead to Rome? Cogn. Psychol. 32, 49–96. doi: 10.1006/cogp.1997.0645

 Mori, M. (1970). The uncanny valley. Energy 7, 33–35.

 Moscovici, S. (1981). “On social representations,” in Social Cognition: Perspectives on Everyday Understanding, ed J. P. Forgas (London: Academic Press), 181–209.

 Newby, E. (1975). The Mitchell Beazley World Atlas of Exploration. London: Mitchell Beazley.

 Rosch, E., Mervis, C. B., Gray, W. D., Johnson, D. M., and Boyes-Braem, P. (1976). Basic objects in natural categories. Cognit. Psychol. 8, 382–439.

 San Francisco Human Rights Commission. (2011). Bisexual Invisibility: Impacts and Recommendations. Available online at: http://sf-hrc.org/sites/sf-hrc.org/files/migrated/FileCenter/Documents/HRC_Publications/Articles/Bisexual_Invisiblity_Impacts_and_Recommendations_March_2011.pdf

 Sperber, D. (1996). Why are perfect animals, hybrids, and monsters food for symbolic thought? Method Theory Study Relig. 8, 143–169. doi: 10.1163/157006896X00170

 Sperber, D., and Hirschfeld, L. A. (2004). The cognitive foundations of cultural stability and diversity. Trends Cogn. Sci. 8, 40–46. doi: 10.1016/j.tics.2003.11.002

 Tanaka, J., and Taylor, M. (1991). Object categories and expertise: is the basic level in the eye of the beholder? Cognit. Psychol. 23, 457–482.

 Zajonc, R. B. (1968). Attitudinal effects of mere exposure. J. Pers. Soc. Psychol. 9, 1–27. doi: 10.1037/h0025848

 Zucker, K. J. (2005). Was the Gender Identity Disorder of childhood diagnosis introduced into DSM-III as a backdoor maneuver to replace homosexuality? A historical note. J. Sex Marital Ther. 31, 31–42. doi: 10.1080/00926230590475251

Conflict of Interest Statement: The authors declare that the research was conducted in the absence of any commercial or financial relationships that could be construed as a potential conflict of interest.

Received: 10 June 2014; Accepted: 28 November 2014; Published online: 21 January 2015.

Citation: Schoenherr JR and Burleigh TJ (2015) Uncanny sociocultural categories. Front. Psychol. 5:1456. doi: 10.3389/fpsyg.2014.01456

This article was submitted to Cognitive Science, a section of the journal Frontiers in Psychology.

Copyright © 2015 Schoenherr and Burleigh. This is an open-access article distributed under the terms of the Creative Commons Attribution License (CC BY). The use, distribution or reproduction in other forums is permitted, provided the original author(s) or licensor are credited and that the original publication in this journal is cited, in accordance with accepted academic practice. No use, distribution or reproduction is permitted which does not comply with these terms.




Perceptual discrimination difficulty and familiarity in the Uncanny Valley: more like a “Happy Valley”










	
	ORIGINAL RESEARCH ARTICLE
published: 19 November 2014
doi: 10.3389/fpsyg.2014.01219
	[image: image1]





Perceptual discrimination difficulty and familiarity in the Uncanny Valley: more like a “Happy Valley”


Marcus Cheetham1,2*, Pascal Suter1 and Lutz Jancke1


1Department of Neuropsychology, University of Zurich, Zurich, Switzerland

2Department of Psychology, Nungin University, Seoul, South Korea

* Correspondence: Marcus Cheetham, Department of Neuropsychology, University of Zurich, Binzmühlestrasse 14/Box 25, CH-8050 Zurich, Switzerland e-mail: m.cheetham@psychologie.uzh.ch



Edited by:
Emmanuel Pothos, City University London, UK

Reviewed by:
Sabrina Golonka, Leeds Metropolitan University, UK
 Rosemary A. Cowell, University of Massachusetts Amherst, USA

The Uncanny Valley Hypothesis (UVH) predicts that greater difficulty perceptually discriminating between categorically ambiguous human and humanlike characters (e.g., highly realistic robot) evokes negatively valenced (i.e., uncanny) affect. An ABX perceptual discrimination task and signal detection analysis was used to examine the profile of perceptual discrimination (PD) difficulty along the UVH' dimension of human likeness (DHL). This was represented using avatar-to-human morph continua. Rejecting the implicitly assumed profile of PD difficulty underlying the UVH' prediction, Experiment 1 showed that PD difficulty was reduced for categorically ambiguous faces but, notably, enhanced for human faces. Rejecting the UVH' predicted relationship between PD difficulty and negative affect (assessed in terms of the UVH' familiarity dimension), Experiment 2 demonstrated that greater PD difficulty correlates with more positively valenced affect. Critically, this effect was strongest for the ambiguous faces, suggesting a correlative relationship between PD difficulty and feelings of familiarity more consistent with the metaphor happy valley. This relationship is also consistent with a fluency amplification instead of the hitherto proposed hedonic fluency account of affect along the DHL. Experiment 3 found no evidence that the asymmetry in the profile of PD along the DHL is attributable to a differential processing bias (cf. other-race effect), i.e., processing avatars at a category level but human faces at an individual level. In conclusion, the present data for static faces show clear effects that, however, strongly challenge the UVH' implicitly assumed profile of PD difficulty along the DHL and the predicted relationship between this and feelings of familiarity.

Keywords: perceptual discrimination, categorical perception, categorization, uncanny valley, human likeness, other-race effect, processing fluency, mere exposure

INTRODUCTION

Progress in robotics and computer graphics in simulating human appearance and behavior to high degrees of realism has fuelled research interest in the Uncanny Valley Hypothesis (UVH) (Mori, 1970). The UVH predicts that perceptual difficulty discriminating between highly realistic humanlike objects and characters (e.g., robot, prosthetic hand) and their human equivalent will evoke an unpleasant affective state. This state is described as one of feelings of personal disquiet, strangeness and the uncanny. These feelings are conjectured to occur at the point of realism along the UVH' dimension of human likeness (DHL) at which the attribution of objects and characters to the human or nonhuman category is subject to greatest ambiguity (i.e., the “valley” in Figure 1). Studies to date have not provided a consistent picture in favor of this uncanny effect, but this field of research is still in its infancy (e.g., Hanson, 2006; MacDorman, 2006). Possibly for this reason, almost no attention has been given to determining where along the DHL there is greater difficulty in perceptual discrimination (PD) (Looser and Wheatley, 2010; Cheetham et al., 2011) and to whether greater PD difficulty does relate to an increase in negative affective experience.
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FIGURE 1. Illustration of the Uncanny Valley Hypothesis. The uncanny valley hypothesis proposes a non-linear relationship between affective experience and physical humanlike realism in appearance and motion (the non-linearity is more pronounced for motion). The key prediction of the hypothesis is that a high degree of human likeness will evoke a sharp negative peak (valley) in affective experience (i.e., along the familiarity dimension). This valley is characterized by feelings of strangeness (and the uncanny). The valley occurs at the point along the dimension of human likeness at which objects are categorically most ambiguous (illustration adapted from MacDorman, 2005).



The UVH' prediction is based on the implicit assumption that PD difficulty is greatest at or near the point along the DHL at which there is greatest categorization ambiguity (i.e., the category boundary). There are two potential problems with this assumption. The first is that it conflicts with the general consensus that there is normally less PD difficulty at or near the category boundary compared with other regions of a perceptual dimension like the DHL (e.g., Harnad, 1987). The second is that PD difficulty might actually be most pronounced for categorically unambiguous human stimuli compared with other stimuli along the DHL. The potential impact of these two problems on the UVH is apparent in the following thought experiment. If we assume that PD difficulty is in fact attenuated at the category boundary and enhanced for human category exemplars (as tested in Experiment 1 of the present study) but that the UVH's prediction is otherwise correct (i.e., a positive relationship between PD difficulty and negative affect), it follows that greater negative affect should be experienced for objects and characters at the human category end of the DHL. This conclusion is, however, difficult to reconcile with the very idea that Mori sought to express in the UVH and more generally with reports of increased positive affect for human compared with nonhuman faces (e.g., Looser and Wheatley, 2010), unless it is assumed that the direction of the UVH' conjectured relationship between PD difficulty and affect is also incorrect (as tested in Experiment 2 of the present study).

These potential problems with the implicitly assumed distribution of PD difficulty along the DHL can be considered in terms of the literature on categorical perception (CP, for CP see e.g., Goldstone and Hendrickson, 2010; for the similar perceptual magnet effect, see Kuhl, 1991). CP refers to the phenomenon that the cognitive representation of psychological similarity space (such as along a perceptual dimension like the DHL) can be selectively deformed (Livingston et al., 1998). Deformation (or warping) of psychological similarity space is evident when, relative to a baseline of comparison, physical differences between stimuli within a category are subjectively perceived to be more similar (i.e., less discriminable) than equally spaced physical differences between stimuli from two different categories that are subjectively perceived to be less similar (i.e., more discriminable).

Many studies of CP have focused on facial processing. Studies of CP such as for famous faces (Beale and Keil, 1995), unfamiliar faces (Levin and Beale, 2000), facial expressions (Ectoff and Magee, 1992) and faces of different gender (Bülthoff and Newell, 2000) reveal a relatively symmetrical pattern of warping and PD performance along facial continua. This pattern is characterized by enhanced discriminability of stimuli (i.e., less PD difficulty) at the category boundary (rather than greater PD difficulty as assumed in the UVH) and similarly attenuated discriminability of stimuli (i.e., greater PD difficulty) within both categories. The similarly attenuated PD within the categories likely relates to the assumption in studies of CP (such as those in the preceding) that there is comparable (or symmetrical) category knowledge, categorization experience, and processing of continua endpoints from which morph continua are generated.

In contrast to this symmetry, the UVH was originally formulated on the basis of (informal) observation of individuals with extensive everyday experience processing human others but comparably little perceptual and categorization experience processing humanlike robotic characters. This implicit assumption in the UVH that categorization experience is asymmetrical for human compared with nonhuman others is also implicit in most uncanny-related studies (e.g., Yamada et al., 2013). These studies have typically examined participants who have everyday expertise in facial processing of human category exemplars (see Diamond and Carey, 1977; Tanaka, 2001) but, by virtue of the innovative nature of avatar and robot research and design and of the methods used to generate experimental stimuli, comparatively little if any such experience processing the subtle perceptual manipulations of and differences in human likeness between the nonhuman stimuli under investigation.

It is conceivable that differential experience in perceptual and category information processing will influence perceptual sensitivities and PD difficulty along the DHL. (Gibson, 1991; Hall, 1991; Goldstone, 1994; Harnad, 1987; Sigala et al., 2011). For example, compared with PD performance before training (using continua for which symmetrical knowledge of continua endpoints can be assumed), categorization experience with novel continua based on line drawings of fictitious animals (Livingston et al., 1998), with natural unfamiliar faces (Kikutani et al., 2008, 2010) and with faces of identical twins (Stevenage, 1998) is reflected in greater PD difficulty for within-category stimuli and lesser PD difficulty for the between category stimuli that straddle the category boundary. It would be consistent with such findings that asymmetry in categorization experience with human faces (for which there is everyday expertise due to a history of normal social interaction) compared with novel nonhuman faces (for which there is comparatively little or no such expertise) is reflected in a corresponding asymmetry in PD performance along the DHL. This would mean greater PD difficulty for within-category human stimuli compared with lesser PD difficulty for within-category nonhuman stimuli.

In the first of three experiments, we tested whether the distribution of PD difficulty along the DHL implicitly assumed in the UVH is correct. Considering the influence of categorization experience on CP and psychological similarity space reported in the preceding studies, we anticipated, firstly, that faces within the human category would generally be more difficult to discriminate compared with those closest to or at the category boundary. Second, we anticipated that faces within the human category would generally be more difficult to discriminate compared with those within the nonhuman category. To examine this, we delineated the profile of PD performance for morphed faces drawn from morph continua representing the DHL. The continua were generated from avatar (i.e., computer-generated characters) and human parent faces. The morphed faces were presented in an ABX PD task (Liberman et al., 1957; this task is described in detail in Section Design and procedure). Campbell et al. (1997) used the ABX task to investigate CP along other dimensions of human likeness and showed that this task is sensitive to differences in perceptual processing between human and nonhuman faces. Signal detection analysis was used to assess discrimination sensitivity. A two-alternative forced choice categorization task (described in detail in Section Design and procedure) was conducted after the ABX task in order to define the profile of categorisation ambiguity and the location of the category boundary along the continua. The second experiment replicated the findings of the first experiment. In the second experiment, we tested the UVH' predicted relationship between increased PD difficulty and negative affective experience. In the third experiment, we explored the possibility that the asymmetry in PD difficulty along the DHL reported in Experiments 1 and 2 might be attributable to a differential processing bias. This bias means that avatars might be processed at a category level and human faces at an exemplar level, this resulting in differences in PD performance between avatar and human faces of the DHL.

STUDY 1: ABX PERCEPTUAL DISCRIMINATION AND FORCED CHOICE CATEGORIZATION TASKS

MATERIALS AND METHODS

Participants

Healthy adult volunteers (N = 49, 29 female, mean age 21.8 years; range 19–25 years) with no record of neurological or psychiatric illness and no current medication use were recruited for the study. All study participants were students of the University of Zurich, native or fluent speakers of Swiss or Standard German, and consistently right-handed, as assessed with self-rating scales (Annett, 1970). Each participant confirmed after completion of the experiment having had no previous experience designing or modifying computer-generated characters as for example in virtual reality (VR) role-playing games, second life, or VR environments or using such environments (e.g., for psychotherapy, rehabilitation, training, e-commerce or virtual reality-based research) and explicitly no previous experience (e.g., in video games) with the kind of highly humanlike characters and manipulations of human likeness presented in the current study. At debriefing, one participant reported uncertainty about the correct use of the response buttons and 3 others about the meaning of the label “avatar” in the forced choice categorization task. Analyses with and without the data of these four participants had no impact on the pattern of findings. The findings are reported on the basis of the complete data set. Written informed consent was obtained before participation according to the guidelines of the Declaration of Helsinki. Each volunteer received 20 Swiss Francs for participation. The study and all procedures and consent forms were approved by the Ethics Committee of the University of Zurich.

Stimuli

Morph continua were generated to represent the DHL, using the software Fantamorph® (Abrosoft http://www.abrosoft.com). These were produced in the same way as in previous studies (for an example continuum, see e.g., Cheetham et al., 2011). Eight color photographic images of natural faces and 8 color images of avatar faces were used as parent faces to produce 8 morph continua. The selection of continua was based on previous pilot testing to ensure like performance across continua (i.e., same morph position of the category boundary and shape of the response function). Each continuum comprised 11 different morphed images from the avatar endpoint (number 1) to the human endpoint (number 11), each morph being separated by an increment of 10% in physical difference (see Figure 2B). All parent faces were male, indistinctive, presented with full face, frontal view, direct gaze, neutral expression and no other salient features such as facial hair and jewelry. Avatars were generated with the modeling suite Poser 7® (Smith Micro Software, http://www.smithmicro.com) for detailed adjustment of facial geometry and texture (e.g., age and configural cues) to closely match the corresponding human face. Matching aimed to minimize perception of biological motion due to quick successive presentation of morphs (Schultz and Pilz, 2009) and to ensure perception of faces in the two-step procedure of the ABX as having the same identity. Adobe Photoshop 7.0® (http://www.adobe.com) was used for image editing. Before morphing, the external features of each parent face were masked with an elliptic form and black background (96 dpi and 560 × 650 pixels), and contrast levels, overall brightness and skin tone of the parent faces of each continuum were adjusted to match.
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FIGURE 2. Results of the forced choice classification task. Mean responses are depicted in terms of % of “human” responses. The mean grand average across all continua (continuous blue line), fitted logistic curve based on the grand mean (black line), and the category boundary (dashed gray line) are shown. The category boundary indicates the point of maximum uncertainty of 50% in categorisation judgements along the continua. The logistic-shaped curve shows a lower and upper asymptote of avatar and human categorisation responses and a step-like response function consistent with the presence of a category boundary. Morph M7 shows the greatest categorisation ambiguity.



Design and procedure

All participants were tested individually by a research assistant blind to the purpose and hypotheses of the study. Following established procedure (Newell and Bulthoff, 2002), the PD ABX task was conducted first followed by the two-alternative forced-choice categorization task. The experiment lasted approximately 40 min, with a short break between the discrimination and categorization tasks.

Perceptual discrimination ABX task. The UVH does not suggest how DP difficulty should be operationalised and tested. For PD, the ABX discrimination task was used (Liberman et al., 1957; Harnad, 1987). This entails presentation of trials in which pairs of different face stimuli (A and B) are followed by a second presentation of either A or B as the target stimulus X. Participants are required to view all three images and respond by button press to indicate whether A or B is identical to (i.e., the same as) X. A 2-step discrimination procedure was applied so that stimulus B differed in physical distance along the continuum from stimulus A by two steps (i.e., 1–3, 2–4, 3–5, etc.). To counterbalance the sequence of face pairs, each pair was presented four times, once in each of the possible combinations (i.e., AB-A, BA-B, AB-B, BA-A). Both faces of each presented pair were always drawn from the same continuum in which they were originally morphed. The presentation of face pairs was pseudo-randomized so that no trails using face pairs from corresponding morph positions of other continua were presented in sequence.

Written instructions were presented on the screen before commencement of the experiment. Participants performed a pre-test of 5 trials (using stimuli drawn at random from continua that were not included in the main test) to ensure comprehension of the instructions and correct use of the response buttons. The background on the monitor was always black. Stimuli A and B were presented for 750 ms immediately followed by stimulus X, which remained on screen until the response was made or till time-out at 4 s. The inter-trail interval was 1500 ms. Response accuracy and response time (RT) were measured for each trial, including the practice trials.

The ABX task (and forced-choice classification task described in the next section) was conducted in a sound attenuated and light-dimmed room, and morph stimuli were presented on a LCD monitor (1280 × 1024 resolution, 60 Hz refresh rate), using Presentation® software (Version 14.1, www.neurobs.com). The stimuli (400 × 500 pixels) were presented at a viewing distance of 62 cm.

Two-alternative forced-choice categorization task. The same stimuli presented in the ABX task were presented in a two-alternative forced-choice categorization task. This task commenced with the presentation of written instructions. Subsequently, participants performed a practice pre-test of 5 trials, using the same stimuli used in the pre-trials of the ABX task. Having ensured task comprehension and correct use of the response buttons, the participant initiated testing by pressing a button. The forced-choice categorization task normally follows the PD task in order to minimize the potential influence of labeling on discrimination performance (Newell and Bulthoff, 2002). To minimize this further, the labels “avatar” and “human” were first used during task instruction for the forced choice task. The background on the monitor was always black. All morph stimuli were presented twice, individually, centrally, and in random order with the constraint that stimuli from corresponding morph positions of other continua were not presented in sequence. Each trial began with the presentation of a fixation point for 500 ms (participants were required to maintain fixation), followed by a morph image for 750 ms. The participant was asked to identify the stimulus quickly and accurately as either an avatar or human by pressing one of two response keys. A black screen with fixation point remained after presentation of the morph image until the participant pressed the response key, after which a blank black screen without fixation cross remained for 1500 ms until the next trial began.

All data analyses were performed using SPSS version 21.0 (http://www.ibm.com). MATLAB 2006b (http://www.mathworks.ch) was used to implement the Palamedes routines (Prins and Kingdom, 2009) for signal detection analysis of data from the ABX task.

RESULTS

The response data for avatar vs. human category judgments in the forced choice categorization task were analyzed (Section Forced choice categorization task: Responses, logistic function, and category boundary) to determine the choice of categorically ambiguous and unambiguous morphs for use in the analyses of PD performance (Section Forced choice categorization task: Response times).

Forced choice categorization task: responses, logistic function, and category boundary

The slope of the categorization response function was used to summarize the category judgments by fitting logistic function models to the data of each participant across continua. The parameter estimates derived from each model were entered in analyses of logistic function of categorization responses and of the category boundary.

For the logistic function of categorization responses, the parameter estimates were tested against zero in a one-sample t-test. The result showed a highly significant logistic component [t(48) = 44.31, p > 0.001] consistent with the presence of a category boundary (Harnad, 1987) (see Figure 2).

To compute the value of the category boundary (i.e., y = 0.5: -ln[β 0]/ln[β 1]), the parameter estimates β 0 and β 1 of each participant's logistic function model were used. The mean category boundary value was M = 6.95. This value indicates the actual morph position along the continua that corresponds with the ordinate midpoint between the lower and upper asymptotes, that is, the point of maximum uncertainty of 50% in categorization judgments. Across continua, morph M7 is closest to this boundary (Figure 2; see also Supplemental Figures 1, 3, 5 for the results of the forced choice categorization task of each experiment with error bars).

To show this profile of high and low ambiguity in categorization judgments more clearly, we tested for differences in category decisions between the unambiguous avatar (i.e., M3, M4, M5) and human faces (i.e., M9, M10, M11) and the most ambiguous faces (i.e., M7). This choice of morphs permitted control for physical morph distance along continua between the ambiguous M7 and the unambiguous avatar and human faces. A one-way repeated measures of analysis of variance (RM-ANOVA) was performed on the dependent variable mean “categorization” response of each participant across continua, using the factor “morph” position (3 levels: “M3, M4, M5,” “M7,” “M9, M10, M11”). Greenhouse-Geisser adjustment was applied to correct the degrees of freedom for violation of the sphericity assumption (and applied as appropriate in all subsequent analyses). This analysis showed a highly significant effect for morph position, F(1.27, 58.93) = 455.26, p < 0.001. Mean categorization difficulty for M7 was M = 0.58 (SE = 0.04), while that for the human faces was M = 94.52 (SE = 0.01) and for avatar faces M = 4.02 (SE = 0.01) (see Figure 3).
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FIGURE 3. Results of the ABX perceptual discrimination task. The figure depicts mean discrimination sensitivity d′ in the ABX perceptual discrimination task for unambiguous avatar and human and highly ambiguous faces. The profile of d′ shows a marked asymmetry along the continua, meaning that unambiguous avatar (and the ambiguous faces) are perceived as more dissimilar than equally spaced human faces. Contrary to the implicit assumption in the UVH, perceptual discrimination difficulty is greatest for human faces. The error bars indicate 1 SE (N = 49).



Forced choice categorization task: response times

Differences in category ambiguity, as indicated by the logistic-shaped response function, are likely to be reflected in different RT for category judgments. Before data analysis, short RT latencies of less than 100 ms were excluded. RT data for long latency outliers were screened by z-standardizing and filtering out data points using z = 3 as a cut-off score (Van Selst and Jolicoeur, 1994). Analyses were conducted with and without outliers. These analyses produced the same pattern of results. The findings are therefore reported for the complete data set. Confirming RT differences in category decision difficulty, a one-way RM-ANOVA with morph position (11 levels: M1-M11) and RT as the dependent variable showed a main effect for morph position, F(4.58, 215.09) = 41.23, p < 0.001.

The longest response latencies would be expected to correspond with the morph position closest to the category boundary, that is, at M7 (see Supplemental Figure 2). But inspection of Supplemental Figure 2 indicates that RT for M6 and M7 are similarly long. The tests of planned within-subject contrasts in the preceding analysis showed no significant difference between M6 and M7 in RT. Given that M7 and the category boundary are so closely aligned, the following analysis compared ambiguity at M7 with the unambiguous avatar (i.e., M3, M4, M5) and human faces (i.e., M9, M10, M11), but a re-run of the same analysis using the aggregate mean of M6 and M7 instead of just M7 produced the same pattern of results. A one-way RM-ANOVA analysis with “morph” positions (3 levels: “M3, M4, M5,” “M7,” “M9, M10, M11”) and RT in ms as dependent variable was conducted. The analysis showed a highly significant effect for morph position [F(2.96, 58.93) = 45.22, p < 0.001]. Pre-planned contrasts showed that RT was longer significantly longer for human (M = 1073, SE = 44) than for avatar faces (M = 898, SE = 33), F(1, 48) = 15.72, p > 0.001, and that RT for M7 (M = 1348, SD = 60) differed highly significantly from RT for the other avatar and human morph positions (M = 928, SD = 0.19), F(1, 48) = 67.49, p < 0.001.

ABX perceptual discrimination task

Differences in the ability to perceptually discriminate between pairs of morphs (M6-M8) straddling the ambiguous M7 and between pairs of unambiguous morphs within the avatar (M3-M5, M4-M6) and human (M8-M10, M9-M11) face categories were tested. This choice of avatar and human morph pairs ensured control for the physical morph distance along the continua between the ambiguous and unambiguous faces. The mean value of PD was compared in a one-way RM-ANOVA with factor morph position (3 levels: “M3-M5, M4-M6,” “M6-M8,” “M8-M10, M9-M11”) using d′ as dependent variable (Best et al., 1981). d′ is used a measure of discrimination performance derived from Signal Detection Theory (e.g., Macmillan and Creelman, 2005) that takes effects of response bias (c) into account. This measure is used instead of the percentage of correct different responses to different pairs (Francis and Ciocca, 2003). A differencing model was applied to compute d′ because this is considered to best reflect the decision strategy used in the ABX task (Pierce and Gilbert, 1958; Hautus and Meng, 2001; Macmillan and Creelman, 2005).

This analysis showed a significant effect for morph pair position, F(2, 96) = 14.68, p < 0.001. Tests of planned within-subject contrasts showed that PD of faces within the avatar category (M = 1.74, SE = 0.1) was significantly greater than that of ambiguous faces at the category boundary (M = 1.47, SE = 0.12) [F(1,48) = 5.59, p = 0.022] and of faces within the human category (M = 1.15, SE = 0.05), F(1, 48) = 38.54, p < 0.001. PD of ambiguous faces was significantly greater than that of faces within the human category, F(1, 48) = 7.5, p = 0.009.

A one-way RM-ANOVA with “morph position” (11 levels) and c as the dependent variable for response bias showed no significant differences for c.

DISCUSSION

The data confirm that there are differences in PD difficulty as a function of human likeness along the DHL. But the pattern of PD is entirely different than that implicitly assumed in the UVH. Firstly, and as expected on the basis of previous studies of CP, PD of faces at the category boundary is enhanced compared with PD of within-category human faces. Second, PD of within-category avatars is also enhanced compared with PD of within-category human faces, thus supporting the suggestion that PD performance along the DHL might be asymmetrical.

Given that the UVH predicts enhanced negative affective experience as a function of enhanced PD difficulty, these findings would mean—assuming that the UVH is otherwise correct—that human faces should evoke more negative affect compared with ambiguous faces and unambiguous avatar faces. This is clearly inconsistent with the idea that Mori sought to convey in his graphical representation of his hypothesis, and the available evidence from uncanny-related research suggests that enhanced feelings of strangeness for human category exemplars is highly unlikely. Self-ratings of comparably well-controlled morph continua show that positive ratings (e.g., pleasantness) increase with greater human likeness (e.g., Looser and Wheatley, 2010).

In a second experiment, we tested whether there is nevertheless evidence in favor of the UVH' prediction that enhanced PD difficulty is associated with greater negative affective experience. The UVH conceptualizes affective experience as shinwakan, an ambiguous Japanese neologism that Mori used to describe the positive and negative character of affective experience of humanlike objects. There have been various renderings of shinwakan's meaning in uncanny-related research, including comfort level, familiarity, eeriness, pleasantness, likability, empathy and affinity (e.g., MacDorman and Ishiguro, 2006; Bartneck et al., 2007; Seyama and Nagayama, 2007; Green et al., 2008; Tinwell et al., 2011; Dill et al., 2012; Mori, 2012; MacDorman et al., 2013; Burleigh et al., 2013; see also Ho and MacDorman, 2010). To examine affective experience, we used an ad hoc self-rating scale based on the UVH' bi-polar dimension of familiarity (i.e., feelings of familiarity vs. strangeness). Familiarity was selected because this rendering of shinwakan has been used frequently in research, it is most often used to denote the affective dimension of the UVH in its illustration (see Figure 1), and because it arguably best captures the apparent meaning of shinwakan that Mori sought to convey in the UVH's description. Clearly, there are alternative approaches to examining affective experience of human like objects and characters based on well-validated dimensions of affective experience and measures of these. The aim of this experiment was to test affective experience as conceptualized in the UVH in relation to PD difficulty.

EXPERIMENT 2

The materials, methods and analyses in Experiment 2 were identical to those in Experiment 1, with two exceptions. Firstly, the presented morphs were drawn from continua that were generated anew. This was done by switching the source image (i.e., avatar) and destination image (i.e., human) for morphing in Experiment 1 so that the human was now the source and the avatar the destination image. The continua were then re-morphed, and the morphs were labeled M1 (avatar) to M11 (human) as in Experiment 1. The reason for switching the source and destination images and of re-morphing the stimuli was to exclude the possibility that the strong asymmetry in PD performance in Experiment 1 was simply a systematic artifact of any nonlinearity in the morphing algorithm used to generate the continua. If it was a systematic artifact, the PD data in Experiment 2 would show a similarly skewed pattern of PD along the DHL, with however enhanced PD for the human instead of the avatar faces. Second, participants performed the ABX task followed this time by the self-rating task, in which to report feelings of familiarity, and only then by the two-alternative forced choice categorization task. The latter task was performed last to ensure that any effects in ratings were not biased by explicit processing of faces for forced categorization.

The UVH does not suggest how DP difficulty and feelings of familiarity should be operationalised and tested. We used our measure of discrimination sensitivity d′ to indicate DP performance, as applied in Experiment 1, and, in keeping with the favored approach to date in uncanny research, we used subjective ratings to indicate feelings of familiarity in the self-rating task. The task requirements, instructions and stimulus presentation conditions of the self-rating task were identical to those described for the two-alternative forced choice categorization task in Experiment 1, with the exception that participants viewed and rated the subjective feeling of familiarity evoked by each morphed stimulus on a 5-point Likert scale. The scale ranged from very strange (1) to very familiar (5). To test the relationship between DP difficulty and feelings of familiarity we took an inter-individual differences approach. We tested whether individual variability in the ability to discriminate between a pair of morphed faces (e.g., M2-M4) predicts individual variability in self-rated feelings of familiarity for the face (e.g., M3) that the given face pair straddles. This approach assumes that there are stable individual differences in the relationship between familiarity ratings and discrimination performance. If Mori's prediction is correct, greater PD difficulty should be associated with increased feelings of strangeness (i.e., with less familiarity). This was tested.

PARTICIPANTS

A new sample of N = 49 volunteers (34 female, mean age 21.9 years; range 19–31 years) not involved in Experiment 1 participated in Experiment 2.

RESULTS

Forced choice categorization task: responses, logistic function, and category boundary

The parameter estimates derived from each logistic function model of each participant across continua were tested against zero in a one-sample t-test and showed, as in Experiment 1, a highly significant logistic component [t(48) = 27.83, p > 0.001] (see Figure 4). Based on the parameter estimates β 0 and β 1, the mean category boundary value was M = 6.6. Across continua, the most ambiguous face morph M6 is closest to this boundary.
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FIGURE 4. Results of the forced choice classification task. Mean responses are depicted in terms of % of “human” responses, with the grand average across all continua (continuous blue line), the fitted logistic curve based on the grand mean (black line), and the category boundary (dashed gray line) to indicate the point of maximum uncertainty of 50% in categorisation judgements along the continua. Results indicate a step-like response function consistent with the presence of a category boundary. Morph M6 shows the greatest categorisation ambiguity.



To show the effects of this profile of high and low ambiguity in categorization judgments more clearly, we tested for differences in category decisions between the unambiguous avatar (i.e., M2, M3, M4) and human faces (i.e., M8, M9, M10) and the most ambiguous faces (i.e., M6). Consistent with the approach in Experiment 1, the choice of morphs permitted control for physical morph distance along continua between M6 at the category boundary and the avatar and human faces. A one-way RM-ANOVA was performed on the dependent variable mean “categorization” response of each participant across continua, using the factor “morph” position (3 levels: “M2, M3, M4,” “M6,” “M8, M9, M10”). This analysis showed a highly significant effect for morph position [F(1.22, 58.52) = 483.72, p < 0.001]. Categorization difficulty for M6 was closest to chance level of 50% (M = 40.31; SE= 3.73), while that for the human faces was M = 93.58 (SE = 1.13) and for avatar faces M = 2.63 (SE = 0.44) (see Figure 4).

Forced choice categorization task: response times

We verified whether differences in category ambiguity are reflected in the RT for category judgments. Data were screened for outliers as in Experiment 1 and analyses conducted with and without these. These analyses produced the same pattern of results for which reason the findings for the complete data set are reported. Confirming RT differences in category decision difficulty, a one-way RM-ANOVA with morph position (11 levels: M1-M11) and RT as the dependent variable showed a main effect for morph position, F(4.58, 220.22) = 39.03, p < 0.001.

Inspection of the RT data (see Supplemental Figure 4) indicates that the longest response latencies correspond with the most ambiguous morph M6. A one-way RM-ANOVA analysis with “morph” positions (3 levels: “M2, M3, M4,” “M6,” “M8, M9, M10”) and RT in ms as dependent variable was conducted. The analysis showed a highly significant effect for morph position, F(2, 96) = 54.99, p < 0.001. Pre-planned contrasts showed that RT was longer significantly longer for human (M = 957, SE = 34) than for avatar faces (M = 751, SE = 23), F(1, 48) = 15.72, p > 0.001, and that RT for M6 (M = 1191, SD = 53) differed highly significantly from RT for the other morph positions (M = 851, SD = 0.37), F(1, 48) = 65.91, p < 0.001.

ABX perceptual discrimination task

An independent samples t-test (Experiment 1 vs. Experiment 2) using d′ for each morph pair position in the ABX task (i.e., pairs M1-M3 through to M9-M11) of each participant across continua as dependent variable showed that discrimination performance for each morph pair was not significantly different between Experiments 1 and 2. The following results indicate also that the PD effects in Experiment 1 are comparable to those in Experiment 2.

Given that face morph position M6 was closest to the category boundary in Experiment 2, differences in the ability to perceptually discriminate between pairs of morphs (M5-M7) straddling the ambiguous M6 was compared with the ability to perceptually discriminate between unambiguous morphs within the avatar (M1-M3, M2-M4, M3-M5) and human (M7-M9, M8-M10, M9-M11) face categories. These morph pairs were selected because they straddle the morph positions M2, M3, M4, M6, M8, M9, M10 that were analyzed in the forced choice task of Experiment 2 and because this choice of pairs ensures control for physical morph distance between the ambiguous and the unambiguous human and avatar faces. The mean value of discrimination sensitivity was compared in a one-way RM-ANOVA with factor morph position (3 levels: “M1-M3, M2-M4, M3-M5,” “M5-M7,” “M7-M9, M8-M10, M9-M11”) using d′ as dependent variable.

This analysis showed a significant effect for morph pair position, F(2, 96) = 16.52, p < 0.001 (see, Figure 5). Tests of planned within-subject contrasts showed that discrimination of avatar faces (M = 1.41, SE = 0.08) was significantly greater than that of faces within the human category (M = 0.99, SE = 0.07), F(1, 48) = 27.59, p > 0.001. Discrimination of ambiguous faces at the category boundary (M = 1.53, SE = 0.11) was not significantly greater than that of faces within the avatar category (M = 1.41, SE = 0.08) [F(1, 48) = 1.11, p = 0.299], but it was significantly greater than that of faces within the human category (M = 0.99, SE = 0.07), F(1, 48) = 25.76, p < 0.001.
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FIGURE 5. Results of the ABX perceptual discrimination task. The figure depicts mean discrimination sensitivity d′ in the ABX perceptual discrimination task for unambiguous avatar and human and highly ambiguously faces. The profile of discrimination sensitivity replicates that found in the first experiment. Perceptual discrimination difficulty is greatest for human faces. The error bars indicate 1 SE (N = 49).



It should be noted that the most ambiguous morph was M7 in Experiment 1 and M6 in Experiment 2. This means that the choice of morph pairs for inclusion in the analyses of d′ in Experiment 1 is partially different than the choice in Experiment 2. To compare Experiments 1 and 2, the one-way RM-ANOVA in Experiment 2 was re-run, using this time the same morph positions selected in Experiment 1, that is, M3-M5 and M4-M6 for avatar faces, M6-M8 for the ambiguous M7, and M8-M10 and M9-M11 for human faces. This analysis showed the same pattern of significant effects for morph pair position [F(2, 96) = 21.42, p < 0.001] and for the tests of planned within-subject contrasts (see Supplemental Figure 6). The contrasts showed that PD of faces within the avatar category (M = 1.67, SE = 0.11) was significantly greater than that of ambiguous faces at the category boundary (M = 1.34, SE = 0.11) [F(1,48) = 12.87, p = 0.001] and of faces within the human category (M = 0.98, SE = 0.07), F(1, 48) = 35.48, p < 0.001. PD of ambiguous faces was significantly greater than for faces within the human category, F(1, 48) = 11.26, p = 0.002. Taken together, these analyses are consistent in indicating asymmetry in discrimination performance along the continua.

A one-way RM ANOVA with “morph position” (11 levels) and c as the dependent variable for response bias showed no significant differences for c.

FAMILIARITY RATINGS

Differences in mean familiarity ratings between the unambiguous avatar (i.e., M2, M3, M4) and human faces (i.e., M8, M9, M10) and the most ambiguous faces (i.e., M6) were tested using the same morph positions as in the analysis of the forced choice categorization task in Experiment 2 (Section Forced choice categorization task: Responses, logistic function, and category boundary). A one-way RM-ANOVA with the factor morph position (3 levels: “M2, M3, M4,” “M6,” “M8, M9, M10”) and the dependent variable familiarity rating of each participant across continua revealed a highly significant effect of morph position, F(1.48, 70.93) = 180.61, p ≤ 0.001 (see Figure 6). Pre-planned contrasts showed a significant difference between the avatar morphs (M = 1.93; SE = 0.1) and M6 (M = 3; SE = 0.08) F(1, 48) = 278.67, p ≤ 0.001 and between M6 and the human morphs (M = 3.68; SE = 0.07), F(1, 48) = 53.02, p ≤ 0.001, and between the avatar and human morphs, F(1, 48) = 27.59, p ≤ 0.001. Taken together, the data indicate that familiarity ratings increase negatively (i.e., greater strangeness) across the three stimulus conditions with increasing distance from the human end of the continua. This lends no support to the UVH' predicted increase in negative evaluations for the most ambiguous faces.
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FIGURE 6. Results of self-rating task for familiarity. Overall, the figure illustrates a general increase in self-rated feelings of strangeness with decreasing human likeness from the human end of the continua. There is no indication of the uncanny effect predicted in the UVH. The error bars indicate 1 SE (N = 49).



RELATIONSHIP BETWEEN PERCEPTUAL DISCRIMINATION AND FAMILIARITY RATINGS

The UVH predicts a positive relationship between greater PD difficulty and greater subjective experience of strangeness. To test this we examined whether individual variability in PD performance for face pairs predicts individual variability in ratings of subjective experience for the faces that the face pairs straddle. Pearson product-moment correlations were conducted using the mean data of each participant across continua of each morph in the familiarity rating task (i.e., “M2, M3, M4” for avatar, M6 for ambiguous, and “M8, M9, M10” for human faces) and the morph pairs that straddled these faces in the ABX task (i.e., “M1-M3, M2-M4, M3-M5” for avatar, M5-M7 for ambiguous, M7-M9, M8-M10, M9-M11 for human faces). Outlier detection was performed before analysis by means of boxplots. This indicated 1 outlier. After removal of this outlier, the analyses showed a highly significant (two-sided) negative correlation between PD performance and familiarity ratings for avatar faces [r(48) = −0.314, p = 0.03] and for ambiguous faces [r(48) = −0.494, p > 0.001]. There was no significant relationship between PD performance and familiarity ratings for human faces [r(49) = 0.088, p = 0.533].

DISCUSSION

The data of Experiment 2 replicated those of Experiment 1 by showing the same pattern of PD asymmetry, that is, enhanced PD for highly ambiguous faces and highly unambiguous nonhuman faces but attenuated discrimination for highly unambiguous human faces. Based on a new sample of participants and re-morphed continua, this pattern re-affirms that the implicit assumption in the UVH, that is, greater PD difficulty in the categorically most ambiguous region of the DHL, is incorrect. It is in this region that the UVH suggests stronger feelings of strangeness compared with those evoked by neighboring less ambiguous human or humanlike stimuli. But the data show that greater feelings of strangeness are actually reported for the least human faces, and that feelings of strangeness diminish with increasing human likeness of the facial morphs.

While there is no indication of an uncanny effect as described in the UVH, these data are based on group averaging of data. It is however possible that there are inter-individual differences in the relationship between familiarity and PD difficulty that are concealed by data averaging and that these differences might reveal an effect consistent with Mori's suggestion. In fact, the correlative data show a significant relationship between PD difficulty and feelings of familiarity, but the direction of this relationship is the opposite of that predicted in the UVH. Increasing PD difficulty is associated with more positive feelings of familiarity. Interestingly, this effect only applies for nonhuman and ambiguous faces. There was no significant relationship between PD difficulty and familiarity for human faces. Critically, this correlative effect was greatest for ambiguous faces. Taken together, the correlative data suggest, irrespective of the question of the causal direction, that the UVH' prediction is most likely to be wrong.

The reason for asymmetry in PD performance along the continua is not clear. One potential explanation draws on the suggestion that human observers preferentially code other members of the human in-group (e.g., our human exemplars) differently than members of a nonhuman out-group (e.g., our highly humanlike avatars) (Cheetham et al., 2013; see the other-race hypothesis, Levin, 2000; differential processing hypothesis, Ostrom et al., 1993; other-race effect, Rhodes et al., 2006). This bias in coding means that individuals are tuned by categorization experience to detect subtle differences between other human individuals, thus facilitating face recognition among in-group members at the (individuating) exemplar level (see the feature-selection hypothesis, Levin, 2000). In contrast, individuals code information in the out-group that is more relevant for detection of out-group members, that is, information at the category level. At the category level, the best cognitive processing strategy for discriminating faces would be to code information indicating differences in human likeness along the DHL, thus enhancing discrimination of out-group members (i.e., our avatars). In contrast, a processing strategy that is more suited to face recognition of the individual human category exemplars than processing differences in human likeness along the DHL is more likely to result in poorer discrimination performance for human faces.

Face recognition among in-group members at the individuating level is more likely to rely on the use of configural information (Maurer et al., 2002), whereas there is evidence of less configural coding of out-group members (e.g., Rhodes et al., 1989; Fallshore and Schooler, 1995). Configural information relates to the individual arrangement of first- and second-order (e.g., nose-mouth distance) spatial relations among facial features (Rhodes, 1988). Configural processing is disrupted when faces are inverted instead of being presented upright (Diamond and Carey, 1986; Bartlett and Searcy, 1993; Rhodes et al., 1993; Rossion, 2009). If the asymmetry in PD between the avatar and human faces is attributable to a greater tendency to individuate human category exemplars than avatar category exemplars and a bias therefore toward greater configural processing of human exemplars, face inversion should reduce or eliminate the asymmetry. If on the other hand the asymmetry is not attributable to differences in configural processing, face inversion will have no impact on it. Experiment 3 was performed in order to test this.

EXPERIMENT 3

The ABX and forced choice categorization tasks were performed. The task requirements, instructions and stimulus presentation conditions for these tasks were identical to those described for the two preceding experiments, with one exception. The re-morphed stimuli that were presented in Experiment 2 were inverted by rotating them 180°.

PARTICIPANTS

A new sample of N = 25 volunteers (21 female, mean age 21 years; range 18–26 years) not involved in Experiments 1 or 2 participated in Experiment 3.

FORCED CHOICE CATEGORIZATION TASK: LOGISTIC FUNCTION, AND CATEGORY BOUNDARY

The parameter estimates derived from each logistic function model of each participant across continua were tested against zero in a one-sample t-test and showed, as in Experiments 1 and 2, a highly significant logistic component [t(24) = 22.29, p > 0.001] (see Figure 7). Based on the parameter estimates β 0 and β 1, the mean category boundary value was M = 6.7. Across continua, the data show that the most ambiguous face morph M6 is closest to this boundary (Figure 7).
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FIGURE 7. Results of the forced choice classification task for inverted faces. Mean responses are depicted in terms of % of “human” responses, with the grand average across all continua (continuous blue line), the fitted logistic curve based on the grand mean (black line), and the category boundary (dashed gray line) to indicate the point of maximum uncertainty of 50% in categorisation judgements along the continua. Results indicate a step-like response function consistent with the presence of a category boundary.



For completeness, the other analyses for the forced choice categorization task conducted in Experiments 1 and 2 (i.e., categorization responses and RT) were repeated for Experiment 3. These produced the same pattern of results as Experiments 1 and 2 and are reported together with Figures in the Supplemental information Experiment 3.

RESULTS: ABX PERCEPTUAL DISCRIMINATION TASK

An independent two-sample t-test (Experiment 3 vs. Experiment 2) using mean d′ of each participant across continua as dependent variable was conducted to compare PD performance in Experiments 2 and 3; these were compared because these experiments used the same re-morphed continua. This analysis showed that discrimination performance for each of the 9 morph pairs (i.e., M1-M3 to M9-M11) was not significantly different between Experiments 2 and 3. Levene's test of equality of variances indicated that the group variances for each of the 9 morph pairs could be treated as equal. For completeness, the same analysis was repeated to test for differences between Experiment 3 vs. Experiment 1. This showed a significant difference in discrimination between morph pairs M6-M8 [t(72) = 2.12, p > 0.038] (note that M7 in Experiment 1 and M6 in Experiment 3 were the most ambiguous) and between the most human morph pairs M9-M11, [t(72) = 3.5, p > 0.001]. There were no other differences (for the results of the three ABX experiments, showing all 9 morph pairs, see Supplemental Figure 7).

PD performance in Experiment 3 was then tested. Given that face morph position M6 was closest to the category boundary, differences in the ability to perceptually discriminate between pairs of morphs (M5–M7) straddling the ambiguous M6 compared with the ability to perceptually discriminate between unambiguous morphs within the avatar (M1-M3, M2-M4, M3-M5) and human (M7-M9, M8-M10, M9-M11) face categories were tested. This choice of morph pairs was based on the preceding data of the forced choice task, and ensured control for the physical morph distance between the ambiguous and unambiguous faces. The mean value of discrimination sensitivity was compared in a one-way RM-ANOVA with factor morph position (3 levels: avatar, ambiguous, human) using d′ as dependent variable (see Figure 8). This analysis showed a significant effect for morph pair position, F(2, 48) = 11.18, p < 0.001.
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FIGURE 8. Results of the ABX perceptual discrimination task for inverted faces. This figure depicts mean discrimination sensitivity d′ in the ABX perceptual discrimination task for inverted unambiguous avatar and human and highly ambiguously faces. The data replicate those of experiments 1 and 2, showing the same asymmetry in perceptual discrimination performance along the dimension of human likeness. Face inversion had no impact on this, indicating that this asymmetry is not attributable to a differential processing strategy in which avatars are coded at a category and human faces at an individual level. The error bars indicate 1 SE (N = 25).



Tests of planned within-subject contrasts showed the same pattern of significant differences in PD as in Experiment 2. PD of avatar faces (M = 1.44, SE = 0.13) was significantly greater than that of faces within the human category (M = 0.87, SE = 0.11), F(1, 48) = 27.31, p > 0.001. As in Experiment 2, discrimination sensitivity for ambiguous faces at the category boundary (M = 1.32, SE = 0.15) was not significantly greater than for faces within the avatar category, F(1, 24) = 1.03, p = 0.319, but it was significantly greater than for faces within the human category, F(1, 24) = 9.5, p = 0.005.

The data thus indicate that face inversion had no differential impact on the ability to discriminate between faces along the continua.

A one-way RM ANOVA with “morph position” (11 levels) and c as the dependent variable for response bias showed no significant differences for c.

DISCUSSION

Experiment 3 explored the possibility that the asymmetry in PD reported in Experiments 1 and 2 might be attributable to a differential processing bias. This bias suggests that participants preferentially code human-category exemplars at the individual level and avatar-category exemplars at the category level. The data show that the inversion of faces had no impact on the asymmetry in PD, indicating that the asymmetry is not likely to be attributable to differences in configural coding and to a tendency to preferentially process human compared with avatar faces at an individual level.

GENERAL DISCUSSION

The UVH conceptualizes the DHL as a linear dimension of physical similarity space. This space is considered to span between points within a nonhuman category representing similar objects or characters of various degrees of human likeness and a single point representing the human category (Figure 1). The problem with this conceptualization and, more importantly, its faithful application in uncanny studies and theoretical considerations (e.g., Ramey, 2005; Tinwell et al., 2011) is that it implicitly assumes that this space does not vary within the human category. The assignment of physically different morphs to the human category in the forced choice categorization task clearly shows that this assumption is wrong (see also e.g., Looser and Wheatley, 2010; Cheetham et al., 2011; Yamada et al., 2013).

The advantage of considering the human end of the DHL is that it provides a basis of comparison for understanding how other objects and characters along the DHL are perceived and experienced. This approach is important for the present study. The UVH predicts enhanced negative affective experience as a function of enhanced PD difficulty and suggests that this effect occurs at the point along the DHL at which categorization ambiguity is greatest. The data of the first and second experiments confirmed that there are differences in PD performance as a function of human likeness. But the pattern of differences in PD is very different than that implicitly assumed in the UVH. Firstly, and as expected on the basis of previous studies of CP, PD of faces at the category boundary is enhanced compared with PD of within-category human faces. Second, PD of within-category avatars is also enhanced compared with PD of within-category human faces. Together, these findings support the suggested asymmetry in PD along the DHL. In contrast to the UVH, they show that PD difficulty is greatest for human faces.

This finding of enhanced PD difficulty on the human side of the DHL's category boundary is reflected in the warped profile of psychological similarity space that is typically described for CP. This profile is characterized by attenuated PD performance for faces within the human category compared with enhanced PD performance for faces close to and at the category boundary (e.g., Livingston et al., 1998). In the present study, warping likely reflects the impact of perceptual and category learning processes over a person's history of everyday social interactive behavior with other members of the human category: All participants expressly reported no previous experience with our specific avatar parent faces, no previous experience with similarly humanlike faces (and robots), and no knowledge of previous experience with human likeness-related manipulations of perceptual features such as those applied along our morph continua. In contrast, they considered the human parent faces to be of the kind that they might typically encounter in normal everyday situations.

The impact of perceptual and category learning processes is that these likely lead to perceptual desensitization to within-category human features that are therefore perceived as more alike or equivalent and to enhanced perceptual sensitivity close to and at the category boundary to those stimulus features that facilitate assignment of category membership in everyday tasks (e.g., human vs. nonhuman). These features are therefore perceived as more distinctive (e.g., Lawrence, 1949; Gibson, 1991; Goldstone, 1994; Campbell et al., 1997; for an overview of acquired distinctiveness and acquired equivalence, see e.g., Goldstone, 1998). In contrast to the warped profile on the human side of the DHL's category boundary, there was no such difference in PD for unambiguous within-category avatar faces compared with the ambiguous faces at or closest to the category boundary. Considered in terms of the CP literature, participants thus appear to be perceptually desensitized to information that would facilitate visual discrimination of within-category human faces, while a corresponding desensitization is not apparent within the nonhuman category.

The present study did not aim to show that PD within the nonhuman category can change with perceptual and categorization experience. But stimulus exposure and explicit categorization training is known to evoke changes in discrimination sensitivity to a range of stimuli, from simple line drawings of unnatural entities to perceptually complex facial stimuli (e.g., Gibson, 1991; Hall, 1991; Schyns and Murphy, 1994; Goldstone, 1996; Levin, 1996, 2000; Livingston et al., 1998; Stevenage, 1998; Goldstone et al., 2003; Kikutani et al., 2008, 2010). If categorization training can modulate PD performance along the DHL, this might induce effects of acquired equivalence, acquired equivalence, or both, resulting therefore in a different profile of warping along the DHL than shown in the present study. Presumably, categorization training would primarily influence the cognitive representation of the avatar side of the DHL. Training could be based, for example, on familiarization with avatar faces so that individuals learn to discriminate between these in terms of their unique features (Bruyer et al., 2004; McGugin et al., 2011). Alternatively, the impact of experience might be examined in designers. Animators, video game designers, and roboticists concerned about the uncanny effect and the impact of their designs on subjective affect (e.g., Minato et al., 2006; Walters et al., 2008; MacDorman et al., 2009) regularly expose themselves to a range of humanlike faces and actively engage in carefully crafting perceptual features related to human likeness. Differences between novices and experts in processing perceptual information has been reported for other domains of expertise, ranging from the diagnosis of aberrant structures in x-rays to identification of gender in chickens (e.g., Burns and Ward, 1978; Biederman and Shiffrar, 1987; Myles-Worsley et al., 1988; Peron and Allen, 1988; Norman et al., 1992). This has yet to be examined in the present context.

In view of this asymmetry in PD performance, the third experiment examined whether avatars are preferentially coded at the category level and human faces at the exemplar level. This idea draws on findings relating to the other-race affect that show greater accuracy recognizing individual own- compared with other-race faces and show less configural coding of out-group members (e.g., Rhodes et al., 1989, 2006). The third experiment thus used inverted faces because inversion strongly influences efficient configural coding of spatial relations (e.g., nose-mouth distance) among facial features (Leder and Bruce, 2000), while its impact on processing the individual features is generally much weaker (e.g., Murray et al., 2000). The lack of an inversion effect in the present experiment suggests that PD performance along the DHL generally relies more on coding human likeness-specifying information of facial features such as the eyes, nose, and mouth and other features such as skin tone rather than on coding the spatial relationship among these features, even though coding configural information might enhance the accuracy of coding facial features (Tanaka and Farah, 1993).

The potential role of these facial features in the reported asymmetry in PD is therefore worth considering in terms of the avatar-feature hypothesis (Cheetham et al., 2013). This hypothesis initially related to categorization performance along the DHL. It suggests that participants preferentially detect perceptual information in nonhuman faces that is diagnostic of the nonhuman category. Assuming that it is cognitively less demanding to detect the presence of this diagnostic information in avatars rather than its absence in human faces, a categorization decision strategy based on “avatar vs. not avatar” instead of “avatar vs. human” would result in faster categorization decisions for avatars (see also feature asymmetry, Treisman and Gormican, 1988). Consistent with this, the forced choice categorization data of all three experiments show shorter categorization response latencies for avatar compared with human faces, replicating the data of previous studies (Cheetham et al., 2013, 2011; see also Levin, 1996).

It is similarly possible that in the ABX tasks participants preferentially detected or found it easier to detect perceptual information that is diagnostic of human likeness specifically in the nonhuman faces of the DHL, thus facilitating the asymmetric effect in PD for these faces. The absence of an inversion effect in the ABX task indicates that this information is not likely to be relational (i.e., based on configural coding). Given that inversion effects are weaker for facial features like the eyes, nose and mouth and absent for facial properties like facial color (Leder and Carbon, 2006), it is conceivable that the participants coded and processed perceptual differences along the DHL on the basis of facial properties such as smoothed skin texture, color and shading. This does not exclude a role for feature-based processing, especially as processing for example the general luminance properties of faces can enhance processing of facial features (Sergent, 1986; Schyns and Oliva, 1994; Schyns and Gosselin, 2003). The question is why these properties should be easier to detect in the avatar faces. In view of the task context of processing novel avatars and everyday human faces, it is possible that perceptual information indicating the novelty of these facial properties renders this information more salient in the nonhuman faces of the DHL and that novelty therefore serves as a primitive perceptual feature that can facilitate PD within the avatar category (Levin, 2000). An alternative suggestion is that visual PD performance might be facilitated by the progressive reduction in perceptual complexity of the morphs with increasing distance from the human end of the continua independently of experience and perceptual strategy; the avatar parent faces have less human structural and textural detail than the human parent faces. Reduced humanlike complexity such as the reduced variance in shading of the smoothed skin texture might in itself provide a more easily detectable feature of these morphs that eases PD.

The UVH predicts that greater PD will evoke greater feelings of strangeness (i.e., feelings of less familiarity) at the point along the DHL at or near which ambiguity is greatest. The data of the second experiment suggest that this is wrong on two counts. Firstly, the analysis of familiarity ratings indicates that greater feelings of strangeness (i.e., feelings of less familiarity) are not reported for ambiguous faces. Instead, feelings of strangeness increased with increasing morph distance from the human end of the continua. This is consistent with the pattern reported in other studies in which comparably well-controlled morph continua and ad hoc measures of shinwakan such as measures of pleasantness have been used (e.g., Looser and Wheatley, 2010). These empirical data contradict the theoretical model of the UVH's uncanny valley effect presented by Moore (2012). Two drawbacks of that model is that it assumes a priori that the uncanny curve in Mori's graphical representation of the UVH is correct and it does not consider the potential impact of asymmetry in perceptual and categorization experience that is implicit in the UVH. The overall implication of the present familiarity data is that more humanlike stimuli simply evoke more positive affective experience and are preferred over less humanlike stimuli. The most straightforward explanation for this relates to the mere-exposure effect (Zajonc, 1968). This means that repeated exposure to human faces over a person's history of social interaction and the often more positive affective tone of interaction with particular in-groups results in more positive evaluations of other in-group members (e.g., Reis and Gable, 2003).

Second, the inter-individual differences approach adopted in the second experiment shows that there is indeed a significant relationship between familiarity and PD difficulty, but that the direction of this relationship is the opposite of that predicted in the UVH. Increasing PD difficulty is associated with more positive feelings of familiarity. The effect was evident for nonhuman and ambiguous faces, whereas there was no significant relationship between PD and feelings of familiarity for human faces. This correlative effect was greatest for ambiguous faces, indicating that, irrespective of the causal relationship between PD and feelings of familiarity, the UVH' prediction is most likely to be incorrect. It should be noted that the UVH does not suggest how DP difficulty and its affective dimension, shinwakan, should be operationalised. This issue has hampered uncanny-related research from the outset. But the approach taken in the present study to testing the relationship between DP and affective experience (as described in the UVH) was straightforward and produces strong effects, indicating that further examination of this relationship might be fruitful.

Why greater PD difficulty should correlate with more positive self assessment of affect is not clear. A popular account of the uncanny effect is based on the Hedonic Fluency Model (Winkielman et al., 2003; see Yamada et al., 2013). This suggests that negative evaluations of novel or unfamiliar stimuli relate to cognitive difficulty extracting information needed for rapid and efficient processing. This makes sense if the UVH' prediction for PD is assumed to be correct. But the present data suggest that this prediction is incorrect. The present PD data do however fit better with an alternative model of processing fluency, the Fluency Amplification Model (Albrecht and Carbon, 2014). This model states that processing fluency enhances the affective reaction that the stimulus already evokes. Assuming for example that the valence of a given stimulus is initially experienced as comparatively negative, individuals who experience greater fluency (in our case, lesser difficulty in PD) will experience the negative stimulus as even more negative. By the same token, greater PD difficulty would correlate with less negative ratings. While this interpretation is consistent with the present correlative data, further investigation of this finding and of the role of interindividual differences in state affect is needed.

The ABX PD task is useful for testing naive participants because it requires no description of the specific physical dimensions along which the stimuli vary and participants do not need to know the category labels. One explanation for CP effects suggests a role for the presence of category labels (Roberson and Davidoff, 2000; Pilling et al., 2003; Kikutani et al., 2008). This is because within-category stimuli differ only at the exemplar level, while cross-category stimuli differ both at the exemplar and category levels. If exemplar-level information and category-level information are processed in parallel so that the category boundary can be represented in naive participants after initial learning (Marsolek, 2004), category-level processing might encourage the use of labeling and the emergence of CP effects. This effect might be even stronger in a task with a strong memory component such as the ABX task (i.e., the test stimulus must be compared with the stored representation of the target stimuli). Considering the asymmetry in discrimination performance around the category boundary, a labeling effect is unlikely, unless labeling affected the human side of the category boundary only. It has however been argued that any impact of category labeling would be reflected in specific within-category discrimination asymmetries (Hanley and Roberson, 2011). There are no such asymmetries within the human or nonhuman categories.

In summary, the data of the three experiments reject the implicit assumption underlying the UVH' key prediction. The data show lesser PD difficulty for categorically ambiguous faces and for unambiguous avatar faces and, notably, greater PD difficulty for unambiguous human faces. The data indicate that this asymmetry in PD difficulty cannot be attributed to differences between human and nonhuman faces in configural coding. It is likely that perceptual differences along the DHL are generally processed on the basis of human likeness-related manipulations of facial properties such as skin texture, color and shading. Ratings of familiarity show that faces associated with greatest category ambiguity do not show an uncanny-like effect. Negatively valenced ratings increased across the tested stimulus conditions with increasing distance from the human end of the continua. An interindividual differences approach revealed that greater PD difficulty is associated with more positively rather than negatively valenced experience. This challenges the key idea behind the UVH. This effect is strongest for ambiguous faces, suggesting that this effect is more consistent with the metaphor “happy valley” and, correspondingly, the fluency amplification effect. These findings for our static faces thus indicate that both the assumed distribution of PD difficulty along the DHL and the predicted relationship between PD difficulty and affective experience (as “conceptualized” in the UVH) are very likely wrong.

Clearly, it is not possible to confirm or refute the vaguely formulated non-scientific UVH in its current form. Our approach has been to augment the notions underlying the UVH with the necessary assumptions needed to render the essential features of the hypothesis testable. While we find no evidence in favor of these notions, our findings do not exclude the possibility that alternative experimental paradigms and other methodologies might show effects consistent with the underlying idea of the UVH. It should be noted that only male face stimuli were presented. The choice of stimuli for this study was not guided by the well-known depiction of Mori's hypothesis in Figure 1 because we sought to ensure that perceptual discriminative, categorization and familiarity judgments would not be confounded by factors other than the manipulation of human likeness (for a discussion of confounds, see Cheetham and Jancke, 2013). This study presented stimuli similar to those used in preceding studies (Cheetham et al., 2011, 2013), which, given the absence of comparable paradigms in the investigation of the DHL, has provided an effective means to developing insight and a basis for further uncanny-related study. But an important element of further study would be to examine whether these findings generalize to other static stimuli. Whether these findings might apply to dynamic nonhuman characters (e.g., Saygin et al., 2012; Burleigh et al., 2013; Urgen et al., 2013) and to such characters in human interaction (e.g., Cheetham et al., 2009) is open to further investigation.
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The uncanny valley (UCV) hypothesis describes a non-linear relationship between perceived human-likeness and affective response. The “uncanny valley” refers to an intermediate level of human-likeness that is associated with strong negative affect. Recent studies have suggested that the uncanny valley might result from the categorical perception of human-like stimuli during identification. When presented with stimuli sharing human-like traits, participants attempt to segment the continuum in “human” and “non-human” categories. Due to the ambiguity of stimuli located at a category boundary, categorization difficulty gives rise to a strong, negative affective response. Importantly, researchers who have studied the UCV in terms of categorical perception have focused on categorization responses rather than affective ratings. In the present study, we examined whether the negative affect associated with the UCV might be explained in terms of an individual's degree of exposure to stimuli. In two experiments, we tested a frequency-based model against a categorical perception model using a category-learning paradigm. We manipulated the frequency of exemplars that were presented to participants from two categories during a training phase. We then examined categorization and affective responses functions, as well as the relationship between categorization and affective responses. Supporting previous findings, categorization responses suggested that participants acquired novel category structures that reflected a category boundary. These category structures appeared to influence affective ratings of eeriness. Crucially, participants' ratings of eeriness were additionally affected by exemplar frequency. Taken together, these findings suggest that the UCV is determined by both categorical properties as well as the frequency of individual exemplars retained in memory.
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INTRODUCTION

Categorization is a critical determinant of human survival. In the absence of categories, humans would be required to learn whether each stimulus that we encountered was desirable or noxious as well as whether the conspecifics that we encountered were kin or competitors. The variability in cross-cultural folktaxonomies (Medin and Atran, 1999), color classification (Regier and Kay, 2009), and speech perception (Pisoni et al., 1982) demonstrates that while humans might have prepotent responses to ranges of stimuli, many of these distinctions can be modified or must be learned. When available within the classification system of society, these categories can be associated with strong, negative affect responses (Schoenherr and Burleigh, 2014). Thus, categories both reflect and determine one's experience of the world.

Group membership and identity form an especially relevant class of categories for humans (for a review, see Fiske and Taylor, 2013). In the social context, repeated exposure to individuals within a group can increase affiliation and conformity (for review, see Bond and Smith, 1996) among group members while also leading to negative affective responses toward out-group members (for review, see Cialdini and Goldstein, 2004). This suggests the possibility that mixing features that have strong associations with members of contrasting categories will either lead to a reduction in positive affect or an increase in negative affect (Burleigh et al., 2013). In contrast to categorical perception, sub-categorical properties such as exposure to individual exemplars has long been considered an important determinant of affective responses (e.g., Fechner, 1876; Maslow, 1937; Zajonc, 1968). The present study considers how the comparatively low frequency of exposure to stimuli selected from a region of a continuum can lead to negative affective responses. We examine this in the context of negative affective responses to stimuli containing features from contrasting categories.

In the context of human factors, Mori's (1970) Uncanny Valley Hypothesis (UVH) suggests that human-like objects in our environment might come to be associated with negative affect if they possess a certain degree of human-likeness. Recently, a number of authors have suggested potential explanations of the UVH that are either explicitly or implicitly based on categorical perception (Cheetham et al., 2011, 2013; Moore, 2012; Burleigh et al., 2013; Yamada et al., 2013; Ferrey et al., submitted). While these studies have made important theoretical contributions, the implications of different learned category representations on the UCV phenomenon have not been directly tested. In the present study, we sought to address this gap by using a category-learning paradigm in which groups of participants received different sets of training stimuli consisting of computer-generated creatures. We examine participants responses to creatures following training, specify the conditions in which affective minima associated with the UCV would be observed, the properties of category learning that would determine the location of affective minima, and what underlying representation of category structures would best fit the response patterns that we observed.

THE UNCANNY VALLEY

While the essential phenomenon of the uncanny valley has a number of cultural antecedents (Schoenherr and Burleigh, 2014), the Uncanny Valley Hypothesis (UVH) remains underspecified. Mori (1970) initially proposed that human-like stimuli can elicit positive or negative feelings depending on their degree of similarity to humans. In contrast to the linear relationship between familiarity and positive affect for human and human-like faces (see Experiment 1, Burleigh et al., 2013), the UVH predicts a non-linear relationship. Mori's account assumes that as stimuli become defined by more human-like features, they will elicit greater positive affect. But importantly, his account also assumes that there is a critical region of intermediate human-likeness where a sharp decrease in positive feelings are observed. As illustrated in Figure 1, the proposed relationship resembles a cubic function, and the global minimum is referred to as the “valley.”
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FIGURE 1. The N-Shaped Uncanny Valley function, as proposed by Mori (1970) (illustration adapted from MacDorman, 2005).



It is important to distinguish between the classic and generalized forms of the UVH. The classic account of the UVH provided by Mori (1970) is defined as a non-linear function. In his account, the x-axis of this function is defined as human-likeness, and it is anchored by a non-human or minimally human-like entity at one end (e.g., a robot) and a real human at the other end. One reason to question this account is that it was informed by anecdotal evidence in the context of the human-like design of machines and other artifacts. The basic premise that negative affect could be a consequence of mismatch between features associated with contrasting classes would explain many cross-cultural phenomena (Schoenherr and Burleigh, 2014). In contrast to this, the UVH could be taken as assuming that the non-linear response function observed with human-likeness is a special case of more general cognitive and affective processes associated with stimulus frequency and categorical perception. Thus, it follows that similar non-linear phenomena should be observed in response to perceptual continua that represent non-human anchors with similar properties.

Evidence that has been interpreted as supporting the classic UVH has been obtained from studies using a variety of stimuli selected from a number of ontological categories. A majority of these studies have observed affective functions that are consistent with the UVH when using stimuli representing computer-generated morph sequences of human and non-human entities, including non-human animals, robots, and anthropomorphic dolls (MacDorman and Ishiguro, 2006; Seyama and Nagayama, 2007; Burleigh et al., 2013; Ferrey et al., submitted). Many studies have also observed the affective function in response to images of existing artifacts that vary in human-likeness, such as androids, videogame characters, and prosthetic hands (Bartneck et al., 2007; Schneider et al., 2007; Poliakoff et al., 2013); however, it is worth noting that several studies have not found support for the classic account of the UVH (MacDorman et al., 2009; Cheetham et al., 2014). Across those studies which have found support, a general observation is that affective response is positively correlated with human-likeness, except at an intermediate level of human-likeness where there is a maximum of negative affect.

Few studies have examined the possibility that perceptual continua representing non-human entities could produce UCV phenomena. To the best of our knowledge, only two studies have examined this possibility. In Yamada et al. (2013, Experiment 2) morph sequences were generated that represented transitions between cartoon, stuffed, and real dogs. In Ferrey et al. (submitted, Experiment 1), bistable morph sequences were used that represented transitions between various non-human animals (e.g., between a duck and an elephant). In each of these studies, regions of maximal negative affect were found at intermediate levels of the perceptual continua, which is consistent with the generalized account of the UVH (see, Burleigh et al., 2013, Experiment 2). Between general formulations of the UVH and empirical support for UCV-like phenomena, greater theoretical consideration of the affective and cognitive processes is required to define the conditions under which the UCV will be observed as well as to differentiate it from related phenomena.

EXPLANATIONS FOR THE UNCANNY VALLEY PHENOMENON

Although the UVH provides a description of the non-linear response function, it does not explain why this function occurs, nor does it specify the mechanisms that are responsible. A common explanation is that the negative affect associated with uncanny stimuli might be a consequence of biological adaptations for threat avoidance behaviors (e.g., MacDorman et al., 2009). Stimuli within the valley might be convincing depictions of humans while falling short of a satisfactory level of human-likeness due to imperfections. These imperfections might cause them to be seen as “humans with disease” which triggers an aversive response (MacDorman and Ishiguro, 2006; MacDorman et al., 2009; Burleigh et al., 2013, Experiment 2). There is some evidence supporting this account. For example, Ho et al. (2008) observed that disgust could explain a significant portion of the variance in eeriness ratings. Furthermore, Steckenfinger and Ghazanfar (2009) observed that macaque monkeys displayed an aversion (as measured with looking times) to images of conspecifics that were of intermediate realism, which suggests that there might be an evolutionary basis to the phenomenon.

From this account, it might be reasonable to assume that the UCV phenomenon is specific to observers viewing images of conspecifics—an assumption that would be consistent with the classic UVH. Given that the spread of communicable diseases depends on the genetic similarity between the observer and the stimulus entity, it is possible that a species could have evolved mechanisms that allow them to respond to pathogen cues in conspecifics, but not heterospecifics. Communicable diseases, however, are not the only source of contamination that members of a species have had to contend with in their environments. As Rozin and Fallon (1987) point out, disgust is also a food-related emotion, which serves to prevent the oral incorporation of contaminated substances. As Schoenherr and Burleigh (2014) discuss, food substances that share features from two categories have been associated with aversive responses, such as food taboos (e.g., some refer to a certain transgenic tomato as a “Frankenfood” because it incorporates genes from a winter flounder). This suggests that the UCV phenomenon might not be specific to observers viewing images of conspecifics, but that it might also occur more generally in response to the categorical ambiguity of certain types of stimuli. Even if these accounts are correct, general learning mechanisms would also allow for the adjustment of diagnostic features of disease as well as inclusion and exclusion of categories associated with disease as a result of an individual's experiences with their environment.

Another theory that accounts for threat avoidance behavior is based on the premise that appearances provide information that allows individuals to predict behavior, and thus to anticipate potential threats in their environment. Some uncanny valley stimuli can be seen to present mismatched features (Seyama and Nagayama, 2007; MacDorman et al., 2009; Mitchell et al., 2011; Saygin et al., 2012), such as a machine with a convincingly human voice, or an android with a physical appearance that is highly realistic but movements that are robotic. In this account, stimulus features, such as physical appearances, drive the automatic selection of a neural model for the purpose of predicting behavior. Stimulus mismatches can therefore lead to the selection of an inaccurate neural model, which is associated with error-related brain activity (Saygin et al., 2012), and error-related processing might result in negative affect. These neural models thus require learning in order to acquire ontological categories that subsequently produce contrasts due to feature mismatch.

THE UNCANNY VALLEY AS CATEGORICAL PERCEPTION

If feature mismatch is the result of the inclusion of features from neighboring categories, then a crucial feature of any general account of the UVH is the specification of category learning systems that acquire the category structure, as well as the representations that are retained within them (for a recent review, see Goldstone et al., 2012). A number of studies have attempted to qualify the UVH by making reference to principles and processes associated with categorization generally, and categorical perception more specifically (Cheetham et al., 2011, 2013; Moore, 2012; Burleigh et al., 2013; Yamada et al., 2013; Ferrey et al. submitted). Categorical perception (CP) accounts of the UVH suggest that this phenomenon is a consequence of categorical processes associated with stimulus identification. Specifically, stimuli along a human-likeness continuum are perceived as members of either a “human” or “non-human” category, except at the category boundary where their membership is ambiguous. This follows from the position that stimuli at the category boundary should not provide the observer with sufficient perceptual evidence to allow easy or accurate identification on the basis of their representation of the category structure. As a consequence, uncertainty and negative affect are produced due to competition during categorization response selection (Cheetham et al., 2011; Burleigh et al., 2013), which might in turn activate conflict resolution processes like inhibitory devaluation (Ferrey et al., submitted).

Empirical evidence is consistent with accounts of the uncanny valley based on categorical perception. For instance, Cheetham et al. (2011, 2013) demonstrated that participants' response latencies were longest when categorizing stimuli that were located at, or adjacent to, the category boundary on a human-avatar morph continuum. In addition to this, Burleigh et al. (2013, Experiment 2), Ferrey et al. (submitted), and Yamada et al. (2013), have each observed non-linear affective response functions across between-category (including human-animal and animal-animal) morph sequences that peaked at the midpoint between categories where stimuli were most ambiguous. Relative to the categorization literature, these accounts are underspecified, and therefore do not provide a complete account of the UCV phenomenon. Moreover, whereas Cheetham et al. (2011, 2013) and Yamada et al. (2013) have made a crucial connection between categorization and the response patterns associated with the uncanny valley, we cannot assume that categorization performance will be the only, or even the primary, determinant of affect. As we discuss, the uncanny valley might also be attributed to sub-categorical processes, such as those involved in assessing stimulus frequencies (Zajonc, 1968; Bornstein, 1989).

CATEGORY BOUNDARY AND EXEMPLAR REPRESENTATIONS

Any explanation of the UCV phenomenon based on categorical perception must consider categorization processes and representational assumptions (e.g., prototype-related models were recently considered by Moore, 2012). Most CP accounts of the UVH appear to have assumed that categorization is governed by a “category boundary” representation (Cheetham et al., 2011, 2013; Burleigh et al., 2013). Category boundary models suggest that when a stimulus is encountered, it is used to locate and modify the location of a decision boundary in perceptual space (Ashby and Gott, 1988). When individuals are presented with a novel stimulus, they will compare its location in perceptual space to that of the category boundary. Proximity to the category boundary thereby increases categorization uncertainty (Paul et al., 2011; Schoenherr and Lacroix, 2014), and according to CP accounts of the UVH, proximity is also assumed to be inversely related to affect.

However, while a category boundary model might provide an adequate explanation of the uncanny “valley,” which is a simple U-shaped quadratic function, it cannot account for the entire UCV response function, which is a more complex N-shaped cubic function (e.g., Mori, 1970). We suggest that models that take into consideration exemplar-based information might account for the additional features of a more complex function. Exemplar-based models assume that a memory trace is encoded each time a stimulus is encountered (Medin and Schaffer, 1978; Nosofsky, 1984). During the course of learning, each instance becomes associated with a category label, and at the end of learning each exemplar is represented by a probability distribution of features. Over the course of learning, an individual's attentional focus becomes reweighted to different regions of the stimulus continuum (Nosofsky, 1984, 1986), such that attention is sensitized to between-category differences and desensitized to within-category differences. When presented with a novel exemplar, individuals will compare it to all exemplars available in memory, and the similarity between the new item and old items in memory will determine the new item's category membership.

Thus, a key difference between category boundary and exemplar-based models is how individuals become sensitized to perceptual space. Category boundary models suggest that individuals can only typically become sensitized to a single region of perceptual space, namely where the category boundary is located; whereas exemplar-based models suggest that individuals can become sensitized to multiple regions of perceptual space, due to the distributions of individual members (Nosofsky, 1984, 1986).

THE UCV AS CATEGORICAL PERCEPTION OR FREQUENCY-BASED EXPOSURE

Crucially, affective processing of stimuli might not require the instantiation of categorical processes. The mere-exposure effect (Zajonc, 1968) suggests that repeated exposure to stimuli can lead to the formation of preferences, and negative affect might therefore be accounted for on the basis of familiarity or perceptual fluency alone (for a review, see Bornstein, 1989). In support of this, Harmon-Jones and Allen (2001) reported physiological evidence (via EMG and EEG) of affective responses that resulted from mere-exposure to stimuli, which corresponded with self-reported evaluations. If the mere-exposure effect can be extended to all members of a perceptual continuum, then an observer's familiarity with individual members of the continuum might be able to explain non-linear affective response functions. For example, along a human-likeness continuum that is anchored by “human” and “robot,” individuals will have encountered a comparatively larger number of human instances relative to robots. Instances within these two categories should be much more familiar than instances that combine their features (e.g., androids). Thus, in contrast to the categorical perception account, a negative affective peak at an intermediate region in perceptual space might be explained by the fewer number of instances with the conjunction of features represented by stimuli in that region. On this basis, we suggest two distinct accounts of the UCV.

We suggest that at least two broad relationships are possible between cognitive and affective processing of stimuli, which we conceptualize as categorical perception (Figure 2A) and frequency-based exposure (Figure 2B) stage models. In conceptualizing these models, we limit ourselves to unidirectional processing. We assume that stimulus processing is mediated by the information that is stored in long-term memory, which includes memory traces of past episodes.
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FIGURE 2. Multistage UCV processing models derived from categorical perception (A) and frequency-based exposure accounts (B). Stage 1 (Encoding) relies on immediate memory whereas Stage 3 (Categorical) requires long-term memory (LTM) activation. Stage 2 (Sub-Categorical) requires activation of frequency-based properties retained in long-term memory.



The categorical perception model (Figure 2A) reflects our understanding of extant categorical perception accounts of the UCV, in that it assumes categorical and affective responses derive from a common processing stage. In this model, individuals process sub-categorical information such as basic perceptual properties (e.g., stimulus magnitude, orientation) and frequency, but this information does not directly influence responding. Subsequent to this stage, category structures stored in long-term memory are activated, and these structures are used to determine both affective and categorical responses.

Alternatively, the frequency-based exposure model (Figure 2B) assumes that categorical and affective responses derive from separable processing stages. Specifically, affective responses are also driven by sub-categorical processing, which relies on frequency-based memory representations to provide more basic information such as frequency. The models defined in Figures 2A,B are sufficiently distinct that their predictions can be tested in a category-learning paradigm.

PRESENT STUDY

The present study was designed to test the predictions of the multistage models of the uncanny valley presented in Figures 2A,B, and a nested prediction concerning category structures. In the categorical perception model, the affective and categorical responses are derived from the same processing stage. Such a model therefore leads to a prediction of similar patterns of affective and categorical responses, as well as a strong and positive correlation between them. In contrast to this, the frequency-based exposure model implies that categorical and affective responses each account for unique sources of variance. Such a model therefore suggests that under some conditions patterns of responses might be similar, but they need not show a significant correlation.

Importantly, the stage models do not make predictions concerning the specific nature of categorical processing, only the relationship between categorical and affective responses. Therefore, a nested prediction concerns whether categorization will reflect category boundary or exemplar-based representations. The first possibility is that individuals will only have access to a category boundary representation that partitions the response continuum. Therefore, categorization accuracy and affective responses should increase, and response times should decrease, as a function of a stimulus' distance away from the category boundary. If participants are insensitive to individual characteristics, then categorization uncertainty should also be evidenced by a linear increase in response latencies as a function of proximity to the category boundary. Alternatively, if exemplar-based representations are acquired for two contrasting categories and used for categorical processing, then the location of the central tendencies for each category should determine the location of the maxima and minima of the response functions for affective and categorization responses. Response latencies should evidence a similar trend. Specifically, if uncertainty in category membership is a function of exemplar frequency, then we would expect exemplars presented with comparatively high frequency during training to be associated with fast responses whereas exemplars presented with comparatively low frequency to be associated with slow responses.

In order to test the predictions of these models, our experimental design uses a category-learning paradigm in which we manipulate exemplar frequency along the perceptual continuum. Experiment 1 consists of two training conditions. In the first condition, stimuli within response categories are presented with equal frequency, with each category having an equivalent distribution (EFED). In the second condition, both category distributions are equivalent, but the exemplars were presented with unequal frequency (UFED) such that stimuli near the extrema of Categories A and B training sets are presented with the greatest frequency, and stimuli adjacent to the category boundary were presented with the lowest frequency. An important aspect of our design is that individuals are not exposed to the continuum extrema during the training phase. Thus, while the category boundary of the EFED and the UFED conditions should be identical, differences in exemplar frequency should decrease affective responses outside the training range if frequency-based information is a determinant of categorical and/or affective responses.

The results of Experiment 1 should provide a straightforward tests of our predictions. Left unaddressed, however, is what we consider to be a tacit property of UCV as discussed by Mori (1970): we are presented with less exemplar variability within one category (e.g., human) and greater exemplar variability in the contrasting category (e.g., non-human). In Experiment 2, we used one category defined by exemplars with equal frequencies selected from the EFED condition and another category defined by exemplars with unequal frequencies selected from the UFED condition. This procedure resulted in an unequal frequency, unequal distribution condition (UFUD) which we take as a closer approximation to the properties of the UCV first proposed by Mori (1970). Table 1 provides training set frequencies.

Table 1. Stimulus Frequencies for Training Session in Experimental Conditions for equal frequency, even distributions (EFED), unequal frequency, even distributions (UFED), and unequal frequency, uneven distributions (UFUD).
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Crucially, we were also interested in determining whether the affective response patterns could reasonably support a UCV interpretation. We distinguish between “strong” and “weak” interpretation as follows. The UCV function is a non-linear response function that is defined by a slope, indicating a category preference attributable to familiarity (e.g., for humans over robots), and a valley region that is located near the category boundary but skewed toward the preferred category. Thus, support for a strong interpretation of the UCV would be obtained if a response function possessed all of these features; support for a weak interpretation of the UCV would be obtained if a response function possessed some of these features, such as a valley region without a slope. We anticipate the possibility that the EFED and UFED conditions might provide support for a weak interpretation, but not for the strong interpretation, due to their symmetry. In contrast, the UFUD condition might provide support for a strong interpretation of the UCV due to the asymmetry of the response function.

Although the stimuli that we use all represent non-human entities, we believe the findings of these studies are pertinent to human-like stimuli. By using non-human stimuli we hope to minimize the influence of stimulus familiarity or preference for human stimuli. This novelty facilitates the task of training participants to learn different category structures in an experimental setting with practical limitations (e.g., time). This manipulation also allows us to illustrate that response patterns associated with the UCV are generally patterns that can be attributed to stimulus familiarity rather than human-likeness, per se.

EXPERIMENT 1

Experiment 1 was designed as an initial test of our predictions derived from the hypothesized multistage models, and to provide evidence in support of the UCV phenomenon. We manipulated the frequency of stimulus presentation to differentially sensitize participants to regions of the stimulus response continuum. An equal frequency condition (EFED) was provided to half of the participants, wherein all stimuli within a category were presented with equal frequency, thereby creating a uniform distribution. An unequal frequency condition (UFED) was provided to the remaining half of the participants, wherein stimuli located within the middle of each category distribution were presented with higher frequency, thereby approximating a normal distribution. In each case, distributions of stimuli from Category A and Category B were symmetrical. Thus, by the end of training we hypothesized that participants should learn the distribution of the training stimuli equally well. Following training, participants responded to stimuli selected from the entire continuum. In the UFED condition, we additionally predicted that participants should show changes in affective responses due to less familiarity with the extreme values that in fact share fewer features with the contrasting category.

METHODS

Participants

A total of 60 participants were recruited online for this study (31 female, Mage = 37.2). Participants were recruited from Amazon's Mechanical Turk platform and paid a total of $5 if they completed all 4 sessions of the study ($1 for session 1, $1.25 for sessions 2 and 3, and $1.5 for session 4). All participants were registered with Mechanical Turk as United States residents. No participants reported having a visual impairment, and therefore no participants were excluded from our analyses. All participants consented to participate in the study.

Stimuli

Three morph sequences were generated, comprising the permutations of three distinct non-human creatures: a beast, a reptile, and an alien. These creatures were selected given our assumption that participants would have less familiarity with these categories thereby allowing us to more readily manipulate their frequency of exposure in the experimental context. Creatures were created using Daz Studio 4.6 Pro (daz3d.com) by modifying the morphology and texture of the Genesis base figure. Morph sequences were then created by stepwise adjustment of morphology and texture parameters corresponding to each creature. For example, the reptile creature had a “head scale” parameter which determined the size of its head, with a value of 32, whereas the alien creature had a value of 40. Therefore, the stimulus at the midpoint on the alien-reptile morph continuum assumed a value for this parameter that was half-way between the alien and reptile values (i.e., 36). Stimuli were then cropped in photo-editing software using an elliptical mask, and saved as images with a vertical resolution of 548 pixels. Stimuli were divided into training and test sets. The following stimuli were excluded from all training sets: stimulus 6 (the category boundary), and stimuli 1, 2, 14, and 15 (the extrema). Other stimuli were excluded depending on the frequency condition. For instance, stimuli 7 and 9 were not included in the training set for the UFED condition due to the frequency manipulation.

Procedure

Training. At the start of the experiment, participants were presented with stimuli during the training and test phases of the experiment by randomly assigning them to a creature continuum (for an example, see Figure 3) and a frequency condition (see Table 1). In order to control for the effect of creature continua, we used a counter-balanced design such that an equal number of participants were assigned to each of the (creature x frequency) conditions. This resulted in a total of 5 participants for each cell of the design, or 30 participants in each of the experimental conditions that were of interest. In the EFED condition, participants received an equal presentation of stimuli selected from the training range, whereas in the UFED condition participants received an unequal presentation of stimuli selected from the training range; in each case the frequency distributions were symmetrical.
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FIGURE 3. Reptile-beast, beast-alien, and alien-reptile morph continua; stimuli shown here: 1, 3, 5, 7, 9, 11, 13, and 15.



At the beginning of training, participants were instructed that they would be presented with “models of unfamiliar living creatures” and that their task was to “learn what categories they belonged to.” They were told that each creature was either a “Cax” or a “Miv” and that they were to press the “C” or “M” key depending on which type of creature they thought they saw. Participants were instructed to balance the demands of speed and accuracy. Key assignment was counter-balanced across participants.

Participants completed 1 training session per day over the course of 3 days. Each training session was composed of 10 blocks of 40 trials each, for a total of 400 trials per training session, and each session required approximately 20 min to complete. For each trial, a fixation point was presented for 500 ms, followed by a randomly selected stimulus from the training distribution for 750 ms (these timings were selected to be consistent with Cheetham et al., 2011). At the end of this sequence the response alternatives were presented until a response was registered. After a response was registered, feedback in the form of a “correct” or “incorrect” message was presented for 500 ms.

Test. In the test session, all 15 stimuli were presented. Unlike the previous blocks, we sought to limit the amount of exposure to previously unseen stimuli. Therefore, the test session consisted of 4 blocks, in which each stimulus was presented 2 times each, for a total of 120 trials. The training session required approximately 12 min to complete. Stimulus presentation preceded in the same manner as in the training phase with two notable exceptions. Following presentation of a stimulus, participants were asked to rate its eeriness on a scale ranging from 1 (not at all eerie) to 7 (extremely eerie) using the “1” through “7” keys, respectively. After registering their response, participants were then asked to indicate whether it was a “Cax” or “Miv,” as in previous sessions. The ordering of affective and categorization responses was deliberate in order to ensure that the effect of categorical information on ratings of eeriness would be limited.

Implementation. The study was developed for the web using HTML and JavaScript programming languages for the frontend, and PHP/MySQL for the backend. Preliminary tests using an automated responder on a test machine revealed that response time noise was within acceptable limits (i.e., less than 35 ms). Our online research environment is comparable to the one used by Crump et al. (2013). Crump et al., used JavaScript and recruited Mechanical Turk participants to successfully replicate numerous reaction time tasks like the Stroop (1935).

RESULTS

In order to test our predictions, we analyzed training and test responses separately in terms of categorization accuracy, response time, eeriness ratings, and the shape of categorization and affective response functions. A series of repeated-measures analyses of variance (ANOVA) were conducted. Greenhouse-Geisser adjusted values are reported with unadjusted degrees of freedom. All reported pairwise comparisons were conducted using a Bonferroni adjustment. We also report partial-eta squared as a measure of effect size. Following this, we use curve fitting analyses in order to facilitate our interpretation of the affective response functions.

TRAINING PHASE

Categorization accuracy

A repeated-measures ANOVA was conducted on categorization accuracy, using stimulus location relative to the category boundary (4) and response category (2) as within-subjects variables, and stimulus training distribution (2) as a between-subjects variable. Here, response categories (i.e., “Cax” and “Miv”) were randomly assigned to stimuli located on the left- and right-halves of the stimulus continuum. Given the counterbalancing of stimulus sets, we collapsed across morph models prior to analysis. Stimuli directly adjacent to the category boundary in the UFED training condition were also removed prior to analysis. This adjustment was made due to the fact that these stimuli were not present in the EFED training condition and might introduce bias in the analysis. Similarly, the stimulus located at the category boundary was not presented during training and was therefore absent from the analysis of test responses.

Our analysis of training response accuracy revealed a significant main effect for stimulus distance from the category boundary, F(3, 174) = 11.921, MSE < 0.001, p < 0.001, η2p = 0.17. As Figure 4 suggests, categorization accuracy increased as a function of distance from the category boundary with the lowest accuracy observed for stimuli nearest the category boundary (Stimuli 6 and 10) and the greatest accuracy observed for the most extreme stimuli (Stimuli 3 and 13). Supporting our interpretation of the data, pairwise comparisons revealed significant differences between stimuli nearest the category boundary (i.e., stimuli 6 and 10) and stimuli at all other distances (ps < 0.012). No other main effects or interactions reached significance, ps > 0.11. Thus, the primary determinant of categorization accuracy during training was the location of a stimulus along the morphed continuum.
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FIGURE 4. Training categorization response accuracy in equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the training range (i.e., stimuli 3–13). Error bars represent 1 standard error of the mean N = 60).



Categorization response times

Using the same design as the analysis of accuracy, a repeated-measures ANOVA was conducted on categorization response time. To eliminate outlying observations, we first computed an unadjusted mean response time for each participant and identified trials wherein their responses were 3 standard deviations above the mean. This accounted for 2.1% of trials. Consistent with our analysis of categorization accuracy, categorization response time decreased as a function of distance from the category boundary, F(3, 174) = 5.061, MSE = 1380.276, p = 0.005, η2p = 0.08.

As Figure 5 demonstrates, stimuli near the category boundary were associated with longer response times than stimuli at more distal locations. Pairwise comparisons revealed that the response latency for stimuli close to the category boundary significantly differed for adjacent stimuli and those located at extreme distances (ps < 0.044). No other main effects or interactions reached significance, ps > 0.1. Again, these results provide additional evidence that the primary determinant of categorization response time during training was the location of a stimulus along the morphed continuum.
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FIGURE 5. Training categorization response time in equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the training range (i.e., stimuli 3–13). Error bars represent 1 standard error of the mean (N = 60).



TEST PHASE

Response accuracy

A repeated-measures ANOVA was conducted on accuracy of responses obtained during the test phase. This analysis was comparable to that of the training phase with the exception that due to the uniform distribution used during the test phase for both training groups, stimuli adjacent to the category boundary as well as novel extrapolation items outside the range of the training items were also included in the analysis. Again, the stimulus located at the category boundary was eliminated from the analysis due to its ambiguity (it was entered into another analysis, see the Categorization response times and Affective ratings of eeriness sections below). Thus, stimulus location relative to the category boundary (7) and response category (2) were entered as within-subjects variables, and stimulus training distribution (2) was entered as a between-subjects variable.

Replicating the findings of categorization accuracy obtained in the training phase, we observed a significant main effect of stimulus distance from the category boundary, F(6, 348) = 54.516, MSE = 0.021, p <0.001, η2p = 0.485. An interaction was also observed between stimulus distance and frequency distribution, F(6, 348) = 5.292, MSE = 0.021, p = 0.007, η2p = 0.082. An examination of Figure 6 reveals a more pronounced decrement in categorization accuracy around the category boundary in the test phase relative to the training phase. This trend was especially pronounced for participants in the unequal frequency (UFED) training condition, and suggests that participants were affected by the distributional properties in the test phase.
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FIGURE 6. Test categorization response accuracy in equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Error bars represent 1 standard error of the mean (N = 60).



Categorization response times

A repeated-measures ANOVA was conducted on categorization response time in the test phase. In order to compare to affective response functions (see below), the stimulus at the category boundary was also included. Therefore, unlike previous analyses, the entire stimulus continuum was tested. Thus, stimulus location (15) was entered as a within-subjects variable and stimulus training distribution (2) as a between-subjects variable. An analysis of response time outliers was again conducted on individual participants' responses. After obtaining an unadjusted mean, no responses were observed to be larger than 3 standard deviations above the mean. This result is not surprising given the reduced number of replications in the test phase.

As with the response time analysis in the training phase, a main effect was observed for stimulus location, F(14, 812) = 4.631, MSE = 188391.325, p = 0.002, η2p = 0.053. Figure 7 indicates that this effect can be accounted for by the slower response times for stimuli that were at, and adjacent to, the category boundary.
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FIGURE 7. Test categorization response time in equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Error bars represent 1 standard error of the mean (N = 60).



Category response frequencies

In the categorical perception literature, category boundaries were originally assessed by examining category response frequencies across a stimulus continuum (cf. Pisoni and Tash, 1974). These analyses allow for the identification of the location and shape of a category boundary. Whereas continuous increases in stimulus magnitude relative to some criterion (e.g., brightness, size) can be fit a continuous function, categorical perception is typically reflected in a sigmoidal function (Harnad, 1987). Our analyses determined the frequency of “Cax” responses as a proportion of total category responses for each level along the stimulus continuum (e.g., frequency of “Miv” responses reflects the inverse of this function). These results were then plotted across the stimulus continuum, and a sigmoid function was fitted to the data.

Figure 8 suggests that the category response frequencies in EFED and UFED conditions were consistent with a sigmoidal shape, and indicate that a category boundary was present at or near stimulus 8, the mid-point of the stimulus continuum. The sigmoid function provided an adequate fit in the EFED [F(2, 12) = 7943.437, MSE < 0.001, p < 0.001, R2adj > 0.999] and UFED [F(2, 12) = 8110.364, MSE < 0.001, p < 0.001, R2adj > 0.999] conditions. Parameter estimates confirm that the point of inflection in each case was approximately located at stimulus 8 (x0,EFED = 8.020, x0,UFED = 8.165). Thus, stimulus identification in the test phase is consistent with categorical perception.
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FIGURE 8. Mean categorization response frequencies for equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Vertical dashed lines represent the estimated category boundaries.



Affective ratings of eeriness

In order to examine the location and property of the global minima in eeriness ratings that correspond to the uncanny valley, we conducted a repeated-measures ANOVA that included stimulus location (15) as a within-subjects variable and stimulus training distribution (2) as a between-subjects variable. Relative to the previous analyses of categorization accuracy and response time, this approach allows for a straightforward comparison between the shapes of the function that fit affective responses provided below. Our analysis revealed a marginally significant effect of stimulus location, F(14, 812) = 3.267, MSE = 15.128, p = 0.055, η2p = 0.053. The interaction between stimulus location and training distribution did not approach significance, F(14, 812) = 1.706, MSE = 15.128, p = 0.193, η2p = 0.029.

Although an interaction was not observed between stimulus location and stimulus training distribution, Figure 9 suggests that the trend of affective responses did change as a function of stimulus training distribution. In the EFED condition, an overall linear trend was observed across the continuum, with an affective minimum at one end of the stimulus continuum, and an affective maximum at the other end. Such a pattern would be expected if participants were using one response category as reference point and comparing stimulus exemplars to that category. By contrast, in the UFED condition an M-shape was instead observed, with affective minima at the category boundary as well as at the end-points of the stimulus continuum. When comparing these results to those obtained in the analyses of categorization responses, it is instructive to note that the stimuli associated with the slowest response times and lowest levels of categorization accuracy were not those that generated the highest levels of eeriness. As such, it is reasonable to conclude that there is a degree of dissociation between categorization performance and affective responses. Thus, while categorical perception appears to be compatible with the uncanny valley hypothesis, it also appears that the affective component of the valley is influenced by other affective and cognitive processes.
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FIGURE 9. Test affective responses (lower is more eerie) in equal frequency (EFED) and unequal frequency conditions (UFED). Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Error bars represent 1 standard error of the mean (N = 60).



Correlations

The variation in patterns across our dependent measures prompted an examination of the relationship between these measures. Test accuracy, test response time, and affective ratings were included in a correlational analysis. We examined the EFED and UFED conditions separately.

As Table 2 indicates, in both the EFED and UFED conditions, marginally significant negative correlations were obtained between response time and categorization accuracy, r(14) = −0.485, p = 0.079, and r(14) = −0.517, p = 0.059, respectively. However, in both conditions, the correlation between categorization response time and eeriness did not reach significance, ps > 0.5. Thus, while an increase in response time was observed near the category boundary, the remaining differences in responses did not support an interpretation that response time and eeriness ratings were produced by the same response processes. Equally important, in both conditions, the correlation between accuracy and eeriness did not reach significance, ps > 0.5. Thus, while it appears that information processing associated with the production of a categorization response and affect were related, category membership and affective responses differed in important ways. These differences appear to be a result of novel extrapolation items, something that is inconsistent with a category boundary model of the UCV.

Table 2. Pearson correlations of dependent measure in the test phase for equal frequency (EFED) and unequal frequency conditions (UFED).
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Curve fitting analysis

Mori's original proposal assumed that the uncanny valley is characterized by a non-linear response function. In the present experiment, we sought to directly test this assumption by fitting curves to the obtained response functions (see also Burleigh et al., 2013) for both EFED and UFED training conditions. A second goal of the present analysis was to obtain evidence for the underlying representation that supports the uncanny valley either in terms of a category boundary or an exemplar-based representation.

A number of non-linear functions were selected on theoretical grounds that were not included in Mori's original characterization of the model. In particular, our manipulation of frequency effects in the context of a categorization experiment was motivated by the belief that when participants are sensitized to specific regions of the response continuum, the location of affective minima and maxima can be manipulated. As we noted, a category boundary representation would be evidenced by a U-shaped quadratic function, whereas an exemplar-based category representation would be evidenced by an M-shaped quintic function.

We used a curve fitting analytic approach to test these possibilities, by fitting polynomials of degree 0 through 5 (i.e., constant, linear, quadratic, cubic, quartic, and quintic) to the means. Curve fitting was performed using Origin Lab (originlab.com) software. We used the Akaike Information Criterion (AIC; see Burnham and Anderson, 2002) as our goodness-of-fit index. The AIC is suited to comparing models with different degrees of complexity because it penalizes models with additional fit parameters. We calculated raw Akaike values and Akaike Weights (wi), which are a transformation of raw scores that indicate the probability that a particular model among the set of models is correct (Wagenmakers and Farrell, 2004). Using these weights, we also calculated evidence ratios by dividing the weight of one model by the sum of all weights. These ratios are understood in context of a “confidence set,” which is similar to a confidence interval and is defined as 10% of the highest Akaike Weight in the set (Royall, 1997). Thus, models falling outside of the confidence set can be rejected as poorer fits to the data. For the purposes of interpretation, it should be noted that lower raw Akaike values and higher Akaike Weights indicate a better fit to the data. The results of these analyses are summarized in Table 3.

Table 3. Residual sums of squares (RSS) and Akaike values for equal frequency, equal distribution (EFED), unequal frequency conditions, equal distribution (UFED), and unequal frequency, unequal distribution (UFUD) conditions.
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In the EFED condition, the constant, linear, and quadratic models fell outside the confidence set. Thus, accounts based on random responding or based on the association of equivalent negative affect for each stimuli are not supported (constant). Participants also did not appear to be solely biased by one end of the response continuum (linear). Perhaps most importantly for our purposes, a failure to obtain a fit for the quadratic function suggests that a category boundary model does not provide a good fit to the data in the absence of other assumptions. Instead, the model within the confidence set that was most likely to represent the data was the quartic model, wi(AIC) = 0.542. Thus, there is a 54.2% chance that the quartic model best accounts for the pattern or data we observed. However, the cubic model obtained an Akaike weight of a similar magnitude, wi(AIC) = 0.396. Given the similarity of these model weights, it would be reasonable to select the cubic function over the quartic function on the basis of its parsimony. This finding suggests that, for at least one category, the stimulus frequency manipulation produced a change in response affect and that a category boundary model cannot adequately account for the data.

In the UFED condition, we again observed that the constant and linear models fell outside the confidence set. In the same manner as the EFED condition, this suggests that a constant response bias or uniform negative affect were not evidenced in participants' responses (constant) and that a single category was not used as the sole basis for comparison (linear). Instead, the model within the confidence set that is most likely to represent the data was the quintic model. wi(AIC) = 0.693, and the next best model was the quartic model, wi(AIC) = 0.131. Thus, the obtained difference between these models clearly suggests that a quintic function best represents this data set. Taken along with the EFED results, the observation that a quintic function provides the best fit again suggests that the inclusion of exemplar-based representation is an important feature of a model of the UCV phenomenon.

DISCUSSION

The results of Experiment 1 add further evidence to the literature for the existence of the UCV phenomenon. Our results, however, qualify categorical perception accounts. Our measures of categorization accuracy, response frequencies, and response latencies all produced categorical response functions indicating that participants successfully learned the category structures. These analyses also suggest that the equivalent categorization performance was obtained on either side of the category boundary, which indicates that categories (i.e., Cax and Miv) were learned equally well. Similarly, whether participants were trained with exemplars with equal frequencies or unequal frequencies did not appear to alter the location of the category boundary. In both equal frequency (EFED) and unequal conditions (UFED), the category boundary was located at stimulus 8. Greater accuracy was obtained for items adjacent to the category boundary in the equal frequency condition relative to those in the unequal frequency condition. While such findings indicate categorical perception, it is not necessarily the case that categorical processing is the primary determinant of affective responses.

In order for the UCV to be understood in a manner similar to Mori's initial conceptualization, an affective relationship must be established with the location of exemplars along a continuum. Our curve-fitting analysis of eeriness ratings indicated that there were differences between the frequency training conditions. In the equal frequency condition, the response pattern was best fit by a cubic function. This pattern was evidenced by a slope, indicating that one response category was preferred to the other, and also a non-linear component at one end of the stimulus continuum. This pattern did not conform to our a priori hypotheses. Therefore, we can only speculate about its causes. One possibility is that the response pattern was an artifact of the category-response-key mappings that were used in our design. Each response category was assigned to a specific key on the keyboard, and participants were instructed to use index fingers on different hands for each key. As the location of the “C” and “M” keys are fixed on a standard QWERTY keyboard, handedness could have played a role. A second possibility is that the response labels themselves could have introduced some bias. For instance, participants might have preferred “Cax” because it occurs earlier in the alphabet, or because it was more familiar to them (due to associations with phonetically similar words), or they might have adopted a related response heuristic where in one category was used to anchor judgments (e.g., due to reading labels from left to right), or one of the category labels might have been more meaningful than another which resulted in differential leaning outcomes (as has been observed with non-sense syllables, see Davis, 1930). If these factors systematically affected performance, they do not appear to be evidenced in the unequal frequency condition. The asymmetries obtained in the EFED condition are likely a result of idiosyncratic response biases and strategies used by the participants in this condition. In the unequal frequency condition, the response pattern was best fit by a quintic function. This pattern was M-shaped, with a valley-region located near the category boundary, and two affective minima located near the extrema. Importantly, however, because the pattern was symmetrically distributed around the category boundary, it did not possess all of the features of the classic UCV function and therefore would only support a weak UCV interpretation.

The differences in response functions for categorization accuracy and eeriness ratings also suggest an important relationship that has been neither specified nor explicitly examined in the literature examining the UVH. Namely, we found that categorization accuracy and affect did not significantly co-vary. Such a finding has important implications for studies of the UVH that claim that it can be accounted for by categorical perception. We suggest that the methods of Experiment 1 played a key role in dissociating affective and categorical responses. By requiring affective responses immediately after stimulus presentation and prior to categorical responses, the probability that categorical information was available was reduced. Two differences in findings provide clear demonstrations of this dissociation. First, the small amount of error variance in the categorization responses observed for the items on the end of the distribution in the test session can be sharply contrasted against the larger error variance for the affective responses. Second, whereas categorization accuracy was uniformly high and response times were uniformly fast for items located near the ends of the distributions, affective ratings instead showed asymmetric effects with the response functions.

Another interesting finding was the absence of a relationship between response time and eeriness. Long response latencies are typically taken as evidence of response uncertainty. If eeriness is a consequence of uncertainty in the category membership of an exemplar, then eeriness and response times should exhibit a positive correlation. Instead, the absence of a significant correlation suggests that the processes that determine the uncertainty in category membership and the processes underlying eeriness might be supported by different affective and cognitive processes. Thus, whereas the uncanny valley appears to be a product of experience with exemplars, these two processes appear to be separable. It is necessarily the case that at some level of processing these processes must be influenced by the same stimulus information. Yet stages of processing appear to be evidenced such that affective ratings were influenced more by novel exemplars that represented extrapolations for the range of training stimuli, whereas categorization responses appear to be primary influenced by categorical representations of the stimulus continuum stored in long-term memory.

Experiment 1 therefore provides preliminary evidence in support of the frequency-based exposure model of the UVH, and against the categorical perception model. However, categorization responses were consistent with a category boundary representation. Therefore, we suggest that frequency-based memory representations and category boundary representations are both stored in long-term memory, but that the representation of this information produces different patterns of performance in affective and categorical responses. A remaining possibility is that the UCV phenomenon requires both unequal frequencies within a category, and unequal distributions for both reference categories. Experiment 2 examines this possibility.

EXPERIMENT 2

Experiment 2 was conducted to clarify the relationship between variables observed in Experiment 1 while also further investigating the effect of distributional properties on categorical and affective responses. One way to interpret Mori's (1970) proposal is that there is nothing intrinsically important about the human category. Rather, it is only our frequency of exposure to, or familiarity with, stimuli that results in a category being used as a point of reference. As a result, non-human categories contrasted against the human category are likely to be perceived as less familiar due to their lower frequency. Thus, Mori's proposal might take for granted that two conditions need to be met for the experience of eeriness to occur when contrasting categories: a small number of items from one category need to be observed with high frequency and a larger number of items need to be observed from a contrasting category with unequal frequency.

METHODS

Participants

A total of 30 participants were recruited online for this study (12 female, Mage = 34.3). As before, participants were recruited from Amazon's Mechanical Turk platform and paid a total of $5 if they completed all 4 sessions of the study. All participants were registered with Mechanical Turk as United States residents. No participants reported having a visual impairment, and therefore no participants were excluded from our analyses. All participants consented to participate in the study.

Stimuli

The same stimuli were used to ensure a direct comparison with Experiment 1.

Procedure

All procedures were identical to Experiment 1 with the exception of training frequency. In Experiment 2, we presented participants with one category from the equal frequency condition in Experiment 1 and another category from the unequal frequency condition. We refer to this distribution as the unequal frequency, unequal distribution (UFED) condition below.

RESULTS

As in Experiment 1, we analyzed categorization accuracy, categorization response times, categorization response frequencies, and affective responses in the training and test phases. We also conducted curve fitting analyses to facilitate our interpretation of the affective response pattern. Again we report Greenhouse-Geisser unadjusted values and unadjusted degrees of freedom.

TRAINING PHASE

Response accuracy

A repeated measures ANOVA was performed on categorization accuracy, using stimulus location relative to the category boundary (4) and response category (2) as within-subjects variables. Unequal and equal frequency categories were assigned to stimuli located on the left- and right-halves of the stimulus continuum, respectively. Similarly, we also collapsed across morph models and excluded the category boundary stimulus, as well as stimuli directly adjacent to the category boundary, because training for these stimuli occurred for only one of the two response categories. As in Experiment 1, we obtained a significant main effect for stimulus distance from the category boundary, F(3, 87) = 21.725, MSE < 0.001, p < 0.001, η2p = 0.428. However, unlike Experiment 1, we also obtained a significant main effect for category, F(1, 29) = 8.942, MSE < 0.001, p = 0.006, η2p = 0.236, and a significant interaction between category and stimulus distance, F(3, 87) = 20.951, MSE < 0.001, p < 0.001, η2p = 0.4193.

Figure 10 suggests that this interaction can be accounted for by an asymmetry in the frequency of exemplars contained within the response categories. Specifically, with responses to the unequal frequency category, the stimulus nearest the category boundary (stimulus 6) was associated with lower categorization accuracy than stimuli at more distal locations. In contrast, the stimulus nearest the boundary (stimulus 10) in the equal frequency category received accuracy similar to other stimuli in its response category. These results replicate the unequal and equal frequency conditions in Experiment 1, respectively.


[image: image]

FIGURE 10. Training categorization response accuracy in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the training range (i.e., stimuli 3–13). Error bars represent 1 standard error of the mean (N = 60).



Response times

A similar repeated measures ANOVA was conducted for categorization response time. Prior to this analysis, we removed outlying trials with response times greater than 3 standard deviations from a participant's mean response time for each stimulus. This resulted in a removal of 2% of all trials. As with the analysis of accuracy, main effects were observed for exemplar distance from the category boundary, F(3, 87) = 9.048, MSE = 780.019, p < 0.001, and response category, F(1, 29) = 6.481, MSE = 635.357, p = 0.016, as well as an interaction between stimulus distance and response category, F(3, 87) = 13.83, MSE = 538.695, p < 0.001.

Figure 11 suggests that, as in the case of accuracy, this interaction can be accounted for by an asymmetry in the response categories. Specifically, in the unequal frequency condition, the stimulus nearest the category boundary (stimulus 6) was associated with slower response times than were stimuli at more distal locations. In contrast, stimulus 10 in the equal frequency condition was associated with response times equivalent to those of other stimuli in its response category.
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FIGURE 11. Training categorization response time in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the training range (i.e., stimuli 3–13). Error bars represent 1 standard error of the mean (N = 60).



TEST PHASE

Response accuracy

A repeated measures ANOVA was also conducted on categorization response accuracy for stimuli presented during the test phase. As in Experiment 1, this analysis included stimuli adjacent to the category boundary, because participants received an equal frequency of these stimuli in each response category during test. Again, the category boundary stimulus was not included, as there was no objective criteria that could be used to determine accuracy. Thus, stimulus location relative to the category boundary (7) and response category (2) were entered as within-subjects variables.

Replicating the findings of the training phase, we observed significant main effects for stimulus distance from the category boundary, F(6,174) = 39.887, MSE = 0.027, p < 0.001, η2p = 0.579, response category, F(1, 29) = 4.516, MSE = 0.021, p = 0.042, η2p = 0.135, and a significant interaction between response category and stimulus distance, F(6, 174) = 4.082, MSE = 0.051, p = 0.036, η2p = 0.1344. An examination of Figure 12 indicates that in each response category, the boundary-adjacent stimulus was associated with lower accuracy. However, accuracy was lower for the boundary-adjacent stimulus in the unequal frequency category in comparison to the equal frequency category.
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FIGURE 12. Test categorization response accuracy in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the training range (i.e., stimuli 3–13). Error bars represent 1 standard error of the mean (N = 60).



Categorization response times

A repeated measures ANOVA was conducted with categorization response time as the dependent variable. Unlike the analysis of training stimuli, no outliers met the removal criterion. Therefore, all responses were entered into the response time analysis. A main effect for stimulus distance from the category boundary reached significance, F(6, 174) = 3.155, MSE = 40747.27, p = 0.044, η2p = 0.098. Figure 13 indicates that response times for stimuli adjacent to the category boundary were relatively slower than response times for other stimuli. Again, this reflects uncertainty in category membership.
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FIGURE 13. Test categorization response time in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Error bars represent 1 standard error of the mean (N = 60).



Category response frequencies

As in Experiment 1, we determined the frequency of “Cax” responses as a proportion of total category responses for each level along the stimulus continuum. These response frequencies were plotted across the stimulus continuum, and fitted a sigmoid function to the data.

Figure 14 suggests that the category response frequencies were consistent with a sigmoidal function, and indicate that a category boundary was present near stimulus 8. A sigmoid function was found to provide an adequate fit to the data, F(2, 12) = 8312.653, MSE < 0.001, p < 0.001, R2adj > 0.999. Parameter estimates indicate that the point of inflection was located at 7.63. These results suggest that, in comparison to the EFED and UFED conditions in Experiment 1, the location of the category boundary was biased toward the unequal frequency category.
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FIGURE 14. Categorization response frequencies in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). The vertical dashed line represent the estimated category boundary.



In order to test the possibility that the category boundary in the UFUD condition was biased due to the unequal frequency category, we conducted a follow-up analysis. We fit a sigmoid function to the response frequencies for each participant in all three of the training conditions. Then, we used two-tailed t-tests to compare the mean inflection points for each of the training conditions. As expected, the location of the category boundary did not differ between the EFED (M = 7.955, SD = 0.586) and UFED (M = 8.186, SD = 0.786) conditions, t(58) = 1.283, p = 0.205. However, a significant difference was observed between the UFUD (M = 7.641, SD = 0.815) and UFED conditions, t(58) = 2.636, p = 0.011; and a marginally significant difference was observed between the UFUD and EFED conditions, t(58) = 1.713, p = 0.092.

Affective ratings of eeriness

A repeated measures ANOVA was conducted on affective ratings, with stimulus location (15) entered as a within-subjects variable. The main effect of stimulus location did not reach significance, F(14, 406) = 1.387, MSE = 15.306, p = 0.258, η2p = 0.046. However, a visual inspection of Figure 15 suggests a pattern that is aligned with our expectations. Specifically, there appears to be a local minimum near the category boundary, and a slope that indicates a small bias toward the unequal frequency category.
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FIGURE 15. Test affective responses (lower is more eerie) in the unequal frequency, unequal distribution condition. Stimulus values correspond to stimuli selected from the entire stimulus range (i.e., stimuli 1–15). Error bars represent 1 standard error of the mean (N = 60).



Correlations

Test accuracy, test response time, and affective ratings were included in a correlational analysis. Replicating the results of Experiment 1, we again observed a significant correlation between response time and categorization accuracy, r(14) = −0.78, p < 0.001. Neither the correlation of eeriness ratings and accuracy, r(14) = −0.14, p = 0.64, nor eeriness ratings and categorization response time reached significance, r(14) = 0.26, p = 0.36. As in Experiment 1, these findings can be taken as suggesting that the response processes associated with affective ratings and categorization differ.

Curve fitting analysis

Next, we were interested in assessing the affective response trend. A visual inspection of Figure 15 suggests that the UFUD condition produced a distorted M-shape with a shallower region of negative affect near the category boundary, and a positive bias toward the unequal frequency category. As in Experiment 1, we fit polynomials of degree 0 through 5 (i.e., constant, linear, quadratic, cubic, quartic, and quintic) to the data, and we used the AIC as our goodness-of-fit index when comparing models.

As Table 3 suggests, constant, linear, cubic, and quintic models were rejected as they fell outside the confidence set. The model within the confidence set that was most likely to represent the data was the quartic model. This can be seen in the size of its Akaike weight, wi(AIC) = 0.693, meaning that it there is a 69.3% chance that it is the best model within the set. Although the quadratic model was also in the confidence set, its Akaike weight was relatively much smaller, wi(AIC) = 0.252. Thus, it would be reasonable to select the quartic function as best representing the data. Given the correspondence between this response pattern and the frequency-based training condition, we suggest that this result provides further evidence in support of our frequency-based exposure model of the uncanny valley phenomenon.

DISCUSSION

The results of Experiment 2 further qualify those obtained in Experiment 1. Although categorical performance patterns were similar to those of Experiment 1, we observed an asymmetry in categorization accuracy. Specifically, accuracy was lower for boundary-adjacent stimuli in the unequal frequency response category that was defined by fewer exemplars near the boundary, relative to the response category with more exemplars near the boundary. This suggests that the frequency training had the intended effect on categorical performance. A similar asymmetry was also observed in affective responses. However, given that measures of response times and accuracy did not correlate with affective responses, it is clear that the asymmetry in categorical perception was not the only, or even the primary, determinant of the affective asymmetry. In line with the proposed frequency-based exposure model of the UVH, we suggest that these patterns have a common cause, but that they are due to separable processes. Namely, they are both rooted in the memory traces that are encoded into long-term memory, as a result of participants' exposure to stimuli. Importantly, whereas categorical perception is the result of categorical processes which draw upon these long-term memory stores in order to determine category membership, affective responses appear to be driven by separate sub-categorical processes used to assess familiarity.

Another finding of particular importance to assessing the claims of the UVH is that the affective response pattern was in closer correspondence to the function described by Mori (1970). Specifically, we observed a slope which indicated a preference for one of the categories, and a valley region of eeriness at an intermediate region in perceptual space which was biased toward the preferred category. The primary difference between this pattern and the function described by Mori (1970) consists of the depth of the valley, and also the local affective minimum at the extreme of the preferred category. Given the similarities, we believe this pattern would provide support for a strong interpretation of UCV. These findings suggest that when a dominant reference category defined by a smaller number of high frequency exemplars is located along the same continuum as a non-dominant contrasting category defined by a larger number of low frequency exemplars, that the reference category is associated with less negative affect. Not only does such a pattern conform to the mere exposure effect (Zajonc, 1968), but it also appears to be a reasonable generalization of the UVH proposed by Mori (1970). Thus, the critical finding of Experiment 2 is that although the pattern of responses observed in categorization performance and affective responses do not co-vary, within-category differences in exemplar frequency changed participants' affective responses. Frequency effects are thereby at least as important a determinant of the UCV as categorical perception. We consider the boarder implications of these findings below.

CONCLUDING REMARKS

In the present study, we obtained patterns across multiple dependent measures that are consistent with the UVH. Our use of affective and categorization responses further allows us to draw specific conclusions concerning the relationship between these processes, thereby establishing the phenomena of the uncanny valley as well as determining its specific properties. Our analyses of cognitive responses strongly suggests that participants perceived the stimuli categorically (Cheetham et al., 2011), as evidenced in participants' categorization responses. Our analyses of affective responses revealed patterns that were consistent with the UCV function proposed by Mori (1970), providing a weak correspondence in Experiment 1, and a strong correspondence in Experiment 2. Importantly, the lack of an association between categorical and affective responses strongly suggests that affective responses cannot be understood in terms of categorical perception. Rather, categorization responses conform to patterns that would be predicted by a category boundary in terms of categorical perception, whereas affective responses conform to patterns that would be predicted on the basis of prototype or exemplar-based models. Exemplar-based models further allow for the possibility that sub-categorical properties of the stimuli influence affective responses. Thus, in addition to providing support to the uncanny valley hypothesis, our results provide an important distinction that has not, to the best of our knowledge, been adequately made within the UCV literature. We discuss this in detail below.

UNCANNY CATEGORIES

Our observation that the uncanny valley is not solely the result of categorical perception stands in sharp contrast to recent accounts of the phenomenon (e.g., Burleigh et al., 2013; Yamada et al., 2013). In the categorization literature, there is still a lack of consensus about how category members are processed and stored. A pertinent distinction for the present discussion is whether an exemplar-based representation or a category boundary is used to classify stimuli. In contrast to early accounts that merely assumed that humans used definitions including necessary and sufficient conditions to classify stimuli, later accounts of categorization provided evidence that summary representations could play a critical role (Posner and Keele, 1968; Rosch and Mervis, 1975). A deficiency of these models, however, is that they fail to account for the retention of distributional properties of the stimuli (e.g., the distribution of all feline traits in domesticated cats) as well as particular instance (e.g., your pet cat). In the context of the present study, we cannot distinguish between category boundary and exemplar-based models of categorization performance. Difficulties in distinguishing between these models of categorization has been observed elsewhere when distributional properties have been manipulated experimentally (e.g., Stewart and Chater, 2002) as well as when these models are equated computationally (Ashby and Maddox, 1993). More specifically, difficulties in distinguishing these accounts on the basis of behavioral responses are likely a result of the general adaptability of participants to exemplar frequency in terms of category set size (e.g., Smith and Minda, 1998) and multiple learning systems (e.g., Nosofsky et al., 1994; Ashby et al., 1998). Our manipulation does, however, allow us to distinguish between alternative accounts of the UCV.

In the present study, we found strong evidence that supports the role of exemplar frequenies in determining affective responses. Unlike categorization responses wherein the category boundary was the primary determinant of performance, extrapolation items outside the initial training range were associated with greater negative affect relative to items within the training range. Such a finding is of considerable interest given that it goes against a number of well-established findings in the psychological literature. Specifically, end effects are observed when stimuli are presented along a stimulus continuum, and extreme items are identified more quickly and accurately then intermediate items (for a recent exemplar-based model, see Kent and Lamberts, 2005). Thus, when translated into the present study, we might imagine that negative affective responses should reach a minima in these regions. Similarly, these exemplars shared the smallest number of features with the contrasting category, meaning that there should be little feature mismatch. Our results indicate that a categorical perception model is inadequate in accounting for the results we obtained that support the UCV.

AFFECT AND INFORMATION PROCESSING

In contrast to categorical perception accounts of the UVH, the affective responses of our participants clearly demonstrate sensitivities to the distributional properties of categories that resulted from the manipulation of exemplar frequencies (see also, Förster et al., 2010; Gillebaart et al., 2012). Distinguishing between affective and cognitive processes should be of central importance to those interested in examining the UVH. Our results are unambiguous in differentiating between categorization performance and affective response with a sharp category boundary defining the former and graded, U-shaped (parabolic) functions defining the latter within each response category. These results might be unique to the present experimental design. A limitation of the present study is that we purposefully chose not to counterbalance the order of eeriness ratings and categorization responses. Our selection of this design followed from research that affective responses are typically produced faster than more effortful cognitive processing (Bless et al., 1990; Haidt, 2001) while decision-making appears to require that alternatives have affective valence (e.g., Damasio, 1994). A straightforward account of the present findings could be that the gradation in affective responses relative to the categorization responses was a consequence of the additional processing time resulting in activation of the category structure in long-term memory. We do not consider this an important concern as we wished to demonstrate that frequency-based information influenced responses and acted as a determinant of the uncanny valley. Moreover, in a meta-analysis of the mere exposure effect conducted by Bornstein (1989), delays in preference ratings were shown to increase effect size. Thus, the results of the present study might reflect smaller effect sizes than are possible.

Interesting parallels have been drawn between the UVH and the speech perception literature (Moore, 2012). Namely, an examination of identification functions generally reveals strong evidence for categorical perception whereas identification response time can demonstrate slight gradations in response around the category boundary (Pisoni and Tash, 1974). Pisoni and Tash (1974) suggested that stimuli first undergo acoustic processing followed by phonemic processing. Depending on the speed of responses and the rate at which stimuli are presented, listeners can detect acoustic differences although there is a strong bias for identification on the basis of native linguistic distinctions. Additional evidence is provided by studies that have used ratings of stimulus typicality relative to a particular response category wherein listeners produce highly graded responses (Miller and Volaitis, 1989). For instance, Schoenherr and Logan (Schoenherr et al., 2012; Schoenherr and Logan, 2013, 2014) have examined individuals' performance when learning non-native phonemes wherein they were provided with feedback to reorganize a native continuum. These adult listeners appeared to be subjectively aware of the native category structure while producing identification responses that were influenced by the acoustic properties. Thus, if we were to have switched the order of affective and categorization responses then we might have observed more graded responses in the categorization response function and less graded responses in the affective response function. It is critical to note that this approach does not assess whether the sub-categorical information that is used to inform such categorization responses is affective in nature. We take the UVH to necessitate the inclusion of affective responses.

Our study is not the first to consider the role of categorical perception in the UCV phenomenon (Cheetham et al., 2011, 2014; Yamada et al., 2013). Cheetham et al. (2011) has proposed that Mori's hypothesis be considered “in terms of the well-established psychological empirical-theoretical framework of category perception and learning,” and further stressed the importance of “careful definition of the category boundary” (pp. 11–12). They argued that doing so would be necessary to evaluate the potential role of categorization ambiguity in eliciting negative affect. The present study is consistent with these recommendations, and to the best of our knowledge it is the first to empirically investigate the UCV phenomenon using a category-learning paradigm.

In our study, we trained participants on stimuli belonging to non-human ontological categories to which they had little or no prior exposure. We designed our training regimen to approximate the differing levels of experience that participants would have with natural categories (e.g., human or non-human animal groups). In addition to finding evidence for categorical perception, including fitting the data with logistic functions, our analysis of affective responses demonstrated frequency effects that are not consistent with categorical perception. In a similar way to exemplar-based models that have been provided in speech perception literature to account for prototype effects (Lacerda, 1995) as well as the categorization literature more generally (Medin and Schaffer, 1978; Nosofsky, 1984), we suggest that the frequency of instances is a critical determinant of the UCV. This is consistent with accounts in the categorization literature that the frequency of training stimuli will determine the representation that is acquired by participants (e.g., Smith and Minda, 1998). Rather than seeing these results as contradictory, we suggest that sharper conceptual and methodological distinctions need to be made in terms of the contributions of affective and cognitive components. If the UCV is considered to be a product of a cognitive processes, then examinations of categorization responses are not sufficient.

The present study, as well as the current literature on the UVH, leaves open a crucial question asked by researchers studying cognition and affect: what is the causal relationship between affect and cognition? Presently, we proposed two models of the uncanny valley phenomenon. Whereas the categorical perception model assumes that categorical and affective responses are integrated at some level (Stage 3), the frequency-based exposure model assumes that they are separable (Stage 2 and Stage 3 produce different responses). Both models share in the assumption that responses are a function of stimulus comparisons with representations in long-term memory. This elementary distinction leaves open still further possibilities. Elsewhere in the affective processing literature, a number of hypotheses have been put forward which merit investigation (for a review, see Cacioppo and Gardner, 1999). Perhaps more notably, models of affect in information processing have suggested that the relationship is bi-directional, such that affect also has an influence on cognition (e.g., Bless et al., 1990; Slovic et al., 2002). In general, these models assume that affect influences the spontaneous adoption of an automatic or controlled processing strategy by signaling a benign or problematic situation (Schwarz, 2002, 2010; Schwarz and Clore, 2007). In these accounts, low-cost heuristics are relied upon when encounters are expected to go smoothly, but effortful processing is recruited when obstacles are expected. In context of the UCV phenomenon, this might suggest that uncanny stimuli increase the depth of cognitive processing. This claim is supported by studies that have an association between the amount of processing and negative affect (Bless et al., 1990). If this is the case, then we would expect to find differences in memory recall for items across an uncanny perceptual continuum, such that uncanny stimuli are more distinctive in memory (Hunt and Worthen, 2006). If studies of the UVH are to make meaningful, generalizable contributions to the literature of psychology, they must clarify how the perception of categories and affect are related. The present study represents a small step in that direction.
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FOOTNOTES

1. ^A secondary analysis of arcsine transformed data revealed the same pattern as the analysis of untransformed data.

2. ^A secondary analysis of arcsine transformed data revealed the same pattern as the analysis of untransformed data.

3. ^A secondary analysis of arcsine transformed data revealed the same pattern as the analysis of untransformed data.

4. ^A secondary analysis of this data was conducted using arcsine transformed proportion correct values. This analysis revealed a similar pattern as the analysis of untransformed data. A change from significant to marginally significant results were observed for the main effect of response category [F(1, 29) = 4.161, MSE = 0.058, p = 0.051, η2p = 0.125] and also for the interaction between response category and stimulus distance [F(6, 174) = 2.666, MSE = 0.093, p = 0.074, η2p = 0.084]. The differences between these analyses of transformed and untransformed data can likely be attributed to a reduction in observed power. Specifically, power for the main effect of response category was reduced from β = 0.538 to β = 0.505, and power for the interaction was reduced from β = 0.602 to β = 0.527.
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This study examines the range of gait patterns that are perceived as healthy and human-like with the goal of understanding how much asymmetry is allowable in a gait pattern before other people start to notice a gait impairment. Specifically, this study explores if certain abnormal walking patterns can be dismissed as unimpaired or not uncanny. Altering gait biomechanics is generally done in the fields of prosthetics and rehabilitation, however the perception of gait is often neglected. Although a certain gait can be functional, it may not be considered as normal by observers. On the other hand, an abnormally perceived gait may be more practical or necessary in some situations, such as limping after an injury or stroke and when wearing a prosthesis. This research will help to find the balance between the form and function of gait. Gait patterns are synthetically created using a passive dynamic walker (PDW) model that allows gait patterns to be systematically changed without the confounding influence from human sensorimotor feedback during walking. This standardized method allows the perception of specific changes in gait to be studied. The PDW model was used to produce walking patterns that showed a degree of abnormality in gait cadence, knee height, step length, and swing time created by changing the foot roll-over-shape, knee damping, knee location, and leg masses. The gait patterns were shown to participants who rated them according to separate scales of impairment and uncanniness. The results indicate that some pathological and asymmetric gait patterns are perceived as unimpaired and normal. Step time and step length asymmetries less than 5%, small knee location differences, and gait cadence changes of 25% do not result in a change in perception. The results also show that the parameters of a pathologically or uncanny perceived gait can be beneficially altered by increasing other independent parameters, in some sense masking the initial pathology.

Keywords: uncanny valley, gait perception, biped walking, passive dynamic walking, gait simulation, pathological gait, rehabilitation

1. INTRODUCTION

In order to systematically generate a variety of altered gait dynamics to be rated for impairment and uncanniness by participants, we are using one measured healthy gait (for comparison) and sets of simulated gait models that are mathematically derived. Simulated gait models allow for consistency and precision of the altered gait parameters. This systematic change allows for a controlled experiment on the perception of specific gait changes. By using a passive dynamic walker (PDW) computational model, we are able to specifically examine changes in perception that arise from deviations in gait speed, knee location, spatial and temporal symmetry, foot roll-over shapes, and knee damping.

A healthy human body with a human-like shape and movements is perceived as normal, healthy, and familiar. Also, an exaggerated caricature of a human body and its animated movements can be accepted as somewhat normal and familiar as we expect the caricature to be un-human-like. However, human-like objects, models, robots, or dolls often are designed to mimic normal human body parts, motions, or gestures that almost look normal, but cause an eerie feeling. This psychological reaction to the almost human-like is known as the uncanny valley (Jentsch, 1906; Freud, 1919; Mori, 1970; Eberle, 2012). The uncanny valley can sometimes be described as the perception of something that is familiar, yet incongruous, creating a repulsive effect.

Although the notion of the uncanny valley is widely known, the depths and edges of it are still fuzzy and open for study. It is not clear what changes from normal and human-like will cause one to perceive the altered motions with feelings of uneasiness. As shown in Figure 1, the initial proposal of the uncanny valley is defined as the descent of the plot between human likeness (horizontal axis) and our familiarity (vertical axis) (Mori, 1970).


[image: image]

FIGURE 1. The Uncanny Valley of still and moving objects. For still objects, as human likeness increases, so does the observer's familiarity up until a sudden decrease in familiarity into the uncanny valley where familiarity becomes abnormal, perceived with an uneasy or eerie feeling. Initially Mori (1970) proposed the uncanny valley for moving objects, however no study was found to reinforce the concept of the uncanny valley for moving objects. Recent studies with synthetic agents (Thompson et al., 2011; Piwek et al., 2014) show proof that moving objects tend not to fall into the uncanny valley but rather monotonically increase in familiarity with human likeness. The focus of the study presented here is on the right side that relates to what deviations from normal and human-like cause the perception to decrease.



This decent and the relationship between familiarity and human likeness was initially shown to vary to where moving human-like objects fall further into the uncanny valley than still objects. However, a recent study that examined the existence of the uncanny valley for still and moving human-like objects concluded that, opposed to static human-like characters, augmented human walking movements will not cause any dip in familiarity with increased human likeness. That is, the relationship between familiarity and human-likeness changes monotonically with augmented walking (Piwek et al., 2014). Furthermore, another study by Thompson et al. indicated similar results deducing that when human walking motion parameter changes (joint dis-articulation, jerk, and phase movement changes) are examined, the familiarity rating of a synthetic agent (augmented human motion computer graphic character) by human observers do not show the uncanny valley (Thompson et al., 2011). Although there are studies that verify the uncanny valley for human faces (Seyama and Nagayama, 2007; MacDorman et al., 2009), we were not able not find a clear study that proves the uncanny valley for human body motions. It is interesting to note that one study showed an improvement in familiarity with human likeness in faces with motion compared to still faces (McDonnell et al., 2012).

As we approach the familiarity vs. human-likeness function from the left (low human likeness), we encounter it with lifeless objects, models, and movements such as industrial robots, stuffed puppets, or humanoid robots. The left side of the valley is characterized by motions and attributes that we know not to be human, but have some characteristics that are humanlike. However, approaching this function from the right (high human likeness), that is, coming from the perception of a normal and healthy person, the body motions are highly realistic and match our expectation of how a normal and healthy human typically moves. The top-right side of the valley is populated by very human-like features and motions, however may show some traits that are not exactly normal or healthy. In this article we focus on the right side which is shaded in Figure 1. Specifically, we examine the perception of human walking motions and the limits to which gait will continue to be perceived as normal and human-like in the presence of abnormalities.

Our hypothesis is that gait can appear human-like even when it deviates from perfect temporal and spatial symmetry. Although there are distinct kinematic differences between walking in tennis shoes and high-heeled shoes (Hansen and Childress, 2004), both exhibit a healthy familiar human-like gait. Contrarily, walking with a badly sprained ankle is quickly noticed as a limping gait. Uncanniness emerges when a motion or appearance is close, but not exactly as expected, similar to the feelings that arise when one views individuals walking with a severe injury or disability (Lipson and Rogers, 2000; Henderson and Bryan, 2004). The focus of this study is on the motions that constitute the gait and how to reduce the perception that a gait pattern is abnormal. These results could guide physical therapists in their treatments and would benefit individuals with disabilities that affect gait by determining the gait patterns that minimize the perception that their gait is impaired. Appearance is a major concern for individuals with a disability (Bohannon et al., 1988, 1991). That is, an individual may have the functional ability to walk and it is important for them to be perceived as normal as possible.

2. BACKGROUND

2.1. HUMAN GAIT

To ensure understanding of the gait deviations described throughout this paper, we will provide a short background on normal and impaired gait patterns. Normal walking in healthy and unimpaired individuals is smooth and combines complex balancing, shock absorbing, and propelling dynamics along with central nervous system signals to generate efficient locomotion. In a healthy gait pattern, both legs move symmetrically and mirror all dynamics 180° out of phase. As opposed to running, individuals retain ground contact throughout the gait cycle (Perry, 2010; Whittle, 2012). The repeating gait cycle can be subdivided into two periods (stance and swing), eight phases (heel strike, loading response, mid stance, terminal stance, toe-off, initial swing, mid swing, and terminal swing), or three tasks (weight acceptance, single limb support, and limb swing) (Perry, 2010; Whittle, 2012). Some of these subdivisions of normal gait can be seen in Figure 2. The upper body, which includes head, neck, trunk, and arms, moves along as a unit and is considered the passenger unit to the locomotor system, which consists of the legs (Perry, 2010).


[image: image]

FIGURE 2. (Top) Phases of normal and healthy human walking. (Bottom) Passive dynamic walking computational model used in this study to generate various walking patterns.



Normal healthy walking is symmetric in left-right step length distance, leg swing time, internal joint forces, and external ground reaction forces. The concept of gait symmetry in able-bodied human beings is still an on-going debate (Sadeghi et al., 2000). While many studies exist that assume gait symmetry for the sake of simplicity in data collection analysis, other studies assume gait symmetries if no statistically significant differences are noted on parameters (kinematics or kinetics) measured between limbs. Most able-bodied individuals inherently have some small and unnoticeable spatial and temporal gait asymmetries due to limb dominance or frequent and demanding movements such as in sports (Sadeghi et al., 2000).

An important aspect of gait is the roll-over shape (ROS) that the foot effectively follows when completing the stance phase during the gait cycle. ROSs of a healthy person during stance phase is presented in Figure 3. ROS have enormous effects on gait kinematics, kinetics, and balance (Menant et al., 2009), and ROS are important in prosthetic design (Hansen et al., 2000; Curtze et al., 2009; Hansen and Wang, 2010). The forces exerted on a foot or by a prosthetic leg onto an individual can be manipulated if the ROS is modified properly (Rietman et al., 2002).
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FIGURE 3. (A) A person's foot rolling over the path of its roll-over shape (ROS). (B) A point contact rolling over its roll-over shape. (C) This study's passive dynamic walker foot rolling over its roll-over shape.



Gait pathology can come in various forms such as deformity, muscle weakness, sensory loss, pain, and impaired motor control caused by disease, injury, or genetic birth traits (Perry, 2010). Such gait pathologies can cause mild or severe gait dynamics or ROS deviations, which may or may not be easily recognizable by other individuals. Deviations from normal walking is often accompanied by compensatory leg dynamics, which may be damaging to other parts of the body. For instance, a person wearing a leg prosthetic which is geometrically identical to the opposite healthy limb, may exhibit recognizable compensatory dynamics such as asymmetric step length, swing time, internal force, or foot ROS asymmetries (Schmalz et al., 2002; Rabufetti et al., 2005; Curtze et al., 2009). ROS for healthy humans can be approximated to be of constant radius and one-third the length of the leg (McGeer, 1990; Adamczyk et al., 2006).

2.2. PERCEPTION OF GAIT

Humans are very effective at recognizing other humans and the complex motions exerted by other humans (Kozlowski and Cutting, 1977; Loula et al., 2005). While this perception has been generally studied (Blake and Shiffrar, 2007), the creating of the gait perception stimuli has varied. By walking on an asymmetric split-belt treadmill, it has also been shown that humans are able to recognize gait asymmetry in their own gait when walking asymmetry exceeded a specific threshold (Lauzière et al., 2014). The gait parameter that corresponded the most with belt speed asymmetry was found to be stance time.

While other forms of methods to recreate human motion for perception analysis has been studied in the past such as PL animation of biological motion (Lee et al., 2002), motion capture (Knoblich and Flach, 2001), or morphing of bipedal locomotion movements (Giese and Lappe, 2002), no study exists that uses a purely dynamics model to evaluate the perception of human gait by systematically altering such a dynamics gait model. This study aims to use a modeled biped model as a perception stimuli by systematically altering the model's dynamics by manipulating its parameters.

2.3. UNCANNY VALLEY AND PATHOLOGICAL GAIT

Humans are keenly aware of walking motions that are close, but not exactly the same as a human makes. To other human observers, a normal healthy gait does not draw any attention and is usually dismissed as ordinary. However, as normal and healthy walking becomes unhealthy or impaired, it starts to raise attention and sometimes uneasy feelings, hence sometimes raising uncanny (eerie) feelings toward the gait mechanics. At an extreme end, this uncanny feeling can be provoked when observing the gait of extremely walking-impaired individuals suffering from neurological movement disorders such as athetoid cerebral palsy or dystonia, resulting in involuntary muscle contractions, repetitive movements, or abnormal postures. However, even smaller alterations from normal healthy gait may be easily recognizable and viewed as abnormal or unfamiliar. Pathological human gait, such as a slightly limping leg or sprained ankle, can be viewed as human-like and normal, yet the impairment will be quickly identified.

In healthy humans, the two sides of the body are mostly symmetric with regards to mass and strength; thus, it makes biomechanical sense to have both knees at the same location. However, when wearing a transfemoral prosthesis, the mass and strength of the two legs are no longer equal and the biomechanical reasons to keep the same prosthetic knee location no longer exist. Moving the knee location adds a degree of freedom in the prosthesis design process that allows the gait dynamics to be adjusted to a desired gait pattern (Sushko et al., 2012). However, changing the knee location depends on the answer to an essential question for this study: what amount of knee location asymmetry can be considered normal or human-like? Note that we are only concerned with the bio-mechanical movements of leg limbs and how these movements are perceived in this study. We are not investigating the effects of limb thickness or texture perception, such as wearing a Flex-Foot Cheetah prosthetic blade foot (Grabowski et al., 2010).

2.4. UNCANNY VALLEY AND ARTIFICIAL GAIT

Toyota's ASIMO (Sakagami et al., 2002) and Aldebaran Robotics's NAO (Anderson et al., 2011) robots are statically stable robots that are able to simulate a slow and careful walking pattern while always keeping their center of gravity above their support base. Humans can walk this way, but rarely do. Such statically stable robotic gait is only partially perceived as human-like and can come off as stiff, “robotic,” and sometimes uncanny. While more proficient in its gait, Boston Dynamics's PetMan (Raibert, 2010) is an anthropomorphically correct biped able to mimic gait very similar to humans. PetMan is able to skillfully navigate across obstacles such as stairs and withstand moderate perturbations during gait. Nonetheless, its more realistic motions invoke an unhuman-like perception of its movements. These humanoid robots are perceived to be on the left side of the uncanny valley and so are of little direct interest to our study and hypothesis about the right side of the valley.

On the other hand, dynamically stable walking robots such as a passive dynamic walker (PDW), exhibit a more fluent and human-like gait. A PDW is a biped walking robot that walks down a decline with gravitational energy as its only source of power and with no active feedback (McGeer, 1990). PDW gait is shown to be kinematically and kinetically similar to human gait (Adamczyk et al., 2006; Kuo, 2007; Handžić and Reed, 2013a,b. While PDWs can be used to recreate and analyze normal and pathological human walking patterns, they can also be utilized to study the effects on gait caused by manipulating swinging limb parameters such as leg lengths, leg masses, joint stiffness, or ROS (Honeycutt et al., 2011).

3. MATERIALS AND METHODS

3.1. PASSIVE DYNAMIC WALKING GAIT

This study employed a PDW computational model because the PDW model is repeatable, precise, and can be systematically altered in order to implement altered gait patterns. This consistency allows the controlled variation of desired parameters (i.e., step length, limb mass, joint stiffness, ROS etc.) without the inconsistency of human sensorimotor control under the same walking conditions.

The PDW model is a two dimensional nine-mass multi-pendulum system with constant-radius-shaped feet. That is, it represents an anthropomorphically correct walking human from the waist down and viewed from a two dimensional sagital plane. PDW masses are represented as one hip mass and two masses per each thigh and shank. The PDW model also rolls over a constant radius roll-over shape just as a walking human would (Figure 3C). Just as in human gait, the PDW legs progress through two distinct phases, stance and swing, as it advances down a decline as seen in Figure 2. During a step and before knee lock, the PDW is modeled as an inverted triple pendulum as the shank swings forward, after which it turns into an inverted double pendulum. The kinematics of our PDW can be derived with the Lagrangian formulation, while the knee lock and heel strike collision events can be described with conservation of angular momentum. The mathematical modeling for our PDW with point feet can be reviewed in McGeer (1990), Chen (2005), and Honeycutt et al. (2011). Although, the PDW can walk down a greater decline, our model walks down a slope of 3.5° for all gait variations presented in this study. We specified the PDW model height, thigh length, and shank length, mass and mass distribution according to widely surveyed anthropomorphic body segment data (Drillis et al., 1964). The roll-over shape for normal walking was taken to be one-third leg length as found in Adamczyk et al. (2006). All PDW deviations presented in this study were stable for at least fifty steps.

3.2. MEASURED NORMAL GAIT

In addition to the systematically altered gait patterns derived from the PDW modeled gait, one gait pattern was collected from a healthy individual walking at a comfortable speed over level ground. The individual was 28 years of age, 93 kg (205 lb), and was 1.85 m (6 ft 1 in) tall. The individual walked barefoot on a stationary treadmill at 0.8 m/s. The treadmill and the motion tracker system are part of the Computer Assisted Rehabilitation Environment (CAREN) system. The gait was recorded using a VICON® motion capture system with ten Bonita B10 cameras set to record at 100 Hertz. Reflective markers (14 mm in diameter) were placed on both left and right hip (anterior superior iliac spine), knee joint, ankle joint, and big toe (phalanges). The individual walked for ten strides at steady state and an average of those motions was used as the comparison video. The individual whose gait was recorded signed a University of South Florida Institutional Review Board (IRB) consent form before volunteering to be analyzed for this study.

3.3. PASSIVE DYNAMIC WALKING ANIMATION VIDEOS

Because this study predominantly focuses on normal and abnormal human walking motions, the PDW model closely depicts the aesthetics of a person walking when viewed from the side (silhouette). This helps to increase the participant's familiarity and human likeness of the presented walking models. The animation silhouette was closely depicted to mimic human muscles, joints, knees, and feet by considering waist, mid-thigh, and max calf circumference as outlined by the United States Department of Health and Human Services Health Statistics Report (McDowell et al., 2008). This aesthetic transformation of our PDW model can be seen in Figure 4. Note that the focus of this study is on the motions of the gait and not the static appearance of the legs. Although the PDW walks down a decline, it was rotated to look as if it is walking on level ground. Feet were animated by interpolating the foot angle trajectory of the actual recorded normal gait and fitting it onto the computational dynamics of the PDW model since the PDW model does not simulate feet.
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FIGURE 4. The human lower limb model presented to participants was modeled with a PDW to move naturally while being carefully depicted to look like normal human limbs.



While previous uncanny valley studies that analyzed body motions used computer generated animations controlled by deteriorated and augmented human body motions (Piwek et al., 2014; Thompson et al., 2011), the gait motions in this study are based on computational dynamics allowing systematic and precise augmentation or leg kinematics.

Various PDW walking parameters were computationally and systematically varied to deliberately deviate from familiar and human-like (normal) gait to explore the perception of impairment and uncanniness of human gait. Although the PDW computational model can simulate many parameters with any parameter resolution, that would yield many videos to be judged by participants, which would result in a prolonged experiment per participant. Table 1 shows the different parameter categories chosen for this study that were presented to the participants. All PDW leg variations were applied to the leg closest to the observer (i.e., darker, right). Note that Equation (1) is used to define percent asymmetry between two parameters. Equation (1) is used to define percent asymmetry for all parameters. The negative values in Table 1 for knee height refer to a decrease in knee location and the negative values in gait cadence refer to a slower speed.
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Table 1. Five PDW parameter categories were studied.
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3.4. GAIT VIDEOS

The following videos were presented to participants. Participants judged all videos on the the basis of two separate metrics: impairment and uncanniness.

3.4.1. Measured normal gait

This gait pattern was recorded from a healthy individual who had no asymmetries or abnormalities. The recorded gait cadence was measured at 80 steps/min. This video was included to compare the perception of the PDW modeled normal gait to a human gait. Note that the measured normal gait from this human participant has an approximately 25% slower cadence than the modeled normal gait. This difference highlights the benefit of the PDW model for allowing a systematic alteration of the gait patterns; we cannot impose a specific change in a human, but can in the PDW modeled system.

3.4.2. PDW modeled normal gait

The normal PDW modeled walking pattern was perfectly symmetric between left and right sides. This normal gait walking cadence was matched to that of a healthy adult walking cadence at 110 steps/min (Perry, 2010). This video was shown as a baseline and for comparison to a recorded walking pattern from a healthy human participant. This video was also used as the stimulus (base) for comparison in each category.

3.4.3. Category 1: Gait cadence

Gait cadence may affect the observer's perception of the gait, so four different videos of the PDW modeled normal gait at four different speeds were included in the study (two slower and two faster) (−50, −25, +25, and +50%).

3.4.4. Category 2: Knee height

As previously reviewed in the background section, prosthetic knee location (knee height) may be altered in order to gain spatial, temporal, kinetic symmetry, or comfort while walking. These alterations aim to determine how much deviation in knee height symmetry is noticeable and perceived as uncanny. As listed in Table 1, we present three videos where the walking model has a knee asymmetry with one knee raised and three videos that show the walking model with knee asymmetry by lowering one knee. All models in this category have symmetric step lengths and swing times. Because the knee is displaced very close to the hip, the video with +83% knee height shows no knee, as seen in Figure 5, but is present in the other videos. Knee heights are not evenly distributed from symmetric knee position because equal changes above and below the knee did not yield a stable PDW.
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FIGURE 5. Some of the passive dynamic walker models that were presented to participants. All videos are included in the Supplementary Material.



3.4.5. Category 3: Spatial and temporal asymmetry

In this video set, our intent is to examine if spatial and temporal asymmetries such as caused by limping, partial leg paralysis (hemiplegia), or a leg prosthesis will be noticeable, that is, viewed as abnormal or uncanny. In two videos, step length is held symmetric while swing time asymmetry is created (LsTa), in two videos swing time is held symmetric while step length asymmetry is created (LaTs), and in another two videos equal amounts of step length and swing time asymmetries were created (LaTa).

3.4.6. Category 4: ROS asymmetry

Walking impairment and some prosthetics can cause asymmetries in foot roll-over shape (ROS). We included three different walking patterns with asymmetric ROS foot curves. At no ROS asymmetry, both ROS are 0.333 m (1.09 feet) in radius, whereas at 100% ROS asymmetry the left ROS is 0.333 m (1.09 feet) while the right ROS is 0.111 m (0.36 feet).

3.4.7. Category 5: Knee damping with asymmetric shank mass

Four videos are included that model damping in the right knee, which simulates a stroke gait. To compensate for the damping, four different PDW shank masses were tested. The intent was to examine if a damped (i.e., impaired, injured, damaged) knee is recognizable or abnormal. If asymmetry with a damped knee is recognizable, is it possible to remove the uncanny effect by altering the impaired gait? We attempt to alter the damped gait by imposing a shank mass asymmetry. The kinematic effects on spatial and temporal gait asymmetry can be viewed in Figure 6. Four videos were recorded at 0, 40, 100, and 118% shank mass asymmetry. The knee damping was chosen to be 0.275 Newton-radians, which was the highest knee damping value that allowed a stable gait pattern in the PDW.
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FIGURE 6. As the right knee was damped with 0.275 Newton-radians the shank asymmetry was increased from 0 to 120%. The step length and swing time asymmetries are on opposite legs.



3.5. EXPERIMENTAL SETUP AND PROTOCOL

Data collection was completed using a custom internet website. This straightforward website presents one gait video (Section 3.4) at a time, while users are able to rate the shown videos on the gait's impairment and uncanniness. The website cycles through all 25 gait videos that are shown in Table 1 in a random order. The 25 videos consist of the recorded and PDW modeled normal walking pattern, and the 23 videos of altered gait patterns using the PDW described in Table 1.

While watching each walking video, participants answered two questions which were presented on the screen simultaneously, each on a 7-point Likert scale (Likert, 1932) for that video. The first question asked the participants to discretely rate the video on the impairment of the gait, asking “How normal and unimpaired does this gait appear?”. That is, participants were asked to judge the presented videos with seven options ranging from “Normal” to “Very abnormal or impaired,” with “A little abnormal or impaired” at the halfway point. Similarly, the second question asked the participants to rate the shown video on the uncanniness of the gait, reading “How eerie or uncanny does this gait appear?”. The participants were given as much time as they wanted to evaluate each video which cycled from beginning to end indefinitely. The duration of all the videos was roughly thirty seconds long, however slightly varied in length depending on gait speed.

The participants are asked to perform at least 25 video ratings, however some participants completed as many as 144 video ratings with a median of 70 video ratings. A total of 1582 video ratings were submitted by 42 participants, however, to improve consistency, only participants that rated 4 or more gait videos were considered, which yielded 33 valid participants. Furthermore, if a video was rated twice by a participant, only the first perception score was included, reducing a potential bias from individuals that rated a video multiple times. Each video was rated a minimum of 26 times with a median of 61 video ratings per gait video. All of the videos shown to the participants are included as Supplementary Material.

The web page includes simple instructions and a clear link to an approved minimal risk University of South Florida Institutional Review Board (IRB) consent form with a waiver of documentation of consent.

3.6. STATISTICAL ANALYSIS AND EVALUATION

Participants rated walking videos on a symmetric 7-point Likert scale. Because independent participants evaluate the walking videos and the ranked quantitative responses hold true throughout the Likert scale range, we assume a continuous linearity between Likert scale points and treat the acquired data as ordinal interval-level. A Chi-square goodness-of-fit test revealed that the comprehensive data does not follow a normal distribution [χ2(6, N = 33) = 844, p < 0.001]. Data within each category was also found not to follow a normal distribution, where the statistics of each video category Chi-squared will be included in the following results section. Because the data for each category of videos does not follow a normal distribution, we use a Kruskal-Wallis one-way analysis of variance non-parametric test to verify whether video ratings within each category of videos originated from the same distribution (i.e., are they statistically significantly the same). A Kruskal-Wallis one-way analysis of variance by ranks test (a.k.a. Kruskal-Wallis H test or Dunn's test) is a rank-based nonparametric multiple comparison test. This post-hoc test is used to determine if there are statistically significant differences between two or more videos in each video category rated on the 7-point Likert scale.

The base/control gait perception rating for this experiment is the measured normal walking pattern. Before we are able to asses judgment on the impairment and uncanniness of all the videos, we first set out to compare our PDW modeled normal gait to the measured gait and determine if participants viewed our modeled walking pattern as being as normal as the recorded gait. To evaluate the statistical significance between the recorded and normal walking video, we apply a Wilcoxon rank-sum test used for nonparametric testing of the null hypothesis that the two compared populations stem from the same population. This test will be used to evaluate how close to the actual recorded normal gait the PDW modeled normal gait is.

4. RESULTS

4.1. PERCEPTION OF IMPAIRMENT

In this section, The perception of all 25 gaits in terms of gait impairments was analyzed, that is, participants' perception of the gaits' pathological nature. The results of each category are shown in Figure 7. All videos in each category were compared to normal gait, that is, comparison statistics included PDW modeled gait perception results for each category.
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FIGURE 7. Extended box and whiskers notch plots show participant's responses to videos in each category in response to the question: “How normal and unimpaired does this gait appear?”.



4.1.1. Normal gait

A Wilcoxon rank-sum test was used to evaluate the difference in the responses of our 7-Likert scale question on gait impairment. We found a non-significant effect between the two data sets, thus no statistically significant difference was found. The mean ranks of the recorded and modeled gait data sets were 142 and 162, respectively; Z = 1.12, p > 0.05. The number of collected ratings for the recorded and PDW modeled gait pattern was n1 = 26 and n2 = 294, respectively. The medians of the recorded and modeled data were both 6 as seen in Figure 7.

4.1.2. Category 1: Gait cadence

Chi-squared goodness of fit analysis for this category revealed that the data did not follow a normal distribution [χ2(6, N = 33) = 400, p < 0.001]. Nonparametric Kruskal-Wallis one-way analysis of Variances showed statistically significant difference between the perceived abnormality due to impairment of different gait cadence [H(4, 466) = 24.4, p < 0.001]. Post hoc analysis showed that participants were able to spot that there was something abnormal and altered between the modeled normal walking pattern and a gait that is 50 and 50% faster. However, participants were not able to statistically significantly distinguish the normal from gaits slowed down 25% and sped up 25% within this category.

4.1.3. Category 2: Knee height

Data sets in this category were found to not follow a normal distribution [χ2(6, N = 33) = 317, p < 0.001]. A statistically significant difference was detected [H(6, 686) = 327.6, p < 0.001]. Participants perceived all presented knee location changes as statistically significantly different compared to the normal gait. Participants evaluated knee heights of +83, +57, −40, and −61% as noticeably and highly abnormal or impaired, measuring their median, averages, and confidence intervals below neutral (4). Knee heights of +22 and −26% were only perceived as moderately impaired, which indicates that some knee height asymmetry with spatial and temporal gait symmetry could be dismissed as somewhat normal by observers. Participants were slightly more consistent in rating a low knee height as abnormal compared to higher knee locations (based on the confidence interval range).

4.1.4. Category 3: Spatial and temporal asymmetry

Data sets in this category were found to not follow a normal distribution [χ2(6, N = 33) = 397, p < 0.001]. A statistically significant difference was found within this category group [H(6, 689) = 146, p < 0.001]. Post-hoc analysis revealed both step length (L) and swing time (T) left-right asymmetries produced statistically significant differences compared to normal gait when a 13% asymmetry was imposed, however at 5% asymmetry the gait was not perceived as impaired. That is, participants did not see small independent changes in swing time and step length as impaired. The gait was perceived as recognizably impaired at 13% step length asymmetry (LaTs) (mean rank = 238), while being perceived as yet more impaired at 13% swing time asymmetry (LsTa) (mean rank = 193). However, the difference in impairment perception between these two videos was not statistically significantly different (Wilcoxon Z = 0.55, p = 0.58).

4.1.5. Category 4: ROS asymmetry

The data sets in this category did not follow a normal distribution [χ2(6, N = 33) = 342, p < 0.001], while a statistically significant difference among videos in this category was found [H(3, 401) = 68, p < 0.001]. Post hoc analysis showed participants perceived all videos in this category with a statistically significant difference compared to the normal gait. Walking videos with 29, 66, and 100% ROS asymmetry were perceived as minimally (mean rank = 160), moderately (mean rank = 127), and highly impaired (mean rank = 102), respectively.

4.1.6. Category 5: Knee damping with asymmetric shank mass

The data sets in this category did not follow a normal distribution [χ2(6, N = 33) = 262, p < 0.001], while a statistically significant difference among videos in this category was found [H(4, 462) = 89, p < 0.001]. Participants perceived all but one (40%) shank asymmetry with knee damping videos in this category with a statistically significant difference compared to the normal gait, seen in Figure 6. Although the 40 and 100% shank mass asymmetry had similar temporal asymmetries, 9.2 and 13%, receptively, only the 100% shank asymmetry was perceived as significantly different from normal gait. However, this may be caused by the spatial asymmetry in gait, which was 12 and 0% for the two videos respectively. Once the temporal asymmetry increased to 24% with a 4.5% spatial asymmetry, the perception of impairment was at its maximum.

4.2. PERCEPTION OF UNCANNINESS

Here the results of participants' perception of 25 gaits in terms of how uncanny (eerie or strange) the gaits appear are presented. The results for this second metric for each category are shown in Figure 8.
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FIGURE 8. Extended box and whiskers notch plots show participant's responses to videos in each category in response to the question: “How eerie or uncanny does this gait appear?”.



4.2.1. Normal gait

As with the impaired perception metric, we initially compare a measured and PDW modeled normal walking pattern. Wilcoxon rank-sum test yielded a non-significant effect between the two data sets, thus no statistically significant difference was found. The mean ranks of the recorded and modeled gait data sets were 142 and 162, respectively; Z = 1.10, p > 0.05. The number of collected ratings for the recorded and PDW modeled gait pattern was n1 = 26 and n2 = 294, respectively. The perception rating medians of the uncanniness of the recorded gait was 6, while the median rating for the modeled normal video was also 6.

4.2.2. Category 1: Gait cadence

The participant rating data did not follow a normal distribution [χ2(6, N = 33) = 214, p < 0.001]. We found a statistically significant difference between the perceived abnormality due to impairment of different gait cadence [H(4, 466) = 47, p < 0.001]. Participants found something more uncanny about the gait that was 50% slower and 50% faster, however median Likert score for both these altered gaits was 5 and 5.5, respectively. This shows that participants saw a slight uncanniness compared to the normal modeled walking pattern, but could not definitely say that it was uncanny. Participants were not able to statistically significantly distinguish the normal from gaits slowed down 25% and sped up 25% within this category.

4.2.3. Category 2: Knee height

Data sets in this category were found to not follow a normal distribution [χ2(6, N = 33) = 317, p < 0.001]. Among them a statistically significant difference was detected [H(6, 686) = 327.6, p < 0.001]. Participants perceived all presented knee location changes as statistically significantly different compared to the normal gait. In other words, individuals rated all deviations from normal gait as uncanny to some degree.

Participants evaluated knee heights of +83, +57, −40, and −61% as noticeably uncanny, measuring their median, averages, and confidence intervals below the neutral score of 4, however knee heights of +22 and −26% were only perceived as moderately impaired and below a neutral uncanny perception. These results are very similar to the previously discussed impairment ratings with the exception of knee height asymmetry of +57 and −40% which was rated a 3 instead of a 2.

4.2.4. Category 3: Spatial and temporal asymmetry

Data sets in this category were found to not follow a normal distribution [χ2(6, N = 33) = 329, p < 0.001]. A statistically significant difference was found within this category group [H(6, 689) = 135, p < 0.001]. As opposed to the impairment ratings, uncanny ratings were consistently lower, however the same trends persisted. Both step length (L) and swing time (T) left-right asymmetries produced statistically significant differences in uncanniness compared to normal gait when a 13% asymmetry was imposed, however at 5% asymmetry the gait was not perceived as impaired. That is, participants did not see small independent changes in swing time and step length as uncanny, while larger temporal and spatial asymmetries each at 13% were perceived as recognizably more more uncanny at medium ranks at 4 and 5, respectively.

4.2.5. Category 4: ROS asymmetry

With all the previous groups, the collected ratings for this category was a normal distribution [χ2(6, N = 33) = 321, p < 0.001], while a statistically significant difference among videos in this category was found [H(3, 401) = 66, p < 0.001]. As with the gait impairment perception, post hoc analysis showed participants perceived all videos in this category with a statistically significant difference compared to the normal gait. Walking videos with 29, 66, and 100% ROS asymmetry were perceived as minimally (mean rank = 163), moderately (mean rank = 132), and highly impaired (mean rank = 100), respectively.

4.2.6. Category 5: Knee damping with asymmetric shank mass

Again, the data sets in this category did not follow a normal distribution [χ2(6, N = 33) = 375, p < 0.001], while a statistically significant difference among videos in this category was found [H(4, 462) = 55, p < 0.001]. Participants perceived all but two (0 and 40%) shank asymmetry with knee damping videos in this category with a statistically significant difference compared to the normal gait. As seen in Figure 6, the same trends arise as in the impairment rating results, with the exception that 0% shank mass asymmetry with knee damping was not significantly different then a normal walking pattern.

5. DISCUSSION

Statistically, participants were shown not to be able to effectively differentiate between a recorded healthy human gait and a modeled PDW walking pattern in terms of impairment and uncanniness. Hence, it was viable to compare a modeled PDW gait to further walking models that have been systematically altered. This also suggests that there are significant visual characteristics of PDW gaits that are similar to human gaits as is expected since the kinematics are similar (Donelan et al., 2002; Handžić and Reed 2013b). Although the trend was similar to impairment ratings, uncanny rating confidence intervals were generally shifted slightly toward normal perception.

Trends of the perception on gait impairment is similar to the perception on gait uncanniness, however the uncanny perception seems generally slightly and consistently closer to normal PDW gait than the impairment perception of the same walking pattern. This means that the participants consistently recognized abnormal gaits as pathological, but did not feel an equally strong uncanny or eerie feeling while watching the gait. Thus, we believe most of the perceptions in this study are along the top-right portion of the human-likeness/familiarity shown in Figure 1.

The combined results of this study confirms the conclusions drawn by Thompson et al. (2011) and Piwek et al. (2014), which strengthen the counterclaims against an uncanny valley for computer generated synthetic human body motions. Similar to their results, we were only able to find monotonically decreasing familiarity with heightened abnormality. However, we can only speculate about why. Our abnormality (stimuli) resolution could have been too low to find a valley dip. In addition, the amplitude of the imposed abnormality may not have been substantial enough to map it onto the most right side of the uncanny valley. Furthermore, our study only focused on the lower extremity kinematics, hence in the light of this focus and previous studies, the effects of the uncanny valley may be minimal or even nonexistent.

Normal gait with a gait cadence increased or decreased by 50% was noticed as slightly more impaired and uncanny when compared to a normal gait cadence. This may indicate that when seeing someone walking hastily or abnormally slow, it can be interpreted as out of the ordinary and draws attention, signaling that some impairment or abnormalities are present. Although both the impairment and uncanniness of these videos were significantly different than the normal walking pattern, participants' medium rating hovered between 5 and 6, that is, neutral to very unimpaired/uncanny. Such a reaction may draw some attention from observers, however would generally not be considered abnormal.

A inverse “V” pattern shows the increase of participants' gait impairment and uncanniness perception with knee height asymmetry, with a focal area between +10 and −20% knee height change. These results imply that given step length and step time symmetry, some knee height asymmetry can be unrecognizable or even perceived as normal. As opposed to the other categories, alteration of knee height symmetry provoked the highest participant impairment or uncanny ratings. It is shown that the higher the knee location is moved from its symmetric position, the more the gait is perceived as impaired or even uncanny. These results also suggest that a prosthetic design with a lowered knee location for functional improvement (Sushko et al., 2012; Ramakrishnan, 2014) may be unnoticeable to some extent. It should be noted that the experiment did not examine if or how clothing and wearing loose-fitting clothes would help to hide the effect of a prosthetic with a knee location in a different location, but these effects are likely to mask the knee location.

Separately, 5 and 5% LaTs did not produce a perception of impairment or uncanniness with participants, inherently suggesting that some gait asymmetry is not noticeable by observers and it should be noted that healthy individuals are known to have some asymmetric gait parameters (Sadeghi et al., 2000). For example, for observers to consistently not notice gait asymmetry such as a limb caused by a prosthetic or injury, one can walk with a 5% spatial or temporal asymmetry. However, it is interesting to note that 5% simultaneously in both measures produces a moderate perception of abnormality but with the confidence interval below the neutral perception rating. It may be concluded that compounding these asymmetries may cause greater perceptions in abnormality, however this seems not to be the case for 13% LaTa. The 13% LaTa was rated similar to the 13% LaTs, while 13% LsTa was rated more impaired and uncanny than 13% LaTa. A further study using more combinations of these asymmetric gait measures would help to understand the perceptual interactions with gait asymmetry more fully.

Although more ROS asymmetries would clarify a trend, it can be concluded that with all factors symmetric, a ROS asymmetry below around 35% can pass as minimally impaired or uncanny by observers. The trend implies that a ROS asymmetry below 15% may not be distinguishable from a normal and healthy gait. This is not surprising since ROS have enormous effects on gait kinematics, kinetics, and balance (Menant et al., 2009). ROS are important in prosthetic design (Hansen et al., 2000; Curtze et al., 2009) and for reducing forces on the user's stump (Rietman et al., 2002). Specially-designed shoe soles can also benefit individuals with cerebral palsy, Parkinsons, and stroke (Rodriguez and Aruin, 2002).

Category 5 results imply that if a person suffering from an impairment causing damping in a knee (injury, neurological, etc.), that person could be seen as impaired or even slightly uncanny. However, imposing an accompanying asymmetry, such as adding an asymmetric mass distribution, can potentially alleviate the perception of impairment or uncanniness. In other words, as one gait asymmetry is imposed that causes gait perception of impairment and uncanniness, a second gait asymmetry may be applied to some degree to negate these perceptions. This combination of asymmetries could lead to gait patterns that balance the perceptual and dynamic aspects of gait.

Results from Category 5 agree with the conclusions drawn from Category 3 since, looking at Figure 6, it can be concluded that the swing time asymmetry has a greater effect on participants noticing the abnormality than step length asymmetry. Although a person may step with symmetric step distances, the difference in limb swing time is far more noticeable to observers as shown with gait of Category 5 100% shank mass asymmetry and Category 3 13% LsTa. It is interesting to note that these results are comparable to Lauzière et al. (2014) who looked into the perception of ones own gait asymmetry (internal), which concluded that the parameter that corresponded the most with belt speed asymmetry was found to be stance time.

This normalizing of the perception of joint damping can also potentially be achieved by altering other gait parameters such as having a foot roll-over shape or knee height asymmetry, however, this is still open for future studies.

6. CONCLUSIONS AND FUTURE WORK

In this study we outlined the boundaries of perceived gait impairment and uncanniness of some pathological or altered gait patterns including moved knee height and asymmetric foot roll-over shape radii. Despite a selected number of gait alteration parameters, we were able to explore the perception of pathological or uncanny gait. Generally, perception rating trends were the same between impaired and uncanny ratings, however the uncanny rating was consistently more normal. This similarity in trends may suggest a coupling between the perception of impairment and the uncanny. Although we have shown that altering human gait parameters alters the perception of normal and healthy walking to observers, further investigation with different types of gait pathologies and a greater resolution of abnormalities in walking patterns for each category is needed.

We conclude that there clearly is a gray and undefined area in human perception in gait, where human gait may be abnormal while being perceived as unimpaired or uncanny. The gait abnormalities that we analyzed were gait cadence, knee height asymmetry, spatial and temporal walking asymmetries, and foot roll-over shape asymmetry. We also examined the perception of gait by changing two independent gait parameters, specifically asymmetric knee stiffness and shank mass asymmetry. This multi-parameter analysis clearly showed that it is possible to alter the perception of a gait impairment by manipulating different gait parameters. These results are promising and such a multi-parameter manipulation technique may be useful in the field of prosthetic or hemiplegic gait analysis and rehabilitation, in that a noticeable gait asymmetry could be hidden by imposing and altering other gait parameters. Although promising, further investigation of a more clear relationship between manipulating multiple gait parameters and the effect on gait perception is still to be researched.

Future work on this study includes a larger scale public video rating system such as the one presented in this study, however with more videos covering a larger range of parameters such as further variation of knee location with a finer abnormality amplitude resolution. Although, we have moved one knee location to an asymmetric position, it would be interesting to examine if moving both knees equal distances provoke the same reactions in participants. These videos may also include studying the effects of altered limb thickness, texture, or limb form. We believe that the results of this and further investigations of what is considered normal human gait can help researchers, designers, and developers of gait modification devices, such as prosthetics or joint braces, create functionally better and more socially accepted devices. In this study we were only considering deviation of walking cadence and various parameter asymmetries, however further quantitative and qualitative investigation in the perception of the way the limbs move, that is, the limb angle trajectories (position, velocity, etc.).
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The Uncanny valley hypothesis, which tells us that almost-human characteristics in a robot or a device could cause uneasiness in human observers, is an important research theme in the Human Robot Interaction (HRI) field. Yet, that phenomenon is still not well-understood. Many have investigated the external design of humanoid robot faces and bodies but only a few studies have focused on the influence of robot movements on our perception and feelings of the Uncanny valley. Moreover, no research has investigated the possible relation between our uneasiness feeling and whether or not we would accept robots having a job in an office, a hospital or elsewhere. To better understand the Uncanny valley, we explore several factors which might have an influence on our perception of robots, be it related to the subjects, such as culture or attitude toward robots, or related to the robot such as emotions and emotional intensity displayed in its motion. We asked 69 subjects (N = 69) to rate the motions of a humanoid robot (Perceived Humanity, Eeriness, and Attractiveness) and state where they would rather see the robot performing a task. Our results suggest that, among the factors we chose to test, the attitude toward robots is the main influence on the perception of the robot related to the Uncanny valley. Robot occupation acceptability was affected only by Attractiveness, mitigating any Uncanny valley effect. We discuss the implications of these findings for the Uncanny valley and the acceptability of a robotic worker in our society.

Keywords: humanoid robot, emotion, uncanny valley, cross-cultural study, acceptability

INTRODUCTION

As Robotics as a science progresses, robots develop improved functionalities. The DARPA (Defense Advanced Research Projects Agency) Robotics Challenge is bringing highly sophisticated robots, mainly humanoids, to the disaster theaters to help humans and assist in rescues. Besides rescuers, humanoid robots may have other roles, especially in our aging society: nurse, receptionist, nanny, house helper, or even kindergarten teacher. When building robots to help or service us, it is important to understand what makes a robot acceptable. For example, the personality of the robot has to adapt to the job itself and not to the users' personality in order to have a higher social trust from them to complete a certain task or job (Joosse et al., 2013). Also, some jobs are favored for robots and some for humans (Takayama et al., 2008). Whenever memorization, acute perception and service to others are the main features of a job description, people would be comfortable to have a robot doing the job. Whenever artistic creation, evaluation, judgment, and diplomacy are required people would prefer a human performing the job.

Most of the service jobs entail a form of emotion regulation which is called Emotional labor (Hochschild, 2003). Emotion labor jobs require face-to-face interaction with customers and influence their emotional state. In face-to-face interactions, displaying emotions—and sometimes not displaying them or tuning them down—helps the outcomes of said interactions (Dasborough and Ashkanasy, 2002; Prati et al., 2003). For jobs where emotional labor is necessary, would the use of an emotional robot would be adequate (i.e., would the robot transmit the correct message and influence the person it is interacting with in an appropriate way) and more importantly, not provoke feelings of unease? When humanoid robots are designed to interact with people, there is a risk of rejection from the users due to the robots similarity with humans. A hypothesis called “the Uncanny Valley,” quite popular in Human-Robot Interaction (HRI), tries to explain this phenomenon. Developed by Mori in 1970, the Uncanny valley phenomenon occurs when the more human-like a thing is (a doll, a robot, etc.,) the more familiar people feel toward that thing (Mori, 1970). Nonetheless this relationship is not linear: when human-likeness is close to perfect but some differences still exist, the curve collapses and the feeling, which was familiar, becomes uncanny. The term uncanny is the English translation of the German Unheimlich, a word describing something being felt simultaneously as familiar, strange, and scary. When the human-likeness reaches the point where it is quite hard to tell the difference from a human being, the curve rises steeply again, outlining the shape of a valley, thus giving the name “Uncanny valley” to that phenomenon (Figure 1) (MacDorman et al., 2005).


[image: image]

FIGURE 1. The Uncanny valley. Mori describes the Uncanny valley as a non-linear relation between the perceived familiarity felt toward a thing and its human likeness (MacDorman et al., 2005).



Despite its popularity, there is still uncertainty about what would be the cause of this phenomenon. Some recent studies do not support the existence of the Uncanny valley (Bartneck et al., 2009a; Thompson et al., 2011) as they found little to no evidence of the expected results. However, other studies (Ho et al., 2008; Mitchell et al., 2011) support the existence of the phenomenon. Researchers have tried to understand the disparity of the results (Pollick, 2010) but so far no consensus has been reached.

Many studies have been done on the effect of robots' appearance and even some were done on robot movement (Pollick, 2010). Nonetheless the Uncanny valley phenomenon was not studied with humanoid robots expressing emotions with different intensities. As robot developers, we see several limitations in the few studies using robot motions to test the Uncanny valley phenomenon. The first issue is to use of the same movement with different media (human, human-like robot, and machine-like robot) such as performed by Saygin et al. (2012). They discovered that android motions increase brain activity in the action perception system compared to human or robot motions. Nonetheless they found that the repetition suppression effects were stronger for the human-like robot indicating a possible neural basis for the Uncanny valley phenomenon. While this kind of study is interesting per-se, it does not inform us about how to improve robot motions and make them more acceptable for users. The second issue is the use of a wide range of different robots performing motions without relation between them (MacDorman, 2006). In the study the author used as stimuli videos of 13 different robots performing diverse activities and found that the humanness of a robot is not the only factor influencing the eeriness perceived by the participants. However, using several robots quite dissimilar in shape and design might hinder the appearance effect and a single (or similar) motion with a neutral meaning should be used to avoid biasing the results. To overcome those limitations, we created several human-like gait patterns with different emotional intensities for a unique full-body human-sized robot and assessed them. Instead of using movements designed by an animator, we use gait data captured from experiments with professional actors (Destephe et al., 2013a). After analysis of the movements, we created for two emotions [Happiness and Sadness two patterns with different intensities (natural and exaggerated emotional intensities)]. We also created a non-emotional pattern to serve as control. Those patterns were assessed by showing videos of the humanoid robot to French and Japanese subjects. They assessed them through a specialized questionnaire (Ho's modified Godspeed questionnaire) (Ho and MacDorman, 2010) and rated their acceptability for different types of jobs.

We propose, in accordance with the Uncanny valley hypothesis, that as the perception of Humanness grows, the Eeriness rating follows an Uncanny valley-like shape. We predict a cultural difference in the perception of the Eeriness and Attractiveness. Japanese people and French people have a different views on what is natural or artificial (Berque, 1997; Kaplan, 2004). French people see natural things and artificial things as opposed: they see the world as hierarchical, boundaries limiting things and categories defining them. This mindset might be influenced by the Cartesian French education (Weinshall, 1971; Lubatkin et al., 2005). Inheriting a tradition of Buddhist (everything is considered to be a manifestation of same greater concept) and Shintoism (spiritual essence can be manifested in any form from rock to rivers through animals and even humans) (Earhart, 1982), Japanese people would see natural things and artificial things connected and being parts of a bigger picture. These distinctions might influence the Eeriness perception: Japanese participants would be less sensitive to discrepancies in the robot, thus rating lower Eeriness than French participants. Japanese people will prefer Natural Intensity emotion representation and French people will prefer Exaggerated Intensity emotion representation. The Attitude toward robots and the Age factors will predict how people perceive the robot: participants with a positive attitude and young participants (under 30 years old) will rate Humanness, Attractiveness higher, and Eeriness lower. Participants with a negative attitude and old participants (more than 50 years old) will rate Humanness and Attractiveness lower, and Eeriness higher. Finally, we hypothesize that the perception of the Uncanny valley (robot being eerie or not) will influence the participants to say whether an occupation is acceptable or not for the robot.

METHODS

PARTICIPANTS

A total of 70 subjects participated to this experiment but one was excluded from the analysis due to a software issue (N = 69). The participants were invited to participate to a study about HRI through announcement in class, social network services, and mailing-lists. This study is a cross-cultural study between French and Japanese people. A total of 47 French subjects participated to this experiment (NFR = 47) with an average age of 34.7 ± 12.5 years old ranging from 21 to 81 years old [28 males (33.9 y.o. ± 12.5) and 19 females (35.9 y.o. ± 12.6)]. A total of 22 Japanese subjects participated to this experiment (NJP = 22) with an average age of 29.2 ± 7.1 years old ranging from 21 to 53 years old [9 males (26.3 y.o. ± 5.0) and 13 females (32.2 y.o. ± 7.9)]. The ethical committee approved the experiment protocols, the participants gave us their written informed consent and all the data collected are anonymized. The participants were recruited through on social network websites, general forums, and mailing-lists with no relation to robotics or robots.

OUR ROBOT

The videos used for our work are based on the humanoid robot WABIAN-2R (Figure 2). Unlike most bipedal humanoid robots, WABIAN-2R is able to perform a human-like walking with stretched knees thanks to its 2-DoF waist during the stance phase while other robots walk with bent knees (Ogura et al., 2006). WABIAN-2R is 1.5 m in height, and 64 kg in weight. Its design allows human-like gait including heel-contact and toe-off phases. This robot is mainly used for locomotion experiments and to study human movements. Besides an advanced locomotion technology, the head is a neutral, stylized human-like shape with no distinguishable features. We chose this robot because having no facial expression helps to focus on the expressivity of the whole body without having any influence coming from facial expressions.
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FIGURE 2. The humanoid robot WABIAN-2R. It is capable of human-like walking with its stretched knees and pelvis mechanism.



STIMULI

The robot emotional walking patterns were created from our previous study (Destephe et al., 2013a). Two professional actors (who acted in plays, drama, and movies) were asked to perform several types of emotional walking such as Sadness, Happiness, Anger, and Fear and with different intensities: Natural (Low, Intermediate, and High) and Exaggerated. We categorize the three intensities (Low, Intermediate, and High) as Natural because the actors were asked to act in such a way that they would correspond to natural occurrences of emotion expression in daily life. The Exaggerated intensity on the other hand were performed with extravagant theatricality, broad gestures, and overplayed expressions, comparable to emotions expressions seen in plays and theaters.

For this work, we used Happiness and Sadness walking patterns and for each of them, one walking pattern of Natural intensity (High) and another of Exaggerated intensity. The walking patterns were based on actors' whole body movements (Destephe et al., 2013a). They were created manually such as to approximate the actors' motion as much as possible, within the constraints related to differences in the structure and the dynamics of a human body and a humanoid body. We scaled the actors' values to respect the hardware limits of the robot and used our pattern generator to generate stable walking patterns. In our previous work (Destephe et al., 2013b), the gait patterns we created achieved a high recognition rate (Natural (High) intensity/Exaggerated intensity) (Happiness: 75.0/85.7%; Sadness: 75.0/92.9%) when we assessed them in simulation with subjects. Examples of patterns used in this study are shown in the Figure 3.


[image: image]

FIGURE 3. Emotional gait patterns. The following images are captured from the videos shown to the participants. (A) represents Happy walk (Natural intensity); (B) Happy walk (Exaggerated intensity); (C) Sadness (Natural intensity); (D) Sad walk (Exaggerated intensity).



QUESTIONNAIRE

The questionnaire we gave to the participants of this study is composed of four sub-questionnaires. For a description of the complete questionnaire, please refer to the reproduction given in the Supplementary Material.

Sub-questionnaire #1. The first sub-questionnaire asks for general information: sex, age, nationality, education level and current occupation.

Sub-questionnaire #2. The second sub-questionnaire enquires about the participant's robot-related experiences and their attitude toward robots based on the MacDorman questionnaire (MacDorman et al., 2008).

Sub-questionnaire #3. The third sub-questionnaire is described as a personality questionnaire. In fact, that questionnaire is a short screening questionnaire for autism called AQ10 (Autism spectrum Quotient with 10 items) (Allison et al., 2012).

Sub-questionnaire #4. The last sub-questionnaire assesses the participant's reactions and feelings about our emotional robot and is based on Ho's questionnaire (Ho and MacDorman, 2010). This questionnaire is designed to assess if there is the Uncanny valley phenomenon. There are several popular questionnaires used to study the reaction of robots' users such as the Godpseed questionnaire (Bartneck et al., 2009b). The Godspeed questionnaire is not well-adapted to measure the reactions to humanoid robots as several scales are redundant and it does not evaluate well the Uncanny valley phenomenon. Two issues are occurring with the Godspeed questionnaire. First, some of the semantic items do not encode well enough the indices they are related to. Second, Anthropomorphism, Likeability, Animacy, and Perceived Intelligence are highly correlated between themselves, therefore they encode the same concept (most probably the humanness of the study subject) instead of encoding for different concepts (Ho and MacDorman, 2010). This questionnaire is made of four different pages. The first page shows a video of the real robot walking without emotion (normal walking) and a text stating “This is the normal emotionless walking robot. Please watch it walking. Normal walking (without emotion)” located at the top of the video. The second, third and fourth page have the same layout. First, a video of the robot walking with an emotion is displayed. Then, the participant is asked the two following questions: (i) “What do you think the robot expressed as emotion?”; (ii)“In what kind of environment and place the movements and the emotions of the robot would be the most relevant?”

This questionnaire was conducted online. The videos used as stimuli lasted between 5 and 10 s and were provided with sound (mainly robot actuators were audible). The participants were given the possibility to replay them at will. The participants were asked to rate the robot and its walking. The questionnaire measures three categories: Perceived Humanness, Eeriness, and Attractiveness. Perceived Humanness represents the degree of humanity and human-like characteristics in the robot tested. The Eeriness describes the feeling of strangeness, disgust, and familiarity occurring at the same time when something seems natural but some details are not quite conform to the expectation. The Attractiveness characterizes the level of comfort and physical attraction we might feel by looking at the robot.
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All fields were mandatory. A total of two emotional gaits (Happiness and Sadness) and a neutral gait (for reference and stated as neutral gait) were shown randomly to each participant. For a given participant the intensity of the emotional gaits was fixed: Natural (High) or Exaggerated. For the French people, 23 subjects were randomly exposed to the Natural (High) intensity and 24 to the Exaggerated intensity. For Japanese people, 11 subjects were randomly exposed to the Natural (High) intensity and 11 to the Exaggerated intensity. The results regarding the Autism questionnaire are not discussed in this work.

RESULTS

Attitude toward robots

First we want to explore the pre-conceived ideas about robots for the different factors we are considering for our study. All the participants were not only divided by nationality (French or Japanese) but were also divided according to their attitude toward robots (positive or negative), their age (young age, middle age or old age), their familiarity with robots (not familiar or familiar), and their interest for robots (not interested or interested) (Table 1). The values are on a scale between −3 and +3 (7-Likert scale), with negative values indicating a disagreement with the item and positive values agreeing with it. Exposure to robots indicates how many exposures had the participant with robots through media, events, programming, etc. Robot preference shows whether the participant prefer people (reported as negative value) or robot (reported as positive value). Warmness toward robots points out whether the participant is cold (reported as negative value) or warm toward robots (reported as positive value). Warmness toward people reports whether the participant is cold (reported as negative value) or warm toward people (reported as positive value). Robots' threat informs about the participant's feelings on whether robots are more threatening than people (reported as negative value) or the inverse (reported as positive value). Robots are safe indicates whether the participant feels that robots are threatening (reported as negative value) or safe (reported as positive value) and People are safe whether the participant feels that people are threatening (reported as negative value) or safe (reported as positive value). We performed a multi-factorial ANOVA to examine the effects of the different factors (culture, general attitude toward robots, etc.) on the attitudes (exposure to robots, robot preference, etc.).

Table 1. Attitudes toward robot and people per factor.

[image: image]

Culture. Contrary with the common stereotype depicting Japanese people as people quite fond of robots, French participants feel warmer toward robots than Japanese participants [F(1, 50) = 34.966, p < 0.001] and feel also safer with them [F(1, 50) = 11.428, p < 0.01]. Japanese participants tend to find people not safe [F(1, 50) = 47.594, p < 0.001] while French participants are rather moderate. Both cultures prefer, on average, people to robots but trust more robots than people.

Attitude toward robots. The attitude toward the robots is determined by calculating the mean of the “Prefer robots,” “Warm toward robot,” “Robot are more threatening,” “Robots are safe” items. If the value is less than 0, the attitude is negative; and more than 0, the attitude is positive. While positive-minded participants like equally people and robots, negative-minded participants clearly prefer people to robots [F(1, 50) = 28.614, p < 0.001]. Similarly, positive-minded participants would feel warmer toward robots [F(1, 50) = 11.892, p < 0.01] and also safer with them [F(1, 50) = 16.854, p < 0.001] while negative-minded participants are more reserved and find that robots are much more a threat than positive-minded participants [F(1, 50) = 4.596, p < 0.05].

Age. The age category is divided in three: young (under 30), middle-aged (between 30 and 50) and old (more than 50). Old participants were less exposed to robots than the younger articipants [F(2, 50) = 3.505, p < 0.05].

Familiarity. Participants considering themselves familiar with robots have more exposures to them than non-familiar participants [F(1, 50) = 38.982, p < 0.001] and tend also to be warmer toward robots [F(1, 50) = 5.198, p < 0.05].

Interest. Interested participants have more exposures to robots [F(1, 50) = 42.832, p < 0.001], are warmer to robots [F(1, 50) = 10.629, p < 0.01] and find robots rather safe [F(1, 50) = 7.957, p < 0.01] than the non-interested participants.

We performed a Kolmogorov-Smirnov test and found a statistical difference between the warmth felt toward a robot (M = 0.19; SD = 0.89) or a human (M = 1.26; SD = 0.47) [D(11) = 0.75, p < 0.01]. Regarding safety, participants clearly favor robots (M = 0.78; SD = 0.68) over humans (M = −0.68; SD = 0.54) [D(11) = 0.8333, p < 0.001].

The Uncanny valley

We chose to use the Ho questionnaire which is a modified version of the Godpseed questionnaire to evaluate reactions regarding the Uncanny valley. That questionnaire was designed to test three different groups of items: Perceived Humanness, Eeriness, and Attractiveness, rated from 1 (low) to 5 (high). We tested the whole questionnaire results for reliability: Perceived Humanness (Cronbach's α: 0.77), Eeriness (Cronbach's α: 0.85), and Attractiveness (Cronbach's α: 0.84). Therefore, the questionnaire has a good reliability.

By using the Ho questionnaire, we measure the possible differences existing in the perception of emotional movements and their link to the Uncanny valley phenomenon. We also investigate if several factors would influence the perception such as the emotional intensity, the type of emotions, the culture of the participants, their attitude toward robots, their age, their familiarity, and their interest.

To begin, we analyze the possible difference in the recognition of the emotions between the cultural groups (Table 2). We used Pearson's Chi-squared Test in order to compare the two groups. We found no statistical difference between the two groups (French: 51.1%, Japanese: 63.3%, χ2 = 1.4403, p > 0.05). The recognition rate for each emotion was not significantly different between the groups: Happiness (French: 42.6%; Japanese: 59.1%, χ2 = 1.0466, p > 0.05), Sadness (French: 59.2%; Japanese: 68.2%, χ2 = 1.1773, p > 0.05). We confirm that the participants performed above chance level (20%) (χ2 = 103.9135, p < 0.000).

Table 2. Emotion recognition.
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Is it a valley?

According to Ho et al. (Ho and MacDorman, 2010), the Eeriness and Perceived Humanness can be plotted together to obtain a graph similar to Mori's Uncanny Valley figure. Nonetheless, the Eeriness values have to be transformed into Familiarity values by reversing the 5-Likert Type scale (1 becomes 3 and 5 becomes −3) and center the values around 0. We plot Attractiveness and Familiarity scores against the Perceived Humanness score (Figure 4). From the plot, we observe two interesting results: an Uncanny valley-like curve for the Familiarity score and an another valley-like curve for the Attractiveness score.


[image: image]

FIGURE 4. Our Uncanny valley. Perceived Humanness and Familiarity (reverse scaled Eeriness) are plotted in order to describe the Uncanny valley. Attractiveness is also plotted as reference.



Cultural difference

As the data we want to analyze are unbalanced and the variables are both categorical and continuous, we use a Generalized Linear Model (GLM) to test each questionnaire item group (Perceived Humanness, Eeriness, and Attractiveness) with Culture (French vs. Japanese), Emotion (Happiness vs. Sadness), and Intensity (Natural vs. Exaggerated) as independent variables. We found that Intensity is a main effect for Perceived Humanness item [F(1, 130) = 11.943, p < 0.001] (Low: 2.42 ± 0.86; High: 2.88 ± 0.69) and the Nationality is a main effect for the Attractiveness item (French: 3.18 ± 0.6; Japanese: 2.97 ± 0.5). We tested further the within condition Intensity for French and Japanese participants. The Intensity condition only affected the Attractiveness felt by Japanese participants [F(1, 42) = 4.172, p < 0.05; Low: 3.12 ± 0.5; High: 2.81 ± 0.5]. In summary, Japanese people prefer (higher score of Attractiveness) Natural Intensity emotions feelings over Exaggerated Intensity emotions and French people prefer neither Natural nor over Exaggerated Intensity emotions.

Attitudes and other factors

We found that the Attitude toward robots has a main effect on Eeriness and Attractiveness questionnaire items. The Exposure to robots has also a main effect on the Attractiveness. The Age × Attitude interaction showed to have an significant effect on Perceived Humanness and Attractiveness. For Perceived Humanness we found the following interactions: Interest × Exposures, Interest × Familiarity, and Familiarity × Exposures. For Attractiveness we found the following interactions: Age × Familiarity, Age × Exposures, Attitude × Exposures, and Familiarity × Attitude. All the statistical results are presented in Table 3. To summarize, Attitude toward Robots is the main predictor for the Eeriness and Attractiveness items with the Exposures to robots being closely related to it, i.e., if you like robots you will try to be more exposed to them.

Table 3. Attitudes and other factors influences on the perception of the robot.
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Occupation acceptability

We have categorized the occupations in two groups: Acceptable and Non-acceptable occupation. The Acceptable group consists of Police, School, Office, and Hospital related occupations answers and the Non-acceptable group of Nowhere answers. We performed an analysis of the correlation using Spearman method to understand how the Occupation acceptability would be influenced by the Perceived Humanness, Eeriness, and Attractiveness felt by the participant. The analysis yielded the following results: Perceived Humanness (rs = 0.209, p < 0.05) and Attractiveness (rs = 0.347, p < 0.000). The correlation coefficients suggest that Attractiveness is a good predictor (medium effect size) of the Occupation acceptability and Perceived Humanness also affects it (small effect size). Eeriness ratings did not affect the participants' view on the robot occupation acceptability (not significant) (Figure 5). This means that the perception of the Uncanny valley (Eeriness) does not affect the acceptability of the robot for a given job and the perceived Attractiveness will mostly affect its acceptance, followed by Perceived Humanness.
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FIGURE 5. Robot occupation acceptability. The images represent the occupation acceptability of related to the participants' ratings of (A) Perceived Humanness; (B) Eeriness; (C) Attractiveness.



DISCUSSION

First we wanted to investigate factors (cultural background, attitude toward robots, age, interest in robots and familiarity with them), and how those factors might influence our perception of the robot and the Uncanny valley. Then, from those observations, we analyzed their effects on the Uncanny valley phenomenon. Finally, we examined the impact of the participants' perception on the acceptability of the robot's possible occupation.

ATTITUDE TOWARD ROBOTS

Culture

Bartneck and MacDorman studied how people view robots (Bartneck et al., 2007a; MacDorman et al., 2009). Bartneck et al. did a cross-cultural study on people's attitude related to robots. US participants were the most positive toward robots while Mexicans were the most negative toward them (the sample size was small, so the results might biased for Mexicans). He remarked that the Japanese were not as fond as the media seems to portray. MacDorman et al. focused his work on the difference between American and Japanese faculty and also provided proofs against the common stereotype about the Japanese craze for robots. They report no tangible difference observed between American and Japanese faculty. Our results, while focusing on French and Japanese people, support the findings of the two previous studies by Bartneck and MacDorman. Compared to Japanese participants, French participants felt warmer to robots and feel also safer with them. A survey (European Commission, 2012) from the European Union about the attitude toward robots of European citizens reports that 70% (67% for French citizens) of them have a positive view on robots, which tend to support our findings. Japanese participants tended to find people not safe while French participants were rather moderate in that aspect. Both cultures prefer, on average, people to humans but trust more robots than people for their safety.

Attitude toward robots

The main effects of the participants' attitude were on their preference between robots and people, the warmness of their feelings for robots and the sense of security they would feel with them. More interestingly, negative-minded participants were not rejecting robots and were rather moderated in their feelings when it comes to robots.

Age

Mitzer et al. found that elderly people have a rather positive attitude regarding assistive technology (Mitzner et al., 2010). Scopelliti et al. on the other hand reported contrary results stating that elderly people express mistrust in technology in general (Scopelliti et al., 2005). When focusing on robots, they noticed that young people rated higher positive feelings and elderly people were the most fearful about robots. While we found that old participants (over 50 years old) feel quite warm toward people and trust people more than the other age categories, the age did not seem to affect the participants' view of the robots. Kuo et al. investigated the influence of age on the attitude toward robots and did not find difference between younger people and elderly people (Kuo et al., 2009) which support our results.

Familiarity and interest

Both participants considering themselves familiar with robots or interested in them have more exposures to them and feel warmer to them too than their non-familiar or non-interested counterparts. Furthermore interested participants prefer robots and find robots safer than the non-interested participants. According to the familiarity principle (the more you are exposed to a thing or a person, the more likeable it will appear to you) (Bornstein, 1989), exposure to robots is most likely the cause explaining the positive view of the robot of the familiar and interested participants.

Finally, we notice that over the five different factors there is no extreme reject of robots. There is a general trend among the participants: they feel closer to other people but they feel safer with robots. As humans, we naturally feel close to beings that look like us and behave like us, especially when we have to choose between organic and inorganic beings. We associate robots with order, logic, and efficiency. Usually represented with a lack of intent, we see robots as predictable beings therefore they might appear safer and less prone to errors than other human fellows. This feeling of safety is important to understand if we want to bring more robotic workers in our society (Takayama et al., 2008). For example, if we consider robots working in fully automated factories the feeling of safety is not mandatory as we will not interact with them. However, for robots in contact with people such as security workers, healthcare helpers, education assistants, and so on. this safety feeling might be influential in the acceptance of a robotic worker.

THE UNCANNY VALLEY

The valley

Some researchers suggested that the Uncanny valley is rather a cliff than a valley (Bartneck et al., 2007b). Their conclusions are drawn from the mapping of the Likeability in the Human-likeness space and fit the data with a quadratic curve. The claim for an Uncanny cliff instead of an Uncanny valley seems to be overstretch in this context. We formulated the hypothesis that our results would describe a valley-like shape similar to the Uncanny valley hypothesis (Figure 4). Our results show a similarity with the Uncanny valley hypothesis figure (Figure 1) which supports our hypothesis. Tung et al. investigate children's attitude toward robots with two conditions: static and moving (Tung and Chang, 2013). Their results show that the static condition supports well the Uncanny valley static curve. Furthermore, contrary to what is hypothesized in Mori's Uncanny valley hypothesis, the moving condition seems to mitigate the effects of the Uncanny valley instead of amplifying them. In our results, the Familiarity values range between a minimum value of −0.12 and a maximum value of 0.84. Those values seem to support the mitigation effect of the motions on the Uncanny valley phenomenon found by Tung et al.

The robot whether perceived totally not human-like (1 on Perceived Humanness scale) or fairly human-like to quite human-like (slightly over 3–5 on Perceived Humanness scale) is seen similarly attractive to the participants. This would suggest that people would prefer a robot whom they perceive either as quite robot-like or a quite human-like in appearance and behavior. The in-between would be looked down especially if the robot would appear more robot-like than human-like. While we conducted our experiment with only one humanoid robot, we expect this result to be observable in other humanoid robots expressing human-like behavior.

The culture and emotions

We predicted that the culture of the participants will influence in the perception of the Eeriness and Attractiveness. After analysis, Japanese people were found to prefer (higher score of Attractiveness) Natural Intensity emotions feelings over Exaggerated Intensity emotions. Contrary to our expectations, this was the only difference we found regarding the influence of Intensity. This difference may be explained by the Japanese perception of acceptable display of emotions. Several cultures such as Korea and Japan expect neutral display of emotions or low intensity emotions (Trompenaars, 1996). Trompenaars did a cross-cultural study including French and Japanese managers. He found that 42% of the Japanese participants think the emotions should not be displayed overtly and only 14% of French participants think likewise which support our findings. Furthermore, the results from the questionnaire about the participants' attitude toward robots also corroborate that French people have warmer feelings for robots than Japanese people thus explaining the influence of the Culture on the Attractiveness.

The attitude and other factors

We predicted that Attitude toward robots would influence how people perceive the robot. Positive attitude will rate Humanness and Attractiveness higher, and Eeriness lower and Negative attitude will rate Humanness and Attractiveness lower, and Eeriness Higher. Our results only confirm that Attitude toward robots affects Eeriness (Positive: 2.79 ± 0.58; Negative: 2.99 ± 0.54) and Attractiveness (Positive: 3.21 ± 0.66; Negative: 3.06 ± 0.54). While the Age factor was present in several interactions, it was not by itself a good predictor for any of Humanness, Eeriness, or Attractiveness. In a recent study, MacDorman and Entezari propose to examine nine individual differences (Perfectionism, Neuroticism and Anxiety, Animal Reminder Sensitivity, Personal Distress, Human–Robot Uniqueness, Human–Android Uniqueness, Religious Fundamentalism, and Negative Attitudes Toward Robots) (MacDorman and Entezari, 2015). Alike our findings, they discovered that Attitudes Toward Robots influenced the sensitivity to the Uncanny valley.

OCCUPATION ACCEPTABILITY

We wondered how our uneasiness might affect our views on a robot having a job and working in contact with us. Our results indicated that only the Attractiveness is a good predictor of the Occupation acceptability and Perceived Humanness also affects it. The uneasiness felt by the participants did not affect their acceptance of the robot. This result is unexpected as one would think that the uneasiness would lead to rejection regardless of human-likeness and attractiveness of the robot. Here, the “what is beautiful is good” stereotype might to overcome the Uncanny effect of the robot and its motions. This stereotype supposes that beauty is strongly related to goodness, therefore good looking persons are better than less attractive persons. This cognitive bias is demonstrated by several studies (Eagly et al., 1991; Agthe et al., 2011). Researchers report that this bias was mostly true when the attractive person to be rated and the evaluator were of opposite sex. When both were of the same sex, the evaluator would feel threatened and then rated lower the attractive person (Agthe et al., 2011). In our study, participants who rated the robot attractive tend to see it working among us, without any effect of its Eeriness. Also, since the robot is by design sexless and does not possess any recognizable sexual attribute, positive bias might only apply. This result might be useful for robot designers wanting to overcome Uncanny valley phenomenon. We also found that Perceived Humanness had some influence on the occupation acceptability. Appearance of robots being a predictor on the occupation was studied by Hegel et al. (2009). They found that humanoid robots were thought more fit for occupations similar to humans and animal-like robots were thought adequate as pets or companions. This finding is along the lines of ours: the more the robot would be perceived as human, the more it will be seen fit for work.

CONCLUSION

The Uncanny valley is an intriguing and not well-understood phenomenon. As robotics advances and world population ages, robots will be seen more and more in our daily life. Their behavior, their motions, their emotions might appear alien and thus provoke rejection and uneasiness from users. We propose to study what factors would influence users' impression of the robot. One unique robot, WABIAN-2R, was used for the experiment and only its motions changed, depending on the emotion and the emotional intensity.

One interesting result of this work is that we confirmed that the Uncanny valley to be a highly subjective matter. For the same humanoid robot, some participants perceived it as not quite human and some others found it very human-like. By plotting the participants' reactions to the robot emotional motions, we found the Uncanny valley. Nonetheless, our valley is not much related to the steep depression predicted by Mori when a machine is moving. It was rather a smoother valley similar to his predicted valley describing the still condition. The Attitude toward robots was the main influence of the Uncanny valley feeling. Participants who had positive views toward robots rated our robot and its motions less eerie and more attractive than those with negative views.

Another intriguing result is that the perceived Attractiveness of the robot had a major effect on its occupation acceptability regardless of how eerie it was rated. Also, the more human like, With a carefully planned external design, it would be possible to minimize any Uncanny valley phenomenon due to strange motions or behavior.

It would be interesting to reproduce the experiment with humanoid robots similar in shape such as ASIMO (Sakagami et al., 2002), HRP-2 (Hirukawa et al., 2004), or even ATLAS from Boston Dynamics. One limitation of the study is the use of videos as stimuli. Videos are useful to understand indirect interaction and impressions from perception. To understand what effect embodiment has, it is necessary to conduct real interaction with users. This will be the next step for our work.
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