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The Editorial on the Research Topic
From Is to Ought: The Place of Normative Models in the Study of Human Thought

Normative rules and regulations are everywhere we turn; they are, as Searle (2005) memorably
called them, the glue that holds human society together. We stop at red lights and try (not always
very successfully) to be fair and truthful in our personal and professional lives. We humans are the
only species that internalizes normative rules (Carruthers, 2006), and feels shame and guilt when
we violate them. Moreover, we humans are the only species capable of creating novel norms from
scratch (Elgayam et al., 2015)—a species-specific, generative capacity no less extraordinary than
the much-celebrated generative capacity to create novel sentences. It is not surprising, then, that
normative rules feature so prominently in much of the psychology of higher mental processing—
reasoning, decision making, and moral judgment. Normative rules dominate much of the great
rationality debate, mainly in the form of the striking normative-descriptive gap (Stanovich and West,
2000). Human behavior often deviates from formal standards of rationality, such as classical logic
and probability theory.

Can humans be said to be rational at all? The answer depends on whom you ask. Meliorists
(Stanovich and West, 2000; Ariely, 2009; Kahneman, 2011) see the normative-descriptive gap as
formidable, and a high level of human rationality as a rare phenomenon. From this viewpoint, being
highly rational is like being a concert pianist—a great achievement and an unusual one. However,
human rationality is amenable to education, and part of the Meliorist mission is to suggest how
it might be improved. In contrast, Panglossians (Gigerenzer et al., 1999; Gladwell, 2007; Oaksford
and Chater, 2009) see human rationality as a built-in evolutionary toolkit. Being rational, in this
viewpoint, is the default—most of us are rational by dint of being human, just as most of us can all
see and walk. If there is a gap between human behavior and any particular normative system, it is
the normative system that is usually at fault.

As conflicting as they seem, Panglossianism and Meliorism nevertheless share some common
ground. Both positions are normativist: They accept that rationality is measured by conformity
to certain normative standards, while disagreeing, at least to an extent, on what those standards
are, and how far the conformity exists. It is easy to see that identifying which normative standard
is the right one would have far-reaching consequences for the Panglossians vs. Meliorists debate.
Some normative standards may fit human behavior better than others, decreasing the normative-
descriptive gap. In particular, the proponents of Bayesian rationality (Oaksford and Chater, 1998,
2007, 2009) suggested that probabilistic norms might provide a better fit to human rationality than
norms derived from classical logic. However, arbitrating between normative standards is far from
trivial. Elqayam and Evans (2011) criticized normativist theories (Panglossian and Meliorist alike)
for trying to base this arbitration on empirical evidence, and so being in danger of committing
the dubious inference from is to ought, considered a fallacy by many philosophers (Hudson, 1969;
Pigden, 2010).
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Normativist stances and practices are not, however, a
universal phenomenon across the cognitive sciences. Linguists,
for example, tend to be a lot less worried about violations of
normative rules. Indeed, a tradition going back to De Saussure
(1966) explicitly eschews normative concerns in favor of focusing
on descriptive rules of language, the internalized ones that native
speakers have in their heads. In the psychological literature on
moral judgment, attitudes are more mixed, perhaps because the
normative status of moral guidelines is far more controversial
(although see Sunstein, 2005, for an attempt to derive moral
norms from behavior).

The more recent position of descriptivism in the rationality
debate (Elgayam and Evans, 2011; Evans and Elqayam, 2011;
henceforth, collectively E&E) aims to follow in the footsteps
of the Saussurean revolution in linguistics, proposing that the
psychology of reasoning and decision making would be better off
letting go of normative concerns altogether. Instead of measuring
rationality by normative standards, the descriptivist position
is that rationality should be measured by the achievement
of personal goals. Evans and Over (1996) made a relevant
distinction here between rationality;, measured by achieving
one’s goals, and rationality;, measured against some given
normative standards. People can be rational; without being
rational, and often are; and it is rationality;that is basic.
Rationality; is personal, contextualized, and relative, resulting in
grounded rationality (Elqayam, 2012).

This Research Topic in Frontiers in Cognitive Science follows
in the wake of a Behavioral and Brain Sciences treatment on
normativism and descriptivism (E&E; and see commentaries
there). In the current issue our aim was to widen the
debate, allowing more space for discussion as well as empirical
contributions. The result is a range of 23 articles from some 54
authors, on a diversity of topics from moral judgment to theory
of mind. We divided the book into six main sections.

THE STANDARD PICTURE: NORMATIVIST
PERSPECTIVES

This section encompasses contributions from the standard
picture (Stein, 1996), that is, the classical normativist perspective.
We start with Baron’s introduction of the standard picture in the
field of judgment and decision making (JDM). Because JDM is an
applied field, normative models are necessary in order to evaluate
behavior, with a view to ultimately improving it. In addition
to normative and descriptive models, we also need prescriptive
models, which specify how such improvement can be achieved.

Oaksford argues that rationality; and rationality, are
inseparable. By Davidson’s charity principle, rationality depends
on normatively evaluating other people’s behavior. Moreover, as
logic and probability are compatible, there is no need to arbitrate
between these normative standards. And, given that probabilistic
norms are universal, the relativist concerns proposed in Evans
and Elqayam (2011) and Elqayam (2012) are unjustified.

Hahn responds to three critiques of normative Bayesianism
(Elgayam and Evans, 2011; Jones and Love, 2011; Bowers and
Davis, 2012), arguing that the critique of Bayesian models is

too general to be valid or useful. Specific accounts of reasoning,
decision making, and argumentation provide counterexamples
to the claim that Bayesian modeling is too flexible and thus
un-falsifiable. Normative considerations have explanatory power
that cannot be matched by descriptive accounts or process-level
analysis.

Crupi and Girotto argue that what might appear to be debates
about standards in classical reasoning and decision making are
in fact nothing of the sort. Instead, the controversies are about
mapping the stimuli or the responses onto specific norms, or a
failure to identify what the relevant norm should be.

We conclude this section with Quintelier and Zijlstra’s take
on the is-ought problem itself. They suggest that an is-to-ought
argument might actually be normative. They argue that inferring
is to “ought” from “is” is best treated as a type of defeasible
inference, rather than deductive inference. Such arguments
should not be judged for their validity or soundness, but by
appealing to the appropriate standards or evaluating defeasible
arguments.

IN DEFENSE OF SOFT NORMATIVISM

Emerging from the debate in E&E, soft normativism is the view
that, within boundaries, normative models have an important
role to play in the psychology of reasoning and decision making,
alongside more descriptivist considerations. Soft normativism
comes with a moderate degree of relativism, which both
contributions to this section accept. Stupple and Ball suggest
that, as long as researchers are cautious of normativist research
biases and focus on processing models, normative benchmarks
have a role to play: they enrich our understanding of processing
models, particularly in the Meliorist context of improving
reasoning and judgment. Achourioti et al. draw on Searle’s
distinction between constitutive and regulative norms, arguing
that normative models in reasoning and decision making are
important for specifying both. The challenge in reasoning is to
select the normative models appropriate to one’s goals.

EXPLORING NORMATIVE MODELS

The three contributions in this section focus on exploring
and defending specific normative models. Markovits draws
on Inhelder and Piaget (1958) to defend classical logic as
the preferred normative model of rationality, arguing that
the developmental evidence supports a notion of validity
based on the existence of counterarguments. In contrast,
the other two contributions support alternative normative
models. Pothos and Busemeyer propose quantum probability as
superior in explanatory power to classic (Bayesian) probability.
Schwartenbeck et al. explore the free energy principle.

DESCRIPTIVIST PERSPECTIVES

The contributors in this section accept the descriptivist position
as departure point for their analysis. Evans takes descriptivism
even further by arguing that the very notion of irrationality is
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problematic, depending as it does on an illusory presupposition
that people are in conscious control of their minds and decisions.
He concedes that deviations from normative standards can—and
should—be construed as errors. However, these errors are merely
evidence for limited capacity rather than irrationality.

Two further contributions explore normativism and
descriptivism beyond the psychology of reasoning and judgment,
ranging into Theory of Mind territory in philosophy and
psychology. Iijima and Ota focus on the Knobe effect (Knobe,
2003), in which judgments of intentionality are affected
by the perceived morality of the action. E&E argue that
philosophers often misinterpret the Chomskyan distinction
between competence and performance as normative, a muddle
going back to Cohen (1981). Iijima and Ota accept this critique
and extend it further, to criticize experimental philosophers for
trying to draw unwarranted normative conclusions from the
Knobe effect. Lastly, Wilkinson points out to the normativist
stance in the psychological study of folk psychology. She argues
that over-focus on questions of right and wrong in this study
holds back research, and that more attention to the processing
mechanisms underlying folk psychology would benefit the field.

EVOLUTIONARY AND ECOLOGICAL
ACCOUNTS

Much of the rationality debate in reasoning and decision
making is cast in evolutionary, adaptationist, and ecological
terms (Over, 2003), with approaches ranging from massive
modularity (Cosmides and Tooby, 1994), through fast and
frugal heuristics (Gigerenzer et al., 1999), to dual processing
and beyond (Stanovich, 2004). This section presents three such
accounts. We start with Brase’s massively modular account. Like
Achourioti et al. Brase rejects the one-size-fits-all notion of
rationality. Instead, in each modular domain, a different type of
rationality predominates, linked to the evolutionary goals set by
the domain—such as self-protection, mate acquisition, and kin
care, among others.

If Brase considers evolutionary pressures a source of
rationality, Goel sees them as the opposite. Like Evans,
Goel highlights the role of implicit, unconscious sources of
thinking and deciding, but unlike Evans, he regards them
as prime examples of irrationality. He argues that neither
massive modularity nor dual processing accounts provide
adequate explanations for the universal biological cues that
trigger irrational behavior. Instead, he proposes an adulterated
rationality account, in which a late-evolving rational system is
often inadequately equipped to suppress instinctual, irrational
responses.

Lastly for this section, Schurz presents a two-dimensional
charting of cognitive success. First, he points to a parallel
between the normative/instrumental rationality distinction and
the deontological/consequentialist distinction in meta-ethics. In
each, the basis of justification is either a priori normative
obligation, or the utilitarian consequences of one’s actions,
respectively. The distinction, between a priori intuitions and
a posteriori success, akin to Gigerenzer’s ecological rationality,

is orthogonal to the one between logically-general accounts
and locally-adaptive ones. This two-dimensional mapping of
rationality gives rise to novel research questions, supporting
a dual account of cognition in which the selection of the
appropriate cognitive tool takes center stage.

EMPIRICAL REPORTS

In this last and largest section we present a collection of empirical
reports, with methods ranging from simulation to modeling. The
new paradigm in psychology of reasoning (Elqayam and Over,
2013), a Bayesian and decision theoretic approach to reasoning,
is strongly in evidence here. The section launches with two new
paradigm studies of conditional reasoning, both using everyday
causal conditionals such as “If oil prices continue to rise, then UK
petrol prices will rise.” In both papers, descriptive models are held
to provide a better fit for the data than models based purely on
normative distinctions. Singmann et al. found that conformity,
above chance, to coherence in conditional reasoning depends on
the form of the inference. They advocate the dual source theory
as a descriptive model. This contribution was awarded the Best
Student Paper Award of the Priority Program “New Frameworks
of Rationality” for 2015.

Trippas et al. used SDT (signal detection theory) to fit a
large dataset of causal conditional reasoning with ROC (receiver
operating characteristics) curves. They found that the descriptive
theoretical modeling based on the difference between denial and
affirmation inferences provided a better theoretical fit then the
normative model based purely on inference validity. A debate
follows this contribution, in which Singmann and Kellen dispute
the SDT modeling in Trippas et al. arguing that they failed to
make an unambiguous distinction between argument strength
and response bias. Trippas et al. respond with a justification of
their methods, and hold that their original point, that normative
accounts are unreliable guides to conditional reasoning, remains
in force.

Klaczynski uses individual differences measures to predict
normative responding. Drawing on the classic methods of
dual processing theories, he presents a large-scale individual
differences study, showing that numeracy only predicted
performance for participants who were both cognitively able and
cognitively motivated.

We conclude this section—and the Topic—with two studies of
judgment in social contexts. Wenmackers et al. simulation study
identifies the individualistic nature of traditional approaches
to human rationality, criticizing them for failing to take
into account social-epistemic interactions between agents,
such as information exchange. They test and support the
Hegselmann-Krause model of epistemic interactions using
computer simulations, which they argue are a useful bridge
between normative models and descriptive results. Lastly, Gold
et al. take the discussion (as Schurz does) into the realm of moral
judgment. They criticize the artificiality of the trolley problems
so widely used in moral judgment studies. Using more realistic
scenarios, both in hypothetical contexts and operationalized in
real life, they found that utilitarian responses were judged as more
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morally right for actors than for onlookers in traditional trolley
problems, but reverse was true for a hypothetical game show
context. When the game show was enacted in real life, the results
reverted to the trolley dilemma pattern. They conclude with a
discussion of the design choices in moral judgment experiments.
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In this comment, I shall try to summarize
arguments that I have made before (Baron,
1985, 1994, 2004, 2006, 2008). These argu-
ments are my attempt to state the standard
view in the field of judgment and decision
making (JDM).

JDM is applied psychology. The ulti-
mate goal is to improve judgments and
decisions, or keep them from getting
worse. In order to achieve this goal we
need to know what good judgments and
decisions are. That is, we need criteria
for evaluation, so that we can gather data
on the goodness of judgments, find out
what makes them better or worse, and test
method for improving them when there is
room for improvement. This is the main
function of normative models.

Examples of normative models in
JDM are:

1. For quantitative judgments (e.g., pop-
ulations of cities, proportions of coin
tosses that were heads): the nor-
mative model is simply the right
answers. This also applies to rela-
tive judgments (which city has more
people?) or judgments of category
membership. We can also quantify
departures from the right answers in
various ways.

2. For judgments of the probability of
unique events, one type of normative
model, which is applied to a group of
such judgments, scores the judgments
by distance from 0 (no) or 1 (yes) and
applies some formula to these scores. A
related approach is to aggregate judg-
ments with the same stated probabil-
ity (e.g., all those with 80%), and ask
if the proportion is correct (calibration,
the proposition should be true 80% of
the time).

3. Alternatively, for probabilities of related
unique events, we can assess their

coherence, their agreement with each
other. If you say that the probability
is 0.6 that X will win a competition
and 0.7 that Y will win, you are not
coherent.

4. For decisions, we can sometimes assess
their consistency with basic principles
of decision making, such as domi-
nance (if A is better than B in some
respects and worse in no respects,
then choose A).

5. More typically, we assess the coher-
ence of sets of decisions, using a math-
ematical model to define coherence,
such as expected-utility theory or expo-
nential discounting (for decisions over
time). “Utility” is a summary measure
of “good(ness).”

We could, in principle, define normative
models in terms of the behavioral steps
involved in making a good judgment or
decision. For example, we could define
the normative model for subtraction prob-
lems in terms of the steps of subtracting
digits, regrouping, etc. But, as just illus-
trated, most normative models in JDM do
not do this and are thus not computa-
tional, in the sense of being specified as
procedures.

Note that some normative models con-
cern coherence of responses with each
other while others concern correspon-
dence with the world, a distinction made
first by Hammond (1996) [see Dunwoody
(2009), for an overview]. Correspondence-
type models are usually difficult to apply to
decisions, so that are used mostly for judg-
ments. This because the “right answer” to
a decision question usually depends on the
values of the decision maker.

JDM  makes distinctions among
three types of models: normative,
descriptive, and  prescriptive.  The

three-way distinction emerged clearly in

the 1980s (Freeling, 1984; Baron, 1985;
Bell et al., 1988—all of whom wrote inde-
pendently of each other), although various
parts of it were implicit in the writing of
Herbert Simon and many philosophers
(such asJ. S. Mill).

Normative models, as noted, are
standards for evaluation. They must be
justified independently of observations of
people’s judgments and decisions, once we
have observed enough to define what we
are talking about. When not obvious, as
in the case of simple correspondence (the
“right answer”), they are typically justi-
fied by philosophical and mathematical
argument (Baron, 2004). Particularly in
cases where we want to quantify devia-
tions from the single best response, several
normative models may apply to the same
case (e.g., scoring rules for probability
judgments).

Descriptive models are psychological
theories that try to explain how people
make judgments and decisions, typically
in the language of cognitive psychology,
which includes such concepts as heuristics
and strategies, as well as formal mathe-
matical models. Within the three-model
framework, descriptive models are most
useful when they explain departures from
normative models, so researchers often
focus on the search for such explana-
tions. Such models allow us to determine
whether, and, if so, how, we might improve
judgments and decisions. When a devia-
tion from a normative model is found to
be systematic, not just the result of random
error, we call it a bias. For example, peo-
ple are biased to choose default options,
even when others are normatively equal or
better.

Prescriptive models are designs for
improvement. If normative models fall
in the domain of philosophy (broadly
defined) and descriptive models in the
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domain of empirical psychological science,
then prescriptive models are in the domain
of engineering (again, broadly defined).
Originally, they were conceived as includ-
ing mathematical tools that were use-
ful for the formal analysis of decisions.
These constitute the field of decision anal-
ysis, which includes several methods (and
which has a society and a journal by that
name). But prescriptive models can also be
educational interventions (Larrick, 2004),
which, for example, teach people alterna-
tive heuristics, to counteract heuristics that
lead to biases.

A recent addition to the arsenal of pre-
scriptive methods is the idea of “decision
architecture” (Thaler and Sunstein, 2008),
which consists of designing the presenta-
tion of decisions to those who will make
them in such a way as to help people
make the normatively better choice. A clas-
sic example is using the fact that peo-
ple are biased toward the default to help
them choose wisely by making what is
usually the wise choice the default. For
example, use a diversified portfolio as the
default retirement plan for new employ-
ees (as opposed to, say, shares in company
stock).

Thus, the ideal plan for JDM, some-
times actually realized (Baron, 2008;
Thaler and Sunstein, 2008), is to apply
normative models to judgments and deci-
sions, looking for possible biases, then
use the tools of psychology to under-
stand the nature of those biases, and
then, in the light of this understanding,
develop approaches to improve mat-
ters. Of course, in real life these steps
are not sequential, but are informed by
each other. For example, decision analysis
turns out to require the measurement
of personal probability and utility, so
now a large descriptive and normative
enterprise is devoted to this measurement
problem, which has produced better meth-
ods for measurement, which, in turn, are
used to improve the original prescriptive
models.

This plan clearly requires that the three
elements are kept distinct. Suppose, for
example, we make arguments for norma-
tive models on the basis of (descriptive)
observations of what people do, under the
assumption that people are rational. Then,
we are likely to conclude that people are

rational and that no prescriptive interven-
tions are needed. The field of JDM would
tend to disappear. Arguably, economics as
a field made this assumption of rational-
ity and thus was never concerned with
helping people to make better economic
choices, until recently, when economics
has started to take the findings of JDM
very seriously.

Another danger that JDM tries to avoid
is to design prescriptive interventions
without at least some clarity about norma-
tive and descriptive models. Specifically,
we try to avoid “fixing things that ain’t
broke.” This sort of prescription has hap-
pened in psychology. For example, it
was assumed that creativity was limited
by a lack of divergent thinking (“think-
ing outside the box”), and many pro-
grams to improve creativity assumed this,
despite the fact that the evidence indi-
cate quite clearly that this was not a
common problem [e.g., Johnson et al.
(1968); and see Perkins (1981), for an
overview].

Much of the debate within JDM is
about the seriousness of various purported
biases. Although strong advocates on one
side or the other tend to think either that
people are hopelessly biased or that we
are perfectly adapted to our environment,
more moderate folks think that, while it all
depends on the person, the situation, and
the task, there really are some situations
where people can be helped, sometimes
a lot, through the JDM approach (Thaler
and Sunstein, 2008).

We need to keep normative and pre-
scriptive  models separate as well. If
we assume that normative models are
also prescriptive, they may become self-
defeating. In decision making, the main
normative standard is the maximization of
(expected) utility, and the time required
for calculation usually reduces utility. If
normative models require elaborate calcu-
lation, then, when a real person attempts
to apply one to a decision, the utility loss
from the time spent may be greater than
the gain from using the model, as opposed
to some simpler heuristic. In many cases,
then, normative models are applied by
researchers, and real people may use var-
ious heuristics to improve their judgments
as evaluated by the normative models (e.g.,
Davis-Stober et al., 2010).

On the other hand, summary versions
of normative models may require no cal-
culation at all and may serve the purpose
of focusing attention on only what is rele-
vant. For example, utilitarianism, a variant
of utility theory that applies to decisions
that affect many people, says that the goal
of such decisions is to maximize total util-
ity. A real person can often save time by
simply asking, “Which option produces
the best outcome on the whole, consider-
ing effects on everyone?” (Baron, 1990).
Such a question is often easy to answer,
and it can avoid more elaborate reasoning
when, for example, this simple principle
is must be weighed against another, non-
utilitarian, principle such as “Do not use
one person as a means to help another.”
This conflict may occur in decisions about
whether to abort a fetus, which would die
anyway, in order to save the mother’s life.
When the fetal death is caused by abor-
tion, then it is a means, and Catholic moral
doctrine has been interpreted as prohibit-
ing abortion for this reason, despite its
obvious utilitarian benefit. The utilitar-
ian solution is simpler because it involves
only one principle and the decision maker
does not need to resolve the conflict with
another.
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It has been suggested that evaluative normativity should be expunged from the psychology
of reasoning. A broadly Davidsonian response to these arguments is presented. It is
suggested that two distinctions, between different types of rationality, are more permeable
than this argument requires and that the fundamental objection is to selecting theories that
make the most rational sense of the data. It is argued that this is inevitable consequence of
radical interpretation where understanding others requires assuming they share our own
norms of reasoning. This requires evaluative normativity and it is shown that when asked to
evaluate others’ arguments participants conform to rational Bayesian norms. Itis suggested
that logic and probability are not in competition and that the variety of norms is more limited
than the arguments against evaluative normativity suppose. Moreover, the universality of
belief ascription suggests that many of our norms are universal and hence evaluative. It
is concluded that the union of evaluative normativity and descriptive psychology implicit in
Davidson and apparent in the psychology of reasoning is a good thing.

Keywords: psychology of reasoning, Bayesian models, Bayesian argumentation, radical interpretation, Donald

Davidson, evaluative normativity

Elgayam and Evans (2011) have argued against evaluative nor-
mativity having any role in psychological theories of reasoning.
They contrast evaluative normativity with directive normativity.
They argue that directive normativity is conditional and per-
fectly consistent with programs in cognitive science like rational
analysis (Anderson, 1990; Oaksford and Chater, 1998,2007). Con-
sequently, they have no problem with formulations like, if you
want to be well adapted to your environment then you should act in
a Bayes optimum fashion in classification, decision and prediction.
However, what we can’t apparently assert is the unconditional you
should act in a Bayes optimum fashion in classification, decision, and
prediction. This is an evaluative claim suggesting in some abso-
lute sense that this is the right way to behave. In particular, they
observe that if there were an alternative normative theory of what
constitutes being well adapted to your environment, citing empir-
ical evidence to distinguish between these two normative theories
would commit the is-ought fallacy. Consequently, evaluative nor-
mativity should be expunged from psychological theorizing about
reasoning.

In this paper, I pursue a broadly Davidsonian (Davidson, 2004)
response to Elgayam and Evans’ (2011). In the first section, Types
of Rationality, I set up the argument by observing that two distinc-
tions they make, between instrumental and normative rationality
and between directive and evaluative rationality, are far more per-
meable than they require. I conclude that Elgayam and Evans
(2011) primary objection is to the suggestion that we should pick
the theory that makes the most rational sense of our data. In the
second section, Interpretation, Argumentation, and Rationality, 1
argue that this is inevitable consequence of Davidson’s account of
radical interpretation. On Davidson’s view, rationality is a social
construct where to interpret others” statements requires that we
adopt a principle of charity, i.e., they share the same norms as
ourselves. Davidson’s account suggests attributing people with

intentional states like beliefs requires evaluative normativity. I
then show that in the social context of argumentation, a third
person argument evaluation methodology yields close confor-
mity to rational Bayesian norms. Participants are quite capable
of evaluating others arguments. I conclude that this ubiquitous
human behavior is something that psychology must explain. In
the final section, How Many Rational Norms Are There? 1 argue
that logic and probability theory are not really competing norms,
the important psychological question is whether beliefs are binary
or graded. Moreover, following Davidson, I question Elqayam and
Evans (2011) grounds for normative relativism. In conclusion,
I suggest that while there are many outstanding problems and
exceptions, the continuing union of evaluative normativity and
descriptive psychology apparent in the psychology of reasoning is
a good thing.

TYPES OF RATIONALITY

Stanovich (2011) argued that Elgayam and Evans (2011) drive
a wedge between Bayesian probability theory, which they regard
as an account of normative rationality, and instrumental ratio-
nality. Instrumental or practical rationality, which Elgayam and
Evans (2011) endorse, provides a suitable means for achieving
one’s goals regardless of the nature of those goals. However, as
Stanovich (2011) observes, this is a difficult wedge to drive home
given that the standard justification for the laws of subjective prob-
ability are given by the Dutch book theorem (Vineberg, 2011). For
each of the laws of probability theory, this theorem establishes
that violating them would leave an agent open to making bets they
cannot win. The converse Dutch book theorem then establishes
that these laws are instrumentally rational because conforming
to them prevents taking self-defeating actions. This instrumen-
tally rational justification can then be provided with a directively
rational formulation: if an agent wishes to avoid making bets they
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cannot win, then they should conform to the laws of probability the-
ory. This conditional formulation just restates the converse Dutch
book theorem. So this formulation involves making conformity
to the normative theory conditional on that normative theory’s
rational justification. The justification for probability theory is
instrumental [other epistemic justifications, based on maximizing
accuracy, are equally instrumental (Joyce, 1998)]. So, in the case of
probability theory there is simply no wedge to be driven between
instrumental and normative rationality'.

This formulation also raises the question of how universal are
the goals stated in the antecedent? In a conditional formulation
the more universal an antecedent the less it needs to be stated.
So, for example we would normally say ripe apples fall. We do
not feel compelled to formulate this as if gravity is in force ripe
apples fall. One could even use an appropriate modal, ripe apples
ought to fall. Certainly one might be inclined to query whether
this is a real or a good apple if it did not fall, which is perilously
close to an evaluative judgment. Similarly, the more universal we
regard the wish to avoid making bets one is bound to lose, the
more inclined we would be to drop the conditional formulation
and evaluate anyone not conforming to the rules of probability
as irrational just as we may be inclined to evaluate the apple as
inedible. If we encountered someone willing to make bets they
were bound to lose, they would probably be institutionalized for
their own safety. As with instrumental and normative rationality,
the barrier between directive and evaluative rationality seems per-
meable. Moreover, the fundamental issue is of universality versus
relativity. The theory is normatively rational if its justification is
considered universal.

The inference to which Elgayam and Evans (2011) seem to
take exception is the claim that as theoreticians we should accept
the theory that makes the most rational sense of the participants’
behavior (Oaksford and Chater, 1996, 2007). As long as we are
comparing the rules of normative theories, this will mean that the
one that best describes participants’ behavior is the one that makes
most rational sense of it. This thesis derives from the fact that in
interpreting empirical data, i.e., our participants’ behavior, we are
in exactly the same position as the radical interpreter in David-
son’s (1984, 2004) theory of ascribing intentional content. The
difference is that as reasoning researchers we may have more than
one normative theory in mind, whereas in radical interpretation
one imputes one’s own norms to one’s interlocutor. However, the
general principle remains the same: we are trying to make the best
sense of what we have been told.

INTERPRETATION, ARGUMENTATION, AND RATIONALITY

Davidson’s model of radical interpretation is an idealized account
of how a cognitive agent can interpret another agent’s behavior and
utterances to infer their beliefs and desires (Rescorla, 2013). The
model is based on Bayesian decision theory, in which beliefs are
graded and related to subjective probabilities and people’s desires

'We note also that the justification for selecting data in accordance with Oaksford
and Chater’s (1994) information gain model is again instrumental. So following its
dictates will mean that this strategy minimizes the length of the sequential sample
needed for the posteriors to converge on the true hypothesis (Fedorov, 1972). This
is an instrumental justification: if people want to get to the truth in the most
economical way they will select data in accordance with the theory.

are represented as utilities. Savage’s (1954) axioms show that when
a person’s preferences meet certain requirements there are proba-
bilities and utilities that guarantee that their preferences maximize
expected utility. Consequently, an agent’s beliefs and desires can
be inferred from their overt preferences. An important wrinkle is
that the propositional content of beliefs are not pre-specified but
are also inferred from an interlocutor’s preferences for the truth
of sentences. Central to this account is the thesis that to ascribe
another person with the appropriate beliefs and desires means we
must assume they conform to our own standards of rationality.
This is the principle of charity. As Davidson (2005; p. 319, cited
in, Rescorla, 2013) puts it: “Charity is a matter of finding enough
rationality in those we would understand to make sense of what
they say and do, for unless we succeed in this, we cannot identify the
contents of their words and thoughts.” Rationality is constitutive
of having intentional states.

This is an idealized model but the central idea that we must
attribute to others similar rational norms to ourselves in order to
interpret them is intended as a more general claim about inter-
pretation in the real world that involves attributing others with
propositional attitudes like beliefs and desires. On Davidson’s view
describing somebody’s behavior in terms of beliefs and desires is
inseparable from normative evaluation.

Davidson’s (2004) emphasis on interpretive communicative
processes proposes a particular research methodology which has
been pursued recently in the context of human argumentation
(Oaksford and Hahn, 2004, 2013; Hahn and Oaksford, 2007).
Argumentation is a social phenomenon in which one or more
people attempt to persuade another person or group of a par-
ticular, often controversial, position. It is a commonplace of
argumentation theory that arguing is pointless unless there is
broad agreement between the protagonists on what could count
as a reasonable argument (Perelman and Olbrechts-Tyteca, 1969;
Woods etal., 2004). Without this point of departure there is no
point in engaging in an argumentative exchange. At least ini-
tially, we must apply the principle of charity?. Recently it has
been argued that reasoning usually has an argumentative goal
(Hahn and Oaksford, 2007; Mercier and Sperber, 2011). Con-
sequently, it is in social argumentative contexts where people’s
rational norms of reasoning would be expected to be most in evi-
dence. It is a critical ability to be able to evaluate the arguments
put forward by others to persuade you or your friends of particular
positions.

Recent research in this area has adopted a third person argu-
ment evaluation methodology (Oaksford and Hahn, 2004, 2013;
Hahn and Oaksford, 2007; Harris etal., 2012). Participants are
explicitly asked to assess the degree to which one interlocutor,
A, should be convinced by an argument put forward by another
interlocutor, B. So, participants are explicitly asked for an evalua-
tive judgment. They are also provided with information about A’s
prior degree of belief in the conclusion. Hahn and Oaksford (2006,
2007), Oaksford and Hahn (2004, 2013) have provided normative
Bayesian analyses of a variety of different forms of argumentation

2After an initial exchange, we may discover that we are not in a critical discussion,
i.e., a rational exchange of arguments intended to persuade, but rather are in a
quarrel, where rationality goes out the window.
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which make clear predictions for participants’ judgments. In this
context, a normative Bayesian account provides excellent fits to
the data. Moreover, this is true even when there are no parameters
free to vary (Harris etal., 2012) because participants have been
asked for their judgments of the relevant likelihoods from which
predictions for their posteriors can be directly computed (see also,
Fernbach and Erb, 2013). These results demonstrate that when
participants are asked for an evaluative judgment of other peo-
ples’ arguments they reveal behavior that is closely in accordance
with the appropriate normative theory. This is not only because
they have been asked directly to make an evaluative judgment.
They are also explicitly provided with A’s prior degree of belief,
which absolves them from the dilemma of considering whether
they would believe the conclusion prior to hearing the argument.
They are simply told that, for whatever reason, A believes it to a
certain degree. In first person paradigms, participants are asked
to assume or suppose that they believe the premises to be true
or to a certain degree, when of course they may believe no such
thing.

In summary, the psychology of reasoning will have to deal with
evaluative normativity because much human behavior involves the
explicit evaluation of others’ arguments, especially in politics, and
in the law. Moreover, participants in experiments on argumen-
tation make these evaluations naturally and their performance
reveals direct sensitivity to appropriate rational norms.

HOW MANY RATIONAL NORMS ARE THERE?

I conclude this paper by addressing two critical issues underlying
Elgayam and Evans (2011) criticisms of evaluative normativity, (i)
deciding between normative theories and (ii) the conviction that
constructs like the principle of charity collapse into relativism.
On Davidson’s (2004) ideal model there are no alternative nor-
mative frameworks. Basic logic, probability theory, and decision
theory [see, Chater and Oaksford (2012) on the role of these the-
ories in cognitive science] are fundamental rational norms and
he broaches no other possibilities. This raises the question, of
how many rational norms are there actually to choose between?
A prima facie argument can be made that that there are not as
many as one might think. Elgayam and Evans (2011) suggest
that the new Bayesian paradigm is an alternative norm account.
I argue that since probability theory presupposes standard logic
they are not really in competition. A derived theorem of the Kol-
mogorov axioms is logical consequence, i.e., if X logically entails Y,
then Pr(Y) > Pr(X), which “ensures that probabilistic reasoning
respects deductive logic” (Joyce, 2004, p. 135). The question is
not whether one norm supplants another but whether beliefs are
graded. Once we opt for graded beliefs, then we need to know
how they are updated in inference when new information comes
in. This can be achieved by Bayesian conditionalization rather
than modus ponens (Oaksford, in press; Oaksford and Chater,
2007, 2013), although this is not necessary because probabilis-
tic premises will deductively entail a probability interval for the
conclusions of an argument (Pfeifer and Kleiter, 2010). Con-
sequently, I suggest that the move to Bayesian probability is
not a move to an alternative norm rather than a move to a
finer grained analysis of beliefs which is not just binary true or
false.

Thus, when comparing logic and probability, we are not
choosing between competing norms. Davidson would argue, and
common sense seems to dictate, that if the more nuanced view
provides a rational understanding of more of the data it is the pre-
ferred theory. When the issue of competing norms is taken out of
the equation this is simply the question of which theory provides
the best description of the data. What happens if there are gen-
uinely competing normative theories that are equally descriptively
adequate?

For example, in decision theory an explicit competitor to clas-
sical Bayesian probability theory has been provided by quantum
probability (Pothos and Busemeyer, 2013). This would appear to
be much closer to the competing norms case that Elgayam and
Evans (2011) envisage. Quantum probability stands to quantum
logic — in which the law of the excluded middle is not valid — as
Bayesian probability stands to standard logic (Oaksford, 2013).
Moreover, across a variety of tasks, Pothos and Busemeyer (2013)
argue that quantum probability is more descriptively adequate
than Bayesian probability theory. Recall that the formulation for
directive normativity is conditional, with the relevant justifica-
tion for the normative theory in the antecedent. For Bayesian
probability theory we have, if an agent wishes to avoid mak-
ing bets they cannot win, then they should conform to the laws
of probability theory. For quantum probability, however, there
does not appear to be a relevant justificatory antecedent. There
would appear to be no Dutch book theorem showing that fail-
ure to conform to the laws of quantum probability would lead
anyone to make bets they could not win®. Moreover, confor-
mity to the laws of quantum probability may well lead to a
Dutch book being made against you. For example, it has been
shown that committing the conjunction fallacy (Tversky and
Kahneman, 1983) can allow a Dutch book to be made against
you (Gilio and Over, 2012; Hahn, 2014) and quantum prob-
ability apparently predicts the conjunction fallacy (Pothos and
Busemeyer, 2013). Consequently, however descriptively adequate
with respect to the data quantum probability appears to be, it
cannot explain how behavior succeeds in the real macroscopic
world which we inhabit. Even if we can make sense of lay-
ing bets on the outcomes of quantum events, there would still
need to be an independent argument that there are similar events
about which we could gamble at the macroscopic level (Oaksford,
2013).

Elgayam and Evans (2011) argue against the principle of char-
ity solely on the observation that norms are relative to particular
cultural and historical contexts. However, they do not discuss
Davidson’s view of rationality as a constitutive norm (Rescorla,
2013). On Davidson’s view conformity to these norms is constitu-
tive of having intentional states and is not relative to any particular
cultural or historical context. As there are no human beings to
whom we would not attribute beliefs this suggests that our norms
are also universal. The Dutch book theorems certainly have this
character. Gambling is a universal human activity, engaged in by

3 Although in physics, there are arguments that a Bayesian approach, i.e., probability
as a measure of ignorance, might make sense of quantum probability as a theory of
rational betting in quantum gambles (Pitowsky, 2003). One then has to ask whether
there is any analog of a quantum gamble at the macroscopic level that any human
being would be concerned to win.

www.frontiersin.org

May 2014 | Volume 5 | Article 332 | 16


http://www.frontiersin.org/
http://www.frontiersin.org/Cognitive_Science/archive

Oaksford

Bayesian models and rationality

all cultures and in all historical contexts. Moreover, it seems incon-
ceivable that anyone would fail to accede to the rationale for the
Dutch book theorems, what normal human being would wish to
make bets they are bound to lose? In the first section, I argued
that the permeability between directive and evaluative rationality
depends on the universality of the justification for a normative
system. So we have good grounds to view probability theory as a
universal evaluative norm.

CONCLUSION

In conclusion, in the psychology of reasoning, interpreting experi-
mental results, just as in interpreting another’s utterances, requires
making the best rational sense of the observed behavior. People
evaluate each other’s arguments in politics and in the law and in
appropriate argumentative contexts their judgments conform to
the rational norms of probability theory. The current Bayesian
turn in the psychology of reasoning addresses the question of
whether beliefs are graded and is not an alternative norm to stan-
dard logic. From Davidson’s perspective, the universal attribution
of beliefs to others has the corollary that our rational norms are
likely to be similarly universal. Elqayam and Evans (2011) pro-
vide no grounds to question this perspective. However, there are
many exceptions, data that does not conform to these norms (e.g.,
Tversky and Kahneman, 1983; but see, Crupi etal., 2008), cases
of irrationality due to illness or injury, cases where sacred values
are opposed to utility maximization (Atran and Axelrod, 2008),
and other paradoxes of maximizing expected utility (Burns and
Wieth, 2004; but see Turner and Quilter, 2014). However, there
are responses to these exceptions as some of the citations indi-
cate. In sum, the union of evaluative normativity and descriptive
psychology, implicit in Davidson (Rescorla, 2013), is continuing
to yield important results and this should be regarded as a good
thing.
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A series of high-profile critiques of Bayesian models of cognition have recently
sparked controversy. These critiques question the contribution of rational, normative
considerations in the study of cognition. The present article takes central claims from
these critiques and evaluates them in light of specific models. Closer consideration of
actual examples of Bayesian treatments of different cognitive phenomena allows one to
defuse these critiques showing that they cannot be sustained across the diversity of
applications of the Bayesian framework for cognitive modeling. More generally, there is
nothing in the Bayesian framework that would inherently give rise to the deficits that these
critiques perceive, suggesting they have been framed at the wrong level of generality.
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consideration of rationality uniquely benefits both theory and practice in the study of
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cognition.

INTRODUCTION

The last two decades of cognitive science have seen a bit of a rev-
olution: probabilistic models of cognition, in particular, Bayesian
models have not only steadily increased in volume, but have come
to grab a large market share in those outlets, such as Psychological
Review, that focus on psychological “theory” These trends are
manifest not just in a wealth of reviews (e.g., Chater et al., 2006,
2010) and bibliometric statistics, but, last but not least, in the
fact that Bayesian models have recently prompted a number of
high-profile critiques (e.g., Elqgayam and Evans, 2011; Jones and
Love, 2011; Bowers and Davis, 2012a,b). A pre-requisite to cri-
tique is getting noticed in the first place, and, given that these
critiques concern formal, mathematical models of cognition, that
is no mean feat.

So these critiques may plausibly be taken to signal a moment
of arrival in the development of the paradigm, particularly given
that they were written for a general audience, not just for spe-
cialists within the discipline. At the same time, it seems likely
that these critiques provide insight that research would be well-
advised to heed. In light of this, the present paper scrutinizes these
recent critiques with a view to identifying the key implications
they present for future work.

FUNDAMENTAL CRITIQUES

Three sets of criticisms have recently been aimed at Bayesian
models of cognition: the target article in Behavioral and Brain
Sciences by Jones and Love (2011) raising the specter of “Bayesian
fundamentalism,” Bowers and Davis article in Psychological
Bulletin (2012) on “Bayesian just-so stories” and, from an even
broader perspective, Elqayam and Evans (2011) recommendation
to abandon a central role for normative models in the study of the
cognition. While there is some overlap between these critiques,
each makes distinct points. Each is also a lengthy article in its own
right, containing a wealth of observations and claims. However,

Keywords: Bayesian modeling, rationality, normativity, probability

for the purposes of this article, four main claims of interest will
be highlighted and addressed for each.

JONES AND LOVE (2011)

Jones and Love find that rational Bayesian models are (1) sig-
nificantly unconstrained, because they are generally uninformed
by either process-level data or environmental measurement.
Furthermore, (2) the psychological implications of most Bayesian
models are also unclear (last but not least because there is little
contact with mechanism or process). The retreat to the level of
abstraction away from process at which Bayesian models are typ-
ically phrased is not perceived to be of intrinsic interest because
(3) Bayesian inference itself is conceptually trivial (Bayes’ theorem
is just a simple “vote counting”). And finally, (4) many Bayesian
models simply recapitulate existing (mechanistic level) theories.

BOWERS AND DAVIS (2012A,B)

Here it is maintained that (1) flexibility with priors, likelihoods,
and utility functions frequently makes models unfalsifiable, while
(2) Bayesian theories are also rarely better at predicting data
than alternative (and simpler) non-Bayesian ones. In general,
for understanding cognition and building insightful models of
cognitive processes, (3) constraints other than rational analysis
are more important. As a consequence, (4) psychology and neu-
roscience now abound with Bayesian “just so” stories, that is,
mathematical analyses of cognition that can be used to explain
almost any behavior as optimal.

ELOAYAM AND EVANS (2011)

The focus of Elqayam and Evan’s critique, finally, is more general
in its target than just Bayesian modeling, affecting also the use of
decision-theory and logic as other putative norms of rationality.
The central point in Elqayam and Evan’s paper is (1) a critique
of what they call “normativism”: the idea that human thinking
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reflects a normative system against which it should be mea-
sured and judged. Normativism is conceptually dubious because
it invites fallacious is-to-ought and ought-to-is inferences (2). At
the same time, little can be gained from normativism that can-
not be achieved by descriptivist computational-level analysis (3).
As a consequence, Elqgayam and Evans believe that (4) theories
of higher mental processing would be better off if freed from
normative considerations.

Each of these articles has already seen extensive counter-
critique, last but not least the open peer commentaries that are
an integral part of the journal format for two of these three arti-
cles (and for the third, Bowers and Davis, 2012a,b), see the reply
in the same journal by Griffiths et al., 2012). It is the contention
of the present paper, however, that there are still things to be said
on this topic, and that some things that have been said deserve
to be said again and become clearer or more compelling when
put together in a single overall argument. First and foremost, it
is the contention of this paper that closer consideration of actual
examples of Bayesian treatments of different cognitive phenom-
ena allows one to defuse the above critiques. Specifically, it will
be argued that one of the main reasons the critiques go amiss
is that they have been phrased at the wrong level of generality.
More detailed consideration of specific examples, however, is not
something the restrictive format of open peer commentary readily
supports.

THE DIVERSITY OF BAYESIAN MODELING

One of the tensions in all three critiques is that, while it is likely
they have been motivated by particular applications, they are
pitched as general critiques of a paradigm. This is striking because
Bayesian probability itself is, in first instance, a formalism, that
is, a “language.” As such, it affords many and diverse applica-
tions. How then could such a diverse set of applications suffer
from common problems? For one, it could do so coincidentally:
researchers who avail themselves of this language happen to, by
and large, be researchers who are comparatively poor at the task of
model-building. For example, they may fail to appreciate funda-
mental criteria of “goodness” for a model that a field has managed
to identify. The root cause, in this case, is effectively sociological.
There is nothing within the formalism itself that makes necessary
the deficits observed, and, in the hands of others, these limita-
tions could easily be rectified. The second possibility is that there
is some deeper limiting factor in the formalism that is responsi-
ble for the perceived limitations. In this latter case, the formalism
itself is indeed, at least partly, to blame. Both cases would merit
critique, but the nature of that critique, in order to be appropri-
ate and hence constructive, would have to be very different. The
only way to distinguish between these two possibilities is to con-
sider specific examples. Limitations of the formalism itself should
emerge as common aspects of all examples considered.

For these purposes it is important to consider a broad range
of examples. Figure 1 contains a set of such examples, chosen
with diversity in mind. The list contains both some of the most
famous and influential Bayesian modeling (e.g., Anderson, 1991;
Oaksford and Chater, 1994) and other examples, which, by com-
parison, are completely obscure (e.g., Harris and Hahn, 2009).
The examples vary also in the cognitive domain to which the

A Bestiary of Bayes in Psychology

Ideal Observer Models

Griffiths & Tenenbaum,
2005

Perfors et al. 2011 Oaksford & Chater, 1994

Kemp & Tenenbaum, 2009 Hahn & Oaksford, 2007

Anderson, 1991 Chater & Oaksford, 1999 Harris & Hahn, 2009

FIGURE 1 | The figure presents examples of applications of Bayesian
modeling. The examples, discussed in the text, reflect both different types
of application in terms of the aspect of the cognitive system modeled, and
the theoretical and methodological role accorded to Bayesian inference as a
result.

model is applied, ranging from judgment through reasoning and
argumentation to categorization and language acquisition.

In fact, these differences in domain give rise to an infor-
mal ordering within the Figure: the green-blue dimension!. This
dimension may, in first instance, be taken to reflect the extent to
which the underlying cognitive task inherently involves inference,
and more specifically, probabilistic inference.

To illustrate: On the far right hand end of the “blue spectrum,”
the task participants face in Harris and Hahn’s (2009) studies of
evidential coherence is that of evaluating, from the perspective of
the police, the potential location of a body given the testimony
of (less than perfectly reliable) multiple witnesses. Not only is
this inherently an inferential task involving uncertainty, but par-
ticipants are specifically asked to evaluate a question about ‘how
likely it is” that the body lies within a particular area on a map.

By contrast, at the green end, Anderson’s (1991) famous ratio-
nal model of unsupervised categorization addresses the task of
imposing categories on unlabeled instances, that is, partition-
ing a set of objects into distinct classes of object. This need
not be viewed as an inference task at all. Furthermore, even
if the task is to be construed as one involving inference, there
is a wealth of different choices concerning what that inference
may be about. Ultimate answers to the fundamental question of
what unsupervised categorization does and what it is for rest on
extremely difficult questions about the relationship between mind
and world (e.g., the extent to which we “discover” categories in
the world or instead impose them) and the role of categories in
language and thought.

In fact, rival accounts of unsupervised categorization which
assume that classification proceeds on the basis of inter-item
similarity, for example, may assume that such similarities reflect
deep facts about the environment (or, human perceptions thereof,
given that “similarity” is a subjective, not an objective relation
between objects, see e.g., Hahn and Chater, 1997), or they may
simply take as their point of departure that human categorization
seems sensitive to similarity.

1Both are pleasing colors in keeping with the fact that the dimension does not
reflect value.
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Anderson’s (1991) model is based on the idea that categoriza-
tion reflects the goal of optimally predicting the unseen features
of objects, that is, we wish to be able to predict P;(j|F,), the prob-
ability that (as yet unseen) dimension i of the object possesses the
value j, given the feature structure F, observed so far. Categories
are formed to assist this goal. Hence, objects are assigned to cat-
egories in such a way as to make the feature structures of those
objects most probable. As a Bayesian model, the rational model
assigns a new object to the most probable category k given the
features observed, P(k|F). In so doing, the model may choose to
create an entirely new category for that item.

The fact that the two examples, Harris and Hahn’s study of
coherence, and Anderson’s rational model, fall on opposite ends
of the spectrum with regard to the extent to which the task under
investigation is necessarily construed as involving probabilistic
inference has immediate implications for the role of rational,
Bayesian inference in each case.

Where the task is uncontroversially construed as an inferen-
tial one, the mapping between task and formalism is more or less
direct. Where it is not, the probabilistic construal is merely one
of many possible, equally plausible, task decompositions. This
has direct consequences for the “normative” or “rational” status
bestowed by Bayesian inference. While it is the case that Bayesian
probabilistic inference has a privileged status that makes its use
“rational” or “optimal” in certain well-defined senses (more on
this in a moment), this normativity or rationality only goes as far
as the inference itself. If the task may plausibly be construed as
not involving inference in the first place, then the resultant model
as a whole is neither inherently more “normative” or “rational”
than any other.

Associated with the difference in role for Bayesian inference
at the two ends of the green-blue spectrum are other differences.
In Harris and Hahn’s (2009) study prior probabilities are objec-
tively defined within the task. There is nothing to “choose” here
by the modeler, and there are no free parameters. In the case of
Anderson’s rational model, by contrast, model behavior is criti-
cally dependent on prior probabilities for category membership.
Anderson (1991) specifies this prior in the following way:

chg

(1—=¢)+cn W

plk) =

where #y, is the number of objects assigned to category k thus far,
n is the total number of classified objects and c is the so-called
“coupling parameter.” This parameter governs the probability that
a new instance will receive an entirely new label, P(0):

1—c¢
p(0) = m (2)

In other words, the coupling parameter determines how readily
new categories will be formed: for high values of the coupling
parameter, larger clusters are favored by the prior, whereas for low
values the model will favor greater numbers of smaller categories.
Model behavior thus varies dramatically as a function of c.
Furthermore, the combinatorial explosion concerning the
number of possible partitions of even fairly small sets of to-
be-classified objects means that Anderson’s model must rely on

approximation to the optimal Bayesian estimates. Alternative
approximation algorithms to Anderson’s are possible (e.g., Gibb’s
sampling, see Geman and Geman, 1984) or particle filters (see
e.g., Doucet et al,, 2001), and, as Sanborn et al. (2010) demon-
strate, will give rise to differences in model predictions.

This makes it fuzzier what the rational model actually is, and
makes the model harder to test empirically. However, contrary to
concerns about Bayesian models articulated by Bowers and Davis
(2012a,b) there is no sense in which the rational model is unfalsi-
fiable. One can readily evaluate model predictions across values
of the coupling parameter and contrast those predictions with
human behavior (as in Sanborn et al., 2010) and in that way
compare the rational model with competing formal models of
unsupervised categorization (as in Pothos et al., 2011), and one
can do this for different approximation algorithms.

Needless to say, in the case that other models perform better
on such tests (as Pothos et al., indeed find them to do), no one
would take that to indicate that participants’ views on classifica-
tion are “irrational.” Because there are so many ways the goals
of categorization can be construed, the model does not prescribe
what people should do in any strong sense. Deviating from it is
not an “error” in the same way that prominent inferential fail-
ures in the judgment and decision-making literature (such as the
conjunction fallacy, Tversky and Kahneman, 1983) are viewed as
errors—an issue we return to below.

Concerning the critical challenge surrounding model falsifia-
bility it seems important to distinguish vague predictions from
model flexibility. Vagueness means that it is unclear exactly what
predictions are, and what empirical evidence might or might not
meet them. Flexibility, by contrast, means that a model or theory
can change its predictions depending on parameterization; given
a particular set of parameters, however, predictions are specific.
The rational model not only has an important free parameter,
but due to the nature of its approximation algorithm, also has
stochastic variation in its model output; however, by averaging
over model runs, specific predictions can be derived, and—as has
been demonstrated empirically (see e.g., Pothos et al., 2011)—the
model can readily be compared both with human data and with
other models.

Beyond pointing out that even a flexible model such as
Anderson’s rational model admits falsification it is hard to know
how to address Bowers and Davis claims that Bayesian models
may frequently be unfalsifiable given their flexibility with priors,
liklihoods and utility functions. It seems hard to see that Bayesian
models are more flexible than other mathematical models that
admit of parameterization. They are certainly not inherently more
flexible, because in many contexts (certainly toward the “blue
end” of Figure 1), Bayesian models of the task can and have been
applied (and compared with human performance) without free
parameters at all, because parameters such as priors or likeli-
hoods are derived from participants estimates or because they
are taken directly from environmental quantities and the model
itself consists simply of Bayes theorem. In addition to the Harris
and Hahn (2009) paper, other examples here include Harris
et al’s (2012) study on argumentation, and the extensive body of
research within the 1960’s that examined experimentally human
belief revision using simple devices such as colored pokerchips
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drawn from bags of varying chip composition (see e.g., Peterson
and Beach, 1967; Edwards, 1968). At the very least, these exam-
ples make clear that the formalism itself does not impose any
particular degree of flexibility.

Other examples along the green-blue dimension fit also with
the first two examples of Anderson (1991) on the one hand, and
Harris and Hahn (2009) on the other. Perfors et al. (2011) simula-
tions are aimed at addressing fundamental questions in language
acquisition concerning so-called poverty of stimulus arguments,
that is, arguments that seek to argue that certain aspects of
language, though developmentally acquired, cannot be learned,
because there is insufficient information in the linguistic input
to the child (for a review and references see also e.g., Hahn and
Oaksford, 2008). Perfors et al. like many researchers concerned
with these questions before them (see e.g., Chomsky, 1957, 1986;
Gold, 1967; Wharton, 1974) assume that the task at hand is to
infer a grammar, from which the grammatical sentences of the
language can be generated. However, whether this is an appropri-
ate way to conceive of language acquisition is in itself a matter of
debate. Other researchers have argued that the goal of acquisition
is to learn form-meaning mappings (e.g., Bates and MacWhinney,
1989) or to learn procedures for comprehension and production
(Seidenberg and MacDonald, 1999). On such views, there need be
no role at all in language for a grammar as traditionally conceived.
The role of Bayesian inference in Perfors et al’s study is thus to
provide an elegant, well-defined, and well-understood modeling
tool. The point is not an account of what children should do.

Over at the “blue end” of Figure 1, however, such normative
concerns are integral to Oaksford and Chater’s (1994) account
of Wason’s selection task, a paper that, like Anderson’s rational
model, is a cornerstone of Bayesian modeling. Wason’s classic
(1968) study shows participants deviating from a falsificationist
strategy when asked to select information to test a rule. While fal-
sification was advocated as an ideal strategy for science by Popper
(1959), it is not ideal in general, that is, independently of the
specific hypotheses and nature of the environment as shown, for
example, by Klayman and Ha (1989). And indeed, philosophers
of science have not only noted that falsificationism does not cap-
ture the actual conduct of science (Kuhn, 1962; Lakatos, 1976),
but have moved away from it as an ideal strategy in more recent
work that adopts a Bayesian, normative perspective on scien-
tific inference (e.g., Earman, 1992; Howson and Urbach, 1993).
Oaksford and Chater (1994) seek to show that under certain sim-
ple assumptions about the structure of the environment, and cer-
tain assumptions about reasonable priors, participants’ responses
on the selection task are well-understood as an approximation to
optimal data selection.

In general, Oaksford and Chater’s treatment of conditional
reasoning involves a twofold argument. On the one hand, they
argue that the utility of classical logic in the context of every-
day reasoning is extremely limited (see e.g., Oaksford and Chater,
1991); probability theory, by contrast, provides a natural formal-
ism for reasoning under uncertainty. On the other hand, as they
seek to demonstrate, seeming patterns of deviation in human
responding on what have traditionally been conceived of as logi-
cal reasoning tasks, are well-captured under the assumption that
participants view the seemingly deductive inference task as a
probabilistic inference task.

This work is naturally situated toward the “blue end” as it
is concerned with what are inference tasks by design. There is
room for debate here on a normative level about the mapping
between probability theory and the task; in particular there has
been considerable philosophical debate about the appropriate for-
malization of the natural language condition “if ... then” (see
e.g., Edgington, 1995; Evans and Over, 2004), so the normative
claims do not simply have to be accepted at face value. But they
are integral to the overall aims of the project. At the same time,
there is a descriptive component: the claim that actual partici-
pant responding is well-understood as an approximation of this
normative construal. This descriptive claim may be empirically
challenged, both by seeking to provide evidence of systematic
deviation between model and observed behavior, and by posit-
ing alternative explanations of behavior that rest on functionally
different interpretations (by participants) of the task.

Lively empirical debate has thus ensued (see e.g., the open
peer commentary on Oaksford and Chater, 2009). This in itself
testifies against claims about lack of falsifiability, but it is also
important to note here that Oaksford and Chater’s work has, in
fact, brought a new level of specificity to behavioral prediction
in the context of logical reasoning (see also Hahn, 2009 for
discussion of this point). Prior to Oaksford and Chater’s work,
data in the psychology of logical reasoning were a collection
of qualitative phenoma (“context effects,” “supression effects”
etc.). Since their seminal (1994) paper, empirical work in the
psychology of reasoning frequently involves evaluation of detailed
quantitative predictions. This was first seen in Oaksford and
Chater’s probabilistic approach, and it is “rival approaches” that
have followed in this (see e.g., Schroyens and Schaeken, 2003;
Oberauer, 2006; Klauer et al., 2007).

This example speaks to a whole range of separate points in
the above critiques of Bayesian models: namely, the shift to more
detailed, quantitative predictions provides a ready example where
Bayesian models do not simply recapitulate existing mechanism
level theories [Jones and Love (4) above]; moreover, it provides
an example where a Bayesian model has been “better at predicting
data than simpler (non-Bayesian) alternatives” [see, Bowers and
Davis, (2) above]; and it makes questionable the claim that “nor-
mativism” has hampered the development of high-level cognition
so that we would be better off without it [Elqayam and Evans, (3
and 4)], and that constraints other than rational analysis are more
important [Bowers and Davis (3)].

It is precisely the fact that the Bayesian framework enables
quantitative prediction that enabled Oaksford and Chater’s work
to bring about this change in specificity of prediction within the
psychology of reasoning, and their choice of formalism was driven
by normative considerations. Other quantitative models may have
followed subsequently, but the impulse for the shift came from the
use of Bayesian modeling.

It is worth empbhasis also that the reasoning tasks addressed in
Oaksford and Chater’s work are classic examples of “high-level
cognition” which Fodor (1983) considered to be “central process-
ing,” and hence an aspect of cognition for which we would never
have detailed theories and predictions. That the field of reasoning
can capture subtle changes in behavior in response to changes in
the content of high-level, verbal experimental materials in such
detail is thus, in and of itself, a remarkable success.
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Moreover, Oaksford and Chater’s treatment of selection task
and logical reasoning (see also on syllogistic reasoning, Chater
and Oaksford, 1999) are not alone here. Arguably, this specificity
has been spreading through other aspects of human reasoning
as well (see also e.g., Kemp and Tenenbaum, 2009). Hahn and
Oaksford’s work on informal argument fallacies are a further
case in point (e.g., Hahn and Oaksford, 2007). Fallacies, or argu-
ments that seem correct but aren’t, pervade everyday informal
argument. Catalogs of argumentation fallacies (also known as rea-
soning fallacies) originate with Aristotle and have been of concern
to philosophers, logicians, and argumentation theorists to this
day, though they have engendered only small amounts of psycho-
logical research in the past (e.g., Neuman and Weitzman, 2003).
The longstanding goal of fallacies research has been to provide
a comprehensive, formal treatment that can explain exactly why
they are “bad” arguments. Hahn and Oaksford (2007) show how
classic fallacies, such as the argument from ignorance (“ghosts
exist, because nobody has proven that they don’t”), or circular
arguments (“God exists, because the Bible says so and the Bible
is the word of God”) can be given a formal Bayesian treatment
that distinguishes appropriately weak examples of these argument
forms from ones that seem intuitively acceptable. More generally,
it provides explanations of widespread intuition that arguments
from ignorance or circular arguments are frequently weak: anal-
ysis across the range of possible underlying probabilities that
these arguments may involve demonstrates how they are typically
weaker than other types of arguments in everyday life (for details
see Hahn and Oaksford, 2007).

This is in part an explicitly normative project, aimed at
addressing long standing theoretical questions about the fallacies,
but also more general questions about the extent to which there
can be “norms” for argument quality that allow us to determine
whether an argument should or should not convince.

At the same time, the ability to measure argument quality
through use of the Bayesian, probabilistic framework allows one
to generate both qualitative and quantitative predictions against
which people’s judgments of everyday arguments can be com-
pared. Such comparisons have been conducted, not just in the
context of the fallacies, but in the context of other arguments as
well (e.g., Hahn and Oaksford, 2007; Hahn et al., 2009; Corner
et al., 2011; Harris et al., 2012).

The predictions made in these contexts are not only novel,
there is, in many of the cases examined, simply no alternative
framework that would allow one to make predictions about the
materials examined? That is, the theoretical questions that can be
addressed are new. But there are not just new questions about how
people evaluate particular argument forms which have now been
formalized. The formal framework provides a methodological
tool that allows one to examine a whole host of issues concern-
ing argumentation that are not possible without it. For example,
as Corner and Hahn (2009) note, much of the communication
to the public of socio-scientific issues of broad concern such
as climate change, genetically modified foods, nanotechnology

2This is, of course, not to say that there has been no empirical work on
other aspects of the fallacies or on argumentation more generally (for a recent
overview see, Hahn and Oaksford, 2012).

and so on, involves brief summaries of arguments. How peo-
ple evaluate such arguments is thus a central practical concern
across a broad range of issues requiring large-scale action. A
normative standard for measuring argument quality, and with
that participants’ evaluation of arguments, provides a tool for
probing whether the way people think about issues such as cli-
mate change (for example with respect to conflicting testimony,
see e.g., Lewandowsky et al., 2013) differs from the way they
reason in other evidential contexts. Such comparisons become
possible despite the differences in argument content (and hence
attendant differences in people’s prior beliefs and the actual
diagnosticity of the evidence) because responses to arguments
from different domains can be compared via the normative stan-
dard: in other words, one can ask whether people’s reasoning is
more or less in line with normative prescriptions across different
domains.

Far from re-capitulating the predictions of other, simpler, or
more process-oriented models, then, this argumentation work
has created a wealth of opportunity for empirical inquiry. Against
the claim that other computational level theories might be as
successful (or even more successful) if the limiting emphasis
on normative considerations were abandoned stands the simple
fact that no other computational level theory presently exists in
this particular case. Given the fact that the development of the
computational level theory was driven explicitly by normative
considerations, it would also seem perverse to consider such con-
siderations a block to progress [cf. Elqgayam and Evans (4)], at
least in this context.

Similarly, the argumentation example is at odds with the per-
ception that “other kinds of constraints” (e.g., neural constraints)
are, typically, more powerful than rational or normative consid-
erations. And this seems indicative of “the blue end” of Figure 1
more generally. For example, it is a characteristic of Oaksford and
Chater’s work in the psychology of reasoning that it is precisely
not concerned with process or implementation. Greater predic-
tive power with regard to human behavior (i.e., the initial shift
from qualitative to quantitative prediction) was achieved in their
work despite moving to a higher level of abstraction. Moreover,
the argumentation example may lead one to suspect that it is not
despite that retreat to a higher level of abstraction but rather pre-
cisely because of it, that detailed quantitative predictions suddenly
become possible.

What Bayesian modeling captures in this context is relation-
ships between information states. If human reasoning and infer-
ence about the world is to have any point at all, it must be sensitive
to the actual content of what is under consideration. Where
evidential and inferential relationships are at stake, information
content is the first and primary consideration. It is thus no coin-
cidence that a probabilistic framework (which is about content)
does a better job of predicting human behavior than the limited
structural considerations of classical logic, for example. Of course,
itis clear that reasoning will also be influenced by the mechanisms
through which it is carried out. However, were these mechanisms
to provide greater constraints on, say argument evaluation, than
the actual information content of the argument and the relation-
ship of that content to other beliefs, then these mechanisms would
necessarily be extremely restricted inferential devices. Our best
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evidence concerning higher level-cognition suggests that this is
not what human thought is like>,

For sure, there are deviations from “normative responding”
in any reasoning or evidence evaluation context that has been
examined, but the deviations would have to outweigh the cor-
respondence to provide greater, more fundamental, and more
useful initial constraints. Otherwise, starting from considerations
of normative responding will provide the single biggest gain in
predictive accuracy. Moreover, via inspection of systematic devi-
ations, it likely provides one of the most powerful routes to
identifying where mechanism constraints must be playing a role,
and thus to what those mechanisms might be.

WHY NORMATIVE, WHY RATIONAL?

For many applications of the Bayesian framework the appeal to
its normative status is integral. What then does that status rest
on, and what kind of rationality or optimality can it consequently
bestow?

In fact, there are multiple, independent routes to establishing
a normative basis for Bayesian inference (see e.g., Corner and
Hahn, 2013 for detailed discussion both of the general issue of
normativity and Bayesian inference specifically). Lack of aware-
ness of these distinct possibilities makes it easy to underestimate
both the ways in which Bayesian inference may be perceived
to provide a norm, that is a prescription of how one ought to
behave, and to over-estimate how readily alternatives may make
arival claim. At the same time, lack of care in considering exactly
what the normative status pertains to runs the risk of overblown
normative claims for Bayesian models.

Of the different routes for claiming a normative basis for the
Bayesian framework, the Dutch Book argument is the most well-
known. A Dutch Book is a combination of bets that can be shown
to entail a sure loss. In other words, engaging in a combination of
bets that constitute a Dutch Book means necessarily incurring a
loss, regardless of how the world turns out. Moreover, this loss is
immediate, arising the moment the bet is resolved, not just in the
long run (as incorrectly stated in Pothos and Busemeyer, 2013).

The Dutch Book argument provides an instrumental argu-
ment for assigning degrees of beliefs in accordance with the
probability calculus based on the minimal assumption that incur-
ring a sure loss would be undesirable. Specifically, the argument
connects degrees of belief to a (theoretical) willingness to bet by
assuming that a person with degree of belief P in a proposition
a would be willing to pay up to £P to bet on a. The Dutch Book
Theorem states that if a set of betting prices violates the probabil-
ity calculus, then there is a Dutch Book consisting of bets at these
prices, that is, a combination of bets that guarantees a sure loss.
Being in possession of degrees of belief that violate the probability
calculus makes possible Dutch Books and conversely, conformity
with the calculus provides immunity from Dutch Books (the
so-called converse Dutch book theorem, see e.g., Hajek, 2008).

3Even for a very restricted inferential device, however, there must be con-
straints on how its outputs “cohere” with those of other components of the
systems if the system is to function effectively. This need for coherence once
again brings a focus on information content and with it, a role for Bayesian
inference (see Griffiths et al., 2012).

Bayesian inference (and Bayesian modeling), however, is not
just characterized by assignment of probabilities in line with the
axioms of probability theory, but also by the use of Bayesian con-
ditionalization for belief revision. That is, Bayes’ theorem (which
itself follows from the axioms of the probability calculus) is used
as an update rule to accommodate new evidence. Analogous,
so-called diachronic Dutch book arguments exist for Bayesian
conditionalization (see Teller, 1973; and for the converse Dutch
book argument, Skyrms, 1993).

To illustrate the nature of Dutch Book arguments with a
famous example: Assigning to the conjunction of two events or
claims a higher probability (or degree of belief) than is assigned to
the less probable of the two—the so-called conjunction fallacy—
is, in effect, a logical error. The conjunction of two events, A and
B, cannot be true without each of the events being true also, and
the event “A and B” cannot occur without the event A and the
event B occurring as well. Hence they cannot be less probable than
the conjunction; failing to realize this makes one Dutch-bookable,
as exemplified in Table 1 (see also Newell et al., 2007 for a con-
crete numerical example). For example, believing it to be more
probable that Linda is a bankteller and a feminist, than that she
is a feminist (Tversky and Kahneman, 1983) means that a combi-
nation of bets could be offered which, if accepted, would imply a
sure loss.

The example of the conjunction fallacy is chosen here, in
part, because it has been argued recently within the cognitive
literature that quantum probability may provide a more appro-
priate framework for modeling human cognition than classical
probability (e.g., Pothos and Busemeyer, 2009; Busemeyer et al.,
2011). This not only involves the use of quantum probabil-
ity as a descriptive tool, but its proponents have specifically
asked about its normative or rational status (see e.g., Busemeyer
and Bruza, 2012; Pothos and Busemeyer, 2013, 2014). For the
conjunction fallacy, the ability to model what, from the per-
spective of classical logic and probability, are viewed as “errors”
has been presented as one of the key modeling “successes”
within the quantum framework (but see for challenges to its
descriptive adequacy e.g., Tentori and Crupi, 2013). However,
adherence to quantum probability in this way licenses the con-
junction fallacy, and hence, is Dutch-bookable*. The Dutch
book illustrates why this has traditionally been viewed as a
mistake.

Unsurprisingly, in seeking to make their case for “quantum
rationality,” Busemeyer and colleague are skeptical about Dutch
book arguments and the extent to which they justify a normative
status for classical probability. In particular, they highlight a sup-
posed practical limitation of Dutch Book justification: “Avoiding
a Dutch book requires expected value maximization, rather than
expected utility maximization, that is, the decision maker is
constrained to use objective values rather than personal utili-
ties, when choosing between bets. However, decision theorists
generally reject the assumption of objective value maximization
and instead allow for subjective utility functions (Savage, 1954).

“In this application of quantum probability to a macro-level entity such as
Linda the feminist bankteller. Needless to say, this is not the standard domain
of application for the formalism.
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Table 1 | Dutch book arguments.

The typical way to present Dutch Books is by presenting propositions, associated betting odds, and outcomes in a table. The left most example in the
table below illustrates a bet on a for an agent who buys a bet with stake 1$ (i.e., 1$ is the amount won if a is true) for the price g(a) (g as in betting
“quotient”); by assumption, the agent’s betting quotient is determined by her degree of belief that a is true. The table is read in the following way: in the
case where a turns out to be true, the agent receives 1$ as a payout, but has paid g(a) for the bet, so her net payoff is 78 - g(a). If a turns out to be false,
there is no payout, and the agent has simply lost the money she paid for the bet. She will make a profit if a turns out to be true and she has paid less

than 1$ for the bet (i.e., g(a) < 1), and a loss otherwise.

a Net payoff a b Net payoff

True $1-qgla) True True 1—qla, b) q(b)-1

False —qla) True False —q(a,b) q(b)
False True —q(a,b) q(b)-1
False False —q(a,b) qlb)

The right hand of the table shows a Dutch Book for the conjunction fallacy. Here, a and b represent two claims, with b representing the less probable of
the two. Our agent will sell for price g(b) a bet that pays out 1$ if b turns out to be true, and pay out 0 if it is false. Our agent will also buy for price g(a,b)
a bet that pays out 1$ if the conjunction (a,b) is true and 0 otherwise. Because our agent commits the conjunction fallacy g(a,b) is greater than g(b).

In each row, the net payoff is negative, so whatever the truth or falsity of a and b, our agent makes a loss. This can be read off directly for rows 2-4
(quantities in bold are “losses,” quantities in plain font are “gains”). In the case of row 1, where both a and b are true, our agent wins 1$ because the
conjunction is true. From this 1$, the price paid for the bet needs to be deducted to calculate net gain. Against this is then set the loss the agent makes
by paying out on the win for b. This loss necessarily exceeds the gains. (For two positive numbers x and y, if x > y, then 1—x < 1 — y; also,

y—1 = —(1—y); because g(ab) > q(b) by definition, the gain 1—q(ab) must be smaller than the loss g(b)—1, meaning a net loss overall).

This is essential, for example, in order to take into account
the observed risk aversion in human decisions (Kahneman and
Tversky, 1979). When maximizing subjective expected utility, CP
[insertion: CP = Classical Probability] reasoning can fall prey to
Dutch book problems (Wakker, 2010)” (Pothos and Busemeyer,
2013, p. 270).

This argument (largely repeated in Pothos and Busemeyer,
2014) conflates two separate issues: whether or not utilities are
“subjective” and whether or not an agent is “risk averse” On
the issue of subjective utilities and Dutch books, Pothos and
Busemeyer are wrong: The Dutch Book argument could equally
be run over subjective utilities (see e.g., Hajek, 2008). In gen-
eral, the so-called representation theorems for expected utility
are typically defined over preferences- that is subjective valu-
ations (see e.g., Karni, 2014). These representation theorems
establish that as long as an agent’s preferences respect certain
fundamental axioms an expected utility representation of those
preferences (which casts them as a combination of probability
and utility) is guaranteed. Hence economists long assumed that
people’s choices might be well-described as “maximizing subjec-
tive expected utility.” In their descriptive application of expected
utility theory, they have also sought to allow for the fact that
people are frequently “risk averse”: many might, for example
prefer 10$ for sure, over a 50/50 chance of receiving either 30$
or 0$, even though the expected value of the latter option is
higher (namely 15$) and picking it will lead to greater gains on
average.

Within Expected Utility Theory (EUT) risk aversion can be
modeled by assuming that people have non-linear, concave utility
functions whereby twice as much money becomes less than twice

5

>These are themselves often used as justifications for a normative basis of
probability, see e.g., Armendt (1993).

as “good”®, This does not mean that people should have non-linear
utility functions and be risk averse, however. From the perspective
of EUT, risk aversion costs money, and the degree to which the
concave utility function diverges from a risk neutral, linear, util-
ity function captures an agent’s “risk premium,” that is, the price
an agent is willing to pay in exchange for certainty over and above
expected monetary value. Given that risk aversion implies loss rel-
ative to expected value the possibility of Dutch Books under risk
aversion seems unremarkable and simply highlights, in a different
way, the cost of risk aversion. Risk aversion as a descriptive fact
about human preferences does not make a Dutch Book a “good
thing”; rather there may be practical contexts in which the price
of susceptibility to Dutch Books may be a price an agent is willing
to pay in exchange for some greater good. It is thus unclear how
risk aversion undermines the Dutch Book argument.

Pothos and Busemeyer’s argument is in many ways illustrative
of the lively debate about Dutch book arguments. Such debate
has focussed to a good extent on how literally one may interpret
them and thus how far exactly is their normative reach (for exten-
sive reviews see e.g., Hajek, 2008; for summaries of the main lines
of argument see e.g., Corner and Hahn, 2013): for example, one
can also avoid a particular Dutch book simply by refusing to bet
(though we cannot refuse to bet against nature in general, i.e.,
we are forced in daily life to make decisions under conditions of
uncertainty).

Such arguments do not detract from the fact that the existence
of a Dutch book highlights a defect of sorts in a set of proba-
bilities or degrees of belief (e.g., the failure to recognize that if
the conjunction is true, each of the conjuncts is necessarily true
also). And the defect highlighted (via the theoretical “sure loss”)

6Though whether this is descriptively adequate seems doubtful, see e.g., Rabin
and Thaler (2001).
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is one that obtains regardless of the way the world is, that is, what
actually turns out to be true or false.

Normative justification for Bayesian probability can thus also
be derived from considerations of accuracy (examples of this are
Rosenkrantz, 1992; Joyce, 1998; Leitgeb and Pettigrew, 2010a,b).
Accuracy-based justifications involve the use of a scoring rule to
measure the accuracy of probabilistic forecasts as used, for exam-
ple, in meteorology, (e.g., Winkler and Murphy, 1968). Scoring
rules allow one to assign credit for correct predictions, and penal-
ties for incorrect ones. Overall accuracy is then reflected in the
total score. Rosenkrantz (1992) shows that updating by Bayes’
rule maximizes the expected score after sampling; in other words,
other updating rules will be less efficient in the sense that they
will require larger samples, on average, to be as accurate. This
holds for any way of measuring accuracy that involves a so-called
“proper scoring rule,” that is, a scoring rule which will yield high-
est scores when agents report “honestly” their actual degrees of
belief (that is, there is no incentive for agents to, for example,
“hedge their bets” by reporting more conservative estimates than
they believe). Furthermore, this optimality of Bayesian condi-
tionalization with respect to maximizing accuracy holds not just
for “interest-free inquiry,” but also holds where actions depen-
dent on our beliefs about the world are at stake: using Bayesian
conditionalization to update our beliefs upon having sampled
evidence maximizes expected utility (Brown, 1976; Rosenkrantz,
1992). Finally, Leitgeb and Pettigrew (2010b) demonstrate that
for a common measure of accuracy (the Brier score, Brier, 1950),
Bayesianism (i.e., assignment of probabilities in accordance with
the probability axioms and updating via Bayes’ rule) follows
from the simple premise that an agent ought to approximate the
truth, and hence seek to minimize inaccuracy. Being Bayesian
will minimize inaccuracy of the agent’s beliefs across all “possible
worlds” the agent is conceptually able to distinguish and hence, in
principle, to entertain!’

These results provide a normative justification that, unlike the
Dutch book argument, is direct: it is the goal of Bayesian inference
to make inductive inferences about the world, and such infer-
ence is optimal in a well-defined sense, whereby—on average—no
other procedure can do better.

What is true of induction in general, of course, can also be
applied to specific cases. For example, in the context of super-
vised categorization, that is, the task of trying to assign instances,
including novel instances, to the right (pre-existing) category, the
so-called Bayes’ optimal classifier will assign items to categories
in such a way as to minimize the expected error rate, and thus
provides a point of comparison in machine learning contexts (see
e.g., Ripley, 1996)%,

Considering in such detail various strands of justification for
why “being Bayesian” might be viewed as normative or ratio-
nal is important for a number of reasons. Vis a vis a “normative
challenge” such as that by proponents of quantum probability, it

7With the proviso that these possible worlds are finite, a restriction that seems
fine for creatures with finite resources and life spans.

8 Consideration of the optimal Bayes classifier also makes clear that the “ratio-
nal” force of Anderson’s (1991) model increases the more one is willing to
view the task of unsupervised categorization as one of discovering underlying,
true categories in nature.

makes clear quite how much is required for such a challenge to
be well-supported. Merely assuming or speculating that human
behavior is rational will never suffice to make it so, and Elqayam
and Evans (2011), in particular, have been right to highlight that
such an inference from “is” (i.e., how people behave) to “ought”
(i.e., how they should behave) would be fallacious [see Elqgayam
and Evans (2) above]. However, the normative status of Bayesian
probability does not rest on its descriptive fit to human behav-
ior, but rather on independent arguments such as those just
described.

Furthermore, it is because of these normative foundations,
that Bayes’ theorem, though conceptually simple, is far from con-
ceptually trivial in the way Jones and Love (2011) might be taken
to suggest (3 above). It figures centrally within formal work in
the philosophy of science and within epistemology that is con-
cerned with fundamental questions about information seeking,
evidence, and explanation, and it figures centrally in statistics,
machine learning and artificial intelligence (and that fact, inci-
dentally, adds an interdisciplinary richness to Bayesian models
both at the “blue” and the “green” end). For all these disciplines,
normative questions about how one ought to behave, or how a
problem is best solved, are both theoretically interesting and prac-
tically important. Indeed, the debate about Bayesian models itself
is a debate about what should count as a “good” theory and about
how psychological research “ought” to proceed.

It is thus an interesting question in and of itself how a partic-
ular model or procedure relates to an optimal Bayesian one. As a
consequence, the theoretical interest and explanatory power of a
Bayesian formalization does not rest on whether or not it makes
deviant (and hence unique) predictions from existing psycholog-
ical theories. Contrary to Jones and Love’s critique that Bayesian
models frequently merely recapitulate extant (mechanism level)
theories (2 above) and to Bowers and Davis perception that they
rarely “make better predictions” of human behavior than sim-
pler, non-Bayesian models, there may be added value in “mere
recapitulation” because it is informative with regard to norma-
tive concerns, which in turn opens up the possibility of functional
explanations with regard to why the system is operating the way it
does.

Of course, as outlined earlier in the context of Anderson’s
rational model, the normative force of Bayesian conditionaliza-
tion applies only to the extent that Bayesian inference has a clear
mapping onto the task under which it is a core component. Where
it does, however, viewing a Bayesian formalization and a mech-
anistic model simply as “competitors” partly misses the point.
Furthermore, the normative aspect may give Bayesian formal-
ization a unique role in deriving adequate mechanistic accounts
in the first place, as the final section of this paper will seek
to show.

THE FALSE TENSION BETWEEN MECHANISM, PROCESS
MODELS AND NORMATIVE ACCOUNTS

Running through the critiques of Bayesian modeling that form
the focus of the present paper seems to be a perception that “ratio-
nal” or “normative” considerations are blind to, or even at odds,
with mechanism and process-level concerns; however, it may be
argued that they are, in fact, part of the route to identifying
mechanism or process-level constraints in the first place.
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Specifically, it seems likely that pinning down properly cogni-
tive constraints will require appeal to optimality. As Howes et al.
(2009) have recently argued, the space of possible cognitive the-
ories is massively under-constrained. The notion of cognitively
bounded rational analysis provides a means by which to limit that
search space in ways that other approaches do not allow, thus pro-
viding an essential complement to other methods. Specifically, the
study of cognition faces the particular difficulty of humans’ inher-
ent flexibility: multiple strategies are typically available for any
given task, and the project of seeking to discern cognitive invari-
ants must distinguish between aspects of behavior that appear
universal because they, in fact, reflect hard constraints within the
system, and those that arise time and again simply because they
reflect selection of an obvious, best strategy.

In light of this difficulty, Howes et al. (2009) demonstrate how
making strategies computationally explicit, determining their
expected pay-offs, and seeking to understand performance rel-
ative to those optimal strategies is fundamental to tackling the
credit-assignment problem between “fundamental cognitive con-
straint” and “strategy selection.”

Such an approach seems at odds with critiques of Jones
and Love (2011), Elgayam and Evans (2011), and Bowers and
Davis (2012a,b). In arguing that process level theories are more
important and should be given precedence or that research
would advance more quickly without normative theories, these
critiques are overlooking the methodological value that stems
from the fact that optimal models (in general) form a privi-
leged class of explanation. It is a reasonable default assumption
that the cognitive system is trying to do something sensible.
Consequently, the fact that a strategy would be optimal supports
a presumptive inference to the fact that it is indeed the strategy
being used and this has been seen as methodologically impor-
tant not just in psychology, but also economics and the social
sciences.

The standard method of economics has been founded on
optimization: Individual agents are presumed to be rational and
it is the goal of economic theorizing to understand aggregate
behaviors that arise from the interactions of such individuals
(see e.g., Lehtinen and Kuorikoski, 2007). Rational choice the-
ory has assumed that economic agents have stable and coherent
preferences as set out by expected utility theory (Von Neumann
and Morgenstern, 1947). This methodological commitment,
though challenged by behavioral economics (see e.g., Thaler and
Mullainathan, 2008), has not only been seen as successful within
economics, but has been exported to adjacent disciplines such as
political science (see e.g., Cox, 1999; Ferejohn, 2002).

Though conceived primarily as a normative theory, expected
utility theory has, at times, been viewed as a descriptive the-
ory within economics (see e.g., Friedman and Savage, 1948),
and its normative appeal has been viewed as a prima facie rea-
son for why it might provide a descriptive account (Friedman
and Savage, 1952 see also Starmer, 2005 for critical discussion).
Even now, given overwhelming evidence of violations of ratio-
nal choice theory in both experiments and field studies (see e.g.,
Camerer, 1995), the theories of aggregate behavior arising from
idealized rational agents aim to be descriptively accurate; this
may be possible because certain behavioral contexts provide pres-
sures that lead individuals to utility maximizing behavior (see e.g.,

Binmore, 1994; Satz and Ferejohn, 1994) and because the behav-
ior of aggregate systems may be robust to the deviations from
rational choice theory real agents might display (Lehtinen and
Kuorikoski, 2007)°. None of this involves a fallacious ought-to-
is or is-fo-ought inference of the kind Elqayam and Evans accuse
“normativism” of [see Elqayam and Evans (2) above]. Such a fal-
lacy would be commited if one thought the world was a particular
way simply because it ought to be, or, conversely, that something
out to be the case simply because it was. However, the expectation
of rational behavior simply thinks it likely that people behave a
certain way because they ought to, not that they necessarily do; at
the same time, what counts as rational does not rest on whether
or not people actually behave the way they should (is-to-ought),
because the normative claim has been independently derived'®.

More generally, rational standards provide essential inter-
pretative tools: Any human behavior typically allows many
different interpretations, and this is as relevant to science as
it is to everyday life. In day-to-day life we resolve ambiguity
with “the principle of charity” (e.g., Govier, 1987; see also
Oaksford, 2014). Specifically, given multiple interpretations of
what someone is saying, we pick the interpretation that renders
what they are saying most sensible as our default interpretation.
This interpretation may be wrong, and further evidence will force
us to abandon it. However, the basic fact that there are default
orderings over possible interpretations simplifies massively the
task of understanding. Even without specific knowledge of an
individual we can typically make reasonably accurate predictions
just on the basis of what would be “sensible” (though again, there
is no guarantee that these predictions will be correct).

The principle of charity likewise applies to the formal con-
text of understanding behavior within psychological research (see
also Hahn, 2011). If we observe something counter-intuitive or
surprising, we should as researchers always ask ourselves whether
there is an interpretation of participants’ behavior that might ren-
der it sensible (and hence predictable). Such consideration may
identify discrepancies in the way experimenter and participant
view the task, leading the researcher to revise interpretations of
what it is participants are doing, and many of the seeming “errors”
and “biases” have been re-evaluated in this way (see e.g., Hilton,
1995).

This is not an attempt to find rationality at any cost; instead,
it is an interpretative strategy that provides an essential method-
ological tool. This is further illustrated by ideal observer analysis
as has been hugely successful in the study of perception (e.g.,
Geisler, 1987). Ideal observer models employ the formal tools
of probability and decision theory to specify a model of optimal

9 Again, the very fact that theories based on assumptions of rationality have
come under increasing pressure within economics (both at the individual and
the aggregate level, see e.g., Thaler and Mullainathan, 2008; Fox, 2010) is tes-
timony to the fact that optimal models are falsifiable. At the same time, it is
important to not confuse the fact that an empirical or theoretical assumption
turns out to be wrong, or at some point needs to be replaced in order for a field
to progress further, with the claim that greater insight and more rapid devel-
opment would have been achieved without that assumption (cf. Elgayam and
Evans, 2011; Jones and Love, 2011).

10That said, one may take issue with Elqayam and Evans construal of the rela-
tionship between is and ought in the context of explaining behavior more
generally, see Corner and Hahn, 2013, for discussion.
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performance given the available input for a task. Actual human
performance is then compared to the performance of this ideal
agent. In a process of iterative refinement, human performance
and ideal observer are brought into closer and closer correspon-
dence by incorporating capacity limitations of the human system
into the ideal observer. This approach provides a tool for the
elucidation of mechanism and process, embedded in an over-
all account that seeks to understand the system as “doing the
best it can do” given the available hardware. In so doing, the
approach inherently links behavioral prediction, mechanistic and
functional explanation. In character, it might be viewed as a
methodological formalization of the principle of charity.

Crucially, the aim is not to declare the system “optimal” per se
(see also Griffiths et al., 2012 for related points on Bayesian mod-
eling outside the context of ideal observer analysis). It remains the
case that the (truly) optimal agent will be an ideal observer who
is not subject to the many constraints of the human, physical sys-
tem. So, to the extent that the human system achieves less than
maximal performance, it is not “optimal” in the strongest possi-
ble sense, even if it is doing the best it can. At the same time, in
the limit, a model that embodies all the constraints of the human
system under scrutiny will just be that system. This means that, as
a theoretical statement, it becomes increasingly vacuous to label
a system as “optimal” (even in a weaker sense) as more and more
constraints are built into the optimal agent to match its behavior
(see also Jarvstad et al., 2014).

Instead, the point of the approach is a methodological one:
rational models aide the disambiguation between competing the-
ories and assist in the identification of underlying cognitive
universals above and beyond the demand characteristics of exper-
imental tasks (Howes et al., 2009). Once again, this gives such
models and considerations a special status, above and beyond
degrees of “model-fit” and so on.

SUMMARY AND CONCLUDING REMARKS

It has been argued in this paper that recent critiques of Bayesian
modeling, and even more general critiques of computational
level theories centered around normative considerations, are mis-
directed and misjudged. Specific examples have been used to
counter any claim that Bayesian modeling would be inherently
too flexible and thus unfalsifiable: not just the long-standing
literature on judgment and decision-making, but more recent
work within the context of reasoning and argumentation (e.g.,
Harris et al., 2012) provide ready examples of parameter-free
model fits, where the model itself consists simply of Bayes’
theorem.

It has also been claimed that for the development of “good”
cognitive models other constraints (process level, or mechanism
level) may be more important; against this, it has been highlighted
that in many domains (in particular high-level domains such
as reasoning or argumentation) the task participants face is one
defined by inferential relationships between information states,
and that an account that is based on those informational relation-
ships is thus likely to explain most of the variance in behavioral
prediction. That said, Bayesian accounts have been remarkably
successful even in areas, such as perception (e.g., Knill and
Richards, 1996; Yuille and Kersten, 2006), where mechanism can
reasonably be expected to play a key role. Moreover, in many such

domains, ideal observer analysis plays a valuable methodologi-
cal role in identifying and understanding mechanistic constraints
(Geisler, 1987). Hence the conflict between “mechanism” or “pro-
cess” and rational explanation is methodologically ill-conceived.
Pinning down processing constraints is likely to actually require
appeal to optimality (see also, Howes et al., 2009).

At the same time, the present paper has given examples
from within the reasoning and argumentation literature whereby
Bayesian accounts, focussed on normative considerations, have
demonstrably increased the level of behavioral prediction relative
to that previously available in the relevant domain of research,
and have provided analyses that open up (and first make possible)
entirely new empirical programmes (a far cry from the accusation
of merely recapitulating extant process/mechanism models). In
all of this, this paper has sought to clarify why normative con-
siderations (or considerations of “rationality” or “optimality”)
are theoretically interesting and methodologically important over
and above behavioral prediction, potentially making a Bayesian
model more than just another one of many competitors.

For any, or even all, of the examples used in setting out these
arguments, the authors of the original critiques under scrutiny
might wish to respond “but those are not the models I had
in mind!.” Certainly, Jones and Love (2011) claim only that
Bayesian models frequently or maybe even typically exhibit some
of the negative traits they perceive. Likewise, Bowers and Davis
(2012a,b) supply a wealth of examples in making their case. The
point of the present paper, however, is not to argue about whether
or not certain perceptions are fair characterizations of the models
that the authors of these critiques might have had in mind. Rather
the point is to make the case that even if they were, the perceived
limitations do not stem from the models being Bayesian. There
could be a model or even many models for which some or all
of the critiques examined here were apt and fair. However, the
existence of examples to which the critiques do not apply indi-
cates that it is not the formalism or Bayesian framework per se
that would be to blame for any such inadequacy. Rather the fault
would lie with the framework’s particular application.

This matters because it constrains the debate about models.
Whether typical or not, the examples chosen in this paper demon-
strate that “Bayesian models” is the wrong level of generality at
which to pitch these critiques. One may dislike specific models (or
maybe even the models generally put forward by a specific mod-
eler) and it will always be entirely proper to have debate about
what supposedly makes a specific model “bad.” But in order to
best advance the quality of the models we as a discipline produce,
such debate will need to be considerably more specific than the
general critiques of Bayesian modeling examined here.

To some extent, all three of the critiques surveyed may
be taken to agree with this, because each has sought to
draw distinctions between types of Bayesian modeling [Jones
and Love between “Bayesian Fundamentalism and Bayesian
Enlightenment,” Bowers and Davis between “Theoretical and
Methodological Bayesianism,” and Elqayam and Evans (2013)
between “strict and soft Bayesianism”]. However, those distinc-
tions themselves are motivated by the perceptions/claims that
have been scrutinized in this paper. To the extent that these claims
have been rejected, further classifications (and recommendations
depending on them) are rejected also.
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Cognitive modeling, however, does need more than debate
about specific models. It arguably needs general debate about
what exactly makes a model good, and the entire discipline
arguably needs a better understanding of what, in general, makes
explanation or theories “good” (for critiques of the state of psy-
chological theorizing see e.g., Gigerenzer, 2009). It seems likely
that the critiques by Jones and Love (2011), Bowers and Davis
(2012a,b), and Elgayam and Evans (2011) evaluated here were
motivated in part by disagreement about what aspects are most
valuable in a cognitive model or theory. What those aspects
should be and what kinds of theories and explanations we should
strive for is a pressing issue. It is of great value if the critiques
examined have started such debate.
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INTRODUCTION

Can the issue of human (ir)rationality
contribute to the scientific study of reason-
ing? A tempting line of argument seems
to indicate that it can’t. Here it is. (i) To
discuss diagnoses of (ir)rationality arising
from research in the psychology of reason-
ing one has to deal with arbitration, i.e.,
the assessment of competing theories of
what a reasoner ought to do, if rational.
But (ii), by the Humean divide between
is and ought, arbitration is logically inde-
pendent from the description of reasoning.
And clearly (iii) the main goal of psycho-
logical inquiry is just such a description.
It follows that normative concerns about
diagnoses of (ir)rationality cannot serve
the proper scientific purposes of the psy-
chology of reasoning, and would better be
left aside altogether in this area. A recent
cornerstone for this debate is Elgayam and
Evans (2011). Part of their discussion is
devoted to voice precisely this criticism
of “normativism,” thus favoring a purely
“descriptivist” approach in the study of
human thinking. In our view, the above
argument is essentially valid, but unsound.
Premise (i), in particular, may have seemed
obvious but doesn’t hold on closer inspec-
tion, as we mean to show.

In reasoning experiments, participants
are assumed to rely on some amount of
information, or data, D. These include ele-
ments explicitly provided (e.g., a cover
story), but possibly also further back-
ground assumptions. Note that, as a rule,
D is not already framed in a technical
language such as that of, say, probability
theory: cover stories and experimental sce-
narios are predominantly verbal in nature,
although they may embed more formal

fragments (e.g., some statistical informa-
tion). On the basis of D, participants then
have to produce one among a set of pos-
sible responses R, for instance an item
chosen in a set of options or an estimate
in a range of values allowed (say, 0 to
100%). Here again, the possible responses
do not belong to a particular formal jargon
(although, again, some formal bits may
occur in the elements of R).

Suppose that some particular response
r in R turns out to be widespread among
human reasoners and is said to be irra-
tional. Such a diagnosis, we submit, has
to rely on four premises. (i) First, one
has to identify a formal theory of rea-
soning T as having normative force!. (ii)
Second, one has to map D onto a for-
malized counterpart D* belonging to the
technical language employed in T. (iii)
Third, one has to map R, too, onto a for-
malized counterpart R* belonging to the
technical language of T. This step implies,
in particular, that the target response r
within R be translated into its appropri-
ate counterpart r*. (iv) And finally, one
has to show that, given D*, r* does con-
tradict T. If either of (i)—(iv) is rejected,
the charge of irrationality fails. We thus
have a classification of the ways in which

'We emphasize that here we are not committed in any
way to the idea of T as a “computational model” or
a “theory of competence,” as they are often under-
stood. Such a move would risk to blur our current
analysis (we concur with Evans and Elgayam, 2011:
277, and others on at least this much). Of course, T
will be a formal system—say, classical probability the-
ory. But, according to (i), in order for a diagnosis of
irrationality to hold, T has to be taken as having nor-
mative force, namely, with an additional overarching
claim that a rational agent ought to comply with its
principles.

one can question diagnoses of irrational-
ity that may be attached to the results
of a reasoning experiment. Depending on
whether (i), (ii), (iii), or (iv) is the main
focus of controversy, we will talk about
arbitration, data mismatch, response mis-
match, and norm misapplication, respec-
tively. Relying on this partition, let us now
consider three prominent cases in which
normative concerns have entered psycho-
logical research on reasoning.

EXHIBIT 1: THE SELECTION TASK AND
DATA MISMATCH

The debate on Wason’s selection task is
said to have sparked the rise of a new
paradigm in the psychology of reason-
ing (see, e.g., Over, 2009), and so it
seems a primary example of how progress
in this field can intertwine with diverg-
ing diagnoses of rational behavior (see
Sperber et al., 1995, though, for cautionary
considerations). In the standard version of
the selection task, four cards are employed
which have a letter on one side and a num-
ber on the other side. One can see the
letter-side of two cards (A and C, say),
and the number-side of the other two (4
and 7, say). Which of these cards would
one need to turn over to decide whether
the following statement is true or false? “If
there is a vowel on the one side, then there
is an even number on the other side.” In
the classical analysis of the selection task,
this statement was interpreted as a mate-
rial conditional and referred to the four
cards only. The statement would then be
true unless some of the four cards has a
vowel and an odd number. Accordingly,
the A and the 7 cards ought to be turned
over; the C and the 4 cards are of no use,
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logically. Participants often selected the 4
card, largely disregarding the 7 card, and
were thus charged of being irrational.

In Oaksford and Chater’s (1994, 2003)
work, however, the ordinary language sen-
tence “if vowel, then even number” is not
taken as a material conditional, but rather
as such that its probability is the condi-
tional probability that the card has an even
number on one side given that it has a
vowel on the other side. Moreover, the
conditional statement is referred to a larger
deck of which the four cards only represent
a sample and in which, finally, the occur-
rence of both vowels and even numbers
are assumed to be relatively rare. This radi-
cally different formal reconstruction of the
data D defining the problem has impor-
tant consequences. The implication that,
for instance, turning over a card showing
number 4 is irrational does not hold any-
more and an alternative normative analysis
is required (see Fitelson and Hawthorne,
2010). In our current terms, the key point
of this debate is a matter of data mis-
match. Importantly, no doubt needs to be
raised against the normative status of clas-
sical logic to make sense of this case. (A
parallel account could be given for non-
probabilistic approaches such as Stenning
and van Lambalgen’s 2008).

EXHIBIT 2: THE CONJUNCTION
FALLACY AND RESPONSE MISMATCH
Upon experimental investigation, individ-
uals often rank a conjunctive statement
“x and y” as more probable than one
of the conjuncts (e.g., x). For instance,
most physicians judge that a patient
who had pulmonary embolism is more
likely to experience “dyspnea and hemi-
paresis” than “hemiparesis.” Tversky and
Kahneman (1983) famously labeled this
a fallacy, because in probability theory
Pr(x Ay) = Pr(x) for any x, y, regard-
less of what information may be available.
Note that the latter clause prevents rescue
of the rationality of human judgment by
an appeal to data mismatch. In fact, in
debates about the conjunction fallacy, it
is response mismatch that has been relent-
lessly discussed. Given how fundamental
and startling this judgment bias seemed,
almost all conceivable worries have been
aired over the years. Maybe, in the pres-
ence of a conjunctive statement “x and y,”
pragmatic considerations led participants

« »

to treat the isolated conjunct “x” as “x A
not-y.” Or maybe the ordinary language
conjunction “x and y” was mapped onto
a logical disjunction (“x Vv y”), or a con-
ditional expression (“y, assuming that x”).
Or the quantities to be ranked were not
meant to be Pr(x A y) and Pr(x) because
the reference of the ordinary language
term “probable” eluded the basic proper-
ties of mathematical probability. In each
of these cases, the suggested rendition r*
of the modal response r (here: that state-
ment “x and y” was more probable than
“x”) would have not contradicted proba-
bility theory, thus deflating the charge of
irrationality.

Here again, there is no logical rea-
son to saddle this debate with any sub-
tlety concerning the normative appeal of
the target formal theory (classical prob-
ability) for human reasoning. And while
all of the above worries of response mis-
match had been already addressed by
Tversky and Kahneman (1983) (see, e.g.,
Girotto, 2011), their recurrent appear-
ance in the literature spurred the devel-
opment of more and more refined exper-
imental techniques leading to a better
understanding of this reasoning bias. (See
Wedell and Moro, 2008; Tentori and
Crupi, 2012, 2013; Tentori et al., 2013 for
discussions).

EXHIBIT 3: PSEUDODIAGNOSTICITY
AND NORM MISAPPLICATION

In its simplest form (e.g., Kern and
Doherty, 1982), so-called pseudodiagnos-
ticity task provides participants with a
binary set of blank and equiprobable
hypotheses h and —h (e.g., two abstract
diagnoses), two pieces of evidence e and
f (e.g., two symptoms) and one likelihood
value, such as Pr(e|h) = 65%. Participants
have to select the most useful among
three further likelihood values, Pr(e|—h),
Pr(f|h), and Pr(f|—=h). In the classical
interpretation of this phenomenon, partic-
ipants were said to have “actively chose[#]
irrelevant information [namely, Pr(f|h)]
and ignored relevant information [namely,
Pr(e]—h)] which was equally easily avail-
able” (Doherty et al., 1979, p. 119). The
standard Bayesian framework was taken as
a benchmark theory sanctioning this con-
clusion. But the idea of so-called pseudo-
diagnosticity bias was seen by Crupi et al.
(2009) as a case of norm misapplication.

Crupi et al. (2009) offered formal ren-
ditions (D* and R*, in our notation)
of the experimental scenario (D) and
the response set (R) that were consistent
with the classical reading of the task (so
they argued on the basis of textual evi-
dence). Thus no data or response mis-
match was invoked, in our current terms.
Crupi et al., submitted, instead, that the
relevant norms of reasoning had been mis-
applied in the standard interpretation: far
from contradicting the benchmark theory,
the appropriate formal counterpart r* of
the participants’ modal response r in pseu-
dodiagnosticity experiments turns out to
be actually optimal for a Bayesian agent
(given D*). Tweeney et al. (2010), in turn,
criticized this conclusion. However, they
outlined themselves a further novel the-
oretical analysis of the task and did not
try to revive the once popular interpre-
tation of the phenomenon in its origi-
nal form. To the extent that the latter
is now judged inadequate by all parties
involved, at least some theoretical progress
was made whatever the outcome of this
debate.

CONCLUDING REMARKS
According to a seductive argument,
debates on the (ir)rationality of par-
ticipants’ responses are better left out
of the psychologist’s outlook for they
would invariably led her to plod on the
shaky ground of arbitration. We have
challenged this assumption by means
of three key examples. The selection
task, the conjunction fallacy and pseu-
dodiagnosticity have been extensively
investigated in the psychology of rea-
soning, and all raised lively controversies
about human rationality. Yet, issues of
arbitration hardly played any substantive
role. Once properly reconstructed, the
relevant problem was not whether it is
rational to depart from the implications
of allegedly compelling normative theo-
ries such as logic or probability theory.
Instead, much of the research done with
these classical paradigms was focussed
on whether and how those implications
could connect with observed behavior
given that data mismatch, response mis-
match or norm misapplication may have
occurred.

Arbitration between competing norms
of reasoning is central to certain areas of
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The psychology of reasoning and decision making (RDM) shares the methodology of
cognitive psychology in that researchers assume that participants are doing their best
to solve the problems according to the instruction. Unlike other cognitive researchers,
however, they often view erroneous answers evidence of irrationality rather than limited
efficiency in the cognitive systems studied. Philosophers and psychologists also talk of
people being irrational in a special sense that does not apply to other animals, who are
seen as having no choice in their own behavior. | argue here that (a) RDM is no different
from other fields of cognitive psychology and should be subject to the same kind of scientific
inferences, and (b) the special human sense of irrationality derives from folk psychology and
the illusory belief that there are conscious people in charge of their minds and decisions.

Keywords: rationality, decision making, folk psychology, illusion of control, reasoning

INTRODUCTION

Two fields stand out as different within cognitive psychology.
These are the study of reasoning, especially deductive reason-
ing and statistical inference, and the more broadly defined field
of decision making. For simplicity I label these topics as the
study of reasoning and decision making (RDM). What make
RDM different from all other fields of cognitive psychology is that
psychologists constantly argued with each other and with philoso-
phers about whether the behavior of their participants is rational
(see Cohen, 1981; Stanovich and West, 2000; Elqgayam and Evans,
2011). The question I address here is why? What is so different
about RDM that it attracts the interests of philosophers and com-
pulsively engages experimental psychologists in judgments of how
good or bad is the RDM they observe.

Let us first consider the nature of cognitive psychology in gen-
eral. Itis branch of cognitive science, concerned with the empirical
and theoretical study of cognitive processes in humans. It covers
a wide collection of processes connected with perception, atten-
tion, memory, language, and thinking. However, only in the RDM
subset of the psychology of thinking is rationality an issue. For
sure, accuracy measures are used throughout cognitive psychol-
ogy. We can measure whether participants detect faint signals,
make accurate judgments of distances, recall words read to them
correctly and so on. The study of non-veridical functions is also a
part of wider cognitive psychology, for example the study of visual
illusions, memory lapses, and cognitive failures in normal people
as well as various pathological conditions linked to brain damage,
such as aphasia. But in none of these cases are inaccurate responses
regarded as irrational. Visual illusions are attributed to normally
adaptive cognitive mechanisms that can be tricked under special
circumstances; memory errors reflect limited capacity systems
and pathological cognition to brain damage or clinical disor-
ders. In no case is the person held responsible and denounced as
irrational'.

!'Tam not saying that judgmental terms are entirely absent in other fields of psychol-
ogy, for example with regard to false memories and unfounded beliefs. However, I

Even in the psychology of thinking, the same approach prevails
in many topic areas. For example, when we give people longer
letter strings they increasing fail to find anagrams. We do not say
that failing to solve a long anagram problem is irrational; indeed
it would seem quite anomalous to do so. In fact, in the broader
field of problem solving generally, despite obvious similarities with
RDM, there is much measurement of error but no debate about
rationality. We measure performance errors to investigate psychol-
ogy mechanisms and their design limitations but not to declare
people irrational as result. But if the psychology of problem solv-
ing needs no rationality debate, why is it that the study of RDM
does?

NORM-REFERENCING IN COGNITIVE PSYCHOLOGY

A clear correlate of rationality debating within cognitive psychol-
ogy is the prevalence of norm-referencing. In most of cognitive
psychology there is little or no debate about what constitutes an
error. A signal is present or not and hence detected or not by
the participants’ judgment; a word recalled was either present
or absent in the list of words presented to the participant; an
anagram offered either uses the letters presented or it does not.
But the study of RDM is different in this respect. In these fields,
experimenters need to apply a normative theory in order to decide
whether an error has been made. If we divide cognitive psychology
into fields that are norm-referenced and those that are not, there
is an almost perfect correlation with the presence of rationality
judgments.

It is important to note that normative theories are not psy-
chological theories and that they derive from disciplines outside
of psychology. For example, the dominant theory of rational
decision making was derived from the disciplines of economics
and mathematics (von Neumann and Morgenstern, 1944) and
first introduced to psychologists by Edwards (1954). Study of
decisions made under uncertainty, and the assessment of risk

believe that reasoning and decision making are the only topics in which rationality
is a central concern.
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became a mainstream topic for psychologists who attempted to
assess conformity to rational principles, as defined by economists
and mathematicians. A spin-off from this was to study peo-
ple’s intuitive grasp of statistical principles derived from the
probability calculus, such as Bayes” theorem. While early assess-
ment of people’s intuitive statistical abilities were optimistic
(Peterson and Beach, 1967), this soon changed when Tversky and
Kahneman (1974) launched their heuristics and biases program
in early 1970s (for later reports, see Kahneman etal., 1982;
Gilovich etal., 2002).

Wason (1960, 1966, 1968) and Wason and Johnson-Laird
(1972) famously attributed irrationality to his participants based
on their frequent failure to solve his 2-4-6 and selection task
problems (see Evans, 2002, for quoted examples). He described
a verification bias, more generally known as confirmation bias,
which he suggested was irrational as it failed to comply with Pop-
per’s strictures for good scientific thinking. None of this has stood
the test of time as his verification bias account has been discred-
ited for both tasks (see Evans, 2007a) and Popper’s philosophy of
science has been strongly challenged by Bayesian critics (Poletiek,
2001; Howson and Urbach, 2006). In a sense, however, that is
beside the point. People were considered irrational because they
appeared to violate a popular normative theory of the time (Pop-
per, 1959). Similarly, studies of deductive reasoning from the 1980s
onward have shown people to be illogical (Evans, 2007a; Mank-
telow,2012) but again the use of standard logic has been challenged
(e.g., Oaksford and Chater, 2007).

It is evident that the need to apply a normative theory creates
problems that are not present in other parts of cognitive psychol-
ogy because we can debate whether such theories are correctly
formulated or appropriately applied. However, it is far from obvi-
ous to me why in itself this should lead to a rationality debate.
Why is a person wrongly identifying a face merely mistaken, while
a person failing to maximize utility or making a logical error irra-
tional? As we have seen, in most parts of cognitive psychology,
evidence of error is not seen as evidence of irrationality. In fact, it
seems quite ludicrous to suggest, for example, that someone falling
prey to a standard visual illusion is being irrational. So there must
be more to this problem than simply the ambiguity involved with
norm referencing.

RATIONALITY AND VOLITION
A pigeon that learns to peck at a key in order to obtain food pellets
can be described as instrumentally rational, that is, acting in such a
way as to achieve its goals. Instrumental rationality is also known
sometimes as personal or individual rationality (Stanovich, 1999).
In fact, the argument can be made that animals are more instru-
mentally rational than humans as defined by performance on
judgment and decision making tasks (Stanovich, 2013). Humans,
with their complex layers of multiple goals and value systems
will not always choose correctly according to the immediate goals
that the psychologists uses to determine rationality. Of course,
we could argue that this is due more to incorrect applications of
norm-referencing than superior rationality of animals.

If we consider animals a little more, it becomes clear that there is
a curious lack of complementarity between the terms rational and
irrational. Animals frequently follow instinctive behavior patterns

which conflict with their individual interests, exposing themselves
to injury or death in pursuit of the interests of their selfish genes.
More accurately, they follow instructions which helped genes to
replicate in their environment of evolutionary adaptation at some
time in the past. So are animals behaving irrationally when they
act (by genetic compulsion) in ways that violate their interests
as individuals? Surely not, as they have no choice in the matter.
As Stanovich (2011), p.3) puts it: “an animal can be arational,
but only humans can be irrational.” But if they are not irrational
when they act against their interests, in what sense are they ratio-
nal when they act for them? There is some sense of rationality,
applicable to humans, which seems not to apply to non-human
animals.

It seems to me that in this important and distinctly human
sense of the term, rationality is not simply to do with instrumen-
tality; it is to do with choice. I have written elsewhere on the theory
that humans have an old mind, animal like in many ways, com-
bined with a new and distinctively human mind (Evans, 2010, in
press; see also R'eber, 1993; Epstein, 1994; Evans and Over, 1996;
Stanovich, 2004 for examples of many related earlier works along
these lines). The rationality of the old mind is very much like the
rationality of animals. We, like them, learn habits and procedures
from experience that enable us to repeat behaviors rewarded in
the past. This provides us and them with a form of instrumental
rationality. But new mind rationality is not the slave of the past;
as humans we can imagine the futures, conduct thought experi-
ments and mental simulations and choose to act in one way rather
than another. We can also (sometimes) manage to override our
old minds, inhibiting our wishes to smoke cigarettes, join gam-
bling games and other activities which may feel quite compulsive
but conflict the goals that are new mind is setting for our futures.
In fact, we are most likely to praise someone as rational when the
new mind overrides in this way and conversely quick to condemn
as irrational, the people who give way to their basic urges. How-
ever, while new mind cognition is volitional that does not mean
that the individual is free to choose actions in all circumstances.
Our behavior is the product of both old and new minds and so
powerful emotions and strong habits may override the choices of
the new mind. It is also a mistake to equate the new mind with the
conscious person (see Evans, 2010, Chap. 7).

Another issue here lies with the general methodology of cog-
nitive psychology. All cognitive experiments study intendedly
rational behavior. It is nothing distinctive to RDM that participants
are assumed to understand the instructions and be attempting to
comply with them. If they were not bothering, then we could not,
for example, infer that failure to recall a word reflected a limi-
tation in memory capacity. What is distinctive to RDM is that
when people fail to find the correct answer (according to some
normative theory) they are often deemed to be irrational. But
the method presupposes new mind rationality (compliance with
instructions, making best effort). How can we both presuppose
rationality and then infer irrationality from errors? Researchers in
no other fields of cognitive psychology do this, inferring instead
cognitive limitations from errors.

There is nothing inherently different about RDM tasks that
justifies this difference. If the assumption of intendedly ratio-
nal behavior is sound for the study of lexical decisions, semantic
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memory and size constancy, then it is also sound for the study of
deductive reasoning, probability judgment and decision making.
If RDM researchers can say that people did not really understand
the instructions or were not doing their best of comply with them,
then why should we assume that they were compliant in studies of
the serial position curve? If — as seems much more likely - RDM
researchers endorse the cognitive method and share its assump-
tions, then on what basis can they equate errors with irrationality?
Is it the underlying cognitive mechanisms that cause irrational
choices, despite the best efforts of the conscious person? But in
what sense can a mechanism be said to be irrational? It can be well
or badly designed, fit for purpose or not but surely it cannot have
rationality.

Stanovich (2011, p. 5) is admirably clear on this point: “...
rationality is a personal entity and not a subpersonal one ... A
memory system in the human brain is not rational or irrational,
it is merely efficient or inefficient,”. So it would seem that ratio-
nality, in this special human sense, is a property of the person.
But who or what exactly is the person? It is clearly not be equated
with organism as a whole, nor with the brain. So my brain can-
not be irrational, and nor can the mind defined as the whole
working of the brain in terms of its cognitive processes. In my
detailed account of the two minds theory, I describe the person
as a construction of the new mind and in many ways an illu-
sory one. The conscious person whom we feel ourselves to be is
subject to illusion of control and intentions that have been cleverly
demonstrated by researchers in social psychology (see Evans, 2010,
Chap. 7).

FOLK PSYCHOLOGY AND TWO MINDS CONFLICT
I think it is time for me to propose an answer to the puzzle. What is
it about RDM that provokes a rationality debate absent in the rest
of cognitive psychology? I believe the answer lies in folk psychol-
ogy, in the ingrained beliefs that we all hold about the human mind
and its operation?. Folk psychology embodies what I call the Chief
Executive Model of the mind (Evans, 2010). We think of ourselves
and others as conscious people in charge of our decisions®. To
be sure there are many automated and unconscious mechanisms
responsible for such matters as language processing, pattern recog-
nition, memory retrieval etc. But these are merely slave systems
doing our bidding. We, the conscious persons, are still in charge,
still calling the shots. This is a powerful illusion, but an illusion
nonetheless. There is now much accumulated evidence that we
lack knowledge of our mental processes and the reasons under-
lying our decisions, frequently rationalizing or theorizing about
our own behavior (Wilson etal., 1993; Wilson, 2002). The feel-
ing that we are in control and that conscious thought determines
actions is also an illusion (Bargh and Ferguson, 2000; Velmans,
2000; Wegner, 2002).

In two minds theory (Stanovich, 2004; Evans, 2010) conflict
can easily arise between the goals that are pursued in the new and
old minds. Moreover, the cognitive mechanisms for pursuit of

2Note that I am not restricting the use of the term “folk psychology” to belief-desire
psychology as is common in the philosophical literature.

3Folk psychology is close to the (largely discredited) interactive dualism of Descartes
on this point. If I am right about this, then he was essentially formalizing intuitions
about conscious minds that we all share.

goals differ radically, with experiential learning dominating the old
mind, and hypothetical thinking the new mind. Two minds con-
flict is the essential cause of the cognitive biases that are observed
in the study of reasoning and decision making. Biases arise from
automated and unconscious mechanisms which divert us from
solution of the tasks set. Frequently, there is a default intuitive
response that leads people into error unless overridden by con-
scious reasoning (Kahneman and Frederick, 2002; Frederick, 2005;
Evans, 2007b; Stanovich, 2011; Thompson et al., 2011). The abil-
ity to override such defaults is influenced by a number of factors
including confidence in the original answer, cognitive ability and
thinking dispositions. But in general, when someone fails to reason
correctly according to the instruction it is due to an unconscious
or intuitive influence of some kind. They are not choosing to get
the answer wrong®.

Outside of the laboratory, the behavior that strikes us as irra-
tional is that in which a person experiences a two minds conflict
in which the old mind is winning. For example, the heavily obese,
compulsive gamblers and alcoholics are treated with very little
sympathy in modern society. They are held to be responsible for
their own health or financial problems because they could appar-
ently choose to be different. Those of us who are not problem
gamblers, for example, think it quite irrational that people should
continue to bet money on casino games like roulette. The nor-
mative theory agrees, because all betting systems are based on
the fallacious belief that later bets can compensate for earlier ones,
whereas each individual bet has an expected loss (Wagenaar, 1988).
But from a psychological point of view this normative analysis is
not only simplistic but essentially useless in understanding the
causes of problem gambling and how to deal with them. Most
effective in such cases is cognitive-behavioral therapy which is
essentially a two minds treatment (see Evans, 2010, Chap. 8).

CONCLUSIONS

There is nothing wrong with normative theories in themselves,
nor with the tendency to debate which one is appropriate for a
particular task. It is useful to have a measurement of error in
RDM for the same reason as in other fields of cognitive psychol-
ogy. If our decisions are suboptimal, for example, we can ask
what limitations of our cognitive mechanisms are responsible. Is
it a capacity limitation, or lack of experience or relevant learn-
ing? I have no problem, for example, agreeing that neglecting base
rates in Bayesian inference is an error (Barbey and Sloman, 2007).
I do have great difficulty in seeing it as evidence for irrational-
ity, however. If people have not studied statistics, do not know
the equation of Bayes’ theorem and are not able to do com-
plicated calculations in their heads, it is not surprising they
make errors. But why is this irrational? As Elgayam and Evans
(2011) point out, it as though learning has been excluded from
the equation. We must apparently be able to reason well with-
out relevant training and learning in order to be judged as
rational.

4Stanovich’s (2011) analysis implies that the choice lies within the “rational” thinking
dispositions of what he calls the reflective mind. My view is that such dispositions
are personality characteristics that are not chosen by the “person”. The fact that, as
he correctly claims, such dispositions can be modified by education and training is
neither here nor there.
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The problem lies not in the use of normative systems as such
but in equation of conforming to them as an indicator of ratio-
nal thought. Perhaps this practice is inherited from disciplines
like philosophy and economics from which our normative theo-
ries derive. But to me it does not justify the treatment of RDM as
different from any other field of cognitive psychology. We are still
studying intendedly rational behavior and if people make errors it
is not because they could have chosen to do otherwise. The belief
that people can be irrational in a special sense that does not apply
to other animals derives, I believe, from an illusion in folk psychol-
ogy that there are somehow conscious persons, distinct from their
minds and brains, who are in control of their behavior. People are
certainly in possession of minds that are limited, inefficient and
not always well adapted to the task at hand. So they are not invari-
ably rational in the way that Panglossian authors (e.g., Cohen,
1981) claim, meaning that people are invariably well adapted and
optimized. But nor can people be irrational either, in the sense
derived from folk psychology.
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Philosophers have often appealed to intuitive judgments in various thought experiments
to support or reject particular theses. Experimental philosophy is an emerging discipline
that examines the cognitive nature of such intuitive judgments. In this paper, we assess
the methodological and epistemological status of experimental philosophy. We focus on
the Knobe effect, in which our intuitive judgment of the intentionality of an action seems
to depend on the perceived moral status of that action. The debate on the philosophical
implications of the Knobe effect has been framed in terms of the distinction between the
competence and performance of the concept of intentionality. Some scholars seem to
suggest that the Knobe effect reflects the competence (or otherwise, the performance
error) of the concept of intentionality. However, we argue that these notions are purely
functional and thus do not have philosophical implications, without assuming normativism,
which we see as problematic in a psychological methodology. Finally, focusing on the
gap between competence and rationality, we suggest future directions for experimental

philosophy.
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COMPETENCE AND PERFORMANCE IN EXPERIMENTAL
PHILOSOPHY

Since the beginning of the 21st century, a new research pro-
gram, “experimental philosophy,” which systematically studies the
nature of intuition with psychological methodologies, has become
increasingly popular (Knobe and Nichols, 2008a; Alexander, 2012;
Knobe etal., 2012; Knobe and Nichols, 2013). In this paper, we
consider why philosophical arguments are not informed by the
identification of the cognitive natures of philosophical concepts.
In what follows, while we mainly focus on the concept of inten-
tionality, our arguments are generalizable to other concepts, such
as that of free will.

In constructing or criticizing theories, philosophers have
appealed to intuitive judgments in thought experiments, as seen in
discussions of epistemology (Gettier, 1963), philosophy of mind
(Searle, 1980; Chalmers, 1996), philosophy of language (Kripke,
1980), and so on. In doing so, philosophers have appealed to
the fact that their intuitive judgments in thought experiments
reflect their own theories. However, experimental philosophy has
found that people’s intuitive judgments are affected by unexpected
factors, beyond those conceived by philosophers.

One famous example is intuitive judgments on the intention-
ality of action (Knobe, 2003). Participants were presented with a
story about a person working in a company. The story indicates
that the person is working on a new business program and knows
that its side effect will harm the environment. However, the per-
son says that he does not care about this outcome and carries out
the program, which leads to the bad side effect (“Harm” condi-
tion). Another version of the story is the same, except that the side

effect of the program is good for the environment (“Help” con-
dition). The participants read one of these stories and were asked
whether the person has intentionally harmed (helped) the envi-
ronment. Surprisingly, a strong asymmetry was found between
the two conditions: most participants in the Harm condition
responded that his action was intentional, while most in the Help
condition replied that it was not intentional, despite the identi-
cal structure of the stories. Thus, people’s intuitive judgments on
the intentionality of an action vary, according to the perceived
harmfulness/helpfulness of the action. It seems that, generally
speaking, we attribute intentionality to harmful or morally bad
side effects. This tendency of attribution is called the “Knobe
effect.”

The Knobe effect may reflect the concept of intentionality.
Intentionality attribution, which is the crucial function of our
“theory of mind” (ToM), is partly driven by moral cognition in
nature and is thus the result of the appropriate application of the
concept of intentionality. In this case, the concept of intention-
ality can be regarded as being constituted by moral cognition.
However, the Knobe effect may reflect the inappropriate interfer-
ence of moral cognition that is not constitutive of the concept of
intentionality (Nadelhoffer, 2004, 2006). This question about the
nature of the Knobe effect has often been framed in terms of com-
petence and performance. The Knobe effect reflects the competence
of the concept of intentionality (i.e., the core of ToM) or an error
in the performance of it (Alexander, 2012).

The distinction between competence and performance origi-
nates in generative linguistics. Chomsky (1965, p. 3) argues that
competence is linguistic knowledge that is possessed by an ideal
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speaker-listener in a language community. Because the actual lin-
guistic performance is affected by a variety of constraints, such as
memory capacities, attention controls, vocal functions, and so on,
language competence is perfectly reflected in performance only in
the idealization of these functions. This distinction has yielded
noteworthy results by factoring out heterogeneous, confounding
factors from the main target of linguistic theories (see discussion
by Jackendoff, 2002).

There is an ongoing debate on how to characterize psycho-
logically the relationships between competence and performance
(Phillips, 2004; Marantz, 2005; Neeleman and van de Koot, 2010;
Phillips and Lewis, 2013). Neeleman and van de Koot (2010)
argue that competence and performance should be understood
as theories of the same language system but at different descriptive
levels. In this case, competence and performance would roughly
correspond to different levels of analysis, i.e., the computational
and algorithmic levels introduced by Marr (1982). However, we
will not discuss this issue further in this paper, and we here-
after use the term competence/performance in Chomsky’s (1965)
original sense, which seems to be dominant in the literature in
experimental philosophy.

The distinction between competence and performance can be
applied to concepts. The Knobe effect may reflect the competence
of the concept of intentionality, such that moral cognition under-
lies the application of the concept. For example, Knobe (2006,
p- 226) states that “moral considerations are playing a helpful role
in people’s underlying competence itself.” Otherwise, the Knobe
effect is a sort of performance error, where moral cognition dis-
torts the application of the concept. Generally speaking, when a
judgment involving a concept is affected by some psychological
factor, it may reflect the competence of the concept, or it may be
the result of error in its performance.

We can also pose this type of question in relation to many other
studies. For instance, people’s intuitive judgments about free will
have been examined, focusing on whether the concept of free will
is compatible with determinism. Some scholars argue that the con-
cept of free will is compatibilist, since the participants attribute free
will to fictional characters in a deterministic world (Nahmias et al.,
2005). However, other studies suggest that people’s judgments are
sensitive to whether they are presented with abstract or concrete
scenarios. People attribute free will in concrete scenarios much
more than they do in abstract ones (Nichols and Knobe, 2007; cf.
De Brigard et al., 2009; Mandelbaum and Ripley, 2012). Although
this may be the case, an issue regarding the nature of the concept of
free will remains to be resolved. Even if our attribution of free will
is affected by the perception of concreteness, it is unclear whether
such an effect reflects the competence of the concept of free will.

Interestingly, some scholars seem to suggest that the nature
of people’s concepts has philosophical implications. When dis-
cussing how to interpret the Knobe effect, Adams and Steadman
(2004, p. 173) mention the philosophical view that intentionality
does not require intention, which the Knobe effect “may be taken to
support.” In discussing free will, Nahmias et al. (2006, p. 30) main-
tain that “[b]ecause the free will debate is intimately connected to
ordinary intuitions and beliefs via these values and practices, it
is important that a philosophical theory of free will accounts for
and accords with ordinary people’s understanding of the concept

and their judgments about relevant cases.” In discussing the gen-
eral background of experimental philosophy, Knobe and Nichols
(2008D, p. 12) state, “[m]ore and more, philosophers are coming
to feel that questions about how people ordinarily think have great
philosophical significance in their own right.” Indeed, these schol-
ars often seek to grasp the concepts of intentionality and free will
in terms of competence/performance.

Here two questions arise. First, do experimental results, such
as the Knobe effect, reflect the competence of the intentional-
ity concept or a mere performance error? Second, how and why
does such an understanding inform philosophical debates about
intentionality? In what follows, we consider these two questions
in turn.

DEVELOPMENTAL AND DISABILITY STUDIES

Practices in linguistics may provide a clue in distinguishing
between competence and performance. In linguistics, when
competing theories possess identical explanatory powers, the
possibility of language acquisition has been successfully used to
constrain the range of theory (Chomsky, 1965; Yang, 2010). More-
over, agrammatism, which is a type of aphasia specific to syntactic
processing, has been useful in clarifying domain-specific lin-
guistic competence by dissociating domain-general components
(Friedmann and Grodzinsky, 1997; Kinno etal., 2009). In a sim-
ilar way, developmental and disability studies of the concept of
intentionality may also help us to theorize the nature of the
concept.

First, the cognitive nature of the concept of intentionality may
be clarified by considering developmental studies of the Knobe
effect. According to the experimental study of Leslie et al. (2006a),
children as young as four showed the same tendency as adults.
Moreover, the Knobe effect appeared as soon as the children
learned to understand the concept of “do not care [bad side
effects]” that was included in the experiment’s scenario. These
results suggest that our innate concept of intentionality grows and
fits with the Knobe effect. Segal (2008) argues, “it is difficult to
believe that they learned it from observation of adult patterns of
judgment, or that they inferred it from something else. It looks as
though this is just how FP [folk psychology] grows” (ibid, p. 101).
Thus, the Knobe effect is essentially associated with the concept
of intentionality within ToM and reflects the competence of this
concept.

Second, the cognitive nature of the concept of intentional-
ity may be further clarified by considering people with autism
spectrum disorder, who generally show some impairment in the
ToM. On the autism spectrum, adults with Asperger’s syndrome
or high-functioning autism (hereafter, AS/HFA) have no apparent
disabilities in general intelligence and language and can gener-
ally pass a simple false-belief task, which is a simple test of the
ToM. Moreover, with regard to basic moral perception, several
studies have shown that there is no large difference between peo-
ple on the autism spectrum and people with typical development
(Blair, 1996; Grant etal., 2005; Leslie etal., 2006b). People with
AS/HFA have difficulties, however, in understanding the mental
states of others in complex situations and in passing higher level
ToM tests, which involve sarcasm, irony, bravado, and the like.
From these observations, it has been suggested that adults with
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AS/HFA use heuristics, which differ from the core of ToM, in order
to understand the minds of others (Happé, 1995; Tager-Flusberg
and Joseph, 2003). Thus, people with AS/HFA have impairments
in the core of the ToM and use specific heuristics for the attri-
bution of intentionality to complement these impairments, while
their basic moral perceptions are normal.

A hypothesis regarding the Knobe effect in people with AS/HFA
can be derived from these assumptions. If the Knobe effect reflects
the competence of the concept of intentionality (i.e., the core of
the ToM), we will not observe it in people with AS/HFA who have
impairments in the core. Otherwise, if the Knobe effect is not a
manifestation of the core of the ToM but is at best only a sign of
heuristics in intentionality attribution, we will observe it in people
with AS/HFA. In the light of the current empirical literature, the
latter possibility is likely. A recent study of the Knobe effect in
the autism spectrum group has revealed that even people with
AS/HFA show the Knobe effect similarly to people with typical
development (Zalla and Leboyer, 2011). Although further studies
were needed, in this case, the Knobe effect would be regarded
as a sign of heuristics in intentionality attribution and therefore
irrelevant to the nature of the concept of intentionality.

As shown above, disability and developmental studies offer us
a theoretical advance in understanding the nature of the Knobe
effect. At the moment, there is conflicting evidence from such
studies regarding whether the Knobe effect reflects competence.

NORMATIVIST PSYCHOLOGY AND EXPERIMENTAL
PHILOSOPHY

Here, we question the implications of the above findings. What
are the philosophical implications of the fact that the Knobe effect
reflects competence or performance error? One related philo-
sophical problem is the relationship between intentionality and
intention. While it seems that intention is required for an action to
be intentional, some philosophers reject this conclusion (cf. Brat-
man, 1984; Adams, 1986). If the Knobe effect exactly reflects the
competence of the intentionality concept, then the idea of dis-
connecting intentionality and intention may be supported, since
intentionality could be attributed to the side effects of an action
that were not intended (and such an attribution reflects the com-
petence of the concept of intentionality). However, we would like
to point out that an assumption is required for this philosophical
implication.

The assumption is that the distinction between competence
and performance error implies the distinction between the ratio-
nality and irrationality of concepts. Generally speaking, when a
particular intuitive judgment cannot be regarded as rational, a
philosophical argument based on this judgment is not justified,
even if the intuitive judgment reflects the competence of the related
concept. For example, when the Knobe effect does not reflect a
rational thought, philosophical arguments on intentionality need
not necessarily take the Knobe effect into account, even if the con-
cept of intentionality is constituted by moral cognition. Here, we
tentatively characterize the rationality of thought, including judg-
ments and reasoning, as the disposition to produce true beliefs.
This type of rationality, which has been regarded as essential in
philosophical discussions, is called episternic rationality, and it is
distinct from other types of rationality, such as instrumental or

ecological rationality. As long as our main concern is how we
should think about the nature of intentionality, than we do think
about it; there is no reason for philosophical theories to take into
account whether the Knobe effect reflects competence, since it
does not guarantee epistemic rationality.

Here, we can follow Elgayam and Evans (2011) in making a dis-
tinction between descriptivism and normativism in psychology. In
general, normativist psychology directly relates competence and
performance error to rational and irrational thought, respectively.
By assuming particular norms, normativist psychology classifies
thoughts as rational or irrational, depending on whether the
nature of the thoughts accords with certain norms, and judges
the distinction between the competence and performance error of
the thoughts. Elgayam and Evans (2011) argue that psychology
should follow linguistics, which adopts descriptivism and pro-
poses a theory regarding the competence of language. In other
words, psychology should dedicate itself to describe competence
in accordance with descriptivism. They claim that psychology may
distinguish competence and performance, but it should not engage
in judging whether thoughts are rational or irrational. Otherwise,
it draws ought from is, whose inference is generally unsupported.

In the same way, we want to point out that the distinction
between competence and performance error has philosophical
implications, only when we adopt normativism and assume the
following norm: To be rational in the sense of being disposed to
produce true beliefs, thoughts should reflect the competence of
concepts. Indeed, if we assume this norm, we obtain the follow-
ing consequence: If the Knobe effect reflects competence, it can
be regarded as a rational judgment and thus should be considered
in philosophical arguments. However, we suggest that how we
ought to think about the nature of intentionality has to be distin-
guished from how typically developed people do think about it in
everyday life.

Let us consider the above research on disabilities of the ToM
where people with AS/HFA evince the Knobe effect. From this
fact, we might infer that the Knobe effect reflects the heuristics
but not the competence of the concept of intentionality (the core
of the ToM). However, this view alone does not lead to the con-
clusion that the Knobe effect is not a rational judgment. In order
to obtain such a conclusion, we must also assume that judgments
in accordance with the functioning of the core can be regarded
as rational. This assumption is a normative assertion regarding
human thoughts. On what ground do thoughts based on the
core have priority in terms of rationality? The fact that they were
acquired in typical development cannot offer the reason, since the
reason why typical development is directed to rational thought is
questioned here. Whether the Knobe effect reflects competence is
not directly relevant to truths about intentionality, since one can-
not infer norms, at least in psychological facts, that make some
judgments rational and others irrational.

Thus, we cannot draw philosophical implications without nor-
mativism, even while we can identify the cognitive concepts
in terms of competence and performance. This requirement of
normativism has not been explicated in the debates within exper-
imental philosophy. While the importance of whether the Knobe
effect reflects the competence of the concept of intentionality has
often been suggested, the idea of competence/performance does
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not guarantee anything like (ir)rationality. Notice that this is also
the case in linguistic studies, where the idea of competence is a
kind of biological function, which implies nothing about epistemic
rationality. This is true regardless of the general characterization of
biological functions. Even if our moral cognition has some causal
role in the application of the concept of intentionality or if the
interaction between moral cognition and intentionality attribu-
tion is important for biological adaptation, it has nothing to do
with how often we arrive at the truth about intentionality (cf. Stich,
1990). Therefore, we conclude that there is a large gap between the
idea of competence, which is a kind of biological function, and
(ir)rationality.

CONCLUSIONS

We suggest that it is empirically possible to determine whether
the application of the concept of intentionality reflects its com-
petence or error in performance. However, we point out that
this fact about competence/performance does not imply any-
thing positive about the nature of intentionality, contrary to
the assumption made by some scholars in experimental philos-
ophy. Drawing these implications from competence/performance
requires a normativist psychology, which we think is a doubtful
methodology. Thus, we have to bring something from outside psy-
chology to bridge the gap between the competence/performance
and (ir)rationality of concepts. For example, we might suggest
that the concept of intentionality works for social interaction (cf.
Knobe, 2006) and thus that socially admitted norms about its
use should be reflected in any theory of intentionality. Other-
wise, we might suggest a constitutive approach in general, which
claims that our intuitions produce conceptual truth “by draw-
ing on constructs such as reflective equilibrium and constitutive
norms” (Evans and Elqayam, 2011, p. 283; cf. Thomasson, 2012).
While we do not believe that experimental results do not inform
philosophy, it seems better to explore something beyond the com-
petence/performance of concepts. In any case, we have to be aware
of the gap between how we should think and how we think about
intentionality.
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Recently Elqayam and Evans (2011) have
proposed that researchers studying human
thinking should be moving away from
normative accounts that specify how we
“ought” to reason to a more descriptivist
framework that describes how we reason.
This is an approach that I very much sup-
port. The aim of the present article is to
demonstrate how this can be applied to the
study of mental state reasoning in terms
of folk psychology (FP). Folk psychology
refers to our everyday ability to attribute
mental states to other people, including
their beliefs, desires, intentions and so
forth (e.g., Ratcliffe and Hutto, 2007). I
do not want to deny that FP can be nor-
mative. Indeed, there are many instances
where normative responding is required.
For example, in the traditional false belief
task (e.g., Baron-Cohen et al., 1985) there
is a “right” or “wrong” answer - a sin-
gle norm paradigm (Elqayam and Evans,
2011). However, it may be the case that
FP is normative in certain circumstances
(e.g., the false belief task) but as I shall sug-
gest below this is not always the case. By
viewing FP as normative what researchers
end up doing is ignoring the processes of
how such inferences arise. What I want
to propose is that viewing FP as nor-
mative is problematic since it reduces
mental state inferences to simply being
“right” or “wrong.” I propose that moving
away from a normative agenda in FP and
embracing a more descriptivist framework
proves extremely useful for our under-
standing of how we understand others’
minds.

FOLK PSYCHOLOGY AS A NORMATIVE
FRAMEWORK

One factor that philosophers have pro-
posed regarding FP is that it is normative

in nature. One of the earliest claims of this
was made by Dennett (1989) who argued:

“Folk psychology, then, is idealized in
that it produces its predictions and expla-
nations by calculating in a normative sys-
tem; it predicts what we will believe, desire,
and do, by determining what we ought
to believe, desire, and do” (Dennett, 1989
p. 52).

Dennett (1989) views FP as a form
of mindreading but has the perspective
of the intentional stance. His perspective
appears to be normative in nature speci-
fying both a normative framework and an
ought stance. This sense of normativism in
FP extends to recent literature:

“Even on the standard view, then,
folk psychology is not just an explana-
tory/predictive practice, it is also, in a
sense, a normative practice: a practice of
showing how people’s performances lives
up to certain norms and thereby become,
in that special way, intelligible. Although
folk psychologists may have some context-
specific views about what others will
do—Dbased, for instance, on experience—
the bulk of these views will be heavily
influenced by norm-governed judgments
about what others ought to do, what it
makes sense to do in the circumstances”
(McGeer, 2007, p. 141).

The above quotation appears to be
arguing that we can in our FP responses
generate normative responses. Just as we
have a normative rule that when driving
you should stop at a red light, what is being
implied here is that we have a sense of what
people “ought” to do in certain situations.
Viewing FP in a normative framework is a
view that exists till the present day:

“Whatever focus one adopts, judg-
ments of the rational or scientific status of
elements in folk psychology are inevitably

normative judgments, based on compar-
isons between what ordinary folk do
with some prescriptive scientific account”
(Fletcher, 1995, pp. 43—44).

Such a perspective sees FP as confirm-
ing to rationality and having an analogy
with science. However, if FP is to have an
analogy with science then we may to some
degree want to subject it to empirical test-
ing. However, Churchland (1991) argues
that empirical testing may do little for FP:

“Folk psychology, insist others is radi-
cally unlike the examples cited. It does not
consist of laws. It does not support causal
explanations. It does not evolve over time.
Its central purpose is normative rather
than descriptive. And thus, it is not the
sort of framework that might be shown to
be radically defective by sheerly empirical
findings” (Churchland, 1991, p. 51).

I think that this quote is somewhat
problematic as FP does support causal
explanations and it has evolved over time.
For example, the use of neuroscience to
examine FP (e.g., Ruby and Decety, 2001).
I hope to have demonstrated in this section
how multiple theorists view FP as norma-
tive and now aim to demonstrate what is
problematic about doing so.

WHAT IS PROBLEMATIC ABOUT
VIEWING FOLK PSYCHOLOGY AS
NORMATIVE?

Whilst T accept that there is normative
responding in FP, for example, it is nor-
mative to assume that if we push someone
off a seat on the bus so that we can sit
down then they will be angry I believe
that viewing FP as normative is problem-
atic since it reduces mental state reasoning
to “right” or “wrong” answers and indeed
a “right” way to reason (as indicated by
the quotations above). Admittedly, FP is

www.frontiersin.org

June 2014 | Volume 5 | Article 598 | 95


http://www.frontiersin.org/Psychology/editorialboard
http://www.frontiersin.org/Psychology/editorialboard
http://www.frontiersin.org/Psychology/editorialboard
http://www.frontiersin.org/Psychology/about
http://www.frontiersin.org/Psychology
http://www.frontiersin.org/journal/10.3389/fpsyg.2014.00598/full
http://community.frontiersin.org/people/u/139502
mailto:mwilkinson@dmu.ac.uk
http://www.frontiersin.org
http://www.frontiersin.org/Cognitive_Science/archive

Wilkinson

Against a normative view of folk psychology

a single norm paradigm (Elgayam and
Evans, 2011) so does not face the difficulty
that reasoning research does of having
multiple normative accounts to arbitrate
between.

I agree with Elgayam and Evans (2011)
when they claim that normativism has
biased the study of thinking and feel that
this can be applied to the study of FP. FP
has repeatedly made use of tasks of false
belief in order to examine mentalizing. I
believe that this is problematic since it has
led to a very restricted range of tasks being
studied. If we were to move away from
a normative perspective of FP then this
would open many more doors to examine
mentalizing since far too much attention,
from my perspective, has been focused on
the false belief paradigm. Thus, what is
happening here is that people are either
attributed with having a capacity to engage
in FP reasoning or not. I believe that this
is problematic since there is much more
to FP then the false belief task and much
more to the false belief task than FP under-
standing (Bloom and German, 2000). I
demonstrate within the next section how
a descriptivist study of FP may work.

A final problem with viewing FP as
normative is that although there are clear
cut cases, as in the false belief task, where
there is a “right” and “wrong” answer in
tasks of mental state reasoning this isn’t
always going to be the case. I believe that
if something is to be fully normative then
it should always be the case that there is
a right and wrong response. For example,
if we are informed by our friend that her
boyfriend has ended their relationship we
may assume that she will be devastated.
However, other factors may influence that
judgment such as if she wanted to separate
with him then you may believe that she
will be relieved. However, it is still possible
that she will be upset as he separated with
her first. What I aim to demonstrate here is
that there is not always a clear cut answer
with FP and therefore we should embrace
a more descriptive framework rather than
a normative one.

WHAT ARE THE ADVANTAGES OF A
DESCRIPTIVIST ACCOUNT?

I have argued that viewing FP as nor-
mative can be severely problematic. I am
not the only theorist who takes this view.
Andrews (2012) argues that “the study of

folk psychology is a descriptive endeavor,
as opposed to a normative one.” (Andrews,
2012, p. 251). Thus, what we should be
aiming to do as researchers is not provide
an account of how people ought to rea-
son but provide an account of how they
do reason using appropriate theories and
experimental methodologies.

A recent descriptivist approach to FP
comes from Wilkinson and Ball (2013)
who provide a dual-process perspective
to theorizing and simulation. I draw the
link to the theorizing vs. simulation the-
ory debate here since it is the ideal type
of question that those who study FP
should be asking in terms of the cogni-
tive processes which underlie FP, I am
not saying that the term FP necessar-
ily refers to the theorizing vs. simula-
tion debate itself. Theorizing refers to
understanding mental states via the adop-
tion of theories which link mental states,
behavior and the environment together
(e.g., Carruthers, 1996). Whereas simula-
tion proposes that we reason about oth-
ers’ mental states via controlled processes
of simulation either from a third-person
(e.g., Goldman, 2006) or first-person (e.g.,
Gordon, 1986) perspective. According to
Wilkinson and Ball theorizing is viewed as
synonymous with intuitive reasoning and
simulation is viewed as synonymous with
reflective reasoning within a dual-process
framework (e.g., Evans, 2010). As such,
theorizing can be viewed as possessing
the characteristics of being fast, automatic,
low effort, high capacity and independent
of working memory resources whereas
simulation is slow, controlled, high effort,
low capacity and dependent upon working
IMemory resources.

According to Wilkinson and Ball (2013)
people can either choose to theorize or
simulate. It is possible for them to engage
in both with people skipping between the-
orizing and simulation and vice versa. This
reflects the hybrid nature of theorizing and
simulation (see also Mitchell et al., 2009).
Wilkinson and Ball note that conflict may
arise between the responses generated by
theorizing and simulation and this can be
overcome with a conflict resolution mech-
anism which is analogous to Evans’ (2009)
type 3 reasoning. Conflict does not have to
arise though and one response may just be
generated. The advantage of viewing FP in
this manner is that it promotes a program

of research which focuses on the ques-
tion of ‘how’ people reason and not just
how they ought to reason. It further avoids
the tricky issue of rationality, something
which in mental state reasoning would
be very difficult to examine since what
is rational for one agent is not necessar-
ily rational for another. I believe that this
addresses the issue raised above regarding
how viewing FP as normative has led to a
bias in how it is studied. Wilkinson et al.
(2010) used think aloud protocols where
they asked participants to think aloud
whilst working through regret-orientated
counterfactual scenarios and then coding
participants’ verbalizations for instances of
theorizing and simulation. Adopting this
method enabled Wilkinson et al. (2010).
To gain a measure of how people reason
which gives a much richer insight than
whether someone answered correctly or
incorrectly.

Wilkinson and Ball (2013) are not the
only researchers to link FP to dual-process
theories. Bohl and van den Bos (2012) pro-
pose that theory of mind requires reflective
reasoning whereas interactionism requires
intuitive reasoning. Whilst their account
differs from Wilkinson and Ball since they
propose that theory of mind consists of
both intuitive and reflective processes both
demonstrate a move toward viewing men-
tal state reasoning in dual-process terms
(see also Apperly and Butterfill, 2009).

1, like Andrews (2012), believe that FP
is descriptive rather than normative in
nature and Andrews aims to develop an
account which is more descriptively accu-
rate than normative. It is only via view-
ing FP as descriptive can real progress
be made into examining the complexi-
ties of our abilities to engage in mental
state reasoning of both ourselves and other
people. Within the reasoning literature
some authors endorse a “soft norma-
tivsm” perspective (e.g., Stupple and Ball,
2011) whereby they propose that norma-
tive constructs can feed into a descriptivist
framework. To some degree I endorse this
perspective since there are normative rules
which govern how we expect others to feel.
However, I do believe that the descriptivist
framework of Wilkinson and Ball (2013)
enables a much richer account of the cog-
nitive processes in mental state reason-
ing than any normative only perspective
permits.
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INTRODUCTION

Because the criteria for success differ across various domains of life, no single normative
standard will ever work for all types of thinking. One method for dealing with this apparent
dilemma is to propose that the mind is made up of a large number of specialized modules.
This review describes how this multi-modular framework for the mind overcomes several
critical conceptual and theoretical challenges to our understanding of human thinking, and
hopefully clarifies what are (and are not) some of the implications based on this framework.
In particular, an evolutionarily informed “deep rationality” conception of human thinking
can guide psychological research out of clusters of ad hoc models which currently occupy
some fields. First, the idea of deep rationality helps theoretical frameworks in terms of
orienting themselves with regard to time scale references, which can alter the nature
of rationality assessments. Second, the functional domains of deep rationality can be
hypothesized (non-exhaustively) to include the areas of self-protection, status, affiliation,
mate acquisition, mate retention, kin care, and disease avoidance. Thus, although there
is no single normative standard of rationality across all of human cognition, there are
sensible and objective standards by which we can evaluate multiple, fundamental, domain-
specific motives underlying human cognition and behavior. This review concludes with two
examples to illustrate the implications of this framework. The first example, decisions
about having a child, illustrates how competing models can be understood by realizing that
different fundamental motives guiding people’s thinking can sometimes be in conflict. The
second example is that of personifications within modern financial markets (e.g., in the form
of corporations), which are entities specifically constructed to have just one fundamental
motive. This single focus is the source of both the strengths and flaws in how such entities
behave.

Keywords: normative models, cognitive modularity, deep rationality, evolutionary psychology, human reasoning,
time scales in rational decision making

the question carries some presumption of the inquisitor based on

It has been said that man is a rational animal. All my life I have been
searching for evidence which could support this.

Russell (1950)
A foundational principle of science is that good scientific theo-
ries must generate testable, and therefore falsifiable, hypotheses.
Research can then obtain data relevant to that hypothesis and
show that the prediction either holds up or fails. Science thus
has normative standards as an intrinsic property of the scien-
tific method; the nature of good scientific theories includes the
ability to provide testable predictions. Those predictions pro-
vide a standard for evaluating a theory, saying what ought to
happen if the theory is correct. In this sense, then, normative
models are an essential property of research on human though
(or research on anything else). Certainly people can become con-
fused between theoretical predictions of what “ought” to happen
(in the sense of as the theory predicts) versus notions of “ought”
based on a cultural or socio-moral position. That, however, is not
a problem with normative standards as a property of scientific
theories as much as it is a problem of people not understand-
ing how science works. So, for example, when one asks “what
ought human thinking be like?” it is important to clarify if the
question is about a prediction based on a scientific theory or if

their personal views. One of these is science; the other is personal
opinion.

The problem with normative models in the scientific study of
human thought is that no single normative standard works for
all types of thinking. How do we decide on appropriate norma-
tive standards? (Which, in this scientific sense means how do we
decide upon appropriate theoretical frameworks?) Thinking is a
ubiquitous feature of human activity, but the normative standards
for evaluating good food are different from the normative stan-
dards for evaluating a good place to live, which are different from
the normative standards for evaluating a good relationship part-
ner, which are in turn different from the normative standards for
evaluating a good stock market decision. In general terms, for any
problem or task domain there is a set of features that define that
problem/task and therefore those same features provide criteria
for success (i.e., the “good” solution). The more one knows about
the nature of the features that constitute a problem, the more one
therefore knows about properties that can be exploited to get to
an effective and efficient solution. For instance, some of the defin-
ing features of the problem of food acquisition are identifying
high calorie, digestible items. The criteria for success (“good”
food) are things which contain fats, sugars, carbohydrates, and
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proteins. Other things (dirt, wood, metal, plastic) do not satisfy
these criteria. If one attempts to collapse across multiple problems
or tasks to achieve a general-purpose solution method, the fea-
tures that define the overall problem become increasingly general
and computationally ineffectual. At moderate levels of generality
we find problem solving tools that are simply weak (e.g., Gen-
eral Problem Solver; Newell and Simon, 1972). With further levels
of generality we find only normative standard that are uselessly
vague (“Don’t screw up.”) and computational incapacitation as a
result.

Because different normative models provide standards of eval-
uation for different types, or domains, of behaviors, one of the
key questions then is how to parse the various aspects of the
world into domains. In which domains do which particular nor-
mative models apply? Some people will recognize this as the
dilemma posed by the idea (from Plato’s Phaedrus) that scien-
tific theories should “carve nature at its joints,” but the problem
is that there does not appear to be any single carving pattern
that consistently and uniquely works. Instead there seem to be
multiple carving patterns that can each be legitimately argued
for and that each nonetheless have flaws. In other words, even
within a particular domain there are often multiple normative
models which could be applied, and obeying one standard for
rationality tends to lead to violations within other standards of
rationality.

One method for dealing with the apparent dilemma is to pro-
pose that the mind is made up of a large number of specialized
cognitive mechanisms, often referred to as “modules,” which each
embody their own internal standards of correct solutions within
that particular domain. This is often identified as an evolution-
ary approach, although the same conclusion can be obtained
via other routes (for example, via functional neuroanatomical
evidence). One can similarly reach this conclusion by consid-
ering the implications of combinatorial explosion when trying
to program problem solving machinery in artificial intelligence
(i.e., the “frame problem”), which has been identified in phi-
losophy as the problem of indeterminacy in inference (Quine,
1960; Dennett, 1978, 1984). It is also increasingly a commit-
ment required to make sense of the precocious abilities of infants
when tested using means such as the habituation paradigm (e.g.,
Wynn, 1992; Hirschfeld and Gelman, 1994; Wagner and Carey,
2003; McCrink and Wynn, 2004; Xu etal., 2004). The cognitive
development field often refers to this situation as the existence
of “constraints” in human infant mental abilities, reflecting the
default assumption of a completely domain-general and content
independent cognitive architecture. These constraints, however,
are actually the enablers of specific cognitive abilities because
the particular skills which they shunt infants into developing
would not be able to emerge without the guidance of those
constraints.

Although various people fret about this proposal being “massive
modularity” (Samuels, 1998) or “modularity gone mad” (Fodor,
1987), it is the conclusion which the evidence impels us to accept.
Besides indications that modularity is inevitable based on logical
principles (Cosmides and Tooby, 1994; Callebaut and Rasskin-
Gutman, 2005; Tooby and Cosmides, 2005; Carruthers, 2006;
Ermer etal., 2007), computer simulations show that modularity is

a consequence of neural organization under realistic conditions
(Bullinaria, 2006; Clune etal., 2013), and actual physical and
neurological structures point empirically to modular organiza-
tion (Geary and Huffman, 2002; Cheverud etal., 2007). There
is a functional carving of mental abilities, and it is a relatively
fine-grained carving compared to what has generally been consid-
ered before (e.g., Inhelder and Piaget, 1958; Newell and Simon,
1972; Kahneman and Tversky, 1979; Johnson-Laird and Byrne,
1991). Furthermore, these lines of evidence do not commit any-
one to impose some of the properties of modularity suggested
by early ideas (Fodor, 1983). Functionally specialized cognitive
modules are not required to be informationally encapulated, or
to accept only highly local inputs, or to be reflexive and insen-
sitive to contexts (see Barrett, 2005; Barrett and Kurzban, 2006
for in depth discussions of how and why these properties are not
required elements). Some modules may in fact have these prop-
erties, but that does not mean that all modules must. In other
words, the joints of nature may be carvable, but the lines are
not necessarily “clean.” Consider, by analogy, the various systems
within the rest of the human body: respiration, digestion, circula-
tion, etc. Many of these systems are intertwined, receiving inputs
from each other and sending their outputs to other systems. Yet
we still find it useful to separate these systems out for purposes
of understanding and explaining them, and we can see the over-
all pattern of major functional adaptations embodied by these
systems.

DO WE REALLY NEED TO CHANGE?

A skeptical reader might ask, “But, these are theoretical issues
about the grand nature of the entire human mind (or all thinking);
do I really need to change at the level my actual research? That is,
what is my concern so long as I stick to my particular topic?”
The response is that these issues of the grand nature of human
thinking can and do percolate down to specific research topics.
Attending to them opens up opportunities, and neglecting them
creates problems.

Consider the area of human reasoning, a topic and field that
is central to the idea of “thinking,” and the most commonly used
research tool in that field: Wason’s selection task. The selection
task was originally devised by Wason (1966) to evaluate if peo-
ple can engage in logical falsification as part of, for example,
scientific hypothesis evaluation. The task involves presenting a
conditional rule (of the form, If P, then Q, where P and Q can be
any content), usually some contextual information for the rule,
and then four pictures of cards which are described as having
relevant information printed on both sides of them. The visi-
ble sides of the four cards provide information about all four
possible states relevant to the rule: P, not-P, Q, and not-Q. The
task for participants is to indicate which of the cards need to be
turned over for further information in order to evaluate the valid-
ity of the conditional rule. So, for instance, turning over the P
card would reveal information (either Q or not-Q), and this is
information which bears on the truth or falsity of the conditional
rule.

The most traditional normative model for the selection task is
first order conditional logic. Given a rule of the form “If P, then
Q” (again, where P and Q are any content whatsoever), there are
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logical conclusions that can be derived from additional pieces of
information: if P is true, then Q is true; if Q is false (not-Q), then
P is false (not-P). The cards which need to turned over for more
information, according to formal logic, are the P and the Not-Q
cards then, in order to assess if there are any violations of the
rule. The general findings from Wason’s original work and many
subsequent studies is that people are notoriously poor at logical
falsification such as this, even though it is computationally quite
simple (e.g., trivially easy for a computer program to do; Newell
etal., 1963).

Curiously, certain versions of the selection task eventually
emerged on which people did quite well, even as they continued
to perform poorly on the original version of the task. One of the
most well known of these tasks which elicit good reasoning per-
formance is the “drinking age problem” (Griggs and Cox, 1982), in
which the conditional rule is If a person is drinking beer, then they
must be over 21” (with the card options thus being: Drinking beer,
Drinking soda, 17 years old, and 22 years old). These content-based
effects on reasoning bedeviled researchers and led some of them
to seek out new theories and criteria by which to evaluate human
reasoning abilities.

Human conditional reasoning does not follow the normative
model of formal logic. But performance on Wason’s selection task
can be analyzed in terms of other normative models also (Elgayam
and Evans, 2011). One can use deontic logic (conditional rules
that regulate permissions and obligations) to evaluate correct ver-
sus incorrect responses. Cheng and Holyoak (1985), Holyoak and
Cheng (1995) proposed that people induce pragmatic reasoning
schemas, which closely parallel deontic logic principles, based on
past experiences. Cosmides (1989), Cosmides and Tooby (1992)
developed an explanation for selection task content effects based
on evolved adaptations for reasoning about social contracts (con-
ditional rules about reciprocal altruism, such as If you take the
benefit, then you must pay the associated cost). One can alterna-
tively use Bayesian reasoning or probability theory (Kirby, 1994;
Oaksford and Chater, 1994, 1996, 2003; Oaksford etal., 1997)
to evaluate correct versus incorrect responses in the selection
task. In these models, correct responses are the selections which
yield the highest expected information gain, whereas incorrect
responses are those which yield little or no expected information
gain. Finally, one can apply relevance theory (Girotto etal., 2001)
to the selection task, proposing that the correct cards to select
are the ones which are judged as most relevant to the current
context.

This very cursory review of theories regarding human con-
ditional reasoning illustrates a fundamental issue in terms of
normative models in the study of human thinking. Most of these
theoretical models of human reasoning aspire to be the one, best
account of how human reasoning works. Researchers pit the mod-
els against each other, attempt to tally which model has the most
support, best support, largest number of adherents, and so on.
Which normative standard is the correct one? Which is correct
at least in the case of human conditional reasoning? Apart from
traditional disciplinary boundaries and preferences (or perhaps
within-research laboratory traditions) there are no a priori jus-
tifications for these normative models. (And keep in mind that
this illustration is just regarding conditional reasoning; it by no

means exhausts the range of normative models for a realm as
broad as “thinking.”) The situation — the existence of content
effects, the proliferation of normative-based models, the ongoing
lack of consilience — points to there being no general norma-
tive models for all of human thought. One possible reaction
is to largely abandon normativism (Elqayam and Evans, 2011).
Another approach, which is taken here, is to recognize that there
are different domains with different normative standards. Con-
tinuing to search for one normative model to rule all of human
thought, or even all of human reasoning, is untenable and needs
to change.

TIME SCALES AND RATIONALITY

There are several directions from which one can identify problems
with the idea of general normative standards for rationality and
human thought. Another aspect of this problem is illustrated by
the tale of the village idiot:

Once upon a time there was a village idiot who, when offered a choice
between a dime and a nickel, would invariably choose the nickel. Every-
one would laugh at the stupidity of the village idiot, and then go back
to their chores until the next time they felt like a laugh. This went on for
many years, during which the village idiot repeatedly and reliably chose
to take a nickel over a dime. One day, a kind-hearted person tried to
explain the situation to the village idiot. “Look, even though a nickel is
larger than a dime, it is only worth half as much. So you should choose
the dime.” The idiot replied, “I know that. But if I choose the dime,
people would stop offering me the choice between taking a nickel or a
dime, wouldn’t they? Who would be that stupid?”

The implicit normative standard that underlies this story is
a standard economic utility model: people are rationally self-
interested and should prefer a larger quantity of a desired item
over a smaller quantity (Marshall, 1920). What the not-quite-
such-an-idiot village idiot had done, however, was realize that
there is always an implicit time scale when considering the utility
of a sequence of events. A very small time scale, capturing just
one event, can indicate one behavior as having the highest overall
utility (a dime is better than a nickel). A different, longer, time
scale, though (say, capturing at least three choices), can indicate a
completely different behavior as having the highest overall utility.

The tale of the village idiot can be understood as parallel to the
distinction between a one-shot prisoner’s dilemma and a repeated
prisoner’s dilemma (Axelrod and Hamilton, 1981). The prisoner’s
dilemma is an economics game in which two people must decide
whether to cooperate with the other person or defect against the
other person. Mutual cooperation is rewarded, but not as much as
defection when the other person cooperates (the “temptation pay-
off”). However, mutual defection does not pay as well as mutual
cooperation, and cooperation when the other person defects yields
a negative payoff (the “sucker’s payoff”). A one-shot prisoner’s
dilemma has this payoff schedule and each person makes just one
choice. In this one-shot version of the game the best strategy for
each player is to defect, rather than cooperate, with the other
player. As with the tale of the village idiot, this is based on the
idea of utility maximization (in this case, maximization of the
payoffs for each player) with a very small time scale of one move.
Each player should go for the largest payoff (defecting), which
also protects them from the worst outcome (being a sucker). If,

www.frontiersin.org

May 2014 | Volume 5 | Article 435 | 101


http://www.frontiersin.org/
http://www.frontiersin.org/Cognitive_Science/archive

Brase

The nature of thinking, shallow and deep

however, the prisoner’s dilemma is played repeatedly between two
players (also called an iterated game), there are strategies which
are superior to constant defection in the longer time window.
The most well known of these strategies is tit-for-tat, in which
a player initially cooperates and then mirrors back whatever the
previous choice was of the other player. Thus, two players can
obtain the more modest (per play) reward of mutual cooperation
rather than becoming stuck in mutual defection. These modest
reward are repeated over the multiple rounds of the game. So, like
the village idiot, each player accumulates multiple smaller payoffs
which sum up to a much larger overall result than a single large
payoff.

The effects of different time scale references also maps onto
the idea of reciprocal altruism (Trivers, 1971) as a solution to the
“problem of altruism” in biology. As evolutionary biologists con-
sidered the implications of evolutionary theory for the behavior
of organisms, they realized that there seemed to be an overarch-
ing principle of complete self-interest: an individual should be
focused intently on passing their genes into future generations
and not at all interested — if anything, be antagonistic toward —
other individuals managing to get their competing genes also into
future generations. Yet in many cases animals did things which
appeared to help other individuals, at a cost to themselves, which
seemed to directly contradict the evolutionary theory implica-
tions. Hence, the “problem” of altruism. Along with the idea
of kin-based altruism (Hamilton, 1964), a major explanation of
these anomalous altruistic behaviors is the idea of reciprocal altru-
ism (Trivers, 1971). The key insight for reciprocal altruism is
that a single act of altruism (like cooperating in the prisoner’s
dilemma) can make sense if there is a reciprocal act of altruism
with the roles reversed. So long as the value of the help expe-
rienced by each recipient is greater than their experienced cost
of helping, there is a resulting net gain for both parties (known
in economics as “gains in trade”). Once more, part of the key
insight is to consider multiple, reciprocal behaviors between the
two individuals — an expanded window of time rather than a thin
slice.

DEEP RATIONALITY AND HUMAN THOUGHT

How can they say my life is not a success? Have I not for more than 60 years
got enough to eat and escaped being eaten?

Smith (1931)

A resolution exists to this situation of arbitrarily conflicting
normative models, many of which neglect the role of longer time
scales, and it has been most fully and recently articulated by
Griskevicius and Kenrick (2013), Kenrick and Griskevicius (2013),
Kenrick etal. (2009), Kenrick etal. (2012). This resolution begins
with a concept of “deep rationality,” which presumes that ratio-
nality must be defined with respect to a very long time frame: the
evolutionary selection pressures which shaped the human mind.
There have been a multitude of different selection pressures and
this insight, together with the idea of cognitive modularity, leads
to the idea that there never was (and never will be) a single, proxi-
mate standard for normative rationality. Instead there are multiple
motives which every person is balancing at any given time. In
other words, to the extent that there is any overarching standard
of rationality that designed our minds, it is not “don’t screw up”

but rather “survive and reproduce.” This ultimate criteria, how-
ever, is not immediately useful beyond its ability to frame more
specific problem solving domains (also see Buss, 1995; on top-
level versus mid-level evolutionary theories). Rather than a general
“survival and reproduction” criterion, this model presumes that
there are different standards for a successful decision in different
social problem domains such as: self-protection, status, affiliation,
mate acquisition, mate retention, kin care, and disease avoidance.
These domains provide fundamental motivational goals for peo-
ple, but because there are several of them we can conceptualize
our minds has having a number of different “subselves,” each
with different motives, different decision making processes, and
even (from a more domain-general perspective) different cognitive
biases.

Because different adaptive problems require different “rational”
solutions, these solutions can only ever obey a local normative
model which will inevitably break down once the topic under
evaluation moves too far afield from the particular domain which
constituted the evolutionary selection pressure and adaptive prob-
lem which created it (see also, Sperber, 1994 on the idea of
proper domains for evolved mechanisms versus actual and cul-
tural domains of application). Evolution designed many different
cognitive programs, each embodying particular logics, designed
to function well in particular contexts. In other words, the domain
specificity of the cognitive mechanisms in the human mind implies
that not only is there empirically no single normative standard of
rationality which works across all of human cognition, but that
there are good theoretical reasons why we should expect this to be
the case.

This perspective belies many of the traditional criteria for
normative models of rational though, such as obeying transitiv-
ity or the conjunction rule in probability; these are specifically
applied as abstract, content-independent, and domain-general
criteria. We should, in fact, be completely and utterly unsur-
prised that these types of criteria fail when they are applied to
domains in which they do not correspond to the decision mak-
ing adaptations evolution built within those domains. The fact
that different theoretical models of conditional reasoning, as out-
lined above, each work particularly well within the context of
particular reasoning contents should be alerting us to the fact
that there is no one “human reasoning” normative model. Instead
there are many cognitive mechanisms, each tailored to help us
reason in an adaptive way about many different types of situa-
tions. It is even plausible that some limited abilities are included
in this menagerie that enable general, abstract reasoning abili-
ties when none of the specialized, evolutionarily-relevant contexts
apply.

Or consider the prisoner’s dilemma described earlier. Not only
does using a different time scale change the nature of this dilemma,
but specifying different players in the dilemma can change it as
well. The classic prisoner’s dilemma is played by two strangers
(despite the allegorical “prisoners” being almost certainly friends).
Strangers playing each other in the dilemma helps us to consider
the situation more clearly in terms of domain-general, abstract
rationality. But if, for instance, the prisoner’s dilemma is played
between biologically related individuals (kin), then issues of kin-
ship and kin selection (Hamilton, 1964) come into play. The
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payoffs within a prisoner’s dilemma are fundamentally altered
when the genetic fitness implications of playing with kin are fac-
tored into them: the points that a genetically related opponent
obtains in a prisoner’s dilemma are implicitly benefiting one’s own
biological fitness as well (due to the proportion of genes shared
by virtue of common descent). For close kin, in fact, the dilemma
actually resolves itself and there can be a mutually optimal equi-
librium state (Kenrick et al., 2008, 2012). Strangers playing against
each other in a prisoner’s dilemma serves to simplify the situa-
tion, but it also is makes the situation less ecologically realistic;
most of our real world interactions are with family, friends, and
acquaintances.

So should “deep” evolutionary rationality serve as the defini-
tive normative standard of behavior? Not necessarily. It is still
critical to remember that human behavior has a foundation in
cognitive adaptations, built by evolution over previous genera-
tions, and then further developed and filtered through our own
experiences. A set of individual behaviors, within specific situa-
tions, can violate deep rationality, and violate it as a normative
standard or as a descriptive standard. Being deeply rational is
not the same as being omnipotent or omniscient. We are exe-
cuters of cognitive programs (our evolved, mental adaptations).
This means that there will be certain types of situations in which
the cognitive programs produce “wrong” responses. One type of
such situations is when there is an environmental mismatch: the
responses which were shaped by many prior generations of evolu-
tion are no longer the best responses in our modern environment
(e.g., our strong preferences for fats and sugars even when we
already have enough; our general lack of desire for fiber in our
diets even when we are in need of it). Another type of situation in
which individual behaviors, based in deep rationality, can appear
to be in violation of any normative or descriptive model is when
there is a probabilistic outcome which is driving the selection pres-
sure for that behavior (e.g., adolescent risk taking can appear to
be irrational because it leads to some injuries and deaths, but at
the same time if those behaviors produced an even larger social
status and reputation benefit for the more successful risk takers
then the overall behavioral tendency can be positively selected for
nonetheless).

EXAMPLES

Having a child is surely the most beautifully irrational act that two people
in love can commit.

Cosby (1987)

A couple of examples may help clarify the implications of tak-
ing a “deep rationality” perspective within a modular mind. The
decision to have a child or not has been characterized as fun-
damentally sound (e.g., Holm, 2005), fundamentally unsound
(e.g., Hdyry, 2005), and even fundamentally impossible to evalu-
ate (Paul, 2015 forthcoming). Certainly an economic cost/benefit
analysis in modern environments does not support the position
that having children is a rational choice. (The U.S. Department
of Agriculture estimates that the cost of raising a child to the age
of 17 is $269,520 (for families making over $70,200 per year.) On
the other hand, a biological analysis would point out that repro-
duction is the most fundamental purpose of living organisms, and
therefore any price is worth paying to have children. Somewhere in

between these radical extremes are real people, who very often do
opt to have children yet who also nearly always limit their repro-
ductive rate to something significantly less than what they would
theoretically accomplish if they devoted all their resources to hav-
ing children. Brase and Brase (2012) found that both men and
women have strong, emotional reactions (both positive and neg-
ative) to the prospect of having children, suggesting that there are
countervailing forces at work in people’s decisions about having
children.

One compelling way to make sense of all these conflicting ideas
and outcomes is to realize that desires to have children is but one of
several different fundamental motives residing in people. We want
to have children. But we also want to be safe (self-protection), we
want to be respected (status), we want to be part of larger social
groups (affiliation), we want to have and keep sexual partners
(mate acquisition, mate retention), and we want to be healthy
(disease avoidance).

Greed, for lack of a better word, is good. Greed is right, greed works.

[Gordon Gekko (Pressman and Stone, 1987)]

Now, a counterexample. The financial markets are perhaps
the most elevated bastion of true and complete rationality. Adam
Smith’s “invisible hand” (Smith, 1776) rests on the idea of every-
one acting in their rational economic self interests, and many
people consider the Western financial markets to be a huge success
of modern society. A closer look at the underlying foundations
and assumptions of the modern financial market, however, can
illustrate how its success arrives by stripping out all but one funda-
mental motive. The financial markets are not (or are minimally)
interested in self-protection, status, affiliation, mate acquisition
and retention, kinship, or disease avoidance. The financial markets
are about money. With just one, clear motivating goal, it becomes
possible to be completely rational in relation to the accomplish-
ment of that goal. Critics of how the financial markets operate
will often note, in various ways, this issue. Concerns include
problems with the ethics of the financial markets, the effects of
modern economic practices on human safety, security, or happi-
ness. But these concerns are tangential to the central goal of the
financial markets, so they form only externally imposed borders
on behavior (e.g., through government regulations of disallowed
actions).

If former presidential candidate Mitt Romney is correct that
“corporations are people” (Rucker, 2011), what type of people
are they? They are people who exist largely within the world
of modern financial markets, and they therefore live lives that
are single-mindedly about financial self-interest. Without all the
other fundamental concerns that regular people have about their
relationships with fellow humans, they quite possibly also qualify
as psychopaths (Achbar etal., 2003). Before thinking that I am
particularly anti-corporation, please note that it is also true that
corporations are, by design and by law, exactly this way because
we as a society have chosen to make them that way. Corporations
cannot do anything other than act purely in their complete eco-
nomic self interest. (Interesting things also, of course, occur due
to the fact that corporations are often managed by regular humans
who do recognize a multitude of other fundamental motives, and
these corporation owners can elect to make decisions based on
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their other motives, sometimes with the approval of shareholders
and sometimes without).

CONCLUSION

This special topic in Frontiers (in which this article appears)
describes the evolutionary approach to studying human thinking
as empirical normativism in which human thinking is considered
correct because it is the thinking which occurs (i.e., that there is
no external evaluative standard). Such a view is described as a
Panglossian framework, in which human thinking is considered a
priori as being rational. This is unfair and incorrect.

First of all, to the extent that anyone actually exists who could be
considered a Panglossian, this framework has never distinguished
the evolutionary approach. This caricature of adaptationism is
trafficked often by its critics and repeated by many who hear
this criticism without realizing that it has been debunked repeat-
edly and by multiple, independent evaluations (e.g., Tooby and
Cosmides, 1992; Borgia, 1994; Queller, 1995; Buss etal., 1998).
Second, adaptationist models are not empirically driven, but
rather based on evolutionary principles. The hypotheses (which
are normative, in the sense of making predictions about what
ought to happen, if the theory is correct) are based on careful
consideration of evolutionary selection pressures, the constraints
faced by a particular species, and existing evidence. Third, the
appropriate issue is therefore not empirical normativism ver-
sus prescriptive normativism (which evaluates human thinking
based on externally imposed criteria such as logic or proba-
bility theory), but rather how one should construct normative
models of human thinking. Is it more useful to work with proxi-
mate models of normative rationality which proliferate under the
traditional prescriptive normativism framework; models which
becomes problematic as they struggle to accommodate ad hoc,
competing domains of application? Or, is it better to work with
higher level models of rationality, based on an evolutionary under-
standing of the central problems the mind has been sculpted to
address?

An evolutionary framework, as outlined here, indicates that
there are some normative standards which are useful for under-
standing the nature of human thinking, but that those standards
are different from many of the normative standards proposed by
prescriptive normativism. The search for a single normative model
for all of human thinking is futile, because the multiple selection
pressures which shaped the mind led to multiple cognitive mech-
anisms. A large-scale modularity of thinking processes is required,
and in fact points toward useful ways to escape the multitudes
of single-model theories which often stand in stalemates against
each other. One specific version of this evolutionary modularity
approach is the model of deep rationality (Kenrick etal., 2009,
2012), which specifies a set of fundamental motivational goals,
each of which entails distinct patterns of reasoning and thinking
(and which may be consistent, inconsistent, or orthogonal to each
other).
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We consider ourselves to be rational beings. We feel that our choices, decisions, and actions
are selected from a flexible array of possibilities, based upon reasons. When we vote for a
political candidate, it is because they share our views on certain critical issues. When we
hire an individual for a job, it is because they are the best qualified. However, if this is true,
why does an analysis of the direction of shift in the timbre of the voice of political candidates
during an exchange or debate, predict the winner of American presidential elections? Why
is it that while only 3% of the American population consists of white men over 6’4" tall, 30%
of the CEOs of Fortune 500 companies are white men over 6’4" tall? These are examples
of “instinctual biases™ affecting or modulating rational thought processes. | argue that
existing theories of reasoning cannot substantively accommodate these ubiquitous, real-
world phenomena. Failure to recognize and incorporate these types of phenomena into
the study of human reasoning results in a distorted understanding of rationality. The goal of
this article is to draw attention to these types of phenomena and propose an “adulterated

rationality”” account of reasoning as a first step in trying to explain them.

Keywords: rationality, reasoning, Decision Making, evolutionary psychology, instincts, biases

Nature, Mr. Allnutt, is what we were put on this world to rise above.
—Katharine Hepburn to Humphrey Bogart in The African Queen

INTRODUCTION AND BACKGROUND

The conception of man as a rational, thinking being, permeates
Western thought from (at least) Aristotle to present times. Our
behavior is explained by postulating beliefs and desires, and a
principle of “rationality;” that guides our pursuit of the latter in the
context of the former. My use of the term “rationality” is derived
from the philosophical literature, meaning roughly, deliberate rea-
son. (It does not imply a commitment to any normative standard,
as is the case in the psychology literature.) On this account ratio-
nality is goal directed behavior. It is simply a means to an end
and is ascribed to individual agents. It is a deliberate choice or
action that moves an organism closer to its goal in a manner con-
sistent with its knowledge and beliefs. A rational choice is not
simply a selection, it is a selection for a reason (Bermudez, 2002).
Perhaps the most significant feature of a rational system is the exis-
tence of a “gap” between the stimulus and the response (Cassirer,
1944). The stimulus or antecedent condition is never causally suf-
ficient to determine any specific choice or action. I will use the
term “reason-based” to refer to this general notion of rational-
ity. Reason-based choice is often contrasted with instinctual or
tropistic behavior, where there is no such gap and the antecedent
conditions are causally sufficient for a course of action (Bermudez,
2002).

Consider the following example: when a young male lion chases
away an older male and takes over a pride, he proceeds to kill any
cubs the females may be nursing. How should we explain this
behavior? Does the lion sit down and reason thus: “these cubs do
not perpetuate my genes. They will require the expenditure of con-
siderable resources to feed and defend. Providing these resources

to perpetuate someone else’s genes does not make evolutionary
sense. However, if I kill these cubs (which I surely can, without
harm to myself), the females will stop lactating and come into
heat again. I can then impregnate them with my sperm and then
they will bear my offspring. Then the resources of the pride can be
used to propagate my genes rather than someone else’s. Therefore,
it is reasonable to kill these cubs.”

If the lion did deliberate in this way, we would be justified in
saying his behavior, however, cruel, was rational. If he reasoned
thus, and did not kill the cubs, his behavior would be irrational.
But most of us do not believe that the lion has the ability to reason
in this manner. Most of us do not believe that the lion chooses
actions from a vast array of possible alternatives for reasons. His
behavior is compelled, in the context of particular environmen-
tal and developmental factors. Therefore, applying the label of
“rationality” (given the above definition) to explain this behavior
is both unnecessary and incorrect. The lion’s behavior is certainly
adaptive, but it is not rational or reason-based. It is explained by
appeals to instinctual or tropistic mechanisms (such as parental
investment parasitization prevention) that are triggered by causal
interactions between the maturation of specific internal structures
and environmental cues. Once the mechanisms are triggered, they
lead to a particular course of action.

Now consider the case of a man who partners with a woman
with young children from a previous partner. The man does not
typically kill the children, though it may be, arguably, adaptive
to do so. Why not? Presumably because he’s making a conscious
choice from a wide range of possibilities. He is not driven to an
inevitable action. He could choose not to get involved in this rela-
tionship and find a woman without children. Perhaps he loves
the children. Perhaps he finds the woman so desirable that the
opportunity to have his own children with her is worth the price
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of expending some resources to raise her children from a previous
partner. Perhaps his overtures to women without children have
been unsuccessful. Whatever the reason, he is making a conscious,
rational/reason-based choice.

However, if this appeal to reason is adequate to explain the
behavior of the man, why is it the case that instances of child
abuse/mistreatment are much higher in the case of stepfathers
(and stepmothers) than biological fathers and mothers (Daly and
Wilson, 2005)? Why is it the case that, despite our convictions that
we vote for political candidates because they share our views on
certain critical issues, that a simple analysis of the direction of
shift in the timbre of the voice of candidates during an exchange
or debate, predicts the winner of American presidential elections
(Gregory and Gallagher, 2002)? Why is it the case that, despite our
beliefs that we hire individuals for jobs because they are the best
qualified, 30% of the CEOs of Fortune 500 companies are white
men over 6'4” tall, even though they represent only 3% of the
American population (Rauch, 1995)?

These are all examples of what we might call “instinctual biases”
affecting our reasoning and decision-making processes (Buss,
2005). They are genuine, ubiquitous phenomena. But they are not
phenomena typically studied by cognitive psychologists interested
in human reasoning. Our current research programs either (1)
ignore these types of “biases” (Rips, 1994; Johnson-Laird, 2006);
(2) assume that they are cut from the same cloth as the conceptual
biases in the Linda problem (see below) and can be explained in
the same fashion (Evans and Over, 1996; Stanovich, 2004); (3)
focus on instinctual biases, but assume that is all there is to human
reasoning (Cosmides and Tooby, 1994b; Duchaine etal., 2001) or
(4) consider them to be social biases built on top of the cognitive
engine and as such do not influence the operation of that engine
(Berry, 2007).

I'want to suggest that ignoring these phenomena excludes much
of what is interesting about human reasoning from our research
programs, and may, in fact, result in distorted theories of human
reasoning based upon incomplete data sets. Furthermore, if evolu-
tionary psychologists are correct, the effect of biological markers
such as dominance cues, facial attractiveness cues, waist to hip
ratios (in women), shoulder to waist ratios (in men), etc. are not
socially construed phenomena, but apply universally (Buss, 2005).
The two theories of reasoning best situated to account for these
phenomena are massive modularity theory (Cosmides and Tooby,
1994b) and dual mechanism theories (Sloman, 1996; Evans, 2003;
Stanovich, 2004). I argue that neither of these accounts can
adequately accommodate the phenomena and propose a banal
adulterated rationality account.

CONCEPTUAL SPACE OF THEORIES OF HUMAN REASONING
INFORMATION PROCESSING THEORY

Classical information processing theory holds that the cognitive
system is a general purpose information processing system, per-
haps with some specialized modules, for language and perceptual
processes (Fodor, 1983; Pylyshyn, 1984; Newell, 1990). In the con-
text of this framework there are several accounts of reasoning such
as mental model theory (Johnson-Laird, 2006) and mental logic
theory (Braine, 1978; Rips, 1994). While there are significant dif-
ferences between these two theories, in terms of the nature of the

representations and computations employed during logical rea-
soning, both postulate a mechanism that operates within the rules
of formal logic. These theories generally do not try to explain the
phenomenon of “instinctual biases” of interest here.

MASSIVE MODULARITY

There is a research program that explicitly sets out to account
for instinctual biases. Indeed, 20 years ago Cosmides and Tooby
(1994a) exhorted cognitive scientists not to be blind to the effect
of instincts (“instinct blindness”). With respect to reasoning, they
have worked largely with the Wason card selection task (Cosmides,
1989; Fiddick et al., 2000). The Wason card selection task is a dis-
guised form of conditional inference. Four cards, corresponding to
the four forms of the conditional (modus ponens, modus tollens,
denying the antecedent, and affirming the consequent) are placed
in front of the subject, along with the conditional rule. The basic
result is that switching from a rule with arbitrary content (e.g., “if
the letter on one side of the card is a vowel, then the number on the
other side must be even”) to a rule that embodies the structure of
some social contract (e.g., “if someone is drinking beer, then they
must be over 18 years of age”), increases performance accuracy
from the order of 6% to the order of 80% (Wason and Shapiro,
1971; Cox and Griggs, 1982). The explanation is that this dramatic
shift in performance is the result of the triggering of a “cheater
detection” module.

On the massive modularity account the mind is not a gen-
eral purpose information processing system, but rather consists
of 1000s of special-purpose modules selected for the adaptive
advantage they conferred upon our Pleistocene ancestors in solv-
ing problems specific to their environment, such as selecting
mates, leaders, and detecting cheaters (Pinker, 1997; Duchaine
etal., 2001). The modules are causally triggered by specific envi-
ronmental cues. In previous times we would have called these
modules instincts. Today we might liken them to the apps on our
smartphones (Kurzban, 2012). Like apps they work relatively inde-
pendently, though they may have access to information generated
by other specific apps. For example, the app that I use to monitor
my walks has access to information from the GPS and the system
clock. It does not have (nor requires) access to the output of the
apps that I use to listen to audiobooks or track flight arrivals. One
can of course imagine a greater degree of interdependence and
interaction among modules, but the main point is that there is
no general-purpose reasoning system that controls the selection
and triggering of individual modules. The selection and trigger-
ing are determined by direct causal links to specific environmental
cues. On a strong version of the account, it is claimed that our
notion of rationality (or general purpose reasoning) is illusory.
What we regard as “general purpose reasoning” is just the func-
tioning of numerous instinctual modules (Cosmides and Tooby,
1994b).

Several authors offer compelling critiques of the massive mod-
ularity account (Fodor, 2001; Over, 2002). I believe its greatest
strength is that it offers a potential solution to the intractable
problem of induction (or the frame problem) that plagues cog-
nitive psychology, albeit at the price of a tight causal coupling
between specific environmental cues and triggering of specific
modules. Its greatest weakness is that it cannot explain how we can
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send a man to the moon and predict and investigate the existence
of the Higgs boson (because presumably nothing in the Pleis-
tocene environment of our ancestors would have selected for these
abilities).

But for present purposes, I will limit my concerns about mas-
sive modularity to its ability to explain the specific examples of
reasoning/decision-making with which I began. It is not clear that
the above examples can be explained just in terms of activation of
specific instinctive modules. One reason to doubt the ability of the
massive modularity model to explain the phenomenon of interest
is to note the differences in the response patterns, and the ability
of participants to reflect upon and justify their responses, in the
case of our examples and the Wason card selection task.

In the case of the Wason card selection task, a shift in content to
a rule breaking scenario results in a shift in accuracy approaching
ceiling level, and one can plausibly argue that the shift in content
triggers something like a cheater detection module. However, this
does not seem to be the case for the examples in the introduc-
tion. For example, while instances of child abuse by stepparents
are significantly greater than for biological parents, they do not
approach 80% (Daly and Wilson, 2005). We will not typically vote
for a leader who intends to adversely affect our lives, despite the
presence of dominance cues. In hiring a doctor we would not
typically choose a tall, handsome, athletic man without a medi-
cal degree over a short, hunchbacked, pudgy man with a medical
degree. Therefore these phenomena cannot be explained just in
terms of an appeal to instinctual modules (as they can in the case
of the lion, and perhaps even the Wason card selection task). Such
phenomena call for a blended response between instincts/modules
and some general purpose reasoning system.

There is also a discrepancy between the response/behavior and
the reason/explanation offered for the behavior. In the case of
the Wason card selection task, participants can typically articu-
late why they chose particular cards (in the familiar content or
cheater detection version). In the case where we are evaluating
two potential employees (or grad students) with similar views and
qualifications, if one exhibits high attractiveness cues, while the
other does not, we will often choose the attractive individual,
but when questioned, our explanation will not implicate these
cues. It will be in terms of the qualifications of the candidates,
even though there may be no material differences in these factors
(Dipboye etal., 1975; Langlois etal., 2000; Hosoda etal., 2003).
We will not be consciously aware of the effect of the attractiveness
cues on our reasoning/decision-making behavior. This again sug-
gests that there are at least two processes at work here, a conscious
general-purpose reasoning system that evaluates the qualifications
of the two candidates, and unconscious instinctual biases that
modulate the operation of the former system.

It may be tempting to draw parallels between our inability to
report on the causal efficaciousness of instinctual biases and the
confabulation that split brain patients engage in when the verbal
left hemisphere is unaware of the choices made by the right hemi-
sphere. While there are some similarities, the dissimilarities may
be greater. Consider the following famous experiment (Gazzaniga,
1998): a split brain patient was presented with a picture of a winter
scene projected to the right hemisphere (left visual field) and a pic-
ture of a chicken claw projected to the left hemisphere (right visual

field). The patient must then select two related pictures, one pic-
ture with each hand, from an array of other pictures. The patient’s
left hand points to a shovel (because the right-hemisphere, con-
trolling that hand has seen a snow-covered winter scene) and the
right-hand points to a chicken (because the left hemisphere, con-
trolling that hand, has seen the chicken claw). When the patient is
asked to explain why his left hand (guided by the right hemisphere)
is pointing to the shovel, the left hemisphere (dominant for lan-
guage) has no access to the information about the winter scene
seen by the right hemisphere. But instead of responding “I don’t
know” the patient responds by noting that the shovel is required
to clean the chicken coop.

The similarity lies in the fact that in both cases, the ver-
bal explanation for the behavior cannot causally account for the
behavior. The dissimilarity is that the explanation offered by the
left hemisphere of the split brain patient is a complete post hoc
confabulation. It simply is not relevant to explaining the behav-
ior. In the case of instinctual biases, we are not “confabulating”
in the same sense because the conscious explanation that we offer
(e.g., “this applicant has a degree from University of Waterloo”)
is usually causally relevant. It cannot explain the complete pat-
tern of the data, but it may be a relevant part of the causal
story.

DUAL MECHANISM THEORIES

There is a research program that acknowledges the necessity
of a general-purpose reasoning system and also explicitly sets
out to account for various reasoning biases. These dual systems
accounts of reasoning contrast heuristic/intuitive (System 1) pro-
cesses with formal (System 2) processes (Sloman, 1996; Evans,
2003; Stanovich, 2004). This is becoming a widely accepted dis-
tinction and seems to have an underlying neuropsychological basis
(Goel and Dolan, 2003; Goel, 2007). The critical feature of this
paradigm is that while there is a logical/formal response to the
task, in some conditions it is inhibited and bypassed by subjects’
background knowledge and beliefs. An example is provided by the
famous Linda Problem (Tversky and Kahneman, 1983):

Linda is 31 years old, single, outspoken, and very bright. She majored
in philosophy. As a student, she was deeply concerned with issues of
discrimination and social justice, and also participated in anti-nuclear
demonstrations.

Which statement is most likely?

(a) Linda is a bank teller and active in the feminist movement
(b) Linda is a bank teller

The effect is that many intelligent individuals will choose the
conjunction (a) as more likely than one of the conjuncts (b). Their
rationale is that the conjunct (b) by itself does not seem sufficient
for someone with Linda’s background. The conjunction (a) in
addition contains a conjunct that seems more appropriate given
the background description of Linda. The usual explanation for
the “irrational” response is that overall (a) is more “representative”
of Linda than (b) (even though a conjunction cannot be more
likely than either conjunct)!. This has led to a distinction between

'The phenomenon disappears if one of the conjuncts is “Linda is active in the
feminist movement.” or if the conjunction is “Linda is a bank teller and is 43 years
old.”
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formal processes and heuristic/intuitive processes (Evans, 2003;
Stanovich, 2004).

This is a genuine, important psychological phenomenon.
Some dual mechanism theorists have argued that these heuristic
responses represent primitive, low-level instinctual biases that we
share with pigeons and rats (Evans and Over, 1996). This is simply
a mistake. The bias exhibited in the Linda problem is a very high
level, conceptual bias based upon language and our knowledge of
the world. Note that while heuristic responses may be considered
irrational, in sense of violating normative logic, [though this is a
moot point (Politzer and Noveck, 1991; Gigerenzer, 2007; Goel,
2008)], both responses are clearly reason-based, as I am using
the term here. There are sensible psychosocial expectancy reasons
for why subjects choose the so-called “irrational” response. If the
logical inconsistency of their response is pointed out to subjects,
they can quickly give the logically correct response and offer jus-
tifications for the initial heuristic response (Sloman, 1996). My
conjecture is that instinctual biases are drawn from a very differ-
ent well than the conceptual biases exhibited in the Linda problem.
If this is the case, there is no reason to believe that the theory can
account for the types of reasoning phenomenon of interest here.

One response to this objection is to note that System 1 is a
heterogeneous collection of everything from reflex arcs to concep-
tual biases (Stanovich, 2004). In this case, the instinctual biases
I am trying to bring attention to would fall into System 1 (as
would many reason-based processes). Even though it has been
argued elsewhere (Goel, 2008), that the differences in the under-
lying causal mechanisms of such a heterogeneous collection of
System 1 processes makes the category uninteresting for theory
building, the distinction is considered useful because System 1
processes are said to share behavioral similarities in outputs in
terms of speed and automaticity of responses (Stanovich, 2004).
Here I want to suggest that the behavioral patterns are very dif-
ferent in the case of conceptual biases and instinctual biases. The
argument here is similar to that offered above for the massive
modularity account.

The whole point of dual mechanism accounts is that the pro-
cessing goes through one of the two systems. The responses are
either “rational” or “heuristic.” This model works well for the type
of phenomena the theory was intended to explain, such as content
effects in syllogisms (Evans, 2003) and the Linda problem (Tversky
and Kahneman, 1983). In each of these cases the conceptual biases
result in a dramatic shift in subject responses, so perhaps one can
argue that the bias results in the queuing of a different system. Fur-
thermore, individuals are consciously aware of and can articulate
the reasons for the “non-rational” response (Sloman, 1996).

In the case of the instinctual biases of interest here, there is
neither a dramatic shift in behavior such that 90% of participants
are responding in one way or the other, nor an awareness of the
reasons for the behavioral shift. Both of these points have been
illustrated with examples in the above discussion of massive mod-
ularity. As in the case of massive modularity, the dual mechanism
accounts work best when there is a dramatic shift in performance
(as in the Linda Problem) but will require some sort of modu-
lation/interaction account where the response shift is graded and
less pronounced, and subjects are unable to fully articulate causally
efficacious reasons for their response/choice.

ADULTERATED RATIONALITY ACCOUNT

I think the key missing feature in the above accounts of human
reasoning is the recognition of the modulation of rational choice
by instinctual biases. Any theory that is going to do justice to
human reasoning must acknowledge both a rational system and a
host of instinctual systems or biases. It must also acknowledge that
these systems interact, to varying degrees, in human reasoning and
decision-making. Human choices cannot be explained by postu-
lating a single type of system, whether it be instinctual modules or
a general-purpose reasoning system.

I am proposing a banal model whereby the rational engine has
evolved on top of instinctual/tropistic mechanisms. The nature
of these instinctive mechanisms can perhaps be understood along
the lines of the “automatic appetitive impulsive processes” postu-
lated in the addiction literature (Gladwin etal., 2011; Wiers etal.,
2013). The instinctual biases of interest here need not be “appet-
itive” processes, but they are automatic, impulsive, non-cognitive
processes that manifest individual differences, and modulate and
in turn are modulated by, top-down (reason-based) executive
control processes. Thus functioning of the rational engine is
modulated or adulterated by these processes to varying degrees,
depending on the nature of the tasks, and individual differ-
ences. For example, the rational engine would be more affected
by instinctual biases in the case of mate selection than in calcu-
lating the launch trajectory of a satellite to orbit Mars. I view
this process of modulation or adulteration as one of bending and
warping the architecture of the reason-based system such that
certain possibilities are facilitated, hindered, or even blocked.
I propose to call this the “adulterated rationality” account of
reasoning.

The system is set up in such a way that the unconscious bottom—
up instinctual biases or modules are triggered by task specific cues
in the environment (along the lines postulated by the massive
modularity account), however, rather than being the sole determi-
nants of behavior, these biases pass through a conscious top-down
reason-based system, resulting in a response that is a blended
product of the two systems. Individual differences in the strength
of specific bottom-up, non-cognitive, instinctual biases, and the
strength of top-down cognitive, reason-based processes and strate-
gies, along with the nature of the reasoning task, will affect the ratio
of the mixture.

For example, consider the discriminative parental solic-
itude effect with which we began. Parental investment is
a valuable resource that can be parasitized by non-relatives
(Daly and Wilson, 1994). It is suggested that we all have manda-
tory, automatic, innate mechanisms for countering parental
investment parasitism (Daly and Wilson, 1994). These mech-
anisms must be suppressed in the case of stepfathers (and
stepmothers) where they make the conscious decision to accept
a mate with children from another partner. The majority of
stepfathers and stepmothers are able to bond (to some extent)
with their new mate’s existing offspring, but there is consider-
able individual variability. The standard explanation for failure
would implicate top down inhibition processes (i.e., “they didn’t
try hard enough”). But an equally likely possibility is variabil-
ity in the strength of the mandatory impulsive, non-cognitive,
bottom-up processes. If these instinctual systems are exceptionally
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strong in certain individuals, then an equivalent exertion of top-
down processes will not result in the same effect. This raises
some interesting psychological, biological, ethical, and legal
issues.

CONCLUSION

My goal here has been to draw attention to an ubiquitous, but
neglected phenomenon which affects our rational behavior: the
modulation of conscious rational choice by unconscious instinc-
tual biases. Much of the study of human rationality within
cognitive psychology has focused on logical form. It is time to
look beyond logical form. Recent studies directed at the role of
emotions in logical reasoning are beginning to do this (Blanchette,
2006; Goel and Vartanian, 2010). However encouraging, this is not
sufficient. We need to cast a much broader net and incorporate the
type of phenomena identified here. Failure to do so will result in
incomplete and distorted theories of reasoning. Broadening the
research program means developing experimental paradigms to
study the role of instinctual biases on decision-making and using
these data to inform cognitive theory. I believe that incorporat-
ing these data will point us toward something like an adulterated
rationality account of reasoning.

Furthermore, cognitive psychology has emphasized the impor-
tance of top-down cognitive inhibitory processes in understanding
human behavior. We know something about the neuropsychol-
ogy of these processes (Shallice and Cooper, 2011). However, the
adulterated rationality model, in identifying the importance of
bottom-up, non-cognitive, instinctual processes, and recognizing
individual differences, suggests that this focus is only half of the
story. Deviation of behavior from expected norms may not sim-
ply be a function of failure of top-down control, but individual
differences in the strength of the bottom-up processes. If this is
the case, it would have important consequences for our legal and
social norms and expectations.

Thus in summary, I am drawing attention to ubiquitous,
real-world, reasoning paradigms where rational choice is mod-
ulated by instinctual biases. I argue that existing models of
logical reasoning cannot adequately accommodate these phenom-
ena and propose an adulterated rationality account of reasoning.
The ubiquitousness of the phenomena call for data collection,
model fitting and exploration of consequences for social and legal
norms.
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FIGURE 3 | Opinion dynamics for theories in a language with one
atomic proposition (M =1) and a population consisting of three
agents (N = 3). One face of the OPS is shown. For D=0 (left), there
is no dynamics; all opinion profiles are fixed points. For D=1 (middle),
the three vertices act as sinks, but the points on the lower “double”

(1,0,0,2) 0,0,03) (3,000 (2,001 (1,002 (0,00,3)

edge (connecting profiles with a consensus on “more distant”
theories—see the main text for details) show a different dynamics than
those on the two “single” edges. For D =2 (right), the three vertices

act as sinks, and the asymmetry between points on the edges is
removed.

FIGURE 4 | Opinion dynamics for theories in a language with one atomic
proposition (M = 1) and a population consisting of three agents (N = 3)
for D = 1. On the left-hand side, all the faces of the tetrahedral OPS are
shown side by side. The face from Figure 3 is shown in white, the others in
gray. Observe that the outer edges and their vertices are shown multiply: the

leftmost diagonal edge is equal to the rightmost diagonal edge, and the left
horizontal edge at the top (bottom) is the mirror image of to right horizontal
edge at the top (bottom). On the right-hand side, the tetrahedral OPS is
shown. This three-dimensional view allows us to verify that each vertex
attracts two other opinion profiles.

D, even agents that hold maximally different theories regard each
other as peers. So, unlike for D < 2, they do influence each other
in updating their belief states. The point at the middle of the face,
(1,0, 1, 1), is a non-attracting fixed point (source).

Figure 5 shows the opinion dynamics for a population of four
agents. Although there are more points in this OPS, the results are
comparable to those for N = 3: there is no dynamics for D = 0,
and there is an asymmetry for D = 1 that is absent for D = 2. The
three vertices are sinks and each of the three points at the middle
of an edge is a source.

So far, we have considered the opinion dynamics for a fixed
number of agents in the population. If we continue the above
analysis for ever larger population sizes, predictable patterns
appear, such as (for D > 0):

e The vertices act as sinks, but the number of points attracted to
them depends on the BCI.

o If the number of agents is even, the midpoint of the edges is
accessible and acts as a source (for other points on the edge).

e If the number of agents is a multiple of three, the midpoint of
each of the faces is accessible and acts as a source (for D = 1).

o If the number of agents is a multiple of four, the midpoint of
the entire tetrahedron is accessible and acts as a source.

This suggests a different way of studying the opinion dynamics:
instead of considering populations with a particular population
size, one can consider populations in general and ask, for each
possible opinion, which fraction of a population holds the opinion
(this will be called the density the opinion has in the population).
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FIGURE 5 | Opinion dynamics for theories in a language with one atomic proposition (M = 1) and a population consisting of four agents (N = 4). We
show the same face of the OPS for D = 0 (left), D = 1 (middle), and D = 2 (right).

This in turn allows one to derive the above rules immediately,
without the need for considering a large number of different pop-
ulation sizes. With the density-based information, one can still
draw conclusions for particular population sizes. For instance,
if 100% of the agents hold the same opinion, that represents a
consensus (point at a vertex), which can occur in populations
with any number of agents (N = 1,2, 3, ...). And if 50% of the
agents hold one theory and 50% hold the other theory, there
is a tie between two theories (midpoint of an edge); this can
occur only in even-numbered populations (N = 2,4,6,...). In
the next section, we consider such opinion densities. But first,
we give a probabilistic interpretation concerning the results of the
dynamics on the OPS.

4.2. PROBABILISTIC INTERPRETATION OF THE OPS

We can give a probabilistic interpretation of the previous results.
For instance, we may be interested in the probability that the
agents in the population reach a consensus on a particular the-
ory. If we assume that each initial opinion profile is equally likely
(uniform prior probability), then the probability of reaching con-
sensus on a particular theory is equal to the number of opinion
profiles in the basin of this consensus position divided by the
total number of points in the OPS. (For a non-uniform prior
probability, we may compute a similar fraction based on weighted
sums).

For M =1 and N = 2, there are 10 points in the OPS and
there is no dynamics, so the only way the population can end
up in a consensus is by already starting out from that opinion
profile. Hence, the probability of reaching consensus on a partic-
ular theory is 1/10. (The total probability of reaching a consensus
is 4/10.) For N = 3, there are 20 points in the OPS. For D = 0,
there is no dynamics, so the probability of reaching consensus
on a particular theory is 1/20. (The total probability of reaching
a consensus is 4/20, or 1/5.) For D = 1, two additional opinion
profiles evolve toward each consensus position, so each basin con-
sists of three points and the probability of reaching consensus
on a particular theory is 3/20. (The total probability of reaching
a consensus is 12/20, or 3/5.) For D = 2, each basin consists of

four points and the probability of reaching consensus on a par-
ticular theory is 4/20, or 1/5. (The total probability of reaching a
consensus is 16/20, or 4/5.) Given the nature of our update rule
(EHK), it is not surprising that we find larger BCIs (larger val-
ues for D) to correspond with higher probabilities of reaching
a consensus.

In our previous paper (Wenmackers et al., 2012), we only con-
sidered the probability that an agent, who starts from a consistent
theory, updates to the inconsistent theory. For M = 1, this prob-
ability is zero. In general, there are % opinion profiles
in which no agent adheres to the inconsistent theory (i.e., the
(hyper-)tetrahedral number of order N + 1 in 3y — 2 dimen-
sions, or the multiset coefficient of choosing N times with repeti-
tion out of f3; — 1 options). For M = 1, these inconsistency-free
opinion profiles are represented on a single face of the tetrahedral
OPS—the face which has as its vertices each consensus on one
of three consistent theories—and none of these evolve to consen-
sus on the inconsistent theory. To investigate the phenomenon
of consistent-to-inconsistent updating, we have to consider cases
with larger values of M, as we did in our previous study (in which
we assumed a uniform prior, not over all anonymous opinion
profiles, but over the non-anonymous opinion profiles in which
no agent adheres to the inconsistent theory).

4.3. KEY POINTS

An (anonymous) opinion profile specifies the number of agents
that holds each of the theories. So, an opinion profile consists
of 2™ numbers that add up to N, the total number of agents in
the population. We consider the space of all possible opinion pro-
files, the OPS. The dynamics on this space shows the group-level
or aggregate effect of the individual updating by the rule intro-
duced in the previous section. Some opinion profiles act as fixed
points: once the population reaches such a state, there is no fur-
ther dynamics. Consensus positions are stable fixed points, which
“attract” nearby opinion profiles; equally balanced (or polarized)
opinion profiles are unstable fixed points, which “push away”
nearby opinion profiles. By counting states in the OPS and assign-
ing priors probabilities to initial opinion profiles, we can give a
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probabilistic interpretation to the results. The analysis in terms of
an OPS requires the choice of a particular population size, N; in
the next section, we follow a slightly different approach that does
not require this.

5. OPINION DENSITY SPACE

To simplify the analysis, we leave the number N of agents open
and represent all possible opinion profiles (for arbitrary N) simul-
taneously, using the opinion density space (ODS). For a given
opinion profile 7, the corresponding opinion density _d> can be
found via normalization, that is, division by the number N of

agents: d = # /N.Like 1, d is a vector with £,y components.
We represented the components of a particular opinion profile 7
between angle brackets, (.. .); although confusion is unlikely, we

will represent the components of an opinion density 4 between
round brackets, (...). The opinion density coordinates can be
viewed as barycentric coordinates, specifying which fraction of the
agents adheres to each theory®.

Another way of looking at the transition from OPS to ODS is
as follows: we can track the dynamics for a large set of different
population sizes and represent the accumulated data in a single
tetrahedral grid. In the limit where we combine the OPSs for all
(infinitely many) finite population sizes, this accumulative OPS
becomes continuous instead of a discrete grid. Hence, the ODS is
a continuous space in )y — 1 dimensions. (There are t); compo-
nents of the opinion density vector, which are fractions that sum
to 1, so there remain f); — 1 degrees of freedom).

To visualize the ODS, we have written an additional pro-
gram in Object Pascal. Although the ODS represents a continu-
ous space, numerical methods require it to be discretized, such
that the program only encounters density vectors which have
four rational indices. By multiplying the four rational indices
of an opinion profile by their least common denominator, we
compute an opinion profile that is representative of that den-
sity. The evolution of this profile is computed as before. The
numerical result is indicated by means of colors (as explained
below).

The notion of barycentric coordinates, which comes from geometry, may
need some introduction. We first introduce the concept of a simplex. A two-
dimensional simplex is a triangle: a figure with three vertices. In three
dimensions, a simplex is a tetrahedron: a figure with four vertices. In gen-
eral, in k dimensions, a simplex is a figure with k 4 1 vertices. The ODS is a
simplex with 2™ = 4 vertices. Hence, for the simplest case with M = 1, we
are dealing with a tetrahedral ODS in k = 2 — | = 3 dimensions. To indi-
cate a particular point inside a k-dimensional simplex, one can use k Euclidean
coordinates (belonging to k orthogonal axes), but for many applications it is
more natural to use barycentric coordinates. The word “barycenter” refers to
the center of mass, and barycentric coordinates indicate how much a point
“gravitates” toward each of the vertices of the simplex. Since a k dimensional
simplex has k + 1 vertices, it also has k 4+ 1 barycentric coordinates, but since
those coordinates are fractions that sum to unity, there are only k degrees of
freedom. In three dimensions, a barycentric plot indicates the ratios of four
quantities. The geometric center of a k-dimensional simplex is characterized
by k + 1 barycentric coordinates that are all equal to 1/(k + 1). In general,
points inside the (hyper-)volume of the simplex have barycentric coordinates
that are all strictly positive. Points with one barycentric coordinate equal to
unity and all the others equal to zero indicate a vertex position.

5.1. RESULTS: DYNAMICS ON THE OPINION DENSITY SPACE
We consider the ODS equipped with (EHK) as update rule (for
particular values of D) as a continuous dynamical system.

As before, we focus on the case with M = 1. In this case, opin-
ion densities have four digits, which are fractions that sum to 1,
so there remain three degrees of freedom. Hence, these opin-
ion densities can be represented using barycentric coordinates
in a three-dimensional tetrahedron (inside the volume as well as
on the surface). At the four vertices of the tetrahedral ODS for
M =1, we find the opinion profiles that have all their weight
concentrated on a single theory, corresponding to populations in
which all the agents agree on the same theory (consensus). On the
edges of the tetrahedron, we find populations in which only two
of the four theories are represented (the other two having den-
sity zero). On the faces of the tetrahedron, we find populations
in which one of the four theories is not represented. Inside the
volume of the tetrahedron, in each population there is at least
one agent for each theory, so none of the density components
is zero.

Also similar as before, we only represent a single face of
the tetrahedral ODS: the triangle with vertices at (0,0, 0, 1),
(0,0,1,0),and (1, 0, 0, 0), with the “double” edge at the bottom.
Within this triangle, all opinion profiles have zero density at the
second position: there are no agents that hold the theory 01.

For each position in the chosen triangle, we compute the
(normalized) opinion profile that it will ultimately evolve to.
We represent this by a color. Specifically, the color (R, G, B)
(with R, G, B € {0, ..., 255}) indicates that the opinion profile
at that position will evolve to the opinion profile with barycen-
tric coordinates equal to (G/255, 0, B/255, R/255). For instance,
the redder a point, the larger the fraction of agents that will
finally adhere to the inconsistent theory, 00. The results depend
on the threshold value D and are presented at the left-hand side
of Figure 6. For each point, we also indicate after how many steps
the final state is reached. We represent this with a gray-scale on
the right-hand side of Figure 6.

The results for D=0 are trivial: the agents do not
take the opinions of others into account, so there is no dynamics.
On the right-hand side of Figure 6, we see that all the positions
have the color corresponding to the initial opinion profile. At the
left-hand side of Figure 6, we see that zero steps are required to
reach the final state. Both observations confirm that all opinion
profiles are fixed points. Because there is no dynamics, it is a
situation of indifferent equilibrium. (This image is still helpful,
because—due to the absence of dynamics—each point in it is col-
ored based on its own coordinates, which can be used as a key to
interpret the representation of the results with dynamics.)

The results for D = 2, the maximal threshold value in the case
of M = 1, do show dynamics. In the colored image, we see clear
evidence that a “double” edge of the tetrahedron was positioned at
the bottom: it leads to a bilateral symmetry of the pattern. There
are six fixed points. The three consensus positions at the vertices
are fixed points, which act as sinks for large portions of the face.
The three positions halfway along the edges are fixed points as
well. Those on the “single” edges each attract opinion profiles
from a line in the triangle; the fixed point on the “double” edge
acts as a sink. The gray-scale image confirms these findings: the
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Fixed points Number of iterations

(0,0,1,0))| D=0 (0,0,1,0)

AA

G (0,0,0,1) (1,0,0,0)

(0,0,1,0)

(G/255, 0, B/255, R/255)

FIGURE 6 | Opinion dynamics for M = 1: one face of the opinion how many rounds of updating are required for it to reach its final state;
density space (ODS). On the left-hand side, each position in the ODS is  smaller features are indicated with ellipses (purple for zero, orange for

colored depending on its final state (see main text for details); smaller one, and blue for two). The value of the BCI threshold is varied: top row
features are indicated with white ellipses and arrows. On the right-hand D =0 (minimal), middle row D =1 (intermediate), and bottom row D =2

side, each position in the ODS is given a gray-scale value depending on (maximal).
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six fixed points do not require any iterations, whereas the others
settle after just one update.

Intermediate values for D tend to lead to more complex and
interesting behavior. This general trend holds up even for M =
1, although there is only one intermediate value: D = 1. The
bilateral symmetry (and lack of additional symmetry), already
observed for D = 2, is present here, too, but both the color and
the gray-scale image show further features. There are fewer fixed
points than for D = 0, but more than for D = 2: there is a kite-
shaped region of fixed points (indifferent equilibrium), and the
“double” edge consists of fixed points, all of which act as sinks
for a line in the triangle. Moreover, this is the only case with
M = 1 for which some initial opinion profiles require two rounds
of updating to arrive at the final state.

Recall that for a fixed number of agents, not all points of the
continuous ODS are accessible. Once you have computed the
opinion dynamics for the ODS, you can use the results to con-
struct the dynamics on an OPS for a fixed number of agents, N,
by locating a density that is accessible for the N of interest and
using the color of that point to determine to which opinion pro-
file it will evolve. (In fact, the results on OPSs in the previous
figures do already use the same color convention as that used for
the ODS).

5.2. PROBABILISTIC INTERPRETATION OF THE ODS

Similarly to the discussion of the OPS results, we also give a prob-
abilistic interpretation of the results concerning the ODS. If we
assume that each initial opinion profile is equally likely (uniform
prior probability), then the probability of reaching consensus on
a particular theory is equal to the volume of the basin associ-
ated with this consensus position divided by the total volume
of the OPS. At least, this fraction expresses the limit probability
associated with an infinite population size, in which the relative
importance of special points (unstable equilibria) is vanishingly
small.

In Figure 7, we illustrate the four basins associated with the
four consensus positions in the ODS of M = 1 and D = 2. Each
basin has the same shape with five faces: two equilateral trian-
gles and one rhombus that face the exterior of the ODS and two
isosceles right triangles that face the interior of the ODS (see
also Supplementary Material). The four basins have one com-
mon edge (at the interior, where the isosceles right triangles meet)
that connects the midpoints of the two “double edges” of the
tetrahedral ODS.

Since the four basins have the same shape and size and together
fill the entire volume of the ODS, they each correspond to a rel-
ative volume of 1/4. Under the assumption of a uniform prior,
the limit of the probability of arriving at a particular consensus
for exceedingly large populations is 1/4 (M = 1 and D = 2). For
maximal D, the limit probability of arriving at some consensus
is 1. Under these conditions, the unstable equilibria on the edges
of the basins are isolated points, lines, or areas, which have zero
volume and thus zero probability.

In particular, in the infinite population limit there is a prob-
ability of 1/4 of arriving at the inconsistent theory. However, if
we only consider opinion densities where the inconsistent theory
initially has zero density (which are all represented at the a single

| M=1 D=2

d

(1,0,0,0)

(OIOI 110)

(0,1,0,0)
(0,0,0,1)

FIGURE 7 | Shape of the basins in the opinion density space (ODS) for
M =1and D = 2. Left-hand side: three-dimensional view of ODS with the
face shown in previous figures turned toward the right. Right-hand side:
exploded view of the same ODS, showing the four basins separately. Each
basin has the same shape (with five faces: one rhombus, two equilateral
triangles, and—facing the interior of the ODS—two isosceles right
triangles) and a volume that occupies one quarter of the tetrahedral ODS.

face of the ODS), the probability of evolving to an opinion profile
with a non-zero density at the inconsistent theory (let alone unit
density at this position) is zero (at least for M = 1).

5.3. KEY POINTS

Whereas the discrete OPS depends on a particular population
size, N, the continuous ODS represents the density of theories in
populations of arbitrary size. By considering volumes in the ODS
and assigning a prior probability distribution to initial opinion
profiles, we can give a probabilistic interpretation to the results,
which serve as a good approximation for very large population
sizes, but does not apply to small groups. We observe that even if
special points (such as stable fixed points) make up a small por-
tion of the ODS, these points tend to be represented in small
populations (causing the dynamics to end after few rounds of
updating).

6. GENERAL DISCUSSION

Due to social updating, an agent who starts out with a consis-
tent theory about the world may arrive at the inconsistent theory.
Even if maintaining consistency at all times is too demanding for
non-ideal beings to qualify as a necessary condition for rational-
ity (Cherniak, 1986), it is presumably something that rational
beings should aim for. This may suggest that social updating is
a vice, from the perspective of rationality. However, in our first
study (Wenmackers et al., 2012) we computed the probability
for an agent to update to the inconsistent theory and found it
to be non-zero, but relatively small (lower than 2%); moreover,
it can be made arbitrarily low by strategically varying the model
parameters.

Our current study of the opinion dynamics on the belief space
reveals another virtue of the social updating process: even if
an agent starts out at the inconsistent theory, the agent’s opin-
ion may change—to one of the consistent theories—due to the
social update rule. This could already be seen on the basis of
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Example 3.2, but the results depicted in Figure 6 give more sys-
tematic information in this respect: except for the rightmost edge
and its two vertices, all the opinion profiles in the presented face
of the tetrahedron contain at least one agent who starts out at
the inconsistent theory. Nevertheless, when there is any dynamics
at all, many of these opinion profiles evolve to different profiles,
some of which have no agents at the inconsistent theory. This is
true, in particular, for all the opinion profiles in the blue and green
areas, which act as basins for consensus positions on consistent
theories.

We have given a probabilistic interpretation of the results on
the belief space (OPS and ODS). We have seen that in the limit for
an infinite population size and for large BCIs (D = wyy), the rel-
ative importance of unstable equilibria vanishes. For M = 1 and
D = 2, the probability of arriving at a population-wide consensus
on some theory is unity. In particular, the probability of arriving
at a population-wide consensus on the inconsistent theory is 1/4.
Once the agents reach consensus on the inconsistent theory, there
will be no further dynamics, because all consensus positions are
fixed points. Hence, this result may be regarded as a worst case.
However, this case study is highly unrealistic for (at least) three
reasons.

First, the assumption of a uniform prior on the opinion pro-
files does not apply to real cases. Observe that if the agents
were to pick out their initial theory at random, the distribution
of initial anonymous opinion profiles would be higher around
the center of the belief space. (For larger populations, there are
more combinations of individual theories that lead to an anony-
mous opinion profile, in which all theories are represented almost
evenly.) More importantly, however, we do not expect the agents
to adopt an initial theory at random but rather to possess some
prior knowledge, such that the distribution of their initial the-
ories is clustered around the true theory (which is necessarily a
consistent one). Hence we also expect a preferential position of
the opinion profiles in a region around consensus on the true
theory. For this reason, investigation of a more complex model,
based on a variant of our current update rule (EHK), but includ-
ing evidence-gathering as well as social updating, is high on our
to-do list.

Second, in many practical situations relevant population sizes
tend to be small (just think of the last meeting you attended),
such that the infinite population limit does not apply well to
them. In smaller populations, the relative importance of unstable
equilibria (which do not lead to consensus) is more pronounced.

Third, modeling belief states as theories of the world only has
practical relevance when M > 1, for which the relative size of
the basins associated with consensus positions decreases rapidly
(as 1/tpr).

For all these reasons, we estimate the probability of arriving
at a consensus on the inconsistent theory to be very small in a
realistic setting—in any case well below 1/4.

The mechanism for social updating may also be criticized
in the following way. If agents’ belief states are theories, their
beliefs are closed under the consequence relation. So, illustrat-
ing with theories for the case of M =1 (cf. Example 3.2), an
agent whose belief state is characterized by the string 1100 is
supposed to believe also the propositions coded as 1110, 1101,

and 1111. This is not reflected in our current update rule (EHK)
and suggests an asymmetric composition of the peer group: for
M =1 and D =1, an agent A with theory 1111 and an agent
B with theory 1100 are not each other’s peers according to our
current model. However, agent B also ought to believe A’s the-
ory, but not vice versa. We may now suggest an alternative way
of determining an agent’s peer group: by taking into account also
those agents that hold a theory which is within distance D of at
least one of the consequences of the first agent’s theory. Doing
so would help to protect agents against updating to the incon-
sistent theory. However, it also introduces a preference for less
informative theories, so it may hamper the agents’ chances of
finding the (strongest) true theory. Hence, this is a case where
different epistemic goals (rationality versus finding the truth)
are in direct conflict with each other and selecting the optimal
normative model seems to require meta-norms of rationality.

In our previous work (Wenmackers et al., 2012), we have con-
sidered the probability of arriving at an opinion profile in which
at least one agent adheres to the inconsistent theory, starting out
from an opinion profile without any such agent (and assum-
ing a uniform prior over these anonymous profiles). We found
this probability to be zero for M = 1. This finding is confirmed
in the current study. Nevertheless, by studying the dynamical
space in general, we have observed certain trends that help to
explain the previously obtained results for the probability of
consistent-to-inconsistent updating.

For M = 2, the probability that an agent will arrive at the
inconsistent theory, in a population where none have adopted
this theory, is non-zero (provided that D > 0 and N > 2). In
our previous work, we observed that this probability decreases
when more independent issues are considered (that is, when M
increases beyond 2). We are now in a better position to explain
the—essentially combinatorial—mechanism behind this finding.
Although we have not presented cross-sections for the higher-
dimensional case, we can give a qualitative discussion of cases
with M > 1. As M increases, the belief space becomes higher-
dimensional (tpy — 1) and the basin that is attracted by the
sink corresponding to consensus on the inconsistency becomes
a smaller fraction of its total (hyper-)volume (equal to 1/1)s for
D = wyy). This corresponds to the observation in our previous
study that the probability of updating to the inconsistent the-
ory is lowered by forming theories over more independent issues
(higher M). For a larger number of agents (higher N), the dimen-
sions of the belief space remain the same, but the opinion profile
has access to more points of this space. As a result, the probability
of consensus on the inconsistent theory is lower, too; this is in line
with the earlier findings as well.

For belief spaces with a fixed number of agents (with M =1
and D > 0), we observed that if the number of agents is even,
the midpoint of the edges is accessible and acts as a source (in
respect to other points on the edge). This is confirmed by our
study of the ODS: the midpoint of an edge belongs to a line sepa-
rating two or three basins. In the ODS, it also becomes clear that
the midpoint on a “single” edge acts as a sink for points from
the line between this midpoint and the midpoint of a “double”
edge (half of the line for D = 1, all of it for D = 2). Moreover, if
the number of agents is a multiple of four, the midpoint of the
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entire tetrahedron is accessible and acts as a source. In contrast, if
the number of agents is a multiple of three, the midpoint of each
of the faces is accessible and acts as a source (for D = 1). So, in
the case of an even number of agents, there are more fixed points
than in the case of an odd number of agents. Taken together, these
effects explain the “even—odd wobble” in our previous study: the
observation that agents have a lower probability of updating to
the inconsistent theory in an even-numbered population than in
an odd-numbered population of similar size.

Moreover, for fixed M, there is a limited number of these spe-
cial points, whereas the total number of accessible points in the
belief space rises fast when the number of agents, N, increases.
Consequently, the number of these special points as compared
to the total number of opinion profiles in the hyper-volume
decreases when N increases, which explains the attenuation of
the wobble for larger populations. If we consider (a face of) the
ODS for M = 1 and D > 0 (cf. Figure 6), we see that the major-
ity of opinion densities belong to some basin that is attracted
to a sink. However, most of the points that are accessible in the
OPS for a relatively small population size do not belong to these
basins. Hence, small populations have a relatively high probabil-
ity of producing delicately balanced opinion profiles, which tend
to act as unstable equilibria (sources) and do not lead to full
consensus.

Additionally, as the number M of propositions increases, the
dimensionality of the belief space increases, as does the absolute
number of these special points, but their number as compared to
the possible points in the hyper-volume decreases. This explains
the earlier observed decrease in the maximal probability of updat-
ing to the inconsistent theory as M increases.

While the model studied in this paper is idealized in several
respects, it is not completely unrealistic. Even if real agents do
not generally compromise with their peers exactly in the way our
artificial agents do, real agents do tend to influence each other’s
belief states, whether consciously or not. Idealized models can
give information about such processes, much in the way in which
the Ideal Gas Law gives information about the behavior of real
gases. Also, there are several ways to make the model more realis-
tic, for instance, as indicated earlier, by providing the agents with
direct evidence about the truth, which in our model could be
added as a driving force, directed toward a particular theory, or—
equivalently—as an external potential directed toward one of the
vertices of the ODS, corresponding to consensus on a theory with
exactly one non-zero bit.

But even in its present, idealized form, the model we have stud-
ied demonstrates that there may be issues of rationality specifi-
cally arising from the way or ways we interact epistemically with
fellow inquirers. We will be content if this sways some traditional
(“individualistic”) epistemologists as well as some psychologists
to take the social level into consideration in their studies of ratio-
nality. For the latter group, we note that already the current model
suggests a number of seemingly worthwhile empirical studies,
focusing on how real people influence one another’s belief states,
on which factors determine whether people regard someone as
their peer (in the technical sense used here), and on whether
whatever epistemic interactions take place in reality tend to aid
the achievement of people’s epistemic goals.

FUNDING

Sylvia Wenmackers’s work was financially supported by a Veni-
grant from the Netherlands Research Organization (NWO project
639.031.244 “Inexactness in the exact sciences”).

ACKNOWLEDGMENTS

We are greatly indebted to Christopher von Biilow for very helpful
comments on a previous version of this paper. We are also thank-
ful for helpful comments by the guest editor Shira Elqayam and
the two referees.

SUPPLEMENTARY MATERIAL

The Supplementary Material for this article can be found
online at: http://www.frontiersin.org/journal/10.3389/fpsyg.
2014.00581/abstract

REFERENCES

Andler, D. (2012). “What has collective wisdom to do with wisdom?” in
Collective Wisdom: Principles and Mechanisms, eds H. Landemore and J. Elster
(Cambridge: Cambridge University Press), 72—84. doi: 10.1017/CB0O97805118
46427.005

Cherniak, C. (1986). Minimal Rationality. Cambridge, MA: MIT Press.

Deffuant, G., Neau, D., Amblard, F, and Weisbuch, G. (2000). Mixing beliefs
among interacting agents. Adv. Complex Syst. 3, 87-98. doi: 10.1142/
50219525900000078

Dittmer, J. C. (2001). Consensus formation under bounded confidence. Nonlinear
Anal. 7,4615-4621. doi: 10.1016/S0362-546X(01)00574-0

Douven, I. (2009). Uniqueness revisited. Am. Philos. Q. 46, 347-361. Available
online at: http://www.jstor.org/stable/40606911

Douven, I. (2010). Simulating peer disagreements. Stud. Hist. Philos. Sci. 41,
48-157. doi: 10.1016/j.shpsa.2010.03.010

Douven, L., and Cuypers, S. (2009). Fricker on testimonial justification. Stud. Hist.
Philos. Sci. 40, 36—44. doi: 10.1016/j.shpsa.2008.12.013

Douven, I, and Riegler, A. (2010). Extending the Hegselmann—Krause model I.
Logic J. IGPL 18, 323-335. doi: 10.1093/jigpal/jzp059

Elga, A. (2007). Reflection and disagreement. Nouis 41, 478-502. doi: 10.1111/j.
1468-0068.2007.00656.x

Fricker, E. (1987). The epistemology of testimony. Proc. Aristotel. Soc. 61, 57-83.

Gaifman, H. (1986). “A theory of higher order probabilities,” in Theoretical Aspects
of Reasoning about Knowledge, ed J.Y. Halpern (Los Altos CA: Morgan and
Kaufmann), 275-292.

Goldman, A.L (1999). Knowledge in a Social World. Oxford: Oxford University
Press. doi: 10.1093/0198238207.001.0001

Goldman, A. I (2001). Experts: which ones should you trust? Philos. Phenomenol.
Res. 63, 85-110. doi: 10.1111/j.1933-1592.2001.tb00093.x

Hegselmann, R., and Krause, U. (2002). Opinion dynamics and bounded con-
fidence models, analysis, and simulation. J. Artif. Soc. Soc. Simul. 5, 1-24.
Available online at: http://jasss.soc.surrey.ac.uk/5/3/2.html

Hegselmann, R., and Krause, U. (2005). Opinion dynamics driven by various ways
of averaging. Comput. Econ. 25, 381-405. doi: 10.1007/s10614-005-6296-3

Hegselmann, R., and Krause, U. (2006). Truth and cognitive division of labor: first
steps towards a computer aided social epistemology. J. Artif. Soc. Soc. Simul. 9.
Available online at: http://jasss.soc.surrey.ac.uk/9/3/10.html

Lackey, J. (1999). Testimonial knowledge and transmission. Philos. Q. 49, 471-490.
doi: 10.1111/1467-9213.00154

Mercier, H., and Sperber, D. (2011). Why do humans reason? Arguments for an
argumentative theory. Behav. Brain Sci. 34, 57-111. doi: 10.1017/S0140525X10
000968

Riegler, A., and Douven, I. (2009). Extending the Hegselmann—Krause model
III: from single beliefs to complex belief states. Episteme 6, 145-163. doi:
10.3366/E1742360009000616

Simon, H. A. (1955). A behavioral model of rational choice. Q. J. Econ. 69, 99—188.
doi: 10.2307/1884852

Surowiecki, J. (2004). The Wisdom of Crowds. New York, NY: Doubleday.

van Fraassen, B. C. (1989). Laws and Symmetry. Oxford: Oxford University Press.
doi: 10.1093/0198248601.001.0001

www.frontiersin.org

June 2014 | Volume 5 | Article 581 | 176


http://www.frontiersin.org/journal/10.3389/fpsyg.2014.00581/abstract
http://www.frontiersin.org/journal/10.3389/fpsyg.2014.00581/abstract
http://www.jstor.org/stable/40606911
http://jasss.soc.surrey.ac.uk/5/3/2.html
http://jasss.soc.surrey.ac.uk/9/3/10.html
http://www.frontiersin.org
http://www.frontiersin.org/Cognitive_Science/archive

Wenmackers et al.

Rationality: a social-epistemology perspective

Weisbuch, G., Deffuant, G., Amblard, F, and Nadal, J.P. (2002).
Meet, discuss and segregate! Complexity 7, 55-63. doi: 10.1002/cplx.
10031

Wenmackers, S., Vanpoucke, D. E. P, and Douven, I. (2012). Probability of
inconsistencies in theory revision: a multi-agent model for updating logically
interconnected beliefs under bounded confidence. Eur. Phys. J. B 85, 44. doi:
10.1140/epjb/e2011-20617-8

Conflict of Interest Statement: The authors declare that the research was con-
ducted in the absence of any commercial or financial relationships that could be
construed as a potential conflict of interest.

Received: 31 January 2014; accepted: 25 May 2014; published online: 18 June 2014.
Citation: Wenmackers S, Vanpoucke DEP and Douven I (2014) Rationality: a social-
epistemology perspective. Front. Psychol. 5:581. doi: 10.3389/fpsyg.2014.00581

This article was submitted to Cognitive Science, a section of the journal Frontiers in
Psychology.

Copyright © 2014 Wenmackers, Vanpoucke and Douven. This is an open-access arti-
cle distributed under the terms of the Creative Commons Attribution License (CC BY).
The use, distribution or reproduction in other forums is permitted, provided the
original author(s) or licensor are credited and that the original publication in this
journal is cited, in accordance with accepted academic practice. No use, distribution or
reproduction is permitted which does not comply with these terms.

Frontiers in Psychology | Cognitive Science

June 2014 | Volume 5 | Article 581 | 177


http://dx.doi.org/10.3389/fpsyg.2014.00581
http://dx.doi.org/10.3389/fpsyg.2014.00581
http://dx.doi.org/10.3389/fpsyg.2014.00581
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/
http://www.frontiersin.org/Cognitive_Science
http://www.frontiersin.org/Cognitive_Science
http://www.frontiersin.org/Cognitive_Science/archive

frontiers in
PSYCHOLOGY

ORIGINAL RESEARCH ARTICLE
published: 30 January 2014
doi: 10.3389/fpsyg.2014.00035

The outlandish, the realistic, and the real: contextual
manipulation and agent role effects in trolley problems

Natalie Gold!*, Briony D. Pulford? and Andrew M. Colman?

! Philosophy Department, King's College London, London, UK
2 School of Psychology, University of Leicester, Leicester, UK

Edited by:
Shira Elqgayam, De Montfort
University, UK

Reviewed by:

Eldad Yechiam, Technion - Israel
Institute of Technology, Israel
Sebastien Tassy, Assistance
Publique Hopitaux de Marseille,
France

*Correspondence:
Natalie Gold, Philosophy

Department, King's College London,

Strand, London WC2R 2LS, UK
e-mail: natalie.gold@rocketmail.com

Hypothetical trolley problems are widely used to elicit moral intuitions, which are employed
in the development of moral theory and the psychological study of moral judgments.
The scenarios used are outlandish, and some philosophers and psychologists have
questioned whether the judgments made in such unrealistic and unfamiliar scenarios are
a reliable basis for theory-building. We present two experiments that investigate whether
differences in moral judgment due to the role of the agent, previously found in a standard
trolley scenario, persist when the structure of the problem is transplanted to a more
familiar context. Our first experiment compares judgments in hypothetical scenarios; our
second experiment operationalizes some of those scenarios in the laboratory, allowing
us to observe judgments about decisions that are really being made. In the hypothetical
experiment, we found that the role effect reversed in our more familiar context, both
in judgments about what the actor ought to do and in judgments about the moral
rightness of the action. However, in our laboratory experiment, the effects reversed back
or disappeared. Among judgments of what the actor ought to do, we found the same
role effect as in the standard hypothetical trolley scenario, but the effect of role on moral

judgments disappeared.

Keywords: context effects, decision making, hypothetical scenarios, responsibility, trolley problems

INTRODUCTION

Psychologists and philosophers use hypothetical dilemmas to
elicit moral judgments (e.g., Kamm, 1996; Greene et al., 2001;
Rozyman and Baron, 2002; Cushman et al., 2006; Schaich Borg
et al., 2006; Waldmann and Dieterich, 2007; Nadelhoffer and
Feltz, 2008). Psychologists aim to discover the factors that influ-
ence judgments, while philosophers use their intuitions to inform
moral theorizing. The scenarios are typically fairly outlandish,
involving events that are unlikely to occur in everyday life, and
mostly concern life and death decisions. For instance, trolley prob-
lems are a family of moral dilemmas devised by philosophers in
order in order to investigate why it is permissible to cause a harm
to one in order to save many in some circumstances but not in
others (Foot, 1967; Thomson, 1976, 1985). The paradigm trolley
problem is Side-track: there is a runaway train that threatens to kill
five men on the track ahead. An agent can save the five by switch-
ing a lever that will divert the trolley onto a side-track. However,
on the side-track is one man, who would be killed. The question is
whether it is morally permissible for the agent to save the five and
kill the one. Other trolley problems, which are often contrasted to
Side-track, vary the details about how the five are saved and the
one killed.

In the original version of the trolley problem suggested by Foot
(1967), the agent was the driver of the trolley. Thomson changed
the agent to a passenger (Thomson, 1976) and later to a bystander
(Thomson, 1985). One of the reasons that she gave for the change
in role is that, as the “captain of the trolley,” the driver is in
a special position, being “charged by the trolley company with
responsibility for the safety of his passengers and anyone else who

might be harmed by the trolley he drives” (Thomson, 1985, p.
1397). In contrast, the bystander at the switch “is a private per-
son who just happens to be there” (Thomson, 1985; p. 1397). The
other reason Thomson gave is that the driver, by driving a trol-
ley into the five, would be killing them. Hence the driver faces
a choice between killing five and killing one. However, the other
scenarios to which the driver is being compared involve the choice
between killing one and letting five die—the predicament that is
faced by the passenger and the bystander.

Thomson’s bystander is now the paradigm trolley problem, but
versions in which a passenger can turn the train onto a side-track
have also attracted some attention from philosophers (Quinn,
1989) and psychologists (Hauser et al., 2007). Being a passenger
or a bystander might also affect what the agent in the scenario
ought to do. Passengers are more involved in the situation than
bystanders, for whom doing nothing is, arguably, just staying out
of it. Specifically, we might think of bystanders as onlookers, who
are unexpectedly given the chance to intervene and re-direct a
threat, whereas passengers are already participants in the situation,
without being one of the people who are directly affected by the
threat.

Previous experiments show that people’s moral judgments
about turning the train in Side-track are affected by the agent’s
role, as a passenger or a bystander. Pulford et al. (2012) found
that 84% of subjects judged that it was morally permissible for
the agent to turn the train down a side-track when she was a
passenger, compared to 65% (significantly fewer) when she was
a bystander. The passenger scenario replicated a dilemma from
Hauser et al. (2007), which elicited a higher level of agreement
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out of the quiz, who would lose his or her winnings. We varied
whether the actor was a player or an audience member.

This enabled us to investigate whether the role of the actor,
who was the target of judgment, would affect judgments in a
real life scenario (Target Role: target player vs. target audience).
We also varied the role of the subjects who were making the
judgments, (Subject Role: player vs. audience).

Since we had to have some subjects making the decisions that
were being judged, we were also able to observe behavior and to
compare the judgments of actors, who made decisions and judged
the morality of their own decision, with those of observers, who
made judgments about the action of an actor (Decision Making
Power: actor vs. observer). Actors always made judgments about
their own action, so we did not cross subject role and target role
for actors.

In Study 1, our questions were all about a third person
(“should Peter/a passenger press the button?”). In Study 2, the
actors were asked about their own actions and the observers were
asked about a third person (“should the player/audience member
press the button?”). Hence the nearest equivalent to the difference
investigated in Study 1 is when the subject is an observer and the
target role is varied, target player vs. target audience.

METHODS
Subjects
There were 202 subjects, 105 men, and 97 women. They were aged
between 18 and 56 years (M = 22.02, SD = 6.11). Subjects were
recruited through the University of Leicester’s online e-bulletin,
which goes out to staff and students. They were tested in groups
of 35-40.

Procedure and materials

Subjects sat at computer terminals in one large room and took
part in a quiz show (see Figure 3). We randomly selected 60%
of the subjects to be players, taking part in a general knowledge
quiz, and they were assigned pseudonyms. The other 40% were
the audience, watching the quiz on their screens. The audience
saw the questions in real time and watched the progress of avatars,
representing the players, moving across the screen. Players who
answered fifteen questions correctly entered the winning zone.
Subjects were told that any player who was in the winning zone
at the end of the quiz would get £10, and any player who correctly
answered nineteen or twenty questions would receive £15. At the
end of the experiment, players were paid their winnings, or a £5
show-up fee if they won nothing. Audience members were paid
£5 for their participation.

Once six players had entered the winning zone, the quiz
stopped. The six players in the zone received a screen message say-
ing “please wait.” These players took no decisions and thus these
36 subjects provided no further data to the experiment. Other
players received a screen message, whose content depended on the
condition that they were in.

Actors (both players and audience members) received the
following message:

Five of the players who are in the winning zone are about to
be knocked out of the game by the experimenter and will each
lose their £10 cash winnings. You can stop the five from losing

their winnings by pressing the button below. However, in that case
the experimenter will knock out a different player who is in the
winning zone, and the one player will lose his/her £10 cash.

Those actors who were players were also told:

Whether or not you press the button won’t affect your winnings.
If you are in the winning zone, then you are not one of the players
who is affected by this decision.

Observers received the following message, phrases in italics var-
ied, depending on whether the actor whose behavior was being
judged was a player or an audience member:

Five of the players who are in the winning zone are about to be
knocked out of the game by the experimenter and will each lose
their £10 cash winnings. Another of the players/An audience mem-
ber is being given the option of pressing a button to stop the five
from losing their winnings. However, in that case the experimenter
will knock out a different player who is in the winning zone, and
the one player will lose his/her £10 cash.

In addition, those who were judging a player were also told:

Whether or not the player presses the button won't affect his/her
winnings. If s/he is in the winning zone, then s/he is not one of the
players who is affected by the decision and s/he knows this.

Actors then had 60 s to decide whether or not to push the button.
Observers were asked how strongly they agreed with the state-
ment: The player/audience member should press the button, rated
on a nine point scale (1 Strongly disagree to 9 Strongly agree).

Subjects were then asked to indicate how wrong or how right it
would have been to press the button, on a scale from 1 (Definitely
wrong) to 9 (Definitely right).

At the beginning of the experiment, subjects had been told
that “In this experiment some decisions will affect other subjects’
payments and some will not,” and one randomly selected actor’s
decision was implemented to see who got knocked out, the one
player or the five.

RESULTS

Among actors, the decision to press the button or not was unaf-
fected by whether the person given the choice was a player
(78.57% pressed it) or audience member (76.67% pressed it),
x%l’ s = 0.030, p = 0.862, ¢, = 0.023. Thus it seems that being
a part of the quiz did not increase the proportion of people will-
ing to press the button compared to the people who were merely
watching it.

Observers’ judgments of whether the actor should press the
button were affected by their own roles, as player or audi-
ence member (see Figure 4). We examined the mean ratings of
whether the observers thought that the actor should press the
button (1 strongly disagree to 9 strongly agree) as the depen-
dent variable in a Two-Way ANOVA with Subject Role (player
vs. audience) and Target Role (target player vs. target audience)
as independent variables. There was a main effect of Subject
Role, with audience members agreeing more strongly that the
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FIGURE 3 | Example of a subject’s monitor displaying the questions and the progress of the quiz show subjects.
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FIGURE 4 | Mean rating of “The player/audience member should press
the button” (1 Strongly disagree to 9 Strongly agree).

actor should press the button (M = 5.92) than the players (M =
4.79), F1, 104y = 5.12, p = 0.026, 7112; = 0.047. On average, audi-
ence members believed that the actor should press the button
(mean rating above 5), but players did not (mean rating below
5). Regarding the Target Role, there was a trend for the player
to be judged higher than the audience member (5.80 vs. 4.91),
p =0.075, Tl; = 0.030. Our subjects believed, on average, that the
player should press the button (mean rating above 5), but that the
audience member should not (mean rating below 5). Note that
this trend is in the opposite direction of the effect we found in
Study 1. There was no interaction between the two factors.

If we group the observers into those who judged that the actor
should not take the action (those who gave a rating from 1 to 4)

20
80
70 -
60
50
40
30 -
20
10
0 u

Target role: Audience

® Target role: Player

Actor (role same|
as target) \

% pressed the button/ judged the actor
should press the button

Observer -
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FIGURE 5 | Percentage of actors who pressed the button, and
percentage of observers who judged that their target should press the
button, broken down by the role of the subject and the role of the
target.

and those who judged that s/he should (rating from 6 to 9), we
can more easily compare the data to both the actions of the actors
(see Figure 5).

Actors were more likely to take action than observers were
to judge that they should. The only condition where judgments
about what should be done corresponded to what was actually
done was that of the audience members whose judgment targeted
a player.

There was also an effect due to the role of the person mak-
ing the judgment. Observers” judgments of whether or not the
target should press the button differed across the four con-
ditions: x{; o) = 8.07, p = 0.044, ¢, = 0.298. The observer’s
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judgments differ depending on the role of the subject, (67.4% of
the observers who are audience members say the target should
press the button and 46.7% of the observer players say the target
should press the button), x%l, o1y = 3.99, p = 0.046 ¢, = 0.209,
and depending on the target of judgment, (46.7% of the observers
think that the audience members should press the button and
67.4% think that players should press the button), xfl’ o1y = 3.99,
p = 0.046, ¢, = 0.209. This grouping corroborates the pattern
found in the ratings: there was a clear reversal of the target-role
effect found in the hypothetical game shows in Study 1. In Study
1, subjects were more likely to say that the audience members
should press the button, whereas in Study 2, the observers (whose
positions correspond most closely to the subjects in Study 1) are
more likely to say that the player should take action than the
audience member.

The rating of how right or wrong pressing the button was did
not vary according to whether the subject was an actor or an
observer (M = 4.22 vs. 4.45), F1, 160y = 0.13, p = 0.722, or with
Subject Role, audience or player, (M = 4.10 vs. 4.65), F(1, 160) =
2.71, p = 0.101, or Target Role, audience or player, (M = 4.48 vs.
4.27), F(1, 160) = 1.19, p = 0.276, nor was there any interaction
between these factors. In every condition, the average right-wrong
judgment fell on the “wrong” side of the scale yet, in three out of
four of the observer conditions, a majority of subjects judged that
the actor should press the button, and a large majority of actors
pressed the button.

DISCUSSION

In Study 2, we operationalized the small game show from Study
1, and the target-role effect in “should” judgments reversed back
to being in the same direction as the judgments in the hypo-
thetical train context: when the target was a player more subjects
thought that s/he should press the button than when the target
was an audience member. Our results are consistent with other
evidence that real moral decisions can dramatically contradict
moral choices made in hypothetical scenarios (FeldmanHall et al.,
2012b).

A key difference between our real and realistic scenarios is that
actually being in the scenario may have evoked a “hot” affec-
tive state whereas contemplating the same hypothetical scenario
is done in an affectively “cold” state. Differences in affective states
between real and hypothetical scenarios could cause judgments
and behavior to be different (Kiihberger et al., 2002; Kang and
Camerer, 2013). People are probably not even aware that their
judgments would differ in real and hypothetical scenarios because
there is a “hot/ cold empathy gap,” where people mispredict the
effect of their affective state on their preferences and behavior
(Loewenstein, 2005). Yet, in a real task, manipulating whether
participants are in “hot” or “cold” states affects behavior, with the
“hot” version being associated with more risk taking and poorer
information use (Figner et al., 2009).

The importance of affective states is supported by neuroscien-
tific evidence. Real and hypothetical moral decisions differentially
recruit neural circuitry, with hypothetical moral decisions elic-
iting activity in neural circuits that are involved in imagination,
whilst real moral decisions activate the amygdala, which is cru-
cial for social and affective processes (FeldmanHall et al., 2012a).

There is also increased activity in the amygdala when subjects are
presented with stories that narrate their own intentional violation
of social norms, compared to violations by others; this has been
linked to enhanced emotional responses (Berthoz et al., 2006).

Others have stressed the importance of emotional reactions in
trolley problems (e.g., Greene et al., 2001) and “hot” affect may
connect our outlandish and real scenarios. The outlandish trolley
scenario may elicit a strong emotional response because the hypo-
thetical outcomes involve deaths; the real scenario may evoke an
emotional response because the small harms will actually occur.
So both the outlandish and the real scenarios may have provoked
a more emotional response than the realistic scenarios. Thus we
observed similar patterns of responses in the outlandish and the
real scenarios and a different pattern in the realistic scenarios.

There was also a difference in judgments depending on the
role of the subject making the judgment: audience members
were more likely to judge that the actor should press the but-
ton. Audience members and players might have differentially
empathized with the one player who risked being knocked out,
with players being more likely to think “what if it were me?”
Interestingly, when observers judge people in the same role as
themselves—when players judge players and audience members
judge audience members—57% of both groups think that the
actor should press the button. It is when these two groups
judge people from a different role that stark differences appear.
When audience members judge players 78% of them think the
player should press the button, a figure that matches almost
precisely the number of actors who actually do take action. In
contrast, only 36% of the players think that an audience mem-
ber should press the button to save the five from losing their
money, thus indicating that the majority of players feel that
the audience members should stay out of the situation and not
intervene.

Actors consistently pressed the button, and more actors
pressed the button than observers said should press the button.
We did not ask actors for their judgment about what they should
do, as it risked merely eliciting self-justificatory answers. If the
observers’ judgments are indicative of what actors thought they
should do, then many actors pressed the button despite think-
ing that they ought not to. This is a case of weakness of will.
Alternatively, if actors acted in line with their judgments about
what they ought to do, then having the power to make a deci-
sion affects one’s judgment about what ought to be done. In either
case, it appears that asking an observer what should be done gets
different results from observing actual actions.

Despite the difference in opinions about what should be done
amongst observers, there are no differences in moral judgments
between the groups in Study 2. Different patterns of hypotheti-
cal choice and moral judgments have also been found by Tassy
et al. (2013), who hypothesize that this occurs because choice
and judgment are the results of different psychological processes;
and different patterns of actual choice and moral judgments
have been found by Gold et al. (submitted), who suggest that
their subjects found that the normatively relevant factors for
whether or not to press the button were not exhausted by its
moral right and wrongness. There may be pragmatic factors
in play.
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GENERAL DISCUSSION

We found differences in moral judgments between outlandish and
realistic hypothetical scenarios, and between judgments made in
hypothetical scenarios vs. the same scenarios operationalized in
real-life. Of course, showing that there are differing responses
cannot tell us which responses are “correct” or which type of
scenarios we should study (Elqayam and Evans, 2011). But we
can outline some of the advantages and disadvantages of each
approach.

Researchers may choose to use outlandish artificial dilemmas,
rather than realistic ones, in order to isolate the dimensions that
are of theoretical interest (Hauser et al., 2007). Real life scenarios
are usually complex, so isolating dimensions of interest gener-
ally necessitates using outlandish scenarios. Some researchers see
subjects’ lack of familiarity with the outlandish scenarios as a fur-
ther point in their favor, because it removes some of the social
and personal factors that might otherwise influence responses
(Hauser et al., 2007). But both of these supposed benefits are
contested, particularly when dilemmas are used in ethics. There
is a move, especially in medical ethics, to see moral dilemmas as
occurring within a broader narrative, so their resolution requires
moral imagination and a more holistic engagement with all the
features of the case (Hunter, 1996; London, 2001). There are also
arguments that we can be most sure of our moral judgments
when we contemplate complicated and familiar cases: either par-
ticular paradigm cases, such as landmark legal cases (Jonsen and
Toulmin, 1988), or familiar situations (Woodward and Allman,
2007).

Real and hypothetical dilemmas may put subjects in different
affective states (Kiithberger et al., 2002; Kang and Camerer, 2013).
There is disagreement whether subjects should be in “hot” or
“cold” states when moral judgments are elicited. Real-life moral
cognition is hot cognition and, if hot and cold judgments dif-
fer, especially if they involve different brain systems, it follows
that psychological studies of moral cognition would benefit from
being done in ecologically valid settings (Casebeer, 2003; Moll
etal,, 2005). However, when judgments are used for philosophical
purposes, it has been argued that we should be wary of judgments
that are driven by “ ‘alarm bell’ emotion” (Greene, 2007, p.63),
which suggests privileging “cold” judgments.

Researchers should bear in mind that whether scenarios are
outlandish, realistic, or real may affect moral judgments. But
which type of scenarios is most appropriate to use may depend
on the nature and purpose of the study. Furthermore, a com-
plete understanding of the significant differences reported in our
experiments will, of course, require a great deal more research,
and the potential explanations are myriad. It is even possible, fol-
lowing a suggestion made by Skinner (1985) in a generalized cri-
tique of cognitive science, that the differences could be explained
by people’s application of patterns of behavior learnt under con-
tingencies of reinforcement in analogous situations experienced
in everyday life. However, such purely behavioral explanations are
bound to exist alongside interpretations in cognitive and ethical
terms.
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