:' frontiers

in Research Metrics and Analytics

ORIGINAL RESEARCH
published: 06 April 2021
doi: 10.3389/frma.2021.630124

OPEN ACCESS

Edited by:
Chaomei Chen,
Drexel University, United States

Reviewed by:
George Chacko,
University of lllinois at
Urbana-Champaign, United States
Ricardo Arencibia-Jorge,
Universidad Nacional Auténoma de
México, Mexico

*Correspondence:
llya Rahkovsky
llya.Rahkovsky@georgetown.edu

Specialty section:
This article was submitted to
Research Assessment,
a section of the journal
Frontiers in Research Metrics and
Analytics

Received: 16 November 2020
Accepted: 23 February 2021
Published: 06 April 2021

Citation:
Rahkovsky I, Toney A, Boyack KW,
Klavans R and Murdick DA (2021) Al
Research Funding Portfolios and
Extreme Growth.
Front. Res. Metr. Anal. 6:630124.
doi: 10.3389/frma.2021.630124

Check for
updates

Al Research Funding Portfolios and
Extreme Growth

llya Rahkovsky *, Autumn Toney *, Kevin W. Boyack 2, Richard Klavans * and
Dewey A. Murdick *

* Center for Security and Emerging Technology (CSET), Georgavn University, Washington, DC, United States? SciTech
Strategies, Inc., Albuquerque, NM, United States? SciTech Strategies, Inc., Wayne, PA, United States

Our work analyzes the articial intelligence and machine &ning (AI/ML) research
portfolios of six large research funding organizations fro the United States [National
Institutes of Health (NIH) and National Science FoundatiofNSF)]; Europe [European
Commission (EC) and European Research Council (ERC)]; CairiNational Natural
Science Foundation of China (NNSFC)]; and Japan [Japan Sety for the Promotion of

Science (JSPS)]. The data for this analysis is based on 1200 research clusters (RCs)
that are derived from 1.4 billion citation links between 108 million documents from four
databases (Dimensions, Microsoft Academic Graph, Web of Sence, and the Chinese
National Knowledge Infrastructure). Of these RCs, 600 lagyclusters are associated
with AI/ML topics, and 161 of these AI/ML RCs are expected to gperience extreme
growth between May 2020 and May 2023. Funding acknowledgmets (in the corpus

of the 104.9 million documents) are used to characterize theverall AI/ML research
portfolios of each organization. NNSFC is the largest fundeof AI/ML research and

disproportionately funds computer vision. The EC, RC, and SPS focus more efforts
on natural language processing and robotics. The NSF and ER@re more focused on

fundamental advancement of AlI/ML rather than on applicatizs. They are more likely to
participate in the RCs that are expected to have extreme groth. NIH funds the largest
relative share of general AlI/ML research papers (meaning areas other than computer
vision, natural language processing, and robotics). We laiy describe how insights such

as these could be applied to portfolio management decisiommaking.

Keywords: research analysis, research portfolio analysis, forecasting, arti cial intelligence, machine learning, map

of science, research funding agencies

1. INTRODUCTION

The research funding portfolios of large, government-spoed@rganizations provide insight into
the competitive research landscape and the correspondingn@sepportunities (or threats) that
are being addressed in preparation for the future. In this gfweke o er examples of these portfolios
in order to highlight important details about each organisats funding portfolio.

Forecasting is a potentially helpful part of this process evendbes not guarantee success
on its own Gerstner, 1972 Forecasting is a process that leaders, experts, and anatygtsy to
estimate the probability of future events, relative stadbesrends based on past and present data.
Ideally, forecasts are data-driven and clearly describéld avivell-de ned unit of analysis, time
frame, occurrence probability or con dence interval, arfdh@ssible, relevant conditional factors.
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Assumptions, opinions, and informal “gut instincts” from gabt  large-scale clustering of the research literatuBmyack and
matter experts and non-experts alike can substitute for wellKlavans, 201) identi cation of emerging topics $mall et al.,
de ned forecasts when they are absent, which may reduce th&#19), forecasting of growth in research topicsigvans et al.,
utility and accountability of these judgmentsdtlock, 201Y. 2020, and use of funding acknowledgmentsi( et al., 202

The unit of analysis used in this study is called a research The paper will proceed as follows: details are given of our
cluster (RC) and consists of a group of articles that haven beamethods and data, followed by an explanation of the resulting
linked by their citations. RCs are based on the principles laitRC framework and results. The nal section discusses nding
out by Kuhn (1970) Kuhn referred to this unit of analysis implementation principles, and a brief discussion of limitets.
as a ‘research community,” but he did not recommend that

one use researchers to identify these communities. Raltiger, 2 MATERIALS AND METHODS

suggested using their communications—speci cally thenatai

they make in their articles that build upon separate claimgsing a comprehensive corpus of scholarly literature pubtishe
made in other articles. The corpus used to create these RGgyridwide, we aim to infer RCs from these publications and
includes documents from Clarivate’s Web of Science (WOS)forecast the clusters’ growth. In this section, we desailyehe
Digital Science's Dimensions (DS), Microsoft Academic Graphyataset of scienti ¢ publications used in our analysis, (2 th
(MAG), and the Chinese National Knowledge Infrastructuremethod we use to infer RCs using direct citation links present
(CNK') The data include 1.4 billion citation links—instances in the pub”CationS’ and (3) the method we use to predict growth

where a researcher is communicating that they are usingsidedn each cluster using the cluster forecasting model proposed b
methods, results, or in any other way building on the work ofk|ayans et al. (2020)

other researchers. The large-scale clustering solutiocréating
RCs from these citation links builds upon the work of others? 1, Scholarly Literature Dataset

(Waltman and Van Eck, 2012, 2013; Sjégarde and Ahlgren)201§n order to generate a comprehensive network of publications
The method for forecasting the publication growth of eachthrough direct citation links, we combine four large-scale
RC uses a recently developed forecasting methodolegy&ns  scholarly literature data sources. The combined datasegese
et al., 202)) This forecasting method is transparent (i.e., theihree (MAG, Dimensions, and WOS) of the four commonly
methods are described in the article) and was tested usingsed large citation databasegigser et al., 2090with a large
data from the Scopus database (roughly 50 million papergyhinese-language citation database, CNKI, and thus acsount
and separately using the merged dataset of WOS, DS, MA@y a relatively large fraction of the world's scholarly joel
and CNKI. We applied this method to the RCs inferred fromiterature. All years from the MAG and DS databases are
our merged database (roughly 104.9 million documents as Gfcluded, CNKI content includes 2005 onward, and WOS indice
October 2020). o ~include content primarily from 2000 onward. Ultimately, thetda
We also address other technical issues. The capabilities oflude publications from a wide breadth of publishers, autho
funding organization in a speci c area of research may be -ovefinstjtutions, and languages. In total, the data sourcesaiarover
or underestimated because we are relying on acknowledgmenig? 8 million documents
in the open literature. In this study, we address this problem since our datasets of scholarly literature do not share
by providing concrete examples so that the reader (who may bg publication identi er system, we deduplicate publications
more familiar with a speci ¢ organization) can come tothewn  present in multiple data sources according to the following
conclusions. We will look at the funding portfolios of a few of procedure presented irFigures1 2. In the rst step, for
the largest granting organizations in the world—U.S. Natlonagach document in each data source, we select six identi ers:
Institutes of Health (NII—.|),.U.S. National Science Foundatio (1) normalized title, (2) normalized abstract, (3) publicatio
(NSF), European Commission (EC), European Research Coungiar, (4) normalized surnames of authors, (5) DOI, and (6)
(ERC), National Natural Science Foundation of China (NNEFC citations. In steps 1, 2, and 4, the strings are normalized
and Japan Society for the Promotion of Science (JSPS). following the Normalization Form Compatibility Composition
Previous work in several areas is relevant to the study reglort standard: unicode characters are decomposed by compatjbilit
here. Rather than providing an extensive review, we point tghen recomposed by canonical equivalence; letters are de-
other papers that have substantially reviewed recent work igccented and HTML tags, copyright signs, punctuation, numbers
and non-alphanumeric characters strings are stripped; and all
— — ) ) i o white space is removed from the strings. Regarding step 6,
1The WOS indices utilized by this study include the following:e8ce Citation tch t ticl ithi . dat t if th h th
Index Expanded (January 2000-October 2020), Social Sci@itz®on Index we match two articies within a g,lven atase I, ey share the
(January 2000-October 2020), Arts and Humanities Citationsr@danuary 2000~ Same set of references, along with two other identi ers;re t
October 2020), Conference Proceedings Citation Index-8eiemd Technical moment we do not use references to match across datasets. If
(January 2000-October 2020), Conference Proceedings Qitatidex-Social  two documents have at least three identi ers in common, we
Sciences and Humanities (January 2000—October 2020), Boakio@itindex- treat these documents as identical. Once the rst dedugticat

Science (January 2005-October 2020), Book Citation IndeiaSSciences and t . 1 i let th d data to th
Humanities (January 2005—-October 2020), Emerging Sourcesid@itindex step Flgure ) IS complete, we use the processe ata 1o the

(January 2015-October 2020), Chinese Science CitatiorbBsggJanuary 2000—
October 2020), and Russian Science Citation Databaseadag005-October  2The full combined corpus includes patents and dataset descriptiwtsare not
2020). counted as part of these 382.8 million documents.
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FIGURE 1 | Article deduplication process scheme (step 1).

Publication Year

— T~

input =
~ \
Output step 1 Articles are the same if all 3 factors are matched
input simhash
~— _— output
input AbStraCt Simhash |

AN

Title Output step 2

FIGURE 2 | Article deduplication process scheme (step 2).

second deduplication stegrigure 2. We use thesimhash match concatenated titles and abstracts of articles thatesha
fuzzy matching algorithm Charikar et al., 2002; Manku et al., publication year; documents that match according to this inoet
2007 with a rolling window of three characterk (D 3) to are also considered identical.
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We apply this deduplication process rst to the original are aliated with dierent countries, then the publication is
datasets and then to the merged dataset (Bigire 3. The included in both national accounts. Similarly, if the sanu¢her
deduplication process results in 237.6 million unique docateg is a liated with multiple countries, then the article recesg a
of which 108.9 million were designated as articles by thgiwal ~ whole number count for all the countries noted in the a liatio
data sources and have at least one citation or reference, sémong the 104.9 million clustered articles we analyze (see th
Dunham et al. (2020for additional detaild. These 108.9 million last row ofTable 2), 40.6 million articles lack country a liation
articles constitute our academic dataset. From the acaddata  due to incomplete a liation string parsing and disambiguatio
we select the 54.7 million core publications (as of Octob@020 The total national counts of China, the European Union, Japan,
that have at least one citation and one reference as of Jurf®e202 and the United States amounted to 54 million articles, while th
these data form the initial clustering model. After that,assigna remaining 10.3 million articles in the RCs were a liated with
cluster ID to the remaining linked articles in the academétaset countries or regions not mentioned above. For CNKI articles
using their references or citations to form a nal set of ¢kred  written in Chinese, we assume the authors are a liated with
documents that contains 104.9 million articles. China. In practice, this made a minimal dierence, adding

The majority of the documents, including those indexed bycountry a liations for about 2% of the articles beyond those
CNKI, have English abstracts and titles, despite many beinGhinese articles that had an explicit Chinese a liation.
originally written and published in another languagtable 1 We discard over half of the documents in the combined
displays the total number of articles in the combined datéisat dataset prior to clustering because these documents do not
were written in various languages; the top seven most commoaave any observed citations and references, and thus, tanno
languages are presented. The majority of global scientticlas  be included in the citation graph. Documents with no country
have English language titles (67% of unique documents). Theeliations are most likely to be in this category. Out of 1%7.
CNKI dataset, as acquired, requires the creation of a oitati million such documents, only 44 million are included in the
graph to map direct citations between artiéle$o address this citation graph and only 10 million are included in the core
gap, a citation graph is created by matching references fram thscience data subset. Trable 2 we see that most of the articles
full-text of the CNKI articles to the article titles from CNKI inthe Japanese language are dropped. Howevéabie 2we see
WOS, DS, and MAG. Theimhash matching algorithmis again that the articles a liated with Japan have much lower attoiti
utilized. This approach matched about 50% of the non-Chinesete than the articles with a title in the Japanese languagé. O
citation strings from CNKI. For comparison, the WOS datasetof 4.5 million documents a liated with Japan, 3.7 million are
has a match rate that is75%. included in the citation graph and in the set of clustered detsc

The quality of reference disambiguation and the number oMost of the articles written in the Japanese language aremgissi
linked references tend to be lower among articles not wmitte country a liation (97%) and observed citations (96%), so in
in English. For example, among 12.1 million documents withTable 2 they would be included in the column of articles with
Japanese-language titles, only 500,000 articles haviemstatr ~ missing country a liation. Most likely these documents aretno
references that we observe. For the articles included in th&cienti c articles because they have no references, ntaig
citation grapl?, the share of articles that have an English languagand no author a liation information. This characteristicsimost
title rises to 86%. Among the core scienti ¢ articles thatédat common among MAG and CNKI documents.
least one reference and at least one citation, the shardiolear Table 3 presents the breakdown of documents by the six
that have an English title peaks at 94%; this percent slightffiunding organizations of interest (EC, ERC, JSPS, NIH, NNSFC,
reduces to 88% among the clustered articles we analyze. Taed NSF). The majority of articles in our combined dataset
number of clustered articles (displayed in the last rowWalble )  do not acknowledge any funding organizations. While funding
with titles in the top seven languages is 108.6 million, e/kile  information may be incomplete for various reasons, we take
number of unique documents is 104.9 million. An article canthe papers at face value and make no e ort to infer the
present the abstract and title in multiple languages, thoui% correct funding organization. We recognize that this nmggilata
of articles have only one language, 7.7% have two languageskes head-to-head comparisons between funding organizatio
and only 0.2% have more than two languages. Our analysispossible. Instead, we compare the areas of research that each
treats each article as one unit even if it presents infornmatio  funding organization supports relative to their median numbé
multiple languages. supported papers. We believe this is a more reliable comparative

Table 2 breaks down the articles by the authors'measure for analysis than using the total number of articles th
country/region of aliation for the four regions represente acknowledge funding support.
by our funding organizations of interest (China, the Europea  Of the 104.9 million clustered articles, 86.9 million did
Union, Japan, and the United Stat@df the authors of an article not acknowledge any funding, while 18 million articles did

acknowledge at least one funding organization. Among the
3The Python code to match articles is available at https://githarb/georgetown-  articles that acknowledge a funding organization, 9.2 iarill
cset/public-article-linking. listed the funding organizations we analyzed (EC, ERC, JSPS,
4All CNKI content is furnished by East View Information Servicklnneapolis, NIH, NNSFC, and NSF), and 10.5 million articles were funded
MN, USA. ) o ) by other funding organizations. The 18 million funded arésl
5To be included in the citation graph, an article needs to have at temsreference y . g g . T
or citation. recognized 19.7 million funding events, indicating that som
The European Union includes the United Kingdom for the purpose of ghigly. ~ articles were funded by more than one funder, but this was
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TABLE 1 | Breakdown of document counts by languages (in millions), lyuage labels are non-exclusive.

All languages

English Chinese

German French Spanish Portugu  ese Japanese
All documents 382.8 307.1 72.1 7.6 6.1 53 3.7 13.0
Unique documents 237.6 159.9 335 5.2 4.7 4.7 2.8 12.1
Citation graph 108.9 93.7 14.1 2.0 1.1 1.0 0.8 0.5
Core science 54.7 51.6 4.0 0.6 0.3 0.2 0.2 0.1
Clustered papers 104.9 92.0 11.4 1.9 11 0.9 0.8 0.5

All Documents include all the scienti ¢ publications aggregated from \&b of Science, Digital Science, Microsoft Academic Graph, and the Chése National Knowledge Infrastructure;
Unique Documents is the deduplicated set of scienti ¢ publications; Citatin Graph contains the articles with at least one citation or one reference;de Science contains the articles
with at least one citation and one reference; and Clustered Papersontains the core science data clustered using the Leiden algorithm with adiibnal articles assigned to clusters using

direct-citation connections.

TABLE 2 | Breakdown of document counts by country af liation (in miliins), country labels are non-exclusive.

All

Missing country China EU Japan United States
All documents 382.8 193.7 31.4 60.3 10.9 56.7
Unique documents 237.5 157.6 12.6 24.8 4.5 23.9
Citation graph 108.9 44.0 10.9 20.6 3.7 19.3
Core science 54.7 10.0 6.4 15.2 2.7 14.2
Clustered papers 104.9 40.6 10.6 20.5 3.7 19.2

All Documents include all the scienti c article publications from Welbf Science, Digital Science, Microsoft Academic Graph, and the ChinesNational Knowledge Infrastructure, while
Unique Documents implements article-level disambiguation on this se€itation Graph contains the articles with at least one citation or one referer, Core Science contains the articles
with at least one citation and one reference, and Clustered Papersontains the core science data clustered using the Leiden algorithm with adiibnal articles assigned to clusters using

direct-citation connections.
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relatively uncommon. Almost all of the articles that deeldra  expectation of such density with random cluster assignmesd, s
funding organization are included in the citation graph ammte  more in Reichardt and Bornholdt (2006Review articles present
science data subset. Notably, many NNSFC-funded artiétes dalternative topical de nitions as the authors of review eleis
not have observed citations; however, 4.0 million are preseften cover a speci ¢ coherent topi¢lavans and Boyack (2017b)
in our cluster analysis due to their references, so the eatassuggested using review article references as a basis of isampa

is well-represented. We identify review articles as all articles with the numbér o
) references between 100 and 1,000 references. We measure the
2.2. Inferring Research Clusters share of references from the 1.6 million review articles¥dof all

From our scholarly literature dataset, we identify 55 roifli  articles) that appear in the same cluster as the review artiéte.
articles that have at least one citation and one referenaadther  estimated 10 randomly seeded clustering models for the pgriod
article. We selected articles that were members of the sol@005-2014, 2005-2015, and 2005-2016 and calculated the two
scienti ¢ network (which includes references and citagprnWe quality measures for each model. The clustering solutionsvsho
picked a minimum in order to be the most inclusive of the papergyreat stability, the standard deviation in modularity 9018
where there is a clear signal of their network relationshipe3e (mean modularity is 0.183), while the standard deviation @& th
documents that may not have any references (such as a boakerage share of review references belonging to the rextieles
or newspaper article) can be added later if they are cited by the 0.0025 (mean share is 0.243).
clustered papers. The documents that may not have any cition We display our RC network inFigure 4, with each RC
(such as an article that was just published yesterday) carbals categorized by its corresponding research area. The maprisese
added because of the references within the clustered papers. 122,110 clusters that have at least ve publications in tise 3a
Based on these direct citation links between these 55 millioyears. To create the map, we calculate cluster-cluster relessd
articles, we construct a network of 1.4 billion @)0Olinks. For a given cluster, we calculate the number of direct aitati
We cluster this direct citation network using the modularity (DC) connections between the cluster and the other RCs. To
maximizing Leiden algorithm {raag et al., 20)9 a method reduce noise and improve computational speed, we keep the
whose accuracy has been characterizedlavans and Boyack top 20 strongest connections for each cluster. We measure
(2017b) Following the work oKlavans and Boyack (2017aye  the strength of connections between two R@sand B, as:
infer a clustering solution targeting the average clustee ®f Strengtlgs D DCags=DCa, WhereDCagg is the total number
several hundred articles. We run the Leiden clusteringrilym  of undirected edges between A and B d@@a is the number of
with 20 di erent starting resolution values ranging from 10 20 external edges for A.
to9 10 2.We compare each iteration’s nal network outputand ~ We calculate a map layout using Distributed Recursive Graph
nd a clustering resolution of 1.615 10 4 produces the average Layout (Martin et al., 201)in the iGraph Python package, which
cluster size most similar to our target of several hundrettbes. positions clusters that are most connected close to each .other
Overall, we identify 224,000 preliminary RCs with the averagThe map coloring is based on the aggregation of 19 level-&{mo
cluster size of 468 papers. The smallest RC contained twéesrtic aggregated) scienti ¢ elds from Microsoft Academic Graph into
and the largest RC contained more than 20,000 articles. 11 even more aggregated elds. The scienti c eld of a clusser
Next, we erase RCs with fewer than 50 articles, as theserdustthe most common scienti ¢ eld among its papers. If no paper
contain noisy data and were unstable throughout the cluster in a cluster is classi ed by MAG, we assign a scienti ¢ eld éds
iterations, leaving 126,915 clusters in the network. Weégass on the most frequent appearance in the top 100 most connected
articles from these small clusters, articles that weremressdgned clusters. The cluster connectedness is the share of ditatiba
a cluster (e.g., that had references or citations but nobhh@nd connections between the two clusters as described above.
outstanding articles that were indexed between June 2020 and
October 2020 to these 126,915 RCs. We measure the number®f3 Forecasting Extreme Growth

in- and out-citation links between unclustered papers andheacyye yse the methods fromilavans et al. (202 predict extreme
inferred cluster, and then assign 41 million remaining @&8  growth clusters for our inferred RCs. Following Klavans et al.
to an RC based on the maximal citation links. This returns 9§ye estimate several backcasting models in order to predet th
million articles with an assigned RC (a distinct cluster Edd 13 probability that, for a given RC, its share of the total sdient
million articles unassigned. With this updated network of RC roduction will grow by at least 8% annually over a 3-year period
we repeat the assignment process, resulting in the assignmefhy clusters with at least 20 publications in the last 12 nhent
of 9 million articles additional (of the 13 million unassigd 5/ stable and active enough to predict their growth; thersfoe
articles) to multiple RCs. The remaining four million argsthave  restrict our attention to forecasting the future state fhet55,975
weak citation connections; therefore, we stop the RC as®@it  ¢jysters that satisfy this criterion. On average 3-4% oftefss

process here to ensure an optimal clustering solution and d@ere forecasted to reach the level of extreme growth.
not include these in the nal RC structure. Our nal network  goyr factors are used to predict the extreme growth of

of RCs contains 104.9 million articles from the four comlne ¢gch cluster:
data sources. P
We test the quality and stability of clustering solutions in Paper Vitality: De ned as pvitD - a5, whereNc is
two ways using modularity and review articles. Modularity is the number of papers in a cluster, Paper Vitality measures how
the di erence between the edge density inside clusters to the “young” the articles are in a given cluster.
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TABLE 3 | Breakdown of document counts by funding agencies (in millies), funding agency acknowledgments are non-exclusive.

All No funder EC ERC JSPS NIH NNSFC NSF Other funder
All documents 382.8 328.1 2.3 0.7 2.1 8.0 11.3 2.3 32.3
Unique documents 237.5 219.3 0.7 0.2 0.7 2.9 4.2 0.7 10.7
Citation graph 108.9 90.9 0.7 0.2 0.7 2.9 4.0 0.7 10.5
Core science 54.7 39.7 0.6 0.2 0.6 2.5 2.6 0.6 8.7
Clustered papers 104.9 86.9 0.7 0.2 0.7 2.9 4.0 0.7 10.5

FIGURE 4 | Map of science: 126,915 active research clusters (RCs) creig an inferred structural basis for analysis from directi@tion links between tens of millions
of articles across four data sources.

Citalg'on ) Vitality : De ned as cvit D passed since this peak year until current year at calculation,
1 1

R ® Tcageros) - Where Ne is the number of 2020 [i.e., growth stage 11 C 2020 yeapeay)].
papers in a cluster anll; is the number of times the paper A variables are standardized by subtracting the mean and
was referenced (i.e., the age of reference is the di erencgyiging by the standard deviation. Then we predict extreme

between the current year at calculation, 2020, and the Y&ar t groth probability based on the regression coe cients esttet
article was published that references the article in thetet)is by Klavans et al. (2020)

Top 250 sources The number of publications in the top

250 journals and conferences based on Elsevier's CiteScérgtreme Growth Probabilityp 0.473 pvit C 0.113 Top250J
metric. For each journal we take the number of publications C 0.292 GrowthStage€ 0.1 cvit.

in 2016-2018 and measure the number of citations these 1)
publications receive in 2019. Then we divide the number of

publications by the number of citations to get the score. Wa~Ne then rank all clusters based on the probability of high gfow
rank the journals/conferences according to this score agid g and select the top 2,000 (3.6%) clusters. This threshold maps to
the list of top 250 sources. For each cluster we calculate tlan expected yearly share increase of publications at or above 8%
logarithm of the number of publications in the top 250 sourcesper year.

Top250D log(N). RCs that do not meet the 8% threshold of extreme growth
Growth Stage For each cluster, we determine the year wherencompass RCs that have minimal growth, no growth, and
the cluster's share of the global scienti ¢ output reached it reduction in growth. We refer to these RCs as having “typical
maximum. Then we calculate the number of years that havgrowth.” The forecasting model is estimated from the data

Frontiers in Research Metrics and Analytics | www.frontisin.org 7 April 2021 | Volume 6 | Article 630124



Rahkovsky et al. Al Research Portfolios

observed in late October 2020. We assume a 150-day lag Ibetwes organization's name (e.g., Japan Society for the Promatio
publication and the appearance of an article in our databasé&cience), as well as the organization's acronym (e.g., MBS).
Thus, the forecasting model predicts which clusters are @ggdec included misspellings for “European Commission” and reséc
to experience extreme growth between May 2020 and May 202Be National Science Foundation searches to include “US” or
as it would be observed in late October 2023. “U.S.,” since many countries have a National Science Foiordat

In Klavans et al. (2020ihe authors make a 3-year extreme
growth forecast using the relatively clean English Scopug.5. Al/ML Article Classi cation
metadata and citation data from Elsevier. They measure We classi ed articles as Al/ML according to the predictionsrfr
Critical Success Score (CSI) score (among other measwures)tihe SCiBERT machine learning classi ébgvlin et al., 2018
characterize the forecasting accuracy of rare ev€l8$scord  performed byDunham et al. (2020)The classi er was trained
(true positives{true positive€ false positives false negativks on article abstracts and titles from arRiwhere the authors
The CSI scores foKlavans et al. (2020jary between 0.2 and labeled their articles with at least one of the followingdsi
0.33. Our forecasting task is more di cult because the ligka cs.Al, cs.LG, stat.ML , and cs.MA . While cs.Al is
between the four diverse datasets are more sparse, whiclsresistrictly Al, cs.LG, statML , andcs.MA are heavily Al/ML-
in a less connected citation graph. In sparse citation grajptes, t related. Articles labeled with other elds are consideredhno
clusters are less pronounced and their growth is harder toipted Al/ML examples. In addition,Dunham et al. (2020use the

To characterize CSl in our model, we create three backapstirfSciBERT model to classify three sub-elds of Al: Computer
datasets, where we take three historical snapshots and th¥fision (CV), Natural Language Processing (NLP), and Roksotic
evaluate the accuracy of the forecasting model using know{RRO). Each of the sub- elds was predicted using an independent
future observations: 2014-2017, 2015-2018, and 2016619 classi er, allowing for rare cases where an article can tssickd
each time period, we generate nine randomly seeded clugteri@s a sub- eld of Al (e.g., RO) but not as Al/ML-related. Artisle
maps to test both the accuracy and stability of backcastisglt® can also be classi ed as general AI/ML and not as any of the
The average CSlresults for all clustersis 0.17, and théséiam  three sub- elds.
di erent clustering maps are tightly bounded between 0.16 and Once the model is trained on the arXiv datasBtinham
0.19. The average CSI for Al RCs is 0.19, but it varies betweeh al. (2020)use it to classify the rest of the articles from the
0.08 and 0.43. The main source of variation is the changinBimensions, WOS, and MAG data sources. Articles from 2010 to
composition of Al clusters due to the stochastic nature of the2020, with abstracts and titles available in English (nea@%)8
clustering algorithm. We de ne clusters to be Al if more than are classi ed using this method. Since the Al/ML classi catio
50% of the articles in the cluster are classi ed as AlI/ML ($me t model was designed for English articles, there was an additio

classi cation discussion below). general Al classi cation method for the Chinese article8.026
_ o ) _ _ of all articles) that uses a search query for relevant ternts a
2.4. Funding Organization Disambiguation phrases. If an article does not contain any of these Chineseste

In order to analyze a funding organization's funding portégl and phrases, itis classi ed as non-Al.
we need to identify the articles that acknowledge any of the An RC was classi ed as Al if more than 50% of its articles
six funding organizations we selected. These organizatimve were classi ed by the SCIBERT model or by the Chinese-laggua
many variations in how they are acknowledged (e.g., orgdioiz Al query. The Chinese-language articles are classi ed as Al/ML
aliases and misspellings). To ensure the most representatit@ated when the following regular expression query returns
lists of articles for each funding organization are inclddeve TRUE’. English language articles published prior to 2010 are
implement two methods to disambiguate organization nambs: ( assumed to be non-Al. Out of the 126,915 RCs, there are 600 of
the Global Identi er Research Databd4&RID) identi ers that  these RCs where the share of Al/ML-classi ed papers are above
are automatically linked in the Dimensions and MAG dataset$0%, and this subset of RCs enables our analysis of Al saenti
and (2) regular expression matching to expand coverage in th@search funding.
GRID-friendly datasets and to include acknowledgments i& th
CNKI and Web of Science datasets. 3. RESULTS

The rst disambiguation method uses GRID identiers
associated with the funding organization in order to inctu@ny  For our analysis, we are interested in RCs with a strong focus
departments or sub-organizations within an organizatioor f in AI/ML. If at least 50% of articles in an RC are classi ed
example, NSF has seven directorates that are often listdteas ks Al/ML, we label the cluster as Al. Our completed network
funding organization. We identify the GRID identi ers for 8 of RCs contains a total of 126,915 clusters, of which 600
six funding organizations of interest and use GRID to identif are labeled as Al clusters and had at least 20 publications
their sub-organizations. between May 2019 and May 2020. Using the 8% annual

The second disambiguation method uses regular expressigdrecasted growth threshold to classify an extreme growth

string matching in the funding organization eld of our datets cluster, we forecast that 161 Al-relevant RCs will expegenc
to catch any mentions of an organization that are variations
its o cial name format. We searched for strings that contath  8nhups://arxiv.org/

https://github.com/georgetown-cset/frontiers_funder82@/blob/main/
regular_expression_Al_query.txt

https:/iwww.grid.ac/
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extreme growth, which contain 344,022 out of 1,032,85@¢83. their funding portfolios.Table 6 presents the results for the top
publications in these 600 clusters. Ifable 4 we count the ve Al RCs, as well as their sub- elds: Computer Vision (CV),
number of publications in these clusters by region and byNatural Language Processing (NLP), and Robotics (RO). We use
funder to understand which funding organizations and regio the classi cation labels from section 3.5 and compute the getrc
target AlI/ML research areas and extreme forecasted-growthf CV, NLP, and RO articles for each cluster. We label a cluster
research areas. as CV, NLP, or RO if the percent of a given Al sub- eld was
We analyze each funding organization by their contributionat least 25% and greater than all other sub- elds. For example,
to Al research clusters and identify those that are forecast %n.p 0.25, %Lp %cyv, and Y%Lp %ro, then the
to experience extreme growth. For each funder we calculatduster is labeled as NLP. If a cluster ka25% of articles in
the shares of papers funded in each of the 600 Al researcny of the three Al sub- elds, we label the cluster as Al/ML
clusters considered. Due to variance in funding organarati to represent general Al/ML research not covered by the other
reporting in research publications, we calculated a mediathree areas.
share of article funded by each funder and used it as our Figure 5shows the percent of the 600 large Al RCs that are
measure of focus. We measure a funding organization's levelassi ed into each sub- eld of Al, including the general/ML
of contribution as follows: (1) Identify the share of aréislin  category®. CV has a signi cant lead over the other elds, with
Al clusters on which the funding organization is acknowledg 49.3% of the extreme growth Al RCs classi ed under its researc
(see the “Median Share Funded” column Table 4; (2) Set area, and NLP and RO are almost evenly represented in the
the median share of Al/ML-classied articles funded as theextreme growth clusters with 12% of the RCs classi ed in each
threshold for the funding organization to be labeled a cdnitor ~ respective research ardggure 6 provides the results for each
to a given research cluster—each funder is thus a contributdunding organization's support across the Al RCs by the Al Id
to the half of the clusters in which they have greater tharwe assigned. In general, each funding organization contefou
their median share; and (3) De ne the level of contribution above their median share to CV the most, with general Al/ML,
as the fraction of clusters in which the funding organizatio RO, and NLP following, respectively. The exception is the
is acknowledged. NNSFC, who contributes above their median share to NLP (18
Table 4 shows that NNSFC funds 256,526 articles of thdRCs) slightly more than RO (17 RCs).
355,068 articles published by Chinese authors. Furthermore Table 6 provides more insight into which sub- elds of Al
NNSFC has the highest median share of Al clusters fundedach funding organization supports, as well as speci c research
at 19.3%; NSF, with the second-highest median share of Adreas within those sub- elds. We also include the share aflag
clusters funded, is signi cantly lower at 1.7%. Overall, NEFS published by authors in the regions of the funding organiaas
funds 75% of all the funded articles in this subset of RCs. Thee analyze. The CV sub- eld provides a noticeable example of
161 extreme growth Al clusters contain 33.3% of the articlethis, as NNSFC is the leading funder for all but one CV RC,
in all Al clusters considered. We nd that the United Stateswith NSF as the second highest contributor. It is also of note
and China have higher-than-average shares of Al/ML-classi that most funders are contributing above their median share
articles in extreme growth clusters at 39.4 and 35.8%, respBct  to all of the top ve extreme growth RO RCs, whereas NLP
Alternatively, the EU and Japan have below-average shareshafs the smallest number of supported papers. CV RCs are the
Al/ML-classi ed articles in extreme growth clusters at 2&7d  second most supported by all six funding organizations, with
27.5%, respectively. general AI/ML and NLP following accordingly. NNSFC only
We nd that the NSF and ERC are the top two funding funds one cluster in each of the top ve extreme growth RCs for
organizations for extreme growth Al RCs, with 35 and 36.2%general Al/ML and NLP. Additionally, all funding organizatie
funding contributions, respectively (seBable5. While the except for NNSFC contribute above their median share to the
NSF and ERC are frequent contributors to extreme growttBias/Fairness RC in general Al/ML.
clusters, their national funding contributions are smalleith While NNSFC is the leading funding organization for 45% of
only 12.0 and 3.8% funding contributions to Al/ML-classi ed the top extreme growth RCs, there are several areas that other
papers published in the United States and the EU, respectivelfunding organizations lead that are of note. JSPS leads in two
Alternatively, NNSFC has a slightly lower contribution to out of the ve NLP extreme growth RCs, and is the only funder
extreme growth Al RCs (30.7%) but is acknowledged byontributing above its median share in the third RC (Neural
69% of Al/ML-classi ed research papers published by authorsonversation models). The ERC contributes to three out of the
representing Chinese organizations. Additionally, we ollse@  ve extreme growth NLP RCs as the second highest contriutor
signi cant di erence in funding contributions between theREE  except for the rst cluster (Natural language inference) vehe
and EC inTable 5 The ERC targets extreme growth Al RCsthey are the only funder. The leading funding organization f
at a higher level than the EC does, with a 14.3% di erencéhree out of the ve for AI/ML extreme growth RCs is NSF, with
in share of funding. The overall share of extreme growth RCthe ERC as the second highest contributing funder for three o
is 26.8%, indicating that all funders, except for the EC anafthe ve top RCs.
Japan, support extreme growth RCs at a rate slightly above
random chance.

Recognizing that funding organizations have varyinguosyy. eld classi cation is not available for Chinese-languagéVAlkclassi ed
motivations and goals, we further investigate the di erende articles.
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TABLE 4 | Publications in Al research clusters: production by regiarfunding organization, and presence in extreme growth RCs.

Region Total articles  Articles in extreme Share of articles in Funder Org. Funded articles Median share Articles funded in
growth RCs extreme growth RCs (%) funded (%) extreme growth RCs
CN 355,068 127,378 35.8 NNSFC 256,526 19.3 102,326
EC 18,731 1.3 4,702
EU 187,624 53,867 28.7
ERC 7,037 0.2 2,999
JP 40,430 11,132 27.5 JSPS 16,139 1.0 4,954
NIH 18,821 0.4 8,223
uU.S. 183,355 72,259 39.4
NSF 22,984 1.7 9,327

Article content is aggregated from Web of Science, Digital Sciexe, Microsoft Academic Graph, and the Chinese National Knowledge Infrasicture databases and includes publications
from 600 research clusters with at least a 50% share of Al-relewnt articles and contain at least 20 articles published between May 2019 aniylay 2020.

TABLE 5 | Funding organization participation in extreme growth Al search clusters (RCs).

Region Funder Share of extreme growth Share of typical RCs (%) Level of contribution
RCs (%) Region (%)
CN NNSFC 30.7 69.3 70.2
EC 21.9 78.1 9.3
EU
ERC 36.2 63.8 3.8
JP JSPS 26.7 73.3 36.7
NIH 30.0 70.0 8.1
u.s.
NSF 35.0 65.0 12.0

Article content is aggregated from Web of Science, Digital Sciee, Microsoft Academic Graph, and the Chinese National Knowledge Infrazicture databases and includes publications
from 600 research clusters with at least a 50% share of Al-relewt articles and contain at least 20 articles published between May 2019 aniay 2020.

FIGURE 5 | Breakdown of research clusters (RCs) by Al eld.

4. DISCUSSION We nd a signi cant di erence in the amount of support the
4.1. Analytic Conclusions national funders provide to Al and their focus on extreme gtbw
We are particularly interested in the growth of clusters sinc clusters. NNSFC supports most of the Al research in China and

it represents the growing importance of a particular researct’ largest fraction of global Al research. The NSF and ERC ar
area. Organizations that nance scienti ¢ research aredgfiy ~ Similar in that they have a smaller share of Al research, tawieh
interested in knowing if their funds support growing or & highfocus on extreme growth clusters. The EC, in contrast, h
stagnating areas of science. Here we provide insight into tHi§€ least focus on extreme growth. Whether these di erences a

funding portfolios of six organizations with respect to extre ~dué to organizational policies that favor risk-taking is apea
growth Al RCs. question. While all of these research organizations claanttiey
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FIGURE 6 | Research cluster (RC) funding portfolio breakdown by fundeand Al eld.

TABLE 6 | Top ve extreme growth research clusters for each category ofl.

Al category RC rank and description Funders contributing ab ove their median share CN share (%) EU share (%) JP share (%) U.S . share (%)
Al/ML 1. Interpretable machine learning  NSF, NIH, EC, ERC, JSPS 9 32 4 32
2. Multiple attribute decision NNSFC 56 5 0 3
3. Overparameterized NNs NSF, ERC 9 13 2 55
4. Bias/Fairness in AlI/ML NSF, ERC, EC, JSPS, NIH 1 28 2 48
5. Actor-critic models JSPS, ERC 22 20 5 30
CcVv 1. Deep learning (GANSs) NNSFC, NSF, JSPS, NIH, ERC 30 17 5 25
2. R-CNN object detection NNSFC 58 9 3 11
3. 3D object classi cation NNSFC, NSF, ERC, EC, JSPS, NIH 34 18 3 22
4. Adversarial neural networks NSF, NIH, ERC 24 15 3 36
5. Depth estimation NNSFC, NSF, EC, ERC 35 18 3 20
NLP 1. Natural language inference ERC 23 13 3 35
2. Text completion NNSFC, ERC, NIH 28 20 8 22
3. Neural conversation models JSPS 35 12 6 26
4. Cross-lingual word embeddings JSPS, ERC 21 25 5 27
5. Hate speech detection NSF, EC, JSPS 4 28 2 27
RO 1. Soft robotics NNSFC, NSF, JSPS, EC, NIH, ERC 24 19 10 23
2. Imitation learning NSF, EC, NIH, JSPS, ERC 9 22 4 44
3. Gaussian processes ERC, EC, JSPS, NSF 5 29 4 20
4. Visual odeometry NNSFC, NSF, EC, ERC, NIH 33 18 1 26
5. Autonomous driving NNSFC, NSF 24 19 3 27

All funders are listed in order from highest contributor to lowest.

fund higher-risk research, the initial analysis above ssggthat general AI/ML RCs. We also highlight the Bias/Fairness
the observed rate is only slightly above random chance. RC in the set of general AI/ML RCs, since all funding

Analyzing specic sub-elds of Al (general AI/ML, CV, organizations except NNSFC contribute above their median
NLP, and RO) in the RCs that are forecast to experiencehares. Notably, China only published 1% to this RC,
extreme growth, we nd that the NSF and ERC aredespite publishing 48.6% of the articles in the extreme
active (i.e., contributing above their median share) togrowth RCs.
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The research areas of CV and RO are actively supported by risk if part of a set of extreme growth research clusters or
all funding organizations. CV publications are dominated by higher risk because the methods are newer and may not work)?
Chinese authors, while the RO publications are more Widel¥lv .

L . . . e do not answer these questions here, but leave them to
distributed across the geographic areas we consider, wih t

. = - uture work.

United States often publishing the most articles. The re$earc Portfolio management is often driven by the need to address
area of NLP is actively supported by Japan and the EU, thougr;gh 9 y

) . . rioritized societal needs, such as health, security, enmient,
Chinese and American authors tend to publish the most pape - . L o .
in this area. economic, and social well-being; however, insights to tijoes

These organizations have many factors to consider whelhke those asked above do not require top-down funding denisio

. . . management or a quantitative model of return on investment.
awarding funding to a research area, and funding an extremF . . .
nstead, the research program directors can proactivelyrinfo

growth area of research may npt always be_the tpp p”p”f[ydecisions to expand or redirect support based on the dynamics
For example, the use of robots in elder care is a high priority

. S L of the research landscape in the context of funding orgaionat
for Japan (anioka, 201) resulting in the JSPS prioritizing RCs These dynamics are now clearly laid out and the related &

that focus on the development of robotic technology regasdlescan be calibrated to best inform the decisions.

of the forecasted growth of the RCs. Knowing these priorities For example, a decision to invest in the development of

would allow for more accurate comparisons among funding . . .
o . o autonomous control of waterborne vehicles using reinforceine
organizations and is a promising area of research for futuygkw

learning techniques can be quickly informed by the level of
current activity in this problem area, the 3-year future growéte
4.2. Implications of the relevant research clusters, an analysis of the curetative
Improving the portfolio-level management of the public-secto worldwide funding support by region, an institutional diversi
funding organizations $mit and Trigeorgis, 2006; Wallace analysis, and a quick review of the degree to which the desired
and Rafols, 2015; Vonortas and Rafols, 20ffay be worth program goals are already being pursued even if the program
considering as the dominance of government-sponsored relsea is never started by the funding organization. The RC struetu
and development (R&D) investment is challenged by arand extreme growth predictions provide unique insight thamh ca
increasing array of actors and an increasing pressure fdrelp decision-makers determine the right mix of breakthgbu
documenting research outcomes-ldgg and Harris, 2030 research, fundamental research, or translational rekedrhe
Expanding from processes that consider primarily the merit oportfolio can then be further balanced by the proper risk vs.
each project individually to one that also weighs an appropriateeward considerations.
mix of portfolio-level factors could positively impact each
funding organization's ability to accomplish its mission. érh 4.3. Limitations
optimal method to balance technical merit, social value, andVhile the scale and scope of the methods described above
comparative advantage within the context of the investmentepresent a step forward, there are many areas that require
landscape needs to be tailored to each organization. Howeveidditional work and testing before they can be o cially depéaly
the new methods introduced by this paper provide keyby a funding organization to inform their portfolio. Firsthe
contextual insight that may provide valuable insight to allRC structure creates a useful frame of reference when it is
funding organizations. constructed; however, it is unclear how long this RC struetu

It is important to understand the interaction between awill remain the best way to represent the scienti ¢ landscape. |
given funding organization's level and type of support in aunique line of inquiry around some problem very quickly grows
set of RCs. The results of our RC model and linked fundingvithin 1-3 years, then it is possible the existing RC structheag
data o er promising directions for future work by exploring is recomputed from scratch every 3-5 years may not adequately
questions that have historically been very dicult to answe re ect this area of innovation. Secondly, what a human coessid
Examples include: a reasonable aggregation of research (e.g., autonomousdjro
. o . . based vehicle control) may be split across multiple RCs in this
Does a funding organization provide seed funding or S o

representation; therefore, care must be taken when inteimyet

otherwise drive the research cluster activity or ride a T . S
- o y r]fewextremegrowth RCs in this broader area without considgri
existing wave of activity (e.g., the percentage of papers

. 8 . others that are not growing as quickly. Third, extreme growt
that acknowledge funding support at various stages in |t§ . S
development)? orecast accuracy needs further exploration and calibnadieer

Is a funding organization providing the lion's share of reg multiple years to gauge its level of reliability for each ayen

support for research (e.g., NNSFC) or is it part of a plurality OfdeC|S|on. Las?'y’ the anglys!s heedsto b? c.ust.omlzed for tsne
. of each funding organization. These limitations are cuthen
regional Al research funders (e.g., NIH)?

If funding in a given area were not provided, would thetOIOICS of continuing research.

desired goals of the project(s) in question still be achieved

on a reasonable timeline based on RC activity and extremBATA AVAILABILITY STATEMENT

growth forecasts?

What is the right mix of typical vs. extreme growth researchThe data analyzed in this study is subject to the following
areas of emphasis for a given funding organization? How dodienses/restrictions: the majority of datasets used bys thi
the extreme growth forecast relate to project risk (e.g.elow paper are commercially licensed and thus cannot be shared
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publicly. The MAG data set can be obtained through acceshe work, and acquired the resources for the research.
to the Azure cloud, but, again, the authors are not authatize All authors contributed to the article and approved the

to distribute these data. Requests to access these datasetsmitted version.

should be directed to WOS: a.patel@clarivate.com; Dimessio

Duane@uberresearch.com; CNKI: Tammy.Byrne@eastviaw.cq:U NDING

MAG: https://docs.microsoft.com/en-us/academic-sersice
graph/get-started-setup-provisioning.
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