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SpiNNaker is a massively parallel distributed architecterprimarily focused on real time
simulation of spiking neural networks. The largest realiian of the architecture consists
of one million general purpose processors, making it the lgest neuromorphic computing

platform in the world at the present time. Utilizing these micessors ef ciently requires
expert knowledge of the architecture to generate executalel code and to harness
the potential of the unique inter-processor communicatios infra-structure that lies at
the heart of the SpiNNaker architecture. This work introdues a software suite called
SpiNNTools that can map a computational problem described as a graph ird the

required set of executables, application data and routingnformation necessary for
simulation on this novel machine. The SpiNNaker architecte is highly scalable, giving
rise to unique challenges in mapping the problem to the machies resources, loading
the generated les to the machine and subsequently retrievig the results of simulation.
In this paper we describe these challenges in detail and theadutions implemented.

Keywords: neuromorphic, SpiNNaker machine, framework, softwar e, multiprocessing, parallel, middleware

1. INTRODUCTION

With Moore's Law {/loore, 196% coming to an end, the use of parallelism is now the principle
means of continuing the relentless drive toward more and nwmputing power, leading to a
proliferation of distributed and parallel computing platformEnese range from computing clusters
such as Amazon Web Servicédu(ty, 2009 and the high throughput Condor platformThain
et al., 200} through to crowd sourcing techniques, such as BOIN@derson, 200y Utilizing
these types of resources often requires expert, platform-splewowledge to create and debug
code that is designed to be executed in a distributed and lghfakhion. In some cases, software
stacks have been created that try to abstract this procesg fa@ra the end user by the use of
explicitinterfacesilessage Passing Interface Forum, 1994; Dagum and Menor), b8 &@re-cast
the problem in a form that is easier to map into a distributedtgyn Oean and Ghemawat, 2008

A SpiNNaker machineHurber et al., 201)3s one such distributed parallel computing platform;
SpiNNaker is a highly scalable low-power architecture whosegry application is the simulation
of massively-parallel spiking neural networks in real timeclsing on energy e ciency and the
minimization of power-hungry data transfer between chips,N$jaker uses low performance
o -the-shelf ARM processors as its basic computing elementsplaaliwith a simple packet
routing fabric to communicate across large arrays of indiisl SpiNNaker chips in a fraction
of a millisecond. Each chip uses up to 1W when all the procssace fully utilized. To save
energy, chips and even entire boards can be turned o when naise. A growing number of
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users are now using SpiNNaker for various tasks, includin@piNN-5 which have 4 and 48 chips, respectively; the latter
Computational Neurosciencei(bada et al., 20)8and Neuro- additionally has 3 FPGAs to allow it to be connected to up
robotics Qenk et al., 2013; Adams et al., 2014; Richter et altp 6 other boards to make up a larger SpiNNaker machine.
201§ for which the platform was originally designed, but Common machine con gurations are shown Figure 1L From
also machine learningStromatias et al., 20),5and general aprogramming perspective the two board types and the machine
parallel computation tasks, such as Markov chain Monte Carltypes are identical, in that they consist of an array of conriecte
simulations (Mendat et al., 2015 The provision of a software SpiNNaker chips.

stack for this platform aims to provide a base for the various Figure 1B shows a graphical representation of a SpiNNaker
applications, making it easier for them to exploit the full chip, containing:

potential of the platform. Using standard, well-documentefélis 18 ARMI6SE-SARM, 2002 processors (also referred to as
internally, also allows users a smooth upgrade path to accesscores), operating at 200MHz, each of which has:

ongoing improvements in the underlying tools without recg 32 KiB of core-local, tightly-coupled instruction memory,
changes to their software (or at most only minor changes &hou  referred to as ITCM, into which the entire processor scoped
any interface changes be demanded). application code must t

The SpiNNTools software stack described in this work is g4 KiB of core-local, tightly-coupled data memory, referred
currently released as part of the sPyNNaker _software_stack to as DTCM, into which all locally scoped data and the
(Rowley et fal., 2017b.but can be_ use.d fqlly without using application stack must t
sPyNNaker itseft A thin layer which simpli es some of the 5 pjrect Memory Access (DMA) controller for transferring
interaction, known as the Sp|NNakerGraphFrontEr_i@oﬁNley ~ data between the core-local and node-local memory
et al., 2017p has also been released as a Python library and is 30 SDRAM controller giving access to 128 MiB of node-local
available at https://pypi.org/project/SpiNNakerGraphFrondEn SDRAM (not shown in the diagram as it is wire-bonded onto
1!4-0-_0/- ] ) ] the chip) which can store large data structures, at the peoélty

SpiNNTools allows the user to describe their computational jncreased access latency relative to access time for dagal st
requirements in the form of a graph, where the vertices jn|ocal memory
represent the units of computation and the edges represent the SpiNNaker packet router, support packet routing
allowed pathway_s of commumc_aﬂon of_ datg betV\_/een the communications (described in detail later)
computational units. The graph is described in a high level on_poard sensors for hardware monitoring
language and the software then maps this directly onto an
available SpiNNaker machine. The SpiNNaker router on each chip has six links with which it

This paper describes the functionality of the software stacRends and receives SpiNNaker packetsiger et al., 20)From
as of version 4.0.0 of sPyNNakeRdwley et al., 201)band its neighboring chips. When arranged in a standard Cartesian
version 4.0.0 of SpiNNakerGraphFrontEriddwley et al., 201ya 2D plane with the x-axis being labeled East/West and the y-
and is structured as follows. Section 2 describes the SpibiNakaXxis being labeled North/South, the connections are usuadigen
architecture in more detail, explaining the machine onto erhi t0 chips in the directions of North, North East, East, South,
problems are mapped. We then discuss the software with whicgouth West, and West. The router can also send and receive
the SpiNNaker application cores are programmed in section 4£PiNNaker packets to and from any of the processors running
For context, in section 3 we review previous tool chains foPn its own chip. The wiring of an individual SpiNN-5 board is
SpiNNaker that have tried to solve the same problem in the pasthown inFigure 2A
This is followed by a discussion of the data structures nexglin Data sent by an application makes use of tmeilticast
section 5. We then go in to the details of how these structares fouting meaning that a packet sent from a single source core
used to map the graph on to the machine in section 6, followe&an be routed to multiple destinations simultaneously—useful
by an evaluation of the tools on some example applications thd#nctionality when implementing a neural network in which
can be described as a graph in section 7. We outline furthekwor€ach neuron typically has a large fan-out. Each multipasket

to be done in section 8 and conclude in section 9. consists of a key and an optional payload. A packet is generated
by a core and is dropped into the communications fabric (and

can then be forgotten about by the sender). It is then the
responsibility of the hardware to ensure that the packet isedut

In this section we will look at the SpiNNaker Architecture,tO its destination(s), passing from chip to chip via the inter

reviewing the resources available on each SpiNNaker node afg’P I|nk_s. Sl_nce it carries only a 32-bit key, there is nabigh .
the mechanisms that are available to manage the ow of datpformation in each packet alone to decide how to route it.

across a SpiNNaker machine. Each such machine is construct H'S mfgrmatlon IS distributed across t.he network of SpiNtéa
from one or more SpiNNaker boards that are themselves ma odes, in the routing table stored within the Router of eaclpch

up of a number of SpiNNaker chips. There are two production hese tables must be set up with an ordered list of up to 1,024

: : : ntries, each of which has a key, a mask, and a route, as shown i
f th NNak k NN- . ' . . ’ '
versions of the SpiNNaker board, known as Spi 3 ancie:|gure 2B When a packet is received whose key matches the key

1The software is open source and can be downloaded from httpswiigicom/ of a (r_naSked) entry_’ the associa te eld is consu_lted. The
SpiNNakerManchester route is a vector of bits, one per core on the same chip (18 ai}ot

2. SPINNAKER ARCHITECTURE
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G

FIGURE 1 | SpiNNaker Chip, Boards, and Machines. The SpiNNTools softare works with single boards and multi-board machines. Sinig boards can be used in
isolation; multi-board machines are wired into a torus, butan also be split into smaller multi- or single-board machies. (A) The SpiNNaker chip in packaging(B) The
SpiNNaker chip in detail (C) A 4-chip SpiNN-3 board. (D) A 48-chip SpiNN-5 board. (E) A card frame made up of 24 SpiNN-5 boards wired together as a sigle
machine. (F) A cabinet containing 5 card frames seen ir(E) with a total of 120 SpiNN-5 boards wired together as a single rachine. (G) 10 cabinets as seen in(F) with
a total of 1,200 SpiNN-5 boards wired together as a single makine. This machine has over 1-million cores when operated aa single machine.

FRAGHED-0Y P08 F2400 P00 72408 72 400 P27

Incoming Key Key Mask Route A

[oxt1110001] [ ]

0x00000000|0xFFFF0000
0x11110000 |OxFFFFO000|  |111100 000010100000000000

0x22220000 |0xFFFF0000 \-1024
Entries

0x11100000 |0xFFF00000] |

FIGURE 2 | (A) The SpiNNaker Board wiring, showing the links between the dps on a single board, and the numbering of the links and chipsg(B) The SpiNNaker
Routing tables. An incoming key is matched against the ent in the table using the mask to determine which bits can be igored and a route is determined, made
up of 6 link bits and 18 processor bits, indicating where the pcket should be sent. An entry might match with multiple key®nce masked, in which case the match

that appears earliest in the table is used.

and one per external link (6 in total). If the bitis set, a copyteg  network. Note that the use of a mask in each entry allows groups
packet is sent to that destination. In this way, a single inaami of incoming keys with overlapping (but non-identical) values
packet can spawn up to 24 copies of itself at each node in thHee routed using a single entry in the routing table; if the fesu
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of the bit-wise AND operation between the received key and the Some of the key design decisions made in developing the
mask in the table matches the key in the table on the same ro@piNNaker architecture have important implications for the
this is considered a match on that entry. The list of entries i software which can run on the system: it must be possible
the routing table is ordered so that the rst match is takereov to break up the computation of the application into units
any other. If no match is found, the packet is routed out of thesmall enough that the code for each part ts on a single
opposite link to the one on which it was received (caliedault core, since cores cannot access code space outside of its own
routing); thus packets will travel in a straight line through chips iflocal memory. In contrast, the SDRAM is shared between the
not redirected by a routing entry. If the packet was receivechf  cores on a single chip, allowing cores to operate on the same
a local processor, and no entry matches, the packet is dropped.data within the same chip. Data can be passed between chips
Due to the asynchronous nature of the SpiNNaker machine'snly via the multicast routing mechanism. The implications
communication fabric, itis possible to cause deadlocksiwite  of these design choices will be described in the remainder
system by having loops of communication. To avoid the tra ¢ of the document.
coming to a standstill, the SpiNNaker router can drop the next
packet to be sent after a given time period ($eeber et al.,
2013for a more detailed explanation). If a packet is dropped, ar"lg' PREVIOUS SOFTWARE VERSIONS

interrupt is raised so that it can be detected and potentiadigid Software for SpiNNaker has been released in a software package

with (see later). ) .
. - ) known as PACMANA48 (Galluppi et al., 2012 This software
E?Ch ch||p add|t|0rr]1.ally has an Etthdertnetthcorllzttrrt])ller, ?Ithbuny N requires end users to load compiled applications and routing
prac |ceh %n y gneﬂ? 'ph'_s co_nrz]e;:] N E l: € erne cc(j)nne_c Hables manually onto the SpiNNaker machine through the use of
on each board. The chip with the Ethernet connected to it 'S low level debug tool developed in-house caljedd. Other

:Een C?”%d thEEtlzemI?t chlpar;d IS USEdltO E[:r?mlrnu(rjl!cate ]:N('jtht arts of the package are designed to ease the development of
€ outside world, aflowing, for exampie, the loading o a§pplication code for end users. These consist of:
and applications. Communications with other chips on a boar

from outside of the machine must therefore go via the Etherne low level librariesSARKand Spin1APIrunning on each core
chip; system-level packets are used to e ect the communication of a SpiNNaker machine (described in more detail in the
between chips. In practice, the Ethernet connector of eveaydo next section)
in a SpiNNaker machine is connected and con gured, though it an executable calls8CAMPto run on one core of each chip,
isn't a requirement to operation since every Ethernet chip ca designating it as supervisor for that chip (described in the
communicate with every other chip in the machine. next section)

SpiNNaker machines are designed to be fault tolerant, so a collection of C code which represented models known in
it is possible to have a functional machine with some missing the neuroscience community and de ned by the PyNN 0.6
parts. For example, it is normal that some of the SpiNNaker languageavison etal., 2008
chips have 17 instead of 18 working cores, and sometimes a collection of Python code which translates PyNN models
even less as operational cores are tested more thoroughty tha onto a SpiNNaker machine
the testing dong at manufacture. Additionally, machines €4 11he PACMANAS software has the following limitations:
have whole chips that have been found to have faults, as
well as some links missing between the chips and boards. It only supports SpiNNaker machines consisting of a single
The machine includes memory on to which faults can be SpiNN-3 or SpiNN-5 board
stored statically in dlacklist so that during the boot process It was designed only to support the computational
these parts of the machine can be hidden to avoid using neuroscience community, and thus non-neural applications
them. are not supported

SpiNNaker machines can be connected to external devicesEnd users are still expected to have expertise in using the
through either aSpiNNaker-Linkconnector, of which there SpiNNaker hardware, as they are expected to manually run
is one on every 48-node board, or &piNN-Link SATA separate scripts which together:
connector, of which there are 9 on each board; of those, 6
are used to connect to other boards. This, along with the
low power requirements, make the machine particularly useful
for robotics applications, since the board can be connected
directly to the robot without any need of other equipment.
The only requirement is that the external devices must be
con gured to talk to the machine using SpiNNaker packets.The intention of the SpiNNTools software stack is to support
The links can be congured to directly connect with the a range of suitable applications executing on the SpiNNaker
links connected to a subset of the SpiNNaker chips on théardware by providing a exible abstraction layer where the
board, and so entries in the routing tables of the chipend user represents their problem as a graph which is then
can be used to send packets to any connected device and
similarly to route packets received from the devices acrbss t 2ayailable  from  https:/github.com/SpiNNakerManchester/spinmakeols/
SpiNNaker network. releases

Boot the SpiNNaker machine

Load executables onto the SpiNNaker machine
Load data objects onto SpiNNaker

Check when the executing code nished
Extract data from the SpiNNaker machine
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executed on the SpiNNaker machine without requiring such avhich is encapsulated into UDP packets for communication with
low-level knowledge of how the machine works, thus overemmi external machines. Communication out of the machine frony an
the issues mentioned above. This concept is brie y mentionedore is achieved by usinB TagsThe SCAMP monitor processor
as “The Uploader” inBrown et al. (2015)although, as will be on each Ethernet chip maintains a list of up to 8 IP Tags which
demonstrated, the framework described herein is more corapletmap between values in the tag eld of the SDP packets and an
in that it also: external IP address and port. When a packet is received that
allows the user to express the generation of the data streu;turiS destined to go out via the _Ethernet (identi ed in the SDP .
packet header), the tag table is consulted and a UDP packet is

:)Oeebnen:ggg)ed (and possibly reloaded when changes ha¥8rmed containing the SDP packet, using the IP address and

. L . rt given in th le. Th I n al ntain Reverse IP
controls the execution ow of the application where required port give the table e table can also conta everse

. . . Tags, where a UDP packet received from an external source is
aids in the storage and retrieval of data recorded . . .

. ) mapped from the UDP port in the packet to a speci ¢ chip and
during the execution

extracts and . Gore on the machine, where the data of the packet is extracted
presents provenance data which can be used 1o . ket before being forwarded to the
determine the correctness of the results. and put In to an SDP packe 9
speci ed core.
In addition to SARK, another library calle&pin1APlhas
4. SPINNAKER CORE SOFTWARE been developed, providing support for event-driven applications
(including our spiking neural network framework). Notiorig|
This section discusses the software that runs on each core 8pin1API sits on top of SARK in the software stack on
the machine, together with the programming model. The ARM-each chip, further abstracting the details of the low level
968 cores can execute instructions from their code memorardware from the applicationHurber et al., 2074 Under
(ITCM) using the ARM or THUMB instruction sets; generally this programming model an application running on a core is
this code is generated from compiled C code using either thexpected to remain dormant until awakened by eventthat
GNU gcccompile? or the ARM armcccompilef. Although i implemented as an interrupt. The application is required
each SpiNNaker core is too simple and has too little localo register callback functions during the start-up phase e t
memory to be able to run an operating system such as embedd@gogram, each associated with a given event type or source.
Linux, a library calledSARK (Spinnaker Application Runtime When a registered event occurs the associated function is
Kernel) was designed with functions to interrogate, corrgu called and then the processor returns to sleep (or processes
and control low level chip resource®iown et al., 2015 It~ another event).
remains the closest thing that SpiNNaker has to an operating Examples of these events types include:
system. Additionally, an executable callBEAMP (Spinnaker Receiving packets of di erent types
Control And Monitor Program) is loaded to one of the cores  The expiration of an (optionally periodic) timer
on each SpiNNaker chip during the boot phase, allowing it The completion of a memory transfer (DMA) between
to operate as amonitor processothrough which the chip SDRAM and DTCM
can be controlled. Supported functions include: the loadifg o
compiled applications onto the other cores of the chip; thelhe problem of writing code to run on the cores of the
reading and writing of the SDRAM; and the loading of the SPiNNaker machine is discussed in more detail Bnown
SpiNNaker routing tables. SCAMP will also read the blacklisEt @l (2015) along with the types of applications which
of its board and use this information to map out parts of theMight be suitable to execute on the platform; in particular
machine that are known to be faulty. During the phase insection 6.6 of this work gives some examples of applications
which the users application is compiled on a host workstationwhich include neural simulation, electrical circuit sinatibn,
the host software stack will talk to each monitor processar vi Nite di erence solving, molecular dynamics, and large matr
SCAMP to obtain information on the state of its chip. The mathematics. In the rest of this work, it is assumed that the

blacklist itself can be updated dynamically if componentsésp application has already been designed to run in parallel and tha

in future. SpiNNTools software then works to map that parallel application

After SCAMP has been loaded onto one core on ever@n to the machine, execute it, and extract any results, along
chip of the machine, these cores then communicate with eacifith any relevant data about the machine. In addition, the
other to work out the shortest pathway to every other chipSoftware also includes some additional C code librarieschwhi
working around any known faults. They also establish whergun on top of the Spin1API to provide interfaces for some of the
their nearest Ethernet port is located, so that a link to thetho More advanced features supported. Note that it may be possible
machine can be initiated. This communication makes use of® automatically generate some of the SpiNNaker application

the SpiNNaker Datagram Protocol (SDRju(ber et al., 2074 code from higher level descriptions, as is describe@limdell
et al. (2018) however it is expected that even in that case

some of the base code will have been handwritten in advance,
Shttps://developer.arm.com/open-source/gnu-toolchain/gnu-rm/divads

4https://devel0per.arm.com/products/software—development—tools/ctmqii with On_ly a template be'ng lled in by the automatic code
legacy-compiler-releases generation system.
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| Machine ( > Router
% router + n_entries

chips
SDRAM
[ vituaMachine | Chip sdram
+ size
processors
Processor

+ speed

+ is_monitor

FIGURE 3 | The Python class hierarchy for SpiNNaker Machine represeation. The machine contains a list of chips, and each Chip cdains a Router, SDRAM, and a
list of Processor objects, each with their respective propeies. A VirtualMachine can also be made that contains the sae objects but can be identi ed as being virtual
by the rest of the tools.

5. DATA STRUCTURES extent to which the tools help with describing the paralleiura

of the execution of the program; the tools do not help the user
In earlier sections we have examined the software running ofp solve issues of said parallelization, such as working loeit t
the machine and summarized earlier versions of the main tOQﬂependencies in the Compu’[a’[ion beyond the communication.
chain. We now turn to the software stack running on the A graph in SpiNNTools consists of vertices and directed
host workstation which is written in Python. In this section edges between the vertices. The vertex is considered to be a
we describe the principle data classes used to represent thRice where computation takes place and as such each vertex
SpiNNaker machine and the user graph which are the principlefas a SpiNNaker executable binary associated with it. An edge

inputs to the mapping process. represents a communication pathway from a source,poe-
) . vertexto a target, orpost-vertexAn additional concept is that
5.1. SpiNNaker Machines of anoutgoing edge partitipmepresenting a group (in general a

A SpiNNaker machine is represented as a set of Python classgshset) of edges that all start at the same pre-vertex, oaniti

as shown inFigure 3. An instance of the main Machine class according to some criteria such as message type. An example of
contains instances of classes for each of the importantldeiti outgoing edge partitions is shown fFigure 4B. The concept is

the machine for mapping purposes, including: useful to represent a multicast communication. Note that not
all edges that have the same pre-vertex have to be in the same
outgoing edge partition; there can be more than one outgoing
edge partition for each source vertex, representing di erent

the SDRAM available on each chip in Bytes t which miaht be multicast to di erent sets ofdar
the number of routing entries available on each chip (in casd'€sSage types which might be multicast to . 9
tices. Thus each outgoing edge partition has an identi er

some entries are used by the system software such as SCAI\)\/(\l?Jich can be used to identify the type of message to be multicas

As well as internally representing a physical, real-worldimi@®  using that partition.
with all its faults mapped out, the machine representation also There are two types of graph represented as Python classes in
allows the instantiation of &irtual machine for testing in the the tools (a diagram can be seenHigure 5). Figure 4A shows
absence of connected hardware. The virtual machine can lam example of aMachine Graphin which each vertex (known
further modi ed to simulate hardware faults and analyse theas aMachine Vertekis guaranteed to be able to execute on
behavior of the software. a single SpiNNaker processor.Machine Edgéhen represents
The connection ofxternal devicessuch as robotic devices communication between cores. In contraBigure 4Cshows an
like a silicon retina or a motor, to the machine is representecexample of amApplication Graphin which each vertex (known
usingvirtual chips A virtual chip will be given coordinates of a as anApplication Vertex contains one or more atoms, each of
chip that doesn't exist in the physical machine and is marked awhich represents the minimum unit of computation into which
virtual. However, these coordinates are merely a means/ofggi  the application can be split. Of course, it may be possible to run
the device a unique label—they are not used to map paths to thaultiple atoms of an Application Vertex on a single core. Each
device directly since the device is only accessible throwiigge  edge (known as aApplication Edgerepresents communication
real chip and all attempts to access a “chip” marked as virtilal w of data between the groups of computational atoms; if one or
always go rst to the real chip to which it is connected, theseu more of the atoms in an Application Vertex communicates with
the appropriate inter-chip link to connect to the external dei  one or more atoms in another Application Vertex, there must
be an Application Edge between those Application Vertices. It
5.2. Graphs is not guaranteed that all the atoms on an Application Vertex t
The graph in SpiNNTools allows the user to de ne units ofon a single core, so the instruction code for Application Vessic
computation and the communication between them. This is theshould know how to process a subset of the atoms, and how

the chips, cores, and links available in the machine
the clock speed of each core in MHz
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FIGURE 4 | Graphs in SpiNNTools.(A) A Machine Graph made up of two Machine Vertices connected by #Machine Edge, indicating a ow of data from the rst to
the second. (B) A Machine Vertex sends two different types of data to two substs of destination vertices using two different Outgoing Ege Partitions, identi ed by
solid and dashed lines, respectively(C) An Applications Graph made up of two Application Vertices, &h of which contain two and four atoms, respectively,
connected by an Application Edge, indicating a ow of data fron the rst to the second. (D) A Machine Graph created from the Aplication Graph in(C) by splitting
the rst Application Vertex into two Machine Vertices, each bwhich contain two atoms. The second Application Vertex hasiot been split. Machine Edges have been
added so that the ow of data between the vertices in still corect.

ApplicationGraph —pre_vertex ApplicationVertex MachineGraph
1 ] ApplicationEdge . 1
OutgoingEdgePartition —post_vertex— ApplicationVertex OutgoingEdgePartition
II ApplicationEdge —pre_vertex MachineVertex II MachineEdge
MachineEdge
post_vertex: MachineVertex
I ApplicationVertex I MachineVertex

MachineVertex MachineEdge

ApplicationVertex create_machine_venex—>| MachineVertex | | ApplicationEdge '— create_machine_edge MachineEdge

MachineEdge

|
|

MachineVertex

|
|

FIGURE 5 | The relationship between the graph objects. An ApplicatioBraph contains ApplicationVertex objects and OutgoingEdgPartition objects, which contain
ApplicationEdge objects in turn. A MachineGraph similarigontains MachineVertex objects and OutgoingEdgePartitioobjects, which contain MachineEdge objects in
turn. ApplicationEdge objects have pre- and post-vertex prperties which are ApplicationVertex objects. Similarly &hineEdge objects and pre- and post-vertex
properties which are MachineVertex objects. An ApplicatinVertex can create a number of MachineVertex objects for a siset of the atoms contained therein and an
ApplicationEdge can create a number of MachineEdge objectfor a subset of atoms in the pre- and post-vertices.

to handle a received message and direct it to the appropriatey the application. The Application Vertex provides a method
atom or atoms. The graph classes support adding and discoveritigat returns the resources required by a continuous range or
vertices, edges and outgoing edge partitions. slice of the atoms in the vertex; the value returned is spetti ¢

As the vertices represent the application code that will rurthe exact range of atoms requested, allowing di erent atofns o
on a core they have methods to communicate their resourcthe vertex to require di erent resources. The Application \é¢t
requirements in terms of the amount of DTCM and SDRAM additionally de nes the maximum number of atoms that the
required by the application, the number of CPU cycles used bgpplication code can execute on each core of the machine (which
the instructions of the application code in order to maintaimya might be unlimited), and the total number of atoms that the
time constraints, and any IP Tags or Reverse IP Tags requiregrtex represents. These measurements allow the Application
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FIGURE 6 | The execution work ow of the tools on the host machine in use whin an application. Following the setup of the tools, the @ph is created and then
executed. The execution results in machine discovery, mappg of the graph on to the machine, generation of data for the pplication on the machine, loading of the
data and application binaries and then running of the applation. Once the run is complete, control is returned to the aplication. The ow can then be resumed at
different stages depending on what has changed since the lasexecution. An external application can also interact witthe tools and be sent messages that allow it to
keep in synchronization with a simulation running on the mdzne.

Vertex to be broken down into one or more Machine Verticescon guration les for further options such as the SpiNNaker
as seen ifrigure 4D. The Application Vertex class has a methodmachine to be used. Options are separated out in this way to make
for creating Machine Vertex objects for a continuous rande oa clear distinction between script-level parameters thathiig
atoms. A Machine Vertex can return the resources it requiines apply no matter where the script is run (such as the time step
their entirety. of the simulation) and user-level parameters that will be déet

The graphs additionally support the concept ofVatual per-user but likely to be common across multiple scripts for that
Vertex, a vertex that represents a device connected to aser (for example the SpiNNaker machine to be used).
SpiNNaker machine. The Virtual Vertex indicates which cHip t
device is physically connected to, allowing the tool chawtok 6 2 Graph Creation

W?th this informati_on to incIu_de the d_evice in th_e networksA The graph creation step is part of the user's execution script, in
with the other vertices, there is a version of the Virtual ¥erfor  \yhich vertices and edges to either an application or machine

each of the machine and application graphs. graph may be added. Itis an error to add vertices or edges to bot
of these structures. The tool chain keeps track of the graptisis i
6. THE SPINNTOOLS TOOL CHAIN built up.

Users can extend the vertex and edge classes to add additional
The aim of the tool chain is to control the execution of a pragra information relevant to their own application. Typically, users
described as a graph on the SpiNNaker machine. The tool chalill need to extend the vertex classes (which are provided as
software is executed on the host machine in several steps @gstract classes) to ensure that the implementation prowites
shown inFigure 6, and detailed below. The software has beeriesources required as well as the name execution typeof the
designed to run on any host machine that can run Python andSpiNNaker-compiled binary le; the execution type indicates to
can install the appropriate libraries which includes machites ~ the tools whether the binary was compiled with additionatdity
run Windows, Linux, and Mac OS X. The host machine must alsgupport to work with additional features of the tool chain (see

be able to communicate with the Ethernet connection(s) @f th later). Other additional features of the tool chain can alsabed
SpiNNaker machine. by extending additional abstract classes. These will béelgia

the later sections.

6.1. Setup

The rst step in using the tools is to initialize them. As part 6.3. Graph Execution

of this process, the user can specify appropriate con guratioraph execution takes the created graph and performs the step
parameters such as the time step of the simulation and theequired to execute it on the machine. Methods are provided
location where binary les can be located on the host machineto run for a speci ed period of time, to run until a completion
The tools then set up the initially empty graphs and read instate is detected (such as all cores being in an exit statachav
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completed some unit of work), or to ruforevermeaning that are assigned to cores on the machine and edges of the graph
execution can be stopped through a separate call to the tools ate converted into communication paths though the machine.
some indeterminate time in the future, or the execution can b Additionally, other resources required by the verticesraepped

left on the machine to be stopped outside of the tools by resgtti on to machine resources to be used within the simulation.

the machine. The graph execution itself consists of seveesqsh If the graph is an application graph it must rst be converted

shown in the lower half oFigure 6and detailed below. to a machine graph. The conversion may have been done

] ] during the machine discovery phase as described previously.
6.3.1. Machine Discovery _ o To allow the prior conversion, the algorithm(s) used in the
The machine discovery algorithm is shown Wgorithm 1. graph partitioningprocess are kept separate from the rest of the
Further details are discussed below. mapping algorithms.

Once a machine graph is available it is mapped to the machine
through a series of phases that generate data structuresusduke
later in the process, including:

Algorithm 1: Machine Discovery algorithm.

if Machine connected directly to user's macttiea

Create connection to machine; A set of placementsdetailing which vertex is to be run on
Boot machine: which core of the machine
Read machine to create machine data structure: A set ofrouting tables detailing how communications over
end edges are to pass between the chips of the machine
if Machine is to be allocatélden A set ofrouting keys detailing the key or range of keys that
if Application graph has been providaen must be sent by each vertex in order to communicate over each
Request largest machine; outgoing edge partition starting at that vertex
Convert application graph to machine graph; A set of IP tags and reverse IP taggo identify which
end external communications are to take place and through which
Calculate number of chips required by machine graph; Ethernet-connected chip
Request machine; Note that once a machine has been discovered, mapping can be
Boot machine; performed entirely separately from the machine using the Pytho
Read machine to create machine data structure; machine data structures created. It is interesting to nateetthat
end an alternative strategy would be to have the mapping process
if Machine is virtuathen make use of the machine itself, turning the graph mapping
| Create virtual machine data structure; problem into a highly parallel relaxation algorithm runningo
end the cores of the SpiNNaker machine. This functionality is not

implemented at present and we leave the design of such an
algorithm to future work.

If the user has congured the tools to run on a single Mapping information can be stored in a database by the
physical machine then that machine is contacted and bootied (ystem to allow external applications which interact with the
necessary). Communications with the machine then take pladénning simulation to decode any live data received. As show
to discover the chips, cores and links available. This data i8 Figure 6 the applications can register to be noti ed when the
used to build up a Python machine representation that can béatabase is ready for reading and to receive other notiarai
interrogated by the rest of the tools. later in the execution cycle.

If a machine is to be allocated, the tools must rst work

out how big a machine to request, by working out how many®-3-3. Data Generation
chips the user-speci ed graph requires. If a machine graph hakhe data generation phase creates_a block qf data to be loaded i
been provided then the number of cores is exactly the numbéf the SDRAM for each vertex which contains any parameters
of vertices in the graph. The resources must still be querie@d other relevant data from the Python-described vertizes
as the SDRAM requirements of the vertices might mean thape used by the application code to be executed on the machine.
not all of the cores on each chip can be used. For example, e vertices can make use of the mapping information above as
graph consisting of 10 machine vertices, each requiring 20 MBPPropriate when generating the data. For exampledging
of SDRAM, and thus 200 MB of SDRAM overall, will not ton a keysandIP tagsallocated to the vertex can be passed to ensure
single chip in spite of their being enough cores. _that the correct keys and tags are u_sed in t_rans_mission. Taegr

If an application graph is provided, it must rst be converted itself co_uld also be used to determine whm:imtln_g keys are to
into a machine graph to determine the size of the machind€ recelvgd by the vertex and so set up appropriate actions¢o tak
required by executing some of the algorithms in the mapping/POn receipt of these keys.

phase (see below). A user with a vertex that generates data should extend
the AbstractGeneratesDataSpeci cation abstract classjrieg
6.3.2. Mapping the user to implement the generate_data_speci cation method

The mapping phase takes the graph and maps it on to th€ome support for data generation is provided by the tools
discovered machine. In other words the vertices of the grapht both the Python level (where data can be generated in
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regiony and at the C code level (where library functions are Algorithm 2: Algorithm for running for a xed time.

provided to access these regions). A class that extends thets, aach sub-run of the executidn

aforementioned abstract class will be provided with an dfeat
they can use to write their speci cation. Callable methodgtua
objectinclude:

reserve_memory_region, allowing the user to create region
which data can be written

switch_write_focus, allowing the user to switch attention
between di erent regions when writing new data

write_data, allowing the user to append a single value to the
currently selected region and to specify the required dgte ty
(data format conversion is then performed automaticallgy; f
example, having supplied a 32-bit oating point number, the
user can choose to write a signed or unsigned 32-bit, 16+bit 0
8-bit integer, or a signed or unsigned xed point number
write_array, allowing the user to append an array of values to
the currently selected region.

There is currently no support in the tools to maintain synchyon
between the data required by the vertices (in the C code muni
on the SpiNNaker machine) and the data created by the data
generation phase (in the host-based Python code). Users must
therefore take care to generate the data in the correct cader
using the types appropriate for their data. It is also important
to note that the tools do not currently provide support for
padding in data structures—users should be aware of the pgddin
requirements in C data structures when writing sequences of
values of dierent bit-lengths. Support for ensuring a match
between the Python data generation and the C code is to be
developed in the future.

Update the run duration of the application;
Clear log messages stored on the machine;
if external applications registertbeén

\ Tell applications that the database is ready to read;
end

Load any bu ers for this run;

if external applications registertben

\ Wait until applications are ready to run;
end

Start simulation execution;

if external applications registertben

\ Tell applications that the run has started;
end
Wait for simulation time;

Check cores are nished execution;

if external applications registertbeén

\ Tell applications that the run is nished;
end

Extract provenance data;

Extract log messages;

Report provenance anomalies;

if cores in error statthen

Extract error data;
Report errors;

else

| Extract recorded data;
end

end

6.3.4. Loading
The loading phase prepares the physical machine for execution
by loading therouting tables generated on to each chip of the

machine, the application data into the SDRAM of the machine, Custom core-level statistics. The information contained
the IP tags and reverse IP tagisto the Ethernet chips and the ~ depends on the application, but might include such things
application code (executable) into the ITCM of the cores. The as the number of spikes sent in a neural simulation, or the
application loader can send executable code to multiple cores i  humber of times a certain condition has occurred.

the machine in a single operation, signi cantly speeding Ui th pring provenance extraction, each vertex analyses theatata
part of the loading process. reports any anomalies. The log les from each core can also
optionally be extracted and can then be analyzed, printing any
erroror warninglines.

If a run is detected to have failed in any way, the tools will

6.3.5. Running
The running phase starts o the actual execution of the

simulation on the SpiNNaker machine and, if necessar . . . .
. =PI S yzé1ttempt to extract information about that failure. One podeib
monitors the execution until complete as shownAlgorithm 2. .
failure mode that a core may have entered an error state at

Before execution, the tools wait for the completion of the . . . . .
some point during processing. It is also possible for a core to

setup of any e_xternal applications  that have re_glst_ered tPail to enter the completion state after the expected simutatio
read the mapping database. The external applications ale

then notied when the application is about to start and ime (V\.”th some marg|n), perhaps]ndlcatlng aproplem during
. . . L . execution. Log les will be automatically extracted in suchesa
to nish, allowing them to keep in synchronization with

. . and analyzed as previously discussed. Any cores that areigéll al
the simulation. .
. L ill also be asked to stop and extract any provenance data o tha
Once a run is complete, application recorded data an

provenance data is extracted from the machine. The provenan(fhIS can also be analyzed in an attempt to diagnose the cause of

data includes: fie error.
. The run may be split into several sub-runs to allow for the

Router statistics, including dropped multicast packets. limited SDRAM on the machine, as shownkigure 7. After each
Core-level execution statistics, including informatiom o run cycle, any recorded data is extracted from the SDRAM and
whether the core has kept up with timing requirements. stored on the host machine, after which the recording space is
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Algorithm 3: Algorithm for resuming simulation.

if Graph has changeben

' ' if User has not reset the simulatitien

' Buffers : Run the simulation as if from the start;

: : reloadedhen

| | Run normally in units of up to the previous maximum

| Report an error;
' 15 timesteps else
‘
Used SDRAM
\ Reload changed parameters;
run time;

20 timesteps fvgﬁxg
------------------- T for end
if Parameters have changet parameters can be
---------------------------------------------------------------- end
L J end

-
Run for 100 timesteps

FIGURE 7 | Running vertices with recorded data. The SDRAM space . ) )
remaining on each chip after it has been allocated for othehings is divided up must decide which of the aforementioned steps need to be run

between the vertices on that chip. Each is then asked to prode an upper again, using the algorithm describedAigorithm 3.

bound on the number of time steps for which it can be run beforelling up its Any change to the graph, such as the addition of a vertex or
local SDRAM. The minimum of these upper bounds is taken as thmaximum . . . .
length of each simulation interval. A single run is split mmany such intervals, edge’ IS Ilkely to reqUIre_ that the mappl_ng phgse take_ place again
with simulation pausing after each one to extracted and theulelete the which may even result in a new machine being required should
recorded data. the size of the graph increase to this degree. Such a charge wil

mean that all the other phases will also have to be executed.agai

If the parameters of any of the vertices or edges have been
ushed and the run cycle restarted. Additional support withire  changed, the vertex can be set up to allow the reloading @kthe
binary of the vertex is required to allow a message to be $ent thanges where the change won't increase the size of the data,
the core to increase the run duration and to reset the reawydi sych as a change in neuron state update parameters in a neural
state. These operations are provided in the form of C codetfjbra network. Any increase in the size of the data, such as anasere
functions, with callbacks to allow the user to perform adalidl iy the number of synapses in a neural network, would likely
tasks before resuming execution. Additionally, the to@a be require a remapping of the graph on to the machine since the
set up to extract and clear the core logs after each run cycle §prAM is likely to be packed in such a way as to prohibit the
ensure that the logs do not over ow. expansion of the data for a single core; it is left to the vettex

The length of each run cycle can be determined automatically,gke this decision however.
by the tools by working out the SDRAM available on each chip The case where no changes have been made to the graph
after data generation has taken place, dividing the spacelgquapr the parameters can be considered an extension of the
between the vertices on the chip and then asking how manysunitaforementioned ability for the tools to run the code in phases
of time each vertex can run for given that space. The minimumMrhe minimum time calculated previously is respected agaie her
such time is taken and used as the unit for each cycle with anynd the tools will then run in cycles of that unit of time. Note
left over time then used up in the last run cycle. To ensure thaghat if the rst run-time is shorter than that required to I
there is some space for recording, vertices can also reservgna remaining SDRAM space (and thus only one run cycle was
minimum recording space. This functionality requires thaet required previously) the bu ers will have already been initiat!
vertex implement an additional interface to provide the regdi  to record for only that amount of time. A future extension to

information to allow the tools to make these decisions. this functionality is to allow the bu ers to be sized to use up al

. of the remaining SDRAM regardless of the run time, and then
6.4. Return of Control / Extraction of allow runs in units of less than or equal to the time that usés al
Results of the space.

Once the run cycles have completed the tools return control to

the executing script, after which the user can interact wita t 6.6. Closing

graph again. At this time, interactions might include exting ~ Once the user has nished simulating and extracted any data,
any recorded data (see later), or making changes to the graghey can tell the tools that they are nished with the machine
and/or the parameters before resuming the simulation. Thee e by closing the tools. At this point, the tools reset and reteasy

of any change is detailed below. machines that have been reserved. Any recorded data thatdtas
_ _ _ be extracted by this point will no longer be available. If thels
6.5. Resuming / Running Again were told to run the network for an indeterminate length, the

The user can choose to resume the execution of the simulation extraction and evaluation of any provenance data would happen
to reset the simulation and start it again. At this point, tleols  during this call, before the machine is released.

Frontiers in Neuroscience | www.frontiersin.org 11 March 2019 | Volume 13 | Article 231


https://www.frontiersin.org/journals/neuroscience
https://www.frontiersin.org
https://www.frontiersin.org/journals/neuroscience#articles

Rowley et al. SpiNNTools: The Execution Engine for the SpiNNaker Platior

Algorithm

+ inputs_required

+ outputs_generated

—
Algorithm A
Algorithm C
Algorithm B l
Algorithm C Algorithm B
— Algorithm Executor l
Algorithm D
Algorithm D
Inputs Available l
Algorithm A
Required Outputs
-7

FIGURE 8 | Algorithms being run by the algorithm execution engine. Thexecutor is provided with a list of algorithms to run, a set aiiput items and a set of output
items to produce. It then produces a work ow for the algorithmsaccounting for their inputs required and outputs produced.

6.7. Algorithms and Execution 6.8. Data Recording and Extraction
In order to run each of the above phases, the tools execute/fs mentioned previously, the tools support the recording of data
series of algorithms. The algorithms consume various inputg such a way as to cope with the limited nature of the SDRAM
that are made available by the tools and by other algorithmen the machine. Abu er manageris provided that is used to
and produce various outputs. These inputs and outputs are ndteep track of and store the bu ers of data as they are extracted
constrained in any other way; thus algorithms are not comisied  from the machine and to support the live extraction of bu ers
to produce only one output. For example, this could be usefulvhilst the simulation is running, as shown iRigure 9 (Top).
in mapping where an algorithm could be made to produceCores con gured with the provided library can contact the hos
both placements and routing tables that have been optimizethachine when the recording space is getting full and the tcaits
together. This approach is more exible and more powerfulthen attempt to extract the data. In general the bandwidthhaf t
than a more restrictive methodology, in which each algarith Ethernet of the machine is not fast enough for this to be e eeti
can only perform one of a pre-determined list of tasks andesulting in data loss and so in practice pausing the simulation
produce only a single output type, such as having a speci whilst the bu ers are extracted works better.
algorithm for generating placement and another for genegti The SCAMP software supports the reading of SDRAM
routing tables. through SDP messages using a request and response system,
To support this form of execution, the tools implement awhere each SDP message can request the reading of up to 256
work ow execution system, shown ifrigure 8 that examines bytes of data. Additionally, to transmit the SDP messagéipsc
the algorithms to be run in terms of the inputs required andwhich are not connected to the Ethernet, each message must
outputs generated in order to compute an execution order fer th be broken down in to SpiNNaker network messages, and then
algorithms. Input and outputokensare also supported. These reconstructed on receipt; an overview of how this process s/ork
indicate implicit inputs and outputs, for example one tokenis shown inFigure 9 (Bottom). The speed of reading data using
might be generated by an algorithm to represent that data hahis method is around 8 Mb/s when reading from the Ethernet
been loaded on to the machine and another can require that thehip and around 2 Mb/s when reading from other chips. The
data loading has been completed before it executes. speed can be improved upon by having the host send a number of
The algorithms themselves are not discussed here in detgihckets before waiting for responses, which has the e ectiofyll
other than those mentioned above. A more detailed discussiothe time waiting for the response by sending packets and esult
of the mapping algorithms is discussed lieathcote (2016) inspeeds of around 35 Mb/s when reading from the Ethernet chip
The tools also include algorithms for routing table compress  and around 8 Mb/s when reading from other chips.
which is discussed inundy et al. (2016)Many of the other
algorithms are currently simplistic in nature; these can b&5.9. Live Interaction
replaced in the future should other algorithms be found towe have previously mentioned that external applications can
perform more e ciently and / or e ectively. interact with a live simulation, making use of the mapping
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FIGURE 10 | Live interaction with vertices(Top) To indicate that live output is
required, an edge is added from the vertex which is the sourcef the data to
the Live Packet Gatherer vertex in the graph. To indicate thive input is
required an edge is added from the Reverse IP Tag Multicast Soce vertex to
the target of the data in the graph.(Bottom) The effect of adding the edges to
the graph is that multicast messages will be sent from the car (or cores) of
the source vertex to the core running the Live Packet Gatherewhich will then
wrap the messages in EIEIO packets and forward them to a listemj) external
application. EIEIO packets received from an external applitian will be
decoded by the Reverse IP Tag Multicast Source core and sent amard as
multicast messages to the target core (or cores).

database. Additional support for this interaction is providey

the tools, split into live data output and live data input.
Live data output support is performed by a vertex called thef, USE CASES

Live Packet Gathergrhich will package up any multicast packets

it receives and send them as UDP packets using the EIEIM this section we will look at two example applications that can

protocol (Rast et al., 20)5It is con gured by adding edges to be described as a graph and that work well with the SpiNNaker

the graph from vertices from which output data is required whic
has the advantage of being able to tap into the existing magtic
streams that are already being used to communicate within the
machine, as shown iRigure 10

Live data input support is provided via a vertex called the
Reverse IP Tag Multicast Souredich will unpack and send
multicast packets using the same EIEIO protocol. Edges can be
added that direct tra ¢ from this source to the vertices whiare
to receive the messages.

External applications that would like to make use of the
live support can read the mapping database to determine the
multicast keys to be received and decoded in the case of live
output, or to be sent in the case of live input. Support for reading
the database and receiving and sending keys is provided in the
tools in both Python code and host-based C++ code.

6.10. Dropped Packet Re-injection
As mentioned in section 2, when a packet is dropped an interrupt
is raised allowing a core to detect and capture the dropped packet
The tools include software that runs on the SpiNNaker machine
to detect the interrupt and then capture the packets that have
been dropped and store them until a time at which the router is
no longer blocked, at which time they can be safely sent odsvar
Re-injection of dropped packets helps in those applications where
the reliable transmission of packets is critical to their Giem.
There is only one register within the SpiNNaker hardware
to hold a dropped packet. If a second packet is dropped it will
be completely unrecoverable, but an additional ag is set so the
re-injection core can detect this and count such occurrence
to be reported the user at the end of the execution. Thus
there is a record that something may not be correct in the
simulation results.
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The application code of Conway's Game of Life updates the
cell based on the state of the surrounding cells once per time
step of the simulation based on the received state from the
surrounding cells and then send its own new state out using the
given key. It can also record its state at each time step in the
simulation. The set up of this application is as follows:

<
&
5

.
)
020

A Conway vertex is created which extends the machine
vertex class

A number of Conway vertices are added to the graph to make
up the board. These are stored in such a way that nding an
adjacent vertex in the grid is easy

A machine edge is added between each pair of adjacent
vertices, in each direction

Each machine vertex generates data for the vertex which
includes the key to be sent by that vertex and the number of
time steps to run for

Each machine vertex can tell the tools how many time steps
it can run for given an amount of SDRAM available for
recording

Each machine vertex contains code to read the state that is
recorded at each time step using the Bu er Manager

g
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o%
(O
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FIGURE 11 | Conway's Game Of Life on a5 5 grid as a Machine Graph.

Every Machine Vertex is connected to each of it's 8 neighborbi-directionally The code for an implementation of Conway's Game of Life on
requiring two Machine Edges for each bi-directional connetion. The initial SpiNNaker is available as part of the SpiNNakerGraphFrontEnd
state of each Vertex is either alive (black) or dead (white). re|ea3é and consists of:

conways_cell.c, the SpiNNaker C code which executes
on the cores of the machine updating the state as the
machine. These applications will be used to show how the tools simulation progresses

work to support the use of the machine. Make le, a le to be processed by GNU Make to build
the C code
7.1. Conway's Game of Life conways_basic_cell.py, the Python code describing

the Conway's Machine Vertex. This includes the

! f Lif d 197 ists of llecti .
Conway's Game of Lifeqardner, 197pconsists of a collection following methods:

of cells which are either alive or dead based on the stateedf th
neighboring cells. A diagram of an example Machine Graph of  get_binary_le_name which returns the name of the

this problem is shown irFigure 11 The vertices of the graph SpiNNaker binary generated from the ¢ code

of this application are each a cell in the game; given the sfate 0 generate_machine_data_speci cation which generates the
the surrounding cells this cell can compute whether it is dead data required by the C code, where information such as the
alive in each step, and then send that to its neighbors. Itlaithyi SpiNNaker routing key to transmit data with is extracted

receives the state of the neighbors as they are transmitidd a get_data which extracts the recorded state informatiomfro
uses this to update its own state. The edges of the graph are thus the machine

between adjacent cells in a grid, where each vertex is ctethec resources_required which returns mainly the SDRAM
bidirectionally to its eight surrounding neighbors. Thenga required by the vertex for holding the parameters, including
proceeds in synchronous phases, where the state of cellsiara gi that required for recording

phase are all considered at the same time. get_minimum_bu er_sdram_usage which returns the

Graphs of this form are highly scalable on the SpiNNaker minimum space to reserve for recording to ensure that
system since the computation to be performed at each node some recording can be done

is xed and the communication forms a regular pattern that get_n_timesteps_in_bu er_space which indicates how
does not increase as the size of the board grows. Therefae on many time steps can be recorded in a given space of
working, itis likely that any size of game can be built up toshee SDRAM, to allow the tools to determine the length of a
of the available machine. Conway's Game of Life works welhas run cycle

archetype of a class of problems, which includes nite element

analysis Bi, 2019 problems. Problems in this class should be

implementable on the SpiNNaker machine provided that the data )

to be transmitted can be broken down into SpiNNaker packet The full set of les of the example described here can be found at
. . A p p X ﬁttps://github.com/SpiNNakerManchester/SpiNNakerGraphFroannd

and that the instructions required for the problem can t with tree/4.0.0/spinnaker_graph_front_end/examples/Conways/

the instruction memory. partitioned_example_b_no_vis_bu er
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TABLE 1 | Average run times over 10 runs of the SpiNNTools algorithmsn order of execution, when executing Conway's Game of Life m various grid sizes, broken
down into phases of execution.

CONWAY'S GAME OF LIFE SIZE

Number vertices / cores 100 400 900 1,600 2,500
Number of edges 800 3,200 7,200 12,800 20,000
Number of chips used 7 28 57 103 160
Number of boards used 1 1 3 3 6
MACHINE DISCOVERY ( s)

Machine allocator 8,711,589 10,799,373 10,175,818 12,076720 6,731,204
Machine generator 8,040,498 8,470,635 6,963,204 5,674,138 10,230,590
Virtual chip allocator 86 85 85 93 91
MAPPING ( s)

Network speci cation report 3,705 14,953 31,667 56,875 90,130
Placement 12,078 37,719 84,610 145,805 230,735
Routing 29,002 128,009 370,468 747,004 1,682,054
IP tag allocator 12,715 42,762 96,990 171,202 275,011
IP tag report 945 553 624 590 581
Edge N keys required 4,164 11,085 23,426 40,706 62,953
Routing key allocator 100,638 410,597 906,178 1,608,309 2515,832
Routing key report 3,007 7,767 16,441 28,254 42,442
Routing table generator 5,533 30,833 81,163 285,620 517,7%
Executable type locator 1,602 3,451 6,390 10,444 15,819
Buffer manager creator 4,280 7,453 11,580 18,214 26,184
DATA SPECIFICATION ( s)

Data speci cation writer 91,863 361,230 810,060 1,447,989 2,247,400
Graph provenance gatherer 3,073 8,069 16,864 30,550 45,736
LOADING ( s)

Router initialization 16,681 67,168 141,138 256,470 410,87
Executable name gatherer 5,787 17,242 36,305 65,802 100,38
Routing table compression 2,017,828 2,110,796 2,287,198 2644,092 3,270,905
IP tag loader 3,617 3,352 8,953 9,757 18,219
Load data 335,054 1,411,766 3,221,989 5,937,052 9,586,231
Load executable images 962,930 969,326 965,471 979,613 1,04,863
RUNNING ( s)

Runtime updater 57,257 199,705 441,409 798,570 1,281,730
Database writer 243 563 1,007 1,672 2,442
Database noti cation 1,311 1,161 1,287 1,400 1,213
Application runner 303,362 303,475 303,622 303,897 304,23
Core provenance gatherer 1,964 3,012 5,045 8,908 11,060
Router provenance gatherer 76,984 75,238 243,184 240,695 30,201
Pro le data gatherer 1,681 2,955 4,763 8,535 10,945

Note that the data recorded starts when the user calls the run function, andtops at the end of the Running phase; in particular, setup, graph creation andata extraction times are
not included here as they are not currently recorded by the tools. The nuber of chips and boards used by the simulations is also reported to show the scalg. These numbers were
obtained on a server with 128GB RAM, an Intel Xeon E5520 2.27GHz CPU and an SSDive, running in the same machine room as the SpiNNaker machine, coected to it via a
1GB/s interface.

conways_partitioned.py, a script that executes a specics of the various stages of execution of the script once the run

example of Conway's Game of Life on a 7 by 7 grid whichs started until the run is complete. Some observations frbois t

calls the tools setup, builds a graph of several instancesof tldata include the following:

Conwgys Machine Vertex. connected together using chhlne The Machine Allocator takes a non-linear amount of time

Edge instances as described above. The run method is then. . - . .
. in relation to the problem size because of the way in which

called to execute the graph, followed by the extraction and

display of the results (which are a series of ASCII grids of the the T“aCh”.”e allocation server works when interacting W!th
. multiple clients. An additional 5 s are added by the service
game board as it progresses)

between the allocated machine being powered on and the
An example output from the execution of the script is included machine being returned to the tools to ensure that all boards
in the Supplementary Material Table 1 shows the run time in in any allocated machine are fully powered on
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FIGURE 12 | Graphs showing how the run time of the various parts of the tolchain scale with the number of vertices in the Conway's Gamef Life simulation.
(A—C) Show the algorithms which scale linearly, and have been sepated to account for the different scales of the run times(D) Shows how some of the algorithms
scale non-linearly.

The Machine Generator also takes a non-lineartimeinretatio  The remaining algorithms scale linerly with the number of
to the problem size because the machine also has to be vertices in the simulation as shown figures 12A-C

booted and this can require a number of retries depending on o _ _
network conditions Once the graphis built, the script starts the execution of trepr

The Router Provenance Gatherer execution time igluring which the tools will obtain a machine description to be
proportional to the number of boards in the machine used with the machine graph to work out a placement of each of
because it reads the data from the routers of every chip in thi1€ vertices and a routing of the edges between these platcgmen
machine, not just the ones that were used in the simulation2long with an allocated key for each of the vertices. Thestool
to ensure that nothing unexpected happened on the otheY\/l” then ask each vertex how many time Steps it can record for,
routers such as stray packets being received based on the available SDRAM after placement is complete and
The Tag Loader scales with the number of boards in théhe resources used on each chip can therefore be determined.

machine because tags are only loaded on to the Etherndgach vertex will then be asked to generate its data, basedeon th
connected chip of each board mapping and timing information. The tools will then load the

The Virtual Chip Allocator and Database Notication generated data on to the machine along with the routing table
algorithms take around the same time in all cases becaud®d application code and start the execution of the cores and
they have no work to do in this run (there are no then wait an appropriate amount of time for the cores to stop,
external communications) before nally checking their status. Assuming the cores ptete
The time for Load Executable Images does not vary with théhe simulation successfully, control will return to the gitrvhich
size of the problem as expected since executable code for e&@h then request and display the recorded states from eacteof th
binary only needs to be copied to the machine once after whicHErtiCes in an appropriate way.

it can be rapidly replicated on to the required cores A future version could have a Conway vertex that can have
because simulation is run for the same duration an application vertex of cells. The whole problem can then be

The Routing, Routing Table Compression, and Routing Tabl€Xpressed using a single large application vertex which would
Generation algorithms appear to have a more complexePresentthe whole game board and an application edge for each
may therefore require re nement as problems of largerEdge Partition to indicate that di erent keys are required fo

scale are encountered to avoid them dominating the overagtach of the directions. The application code of the vertex would
execution time now have to cope with the reception of multiple neighbor states
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which would make the application code itself more complex; fo
example, it would have to cope with multiple incoming keys from
each direction, each of which would target a di erent cellhvint
the grid. A list of target cells stored for each key received!d
be su cient. The application vertex implementation would also
have to now be able to work out the resources required by
range of atoms in each machine vertex which could includeesom
basic data that all machine vertices use as well as somecesou
speci c to each atom.

Another possible extension to this application is to extrac
the state during execution to be displayed as the applicatio
progresses. The Live Packet Gatherer vertex (described)rbo
would need to be added to the graph, along with an edg
from each of the Conway vertices to this vertex. The scrip
would then indicate before executing the graph that there i
an external application that would like to receive the data.
The receiving application would be noti ed when the mapping
database had been written, at which point it can set up a mapping
between multicast keys received and positions in the gamelboa
responding when it has completed its own setup. The tools would The computation required to simulate each neuron at each
then notify the application that the simulation is startingdan time step in the simulation is generally xed. The remainiige
the application will then receive the same state message® as th then dedicated to processing the spikes received, the numbe
vertices receive. This information can be used to update thef which depends on the how many neurons are sending spikes
display of the game board. to the core and the activity of those connected neurons. Tm i
known in advance in general and so some exibility in the syst
with respect to the amount of computation available at each

Zhi gp?&ﬂg&ﬂgg!ﬂlyiwﬁ:nk;ly designed to simulatenode is necessary to allow the application to work in di erent
o . circumstances. Once the spike rate is known for a given né¢wor
spiking neural networksKurber et al., 20)3and indeed the red b ! W gwv dow

tool included within th ion 4.0.0 rel ¢ ththe system could potentially be recon gured with additional
OPO ?\INar(Ii inc L;tvs Wi '? et vrers;%rl b.A. re e?js? .? d Bores allowing that network to be simulated in less time alter
ZeZcrip?ioir Sfothea;fa?gwi)};kefo? ;imula{ing rTeourfal r?e?\llv%rks The platform is designed to be able to simulate 1,000 neurans o

) . . each core each with 1,000 incoming synapses spread across up to
is found in Rhodes et al. (2018but we examine here the g synap P P

o . ) 10,000 source neurons spiking at up to 10 Hz each; the framewor
application from the perspective of the tools. Sp''\"\H—OOISdoesn't enforce these requirements, and the software is et y

haz ﬁ:e_en |c|>art Of_ the sPyN;\l:ﬁkeL sciftwaée S'ncetcofniﬁpt'%timized to handle this case in general, so users should keep
Ia:1|n h]s Ir_le ease és .sucses.s ut )é: lf%oyeté as gar: ob € SHis in mind when designing neural networks to execute with
agship Human brain Froject L-oflaboratCyand has been sPyNNaker. To demonstrate this, the results foundAifbada

used successfully in a number of simulations in previous work al. (2018)show that the current sPyNNaker implementation

(e.g, Senk et al,, 2017; Albada et al., 2018; Rast et al., 20 not able to simulate the cortical column example in real-

Sen-bhattacharya etal., 20.18 . . . . __time due to the specics of this network being outside of the
As an example, we consider the simulation of a cortical mlcroEjesign speci cations detailed above. The tools helped to make

EOqumn ;ognil\évngln Tarlnmzacl)lig _It_);ams, 3efalls Of_ \i\'h'cp t(;lan it possible to simulate the network at a slower speed however,
€ found in Albaca et al ( )The m02 €l consists of the giving a starting point to improving on the implementation in
neurons within a structure underneath anin“ area of the surface the future

of the generic early sensory corteRatjans and Diesma_nn, We now look at how sPyNNaker makes use of SpiNNTools.
.2014.' Figure 13 shows the groups of neurons (POP_UIat_'OnS)The sPyNNaker software includes SpiNNaker application code
in this network and connectivity between them (Projectipns that can process a number of neurons on each core. The

In a spiking negra: network, thg veirtt|ces aretr?roups of poin pplication will be set up with a series of synaptic matrices, one
neurons (as a single core can simulate mare than one neuro r each core that it can receive from, which the application

the computat|o_n requwe_d is the update of the neuron state "can use to demultiplex the messages received from other cores,
response to spikes received from connected neurons. The ed_ direct them to the appropriate receiving neuron. A more
are then groups of synapses between the neurons over whi tailed description of the application code, including the

Sp'k‘?s are transmitted. These are pot_enually unidirecticmai mechanism for demultiplexing the incoming data, is found in
are likely to be more heterogeneous in nature than the rergulahhodeS etal. (2018)

grid pattern seen in Conway's Game of Life.

[}

Excitatory Projection

Inhibitory Projection
Excitatory Population

Inhibitory Population

D < S

FIGURE 13 | A neural network topology of a mm? area of cortical
micro-column found within the mammalian brain.

In addition to the neuron application code, a Poisson spike
generator code has also been created, which can generate
Shttps://collab.humanbrainproject.eu spikes randomly with a given rate using a Poisson process
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(Gerstein and Mandelbrot, 19%4 This is only intended to Each machine vertex can generate data for the vertex it
generate spikes rather than to receive them, though it might represents, including the parameters of the group of neurons,
generate spikes for a number of source neurons. All vertiaas ¢ and, in the case of the neuron vertex, the source keys for each
record the spikes generated by each of the neurons, irrespecti of the neurons it is to receive data from
of whether they were generated by a Poisson process or throughEach machine vertex can tell the tools how many time steps
or normal neuron dynamics. it can run for given a space in SDRAM. Note that the spike
The setup for this application is as follows: recording regions are sized assuming that every neuron spike
on every time step to ensure that the bu ers don't over Il
should this actually happen
Each machine vertex contains code to read spikes from the
recorded data using the Bu er Manager

An application vertex is created for each group of simulated
neurons (known as a Population), and another for each of the
Poisson generators

A matching machine vertex is created for each of the above
application vertices. These machine vertices will be gertgerat®©nce the graph describing the neural network has been buglt th
during the graph conversion and each will be expected to takscript will start execution of the graph, which will in turn resu

as a parameter the range of atoms assigned to it in the execution of the simulation of the network. Firstlyeth

An application edge is created to describe the connectivitgpplication graph is converted into a machine graph by asking the
between groups of neurons; the source vertex will be eithepplication vertices how much resource they require for dirgre

a Poisson vertex or a neuron vertex but the target can onlyanges of neurons. As with the Conway example, the tools will
be another neuron vertex as described above. The edge wiien go through the various stages until the execution of the
contain details of the neuron-to-neuron connectivity tdoal  simulation is complete. Control will then return to the script
the generation of the synaptic matrices and the user will be able to extract any recorded spikes and
The neural network is described as a set of neuron applicatioprocess these.

vertices and Poisson source application vertices with neural The live output example described in the Conway's use case
application edges between them also works similarly well in the neural networks use case th&o

FIGURE 14 | Results of running a scalable cortical-like network at varus scales on the machine. The overall run time is shown, brek down to show the longest
phases of the run which are the Data Generation phase and theda Loading phase. Also included is the time taken to createhie network; that is the time taken
between setting up the tools until the graph begins to execig.
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extension more relevant here is the connection of an externa including the structure and to write the data and to manage
device to the machine which will then be controlled by the the SDRAM usage of the data in the Python code.

network (e.g., a robotic device), as was the subjeétaft et al. The speed at which data is transferred to and from the machine
(2018) In this case an extension of the virtual application vertexis using SDP packets is quite slow, particularly when speaking
made to represent the device and added to the application graph. to chips that are not directly connected to the Ethernet.
Now, when the graph is executed the tools will add a virtual Mechanisms whereby data is sent to the Ethernet chip using
chip to the discovered machine and a placement constrairfiéot ~ multicast may be able to improve this. Data transfer could
vertex, placing the device on the virtual chip. The tools wiélrih be further improved by having cores on the Ethernet chip
operate as normal with edges to and from the device being tbute use the Ethernet adaptor directly rather than having to go
as appropriate. The algorithms will now recognize that the chip through SCAMP.

is virtual and will make use of the adjacent chip when neagssa

Loading will recognize that the chip is virtual also, and tswill

not attempt to load any data onto it; this is further enforcedw 9. CONCLUSIONS

the virtual vertexnot implementing the interface for the writing \ye have described a software systeBpINNTools—that can
of data. _be used to help to execute a problem described as a graph on
To test the performance of the neural network use case igiNNaker Neuromorphic machines. We have described how the
more detail, we constructed a scalable cortex-like newqbo;k tools operate at the high level by proceeding through a sefies o
that ts within the qr|g|nal design speulcatlons of the maicte’. steps that result in the mapping of the graph onto the machine,
The network consists of a number mgionconnected together, he execution of that graph and the obtaining of results frdra t
where each region consists of a 2-dimensional grid of Col8MNgyqcytion. We have then shown how this applies to two example
and each column consists of a number of layers of pairs gf.5hiems and the work that is required to make each work on
inhibitory and excitatory populations of neurons, similar 10 ye machine. We have shown that although SpiNNTools does not
the cortical micro-column. The script _aIIows the variatioh® .}y all the problems it abstracts away many of the stepsnesjui
number of parameters, but for simplicity we scaled the numbey, e gperation of the SpiNNaker machine, therefore making
of columns within each region using a square arrangementy ¢ operation easier. Applications that make use of the todls wi

with the number of layers and the number of regions xed 554 see the bene ts of any improvements without requiringéa
at 6. Figure 14 shows the results of three of these tests Whlclmpdates to their code-base.

run on 50, 72, and 98 boards, respectively. The results show
that the tools are capable of running on large SpiNNaker
machines and that the overall execution time (including theAUTHOR CONTRIBUTIONS

building of the graph) scales linearly with the network size . .
in this case. This work presents the latest version of the SpiNNTools sofwar

package produced by the SpiNNaker group at the University
of Manchester, UK. The current SpiNNaker software team is
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be better to allow an application graph to contain machine
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during the conversion.

It would be useful to provide some support at the C code IeveThe design and construction of the SpiNNaker machine
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make writing code that supports application vertices easier. clences Researc . ouncil under _grants E.P D 7 X/L
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in Python that can be used both to generate a C header @evelo_pment of the_ softvyare is_ supported _by the EU ICT
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