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An important characteristic of human language is compositionality. We can efficiently
express a wide variety of real-world situations, events, and behaviors by compositionally
constructing the meaning of a complex expression from a finite number of elements.
Previous studies have analyzed how machine-learning models, particularly neural
networks, can learn from experience to represent compositional relationships between
language and robot actions with the aim of understanding the symbol grounding structure
and achieving intelligent communicative agents. Such studies have mainly dealt with
the words (nouns, adjectives, and verbs) that directly refer to real-world matters. In
addition to these words, the current study deals with logic words, such as “not,” “and,”
and “or” simultaneously. These words are not directly referring to the real world, but
are logical operators that contribute to the construction of meaning in sentences. In
human-robot communication, these words may be used often. The current study builds
a recurrent neural network model with long short-term memory units and trains it to learn
to translate sentences including logic words into robot actions. We investigate what kind
of compositional representations, which mediate sentences and robot actions, emerge
as the network’s internal states via the learning process. Analysis after learning shows
that referential words are merged with visual information and the robot’s own current
state, and the logical words are represented by the model in accordance with their
functions as logical operators. Words such as “true,” “false,” and “not” work as non-linear
transformations to encode orthogonal phrases into the same area in a memory cell state
space. The word “and,” which required a robot to lift up both its hands, worked as if it
was a universal quantifier. The word “or,” which required action generation that looked
apparently random, was represented as an unstable space of the network’s dynamical
system.

Keywords: symbol grounding, neural network, human-robot interaction, logic words, language understanding,
sequence-to-sequence learning

1. INTRODUCTION

In recent years, the development of robots that work collaboratively in our living environment has
attracted great attention. In many scenarios, these robots will be required to behave appropriately
by understanding linguistic instruction from humans. Here, the meanings of instructions may
change depending on the environment. Thus, robots must be able to flexibly adapt their behavior
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FIGURE 6 | Top left: The states of the memory cells after the instruction “(L-flag color word) up true” or “(R-flag color word) up true” is given to the robot projected
onto the space spanned by PC1, 2, and 3. Here, the robot is always waiting in the DOWN-DOWN posture, but the situations are different with respect to the colors of
the flags grasped in each hand. For example, the filled blue circle is the activation after receiving “blue up true” in the situation B-R in which a blue flag is in the left
hand and a red flag is in the right. In this task, which arm should be moved cannot be determined from the given objective word alone. However, in the PC1 direction,
which arm is indicated by the objective word is represented. The RNN learned to integrate the objective word information and the current visual information, and
acquired a representation corresponding to the meaningful pair of “left-right”. By using these activations, the robot could choose a correct arm for each trial.

Others: We also plotted the internal states after giving these instructions to the robot that is waiting in the other postures, together with the internal states on the
DOWN-DOWN condition. We projected them onto the PC1-2, PC3-4, and PC5-6 space. Note that we carried out PCA again by using the internal states on all of
these conditions. Plot colors and shapes are as in the top left panel except that the frame lines differ according to the robot current posture. In this case, the current
posture information is strongly reflected to the internal states, thus it is encoded in the PC1-2 plane. But the representation corresponding to “left” and “right” is still
able to be seen easily in the PC3-4 plane. The visual information was encoded in the PC5-6 space although the hexagon shape was a little distorted.

during the execution of the task by principal component analysis
(PCA)3.

3.5.1. Representations of Referential Color Words

First, the top left panel of Figure 6 shows the states of the memory
cells after the instruction “(L-flag color word) up true” or “(R-
flag color word) up true” is given to the robot. Here, the robot is
always waiting in the DOWN-DOWN posture, but the situations
are different with respect to the flag colors. Therefore, the RNN
has to choose which arm should be raised by integrating the
visual information and the input objective word. In the PC2-PC3
plane, the current visual input is directly embedded. However,
in the PC1 direction, which arm has been indicated by an
objective word is represented. In other words, in the experience

3Before applying PCA, parallel translation was applied to the internal state vectors
to make the mean of them the zero vector (i.e., centering preprocessing was
performed).

of generating action sequences by receiving an instruction and
visual input, the RNN acquired a representation corresponding
to the meaningful pair of “left” and “right”. We also plotted the
internal states after giving these instructions to the robot that is
waiting in the other postures, together with the internal states
on the DOWN-DOWN condition. In the other three panels of
Figure 6, we projected them onto the PC1-2, PC3-4, and PC5-
6 space. In this case, the current posture information is strongly
reflected to the internal states, thus it is encoded in the PC1-2
plane. But the representation corresponding to “left” and “right”
is still able to be seen easily in the PC3-4 plane. Here, note
that in the case of the UP-UP posture, the actual motions to be
generated by receiving “(L-flag color word) up true” or “(R-flag
color word) up true” are the same (keep the current posture),
and, in fact, the network could keep the posture. This analysis
shows that even in such situations in which the same action was
generated, the model could internally represent these instructions
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as different meanings, “left” or “right”. Incidentally, the visual
information was also still encoded in a less principal component
space (PC5-6) although the hexagon shape was a little distorted.

3.5.2. Representations of Logic Words: “True” and

“False”

Next, we also analyzed the representations of logic words. We
visualized memory cell activations after giving eight possible
instructions with one objective word to a robot that was grasping
R-B flags and waiting in the DOWN-DOWN posture (Figure 7).
In the directions of PC1, PC2, and PC3, the activations directly
corresponding to each part of speech (objective, verb, truth
value) of the input sentence can be seen, that is, “red”/“blue”,
“up”/“down” and “true”/“false” pairs are reflected in the PC2,
PC1, and PC3 axes, respectively. Here, the problem is that the
RNN has to solve an X-OR problem that consists of “up”/“down”
and “true”/“false” (shown in the left panel of Figure 7), and to link
its interpretation into UP or DOWN goal-oriented action. More
precisely, if the sentence includes “up true” or “down false,” UP
action must be chosen. In contrast, if the sentence includes “up
false” or “down true,” DOWN action must be chosen.

Actually, by exploring the lower-rank component PC4, the
activations that were located diagonally across the parallelogram
in PC1-PC3 space were located in the same direction. “Up true”
and “down false,” which are mutually orthogonal but have the
same meaning UP, are represented in the bottom area of the right
panel. In contrast, “up false” and “down true” are represented
in the top area. Thanks to this non-linear embedding, the X-OR
problem is solved in the PC4 direction. In summary, the RNN has
extracted the XOR problem implicitly included in the sequential
experiences and learned to link the orthogonal instructions in
the same goal-oriented action by its non-linear dynamics, while
retaining the information that the input sentences are very
different from each other in the larger principal components.

3.5.3. Representations of Logic Words: “And” and
“Or7,

The left panel of Figure 8 shows the memory cell states after
giving a robot that is grasping R-B flags some instructions
whose objective part is one word, AND-concatenated, or OR-
concatenated. The verb and the truth value are “up” and
“true,” respectively. AND-concatenated instructions that direct
the robot to raise both arms are represented away from other
instruction encodings in the PC1 direction. The pair of “red”
and “blue” is represented in the PC2 direction. Here, the word
“or” that directs the robot to raise either hand is embedded in
the middle space between these two encodings. This suggests
that “or” is represented as an unstable point of the network
dynamics and that, thanks to this acquired dynamics, behavior
which apparently looks like randomly choosing the left or right
arm has emerged.

To verify this, we conducted the following additional
simulation. To a robot that had 2,048 different contexts, we
gave the instruction “green or blue up true.” Specifically, in all
2,048 contexts, a robot is currently waiting in a DOWN-DOWN
posture with G-B flags. However, in each context, the order
of preceding episodes is randomly different from in the other
contexts. As mentioned in section 3.3, even when the situation,
defined by the combination of an instruction, the vision, and the
robot current posture (in this simulation, “green or blue up true,”
the green flag in the left hand, the blue flag in the right hand,
and DOWN-DOWN posture, respectively) is the same, different
activations occur every time because the contextual information
of the previous episodes still remains in the memory cell states.
Therefore, we see 2,048 different activations corresponding to
2,048 contexts. As shown in the top left panel of the right side
of Figure 8, the memory cell states after the instruction “green or
blue up true” were then arranged in an arch-shaped space. Each
point corresponds to one specific context. When the activation
was on the left side of the arch, the robot generated L-UP action.

v V N 06 A
i “up true” (UP) A
Y0 “downtrue” N A A 041 Y DOWN v
. (DOWN)
0.5 L \\\ 02
PC3 . PC4
(13.1%) . (2.6 %)™
-0.5 \\ i ”upfalse”\\\\ -0.2
ol W v \\\ (DOWN) .. s UP
“down false” (UP) . a & v A v A
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A “Red up true.” A "Red up false.” v “Red down true.” v “Red down false.”
A “Blue up true.” A "Blue up false.” v “Blue down true.” v “Blue down false.”

FIGURE 7 | Memory cell states after giving eight possible instructions with one objective word to the RNN in the situation that the grasped flags are R-B and the
waiting posture is DOWN-DOWN. The left panel projects them onto PC1-3 space, and the right panel projects them onto PC2-4 space. In the directions of PC1,
PC2, and PC83, the activations directly corresponding to each part of speech (objective, verb, truth value) can be seen: that is, “red”/“blue”, “up”/“down” and
“true”/“false” pairs are reflected in the PC2, PC1, and PC3 axes, respectively. However, by exploring lower rank components, it can be seen that the X-OR problem
consisting of “up”/“down” and “true”/“false” pairs is solved in the PC4 direction by non-linearly embedding the input sentences.
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FIGURE 8 | Left: The memory cell states after giving a robot that is grasping red and blue flags some instructions whose objective part is one word,
AND-concatenated, or OR-concatenated. The verb and the truth value are “up” and “true,” respectively. The AND-concatenated instructions are represented away
from other instruction encodings in the PC1 direction. The pair of “red” and “blue” is represented in the PC2 direction. The “or” that directs the robot to raise either
hand is embedded in the middle space between these two encodings. Right: To a robot waiting in the DOWN-DOWN posture with G-B flags after 2,048 different
contexts, we gave the instruction “green or blue up true.” The memory cell states after the instruction (t = 0) were arranged on an arch-shaped space (left top). Each
point corresponds to one specific context. When the activation was on the left side of the arch, the robot generated L-UP action and the internal states converged to
the fixed-point corresponding to the UP-DOWN posture. In contrast, on the right side, the robot generated R-UP action, and the internal states converged to the
fixed-point corresponding to the DOWN-UP posture. When the activation was on the topmost area of the arch, a little unstable action was generated. However, even
in such cases, the internal states eventually converged to one of fixed-points, as shown in the right bottom panel.

In contrast, for right-side activation, the robot generated R-UP
action. When the activation was in the topmost area of the arch,
some unstable motion was generated. However, in all cases, the
internal states eventually converged into one of the fixed-point
attractors that corresponded to the DOWN-UP posture or the
UP-DOWN posture, as shown in the bottom rightmost panel
of Figure 8. This means that to respond to OR instructions that
require the robot to behave in a random exclusive-OR-like way,
the internal representation was the convergence from an unstable
space to either one of two stable points.

In this analysis, PC1 was strongly dominant (the contribution
ratio is 97.9%). Therefore, due to this important contribution
ratio, one could assume that only one neuron would be enough
to generate this unstable dynamics. However, the activation in
the PC1 direction was actually composed of the activations of
multiple units. Specifically, no single unit has cosine similarity of
more than 0.4 (or less than —0.4) to PCI. Instead, seven units
have cosine similarity of in the range between 0.2 and 0.4 (or
between —0.4 and —0.2) to PC1. In other words, this unstable
dynamics was realized in a distributed way.

3.5.4. Dynamical Representations of the Task
Execution

Finally, we visualized the internal dynamics during the execution
of the task. Figure 9 shows the state transition of memory cells
while the robot experienced four episodes and its posture is
moved in the order from DOWN-DOWN, through UP-DOWN,
UP-UP, DOWN-UP, to DOWN-DOWN. Here, the PC1-2 space
seems to roughly correspond to the robot’s posture. Moreover,
the transitions among different postures are represented as

K
-6
-4
- PC3
(12.6 %)
-0
F—2
L: DOWN .
R: DOWN L- DOWN 4.18_
E\__R:UP £ P2
- -5 0 5 10 % (282%)

PC1 (34.3 %)

FIGURE 9 | The state transition of memory cells while the robot experienced
four episodes and its posture moved in the order from DOWN-DOWN, through
UP-DOWN, UP-UP, DOWN-UP, to DOWN-DOWN. The transitions among
different postures are represented as transitions among different fixed-point
attractors (circle marks), each of which corresponds to a posture. By receiving
an instruction, the internal state is activated in the PC3 direction and reaches
the unstable point indicated by a + mark. By converging into one of the
fixed-points again after the activation, the corresponding goal-oriented action
is generated. The robot then waits for a subsequent instruction at that point.

transitions among different fixed-point attractors (shown as
circles), each of which corresponds to a posture. By receiving an
instruction, the internal state is activated in the PC3 direction
and reaches the unstable point indicated by a + mark. This
activation is gained as a result of the integration of the visual
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information and processing logic words, as mentioned above, 3.6. Generalization Ability
although it is difficult to visualize them simultaneously in this In the previous subsection, we showed the internal
figure. By converging to one of the fixed-points again after the  representations of relations between instructions and actions
activation, the corresponding goal-oriented action is generated.  acquired through the experience of an imposed task. Empirically,
The robot then waits for a subsequent instruction at that point. ~ when such kinds of systematic representation can be organized,
This is the case even when the correct action is to maintain the  the model achieves a certain level of generalization ability (Sugita
current posture. While the apparent motion of joint angles is  and Tani, 2005; Ogata et al., 2007; Yamada et al., 2016). Thus, we
remaining stationary, it was internally represented as converging  conducted learning experiments again by removing 50 or 25%
to the original fixed-point. of the possible situations from the training dataset. We chose
In summary, the RNN learned to encode the instructions in ~ removed patterns regularly so that each word, robot posture, and
a form integrated with the visual inputs and the current robot  flag arrangement would appear uniformly, as shown in Table 1.
posture and to generate an appropriate robot action through the ~ Here, we trained only three models with 100, 150, and 300 LSTM
experience of sequential interaction data. It was also revealed that  units. The results are shown in Figure 10.

logical words, “true;” “false;,” “and,” “or” are processed along with We first explain the performance of the models trained with
the other referential words and encoded in a way that reflects the ~ only 50% of possible situations. For types (2)-(4), the models
functions in the current task. behaved appropriately for many of the possible patterns, even

TABLE 1 | To evaluate the model's generalization ability for the flag task, we conducted learning experiments again by removing (a) 50% or (b) 25% of the possible
situations from training dataset.

Posture Colors Instructions

LUT LUF LDT LDF RUT RUF RDT RDF AUT AUF ADT ADF OUT OUF ODT ODF

DOWN-DOWN R-G o © © © © o o © © © © o
G-R ) © o ®© o © © o © © S O]
G-B o © © o © © © o © © © o
B-G © o © © o © o © © o © ©
B-R o ©® © ©] © o © o © © o ©
R-B © © o o © © © © o © o ©
DOWN-UP R-G o © © © © o © o © © o ©
G-R © © o o © © © © o o © ©
G-B o © © © © o o © © © © o
B-G © o © o © © © o © © o ©
B-R © © o © © o © o © © © o
R-B © o © © o © © © o o © ©
UP-DOWN R-G o © © o © © © o © o © ©
G-R © o © © o © o © © © o ©
G-B o © © © © o © o © © © o
B-G © © o o © © © © o o © ©
B-R © o © © o © o © © O] © o
R-B © o © © o © © © o © o ©
UP-UP R-G © © o o © © © © o © © o
G-R o ©® © ® © o © o © © ° ©
G-B © o © © o © © © o o © ©
B-G © © o o © © © o © © © o
B-R © © o © o © © o © o © ©
R-B o © © © © o o © © o © ©

(@) In the former case, only the situations indicated by © marks were included in training data. (b) In the latter case, situations indicated not only by © marks but also by o marks were
included in the training data. The situations denoted as an empty cell were included in traning data in neither case. In this table, instruction patterns are abbreviated as follows. L: Left
flag color; R: right flag color; A: AND-concatenated objectives; O: OR-concatenated objectives; U: up; D: down; T: true; F: false. For example, the cell referred to as DOWN-DOWN,
R-G, LUF is indicated by a ® mark. It means that it is possible that the robot grasping R-G flags and waiting in a DOWN-DOWN posture receives an instruction “red up false” during
training in both cases of (a) and (b). As another example, the cell referred to as UP-UR, R-B, OUT is indicated by a o mark. It means that it is possible that the robot grasping R-B flags
and waiting in an UP-UP posture receives an instruction “red or blue up true” and “blue or red up true” during training in only the case of (b). In the other example, the cell referred to as
DOWN-UR, B-R, LUT is denoted as empty. It means that the robot grasping B-R flags and waiting in an DOWN-UP posture does not receive an instruction “blue up true” during training
in either case.
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(33.7%) (34.9%) (32.5%) (87.9%) (86.9%) (89.6%) (80.0%) (78.1%) (80.6%) (100.0%)(100.0%) (99.6%) (93.6%) (92.9%) (93.1%)  (100.0%)(100.0%)(100.0%) (61.7%) (79.6%) (77.5%)  (76.7%) (85.0%) (88.3%)
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FIGURE 10 | To evaluate the model's generalization ability for the flag task, we conducted learning experiments again by removing (a) 50% or (b) 25% of the possible
situations from training dataset. We evaluated the performance by counting how many unexperienced situation patterns each model dealt with appropriately. Similarly
to Figure 4, we evaluated the performances with respect to each of the four situation types.

for the unexperienced ones. In contrast, only about one-third
of the possible patterns of type (1) single-objective instructions,
could be dealt with appropriately. In fact, this performance
matches the level from chance, in which the robot uniformly
randomly chooses one of three possible motions for a single-
objective instruction (moving the left arm, moving the right arm,
or keeping the current posture). To clarify why the network failed
to generate appropriate motions, we checked some examples
actually generated by the 100-node model (Figure 11). In one
failure (indicated by the left rounded box), the final posture was
correct but the trajectory was not stable, and so it did not satisfy
the criterion that the error should be within 0.04. In another
failure (right rounded box), a wrong action was chosen. The
latter case indicates that although the model roughly learned
to generate some possible actions after an instruction input, it
failed to learn the relationships between color words and visual
information.

One possible reason for failing to respond to (1) single-
objective instructions is that only this type is actually linked with
visual information. For example, in the case of type (2) AND-
concatenated instructions, the RNN does not have to consider
visual stimuli because, when the instruction includes “and,” both
arms have to be moved, regardless of the flag colors. In fact,
when we tried to give the robot grasping R-B flags a contradictory
instruction “green and blue up true,” it raised both arms. In other
contradictory cases, the results were similar. Also for types (3)
and (4), when the instruction includes “or;” either arm should
be moved regardless of the flag colors. In that sense, type (1)
single-objective instructions are more difficult than other types.
It is possible that experiencing only half of the possible patterns
is not enough to completely generalize the task space. Then, we
performed the learning with the dataset in which only 25% of
the situations were removed. In this case, the models responded
appropriately to more than 80% of type (1) unexperienced
situations in a generalized way.

In the next section, we describe another learning experiment
based on the “bell task.” The bell task is different from the
flag task in two ways. First, the action sequences are more
complicated because we collect motion data by using a real
robot. Second, all the instructions including a logic word require

referring to the visual information. We investigate whether a
similar kind of representations of logic words that reflect their
function can be organized in more realistic setting.

4. EXPERIMENT 2: BELL TASK

4.1. Task Overview

As a more realistic task, we conducted a learning experiment
based on the bell task. In contrast with the first task, we collect
motion data by using a real robot. First, a human places three
bells colored red, green, and blue at random: one on the left,
another to the center, and the other on the right front of the
robot. Then, the human gives the robot a linguistic instruction
consisting of a combination of a verb (“hit,” “point”), an objective
“red,” “green,” “blue”), and an adverb (“slowly;” “quickly”). When
the left or right bell is indicated, the robot must hit (point at)
the bell with the closer hand. However, when the center bell is
indicated, the robot can hit (point at) the bell with either hand.

Similarly to the flag task, two objective (color) words can be
concatenated by “and”. In such cases, the robot has to hit (point
at) the two indicated bells simultaneously. If two color words are
concatenated by “or;” hitting (pointing at) either bell indicated is
correct. In another case, the logic word “not” can be prefixed to
a color word (referred to as NOT-prefixed). In this case, hitting
(pointing at) the two bells that are the complementary set of
the indicated color is the correct response. For example, when
the instruction is “hit not red quickly,” the correct action is to
simultaneously hit both the green and blue bells quickly.

The number of possible situations are 432: a combination of
72 possible instructions and 6 bell arrangements. In contrast to
the flag task, in this task, the initial posture and end posture are
the same, therefore the motion does not depend on the robot’s
initial posture. However, the actual action sequences are more
complicated than the flag task, as shown in Figure 12.

4.2. Data Representation
We represent the execution of the bell task as a sequence of 26
dimensional vectors. The state S; on time step ¢ is represented as
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FIGURE 11 | In unexperienced situations of the flag task, some different patterns of failures could be seen (indicated by beige-colored rounded boxes). The first case,
indicated by the left rounded box, was that the final posture was correct but the trajectory was not stable, thus it could not satisfy the criterion that the error should be
within 0.04. The second pattern was that a wrong action was chosen. In the case indicated by the right rounded box, the right arm had to be raised. However, it was
actually kept in the DOWN posture.
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FIGURE 12 | Overview of the bell task. A human places three bells colored red, green, and blue in random order. The human gives the robot an instruction consisting
of a combination of a verb (“hit,” “point”), an objective (“red,” “green,” “blue”), and an adverb (“slowly,” “quickly”). When the left or right bell is indicated, the robot must
hit (point at) the bell with the closer hand. In the case of the center bell, the robot may hit (point at) it with either arm. Two color words can be concatenated by “and”.

In this case, the robot must act to both bells simultaneously (not presented in this figure). Two color words also can be concatenated by “or,” in which case the robot

may hit (point at) either bell. In another case, the logic word “not” can be prefixed to a color word. In this case, simultaneously hitting (pointing at) the two bells that are
the complementary set of the indicated color is the correct response.
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To represent the robot joints, 10 elements that correspond to
shoulder pitch, shoulder roll, elbow roll, elbow yaw, wrist yaw
on each arm are assigned to the vector j;. Action sequences take
approximately 16 steps in the case of QUICKLY actions, and
approximately 25 steps in the case of SLOWLY actions. Action
sequences are recorded by actually controlling the robot joints
along predesigned trajectories. Visual information is encoded as
a six-dimensional vector (v¢). Three pairs of elements encode the
bell colors. For example, vjy and v;; are used to represent the left
bell color. In this task, it is assumed that the hues R, G, and B

correspond to 0, 120, and 240° on the hue circle, respectively.

()

The component v}

is the sine of the angle of the left bell color

on the hue circle, vglt) is its cosine. The pairs vig, vgtl) and v%), vitl)

encode the center and right bell colors, respectively, in the same
way. This encoding method was used by Sugita and Tani (2005)
and Yamada et al. (2016). Ten elements are assigned for language.
Each element of w; corresponds to one word, out of “hit,” “point,”
“red,” “green;” “blue,” “slowly,” “quickly,” “and,” “or;” and “not,
and an instruction sentence is represented as a sequence of 1-hot
vectors. Here, the instruction sentences and corresponding action
sequences are concatenated on a computer, and sequences that
represent interactions are similar to those for the flag task, with
multiple repetitions of instructions and corresponding actions
(and waiting phases).

4.3. Learning Setting and Evaluation
Method

We made 512 sequential datasets for training, each of which
includes eight episodes. All the possible situations were included
at least once. We built models with 100, 300, 500, and 700
LSTM units, and trained them 10 times from randomly initialized
learnable parameters. Adam is used as an optimizer. The number

of learning iterations is 10,000, and the learning rate is set to
0.001.

After learning, we made another dataset for the evaluation
which includes all possible situations 10 times. When the root
mean squared errors between the generated angles and the
correct ones per time step per joint during the action generations
are less than 0.04, we judge that the RNN succeeds in generating
an appropriate action. We regard the situation patterns in which
the RNN succeeds in generating an appropriate action more than
seven times out of 10 as “appropriately learned,” just as in the flag
task.

4.4. Task Performance after Training

We classify all the possible situations into four types: situations
with (1) an instruction that includes only one objective
word (72 situations); (2) an instruction is AND-concatenated
(144 situations); (3) an instruction is OR-concatenated (144
situations); and (4) an instruction is NOT-prefixed (72
situations). We evaluate the performance by counting how many
situation patterns each model learns appropriately with respect
to each of four types. Figure 13 shows the results. The task
performance was improved by increasing the number of LSTM
nodes. However, there is no significant difference between 500
and 700 node models for all situation types.

Next, we investigated which action was chosen by the model
for instructions that had multiple correct actions. Here, we
counted the result of the model with 500 LSTM units. The
situations that have multiple correct actions are divided into three
types. (a) The sentence instructs the robot to act on the center
bell. In this case, acting with either arm is correct; therefore, two
correct actions exist. (b) The sentence instructs the robot to act
on the “left or right” bell. In this case, there are also two solutions.
(c) The sentence instructs the robot to act on the “left or center”
bell, or the “right or center” bell. In this case, there are three
answers, (i) acting on the center bell with the left arm, (ii) acting
on the center bell with the right arm, and (iii) acting on the left
(right) bell with the left (right) arm. The results for these three
types of situation are shown in Table 2. As shown in Table 2, the
model could choose each of multiple solutions evenly. In fact,
types (a), (b), and (c) have 24, 48, and 96 possible variations,
respectively, and the test was conducted 10 times for each of
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FIGURE 13 | Experiment 2 (bell task). Action generation performance. We evaluated performance by counting how many situation patterns each model learned
appropriately with respect to each of the four situation types: (1) the instruction includes one objective; (2) the instruction is AND-concatenated; (3) the instruction is
OR-concatenated; and (4) the instruction is NOT-prefixed. The written values are averages of 10 trials in which learning began with different seeds. Error bars

represent standard deviations.
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TABLE 2 | Ratios of chosen solutions for ambiguous cases (two or three
acceptable answers) of bell task.

Situation Choice 1 (%) Choice 2 (%) Choice 3 Failure (%)
@) 49.2 42.9 - 7.9
(b) 50.0 44.4 - 5.6
(© 29.1 29.4 36.6 5.0

The situations that have multiple correct actions are divided into three types. (a) The
sentence instructs the robot to act on the center bell. In this case, acting with either arm is
correct; therefore, two correct actions exist. (b) The sentence instructs the robot to act on
the “left or right” bell. In this case, there are also two solutions. (c) The sentence instructs
the robot to act on the “left or center” bell, or the “right or center” bell. In this case, there
are three correct answers: (i) acting on the center bell with the left arm, (i) acting on the
center bell with the right arm, and (iij) acting on the left (resp., right) bell with the left (resp.,
right) arm.

them. In most of these ambiguous situations, the RNN chose
each possible solution at least once. Just as in the flag task, the
RNN could learn to behave appropriately even in such ambiguous
situations.

4.5. Analyses of Internal Representations
4.5.1. Representations of “Or”

As in the flag task, we investigated the internal representations
organized after learning by using PCA. First, we visualized
the states of the memory cells after giving instructions in the
form of “hit (objective part) slowly” that include one objective
word or two OR-concatenated objective words (the left panel
of Figure 14). This figure shows that the activations after the
OR-concatenated instructions are located between the activations
after the one objective word instructions. For example, “hit red
or green slowly” and “hit green or red slowly” are embedded
between the encodings of “hit red slowly” and “hit green slowly.”
This suggests the fact that “or” is represented by unstable points
in the network dynamics, as in the flag task. In fact, the right panel
of Figure 14 shows an arch shaped activation space like the one in
the flag task, although the shape is less clean. Note that although
in the flag task, the meaning of “or” is always “left or right”
regardless of the flag colors, in the current task the two candidate
bells depend on the input color words and visual information.
Even in this kind of situation, the functional meaning of “or”
can be appropriately acquired in a way that is integrated with the
objective color words.

4.5.2. Representations of “And” and “Not”

Figure 15 shows the memory cell states after giving instructions
in the form of “hit (objective part) slowly,” in which the
objective part is AND-concatenated or NOT-prefixed. The bell
arrangement was fixed in the order of R,G,B from left to right. In
this task, “not” indicates the complementary set. Therefore, for
example, “not green” and “red and blue” have the same meaning.
Although the objective parts of these instructions are completely
orthogonal to each other, they are located close each other in
the space spanned by PC4 and PC5 and, as a result, instructions
with the same meaning form clusters: that is, R-AND-G, G-AND-
B, and B-AND-R. These instructions including logic words also
require the RNN to consider visual information to determine
the meaning of the sentence. Which two bells should be hit

(pointed at) depends on both the input color words and visual
information. The RNN learned to link these sentences flexibly
in the sensorimotor information just from the experience of
sequential data for the imposed task.

In summary, even in the bell task that requires both
referring to visual information and processing of logic words
simultaneously, the functional meaning of logic words could be
appropriately organized in a way that was integrated with the
referential words.

5. DISCUSSION

The current study conducted learning experiments involving
translation from linguistic instructions, including both
referential and logic words, into robot actions in order to
investigate what kind of compositional representations emerged
from the interactive experiences. In the case of referential
words, objective words were merged with visual input, verbs
were integrated with the robot’s own posture, and as a result,
appropriate actions were generated. Simultaneously, the model
could also deal with the logic words “true;” “false,” “not,” “and”
and “or”. By embedding these words as internal representations
that reflect their functional properties, appropriate actions were
achieved. In this following, we discuss three types of logic word
separately.

5.1. True, False, Not
“True” and “false” in the flag task were understood as the
goal-oriented action UP/DOWN by being combined with “up”
and “down” in a X-OR manner. “Not” in the bell hitting task
worked as an operation to choose a complementary set. For
example, “not red” corresponded to “green and blue.” The
RNN learned to embed these completely orthogonal phrases
as having the same meaning in the lower-ranking principal
component space by its non-linear transformation. In the field
of natural language understanding by deep learning, a similar
kind of analysis has been performed. Li et al. (2016) showed
that a model optimized for sentiment analysis changes its
internal encoding drastically in response to the negation of an
expression. Hence, for example, “not good” is encoded closer to
“bad” than to “good”. However, the visualization in the current
study showed that even though the information that input
sentences were completely different is still retained in the main
component space, the combined representation corresponding to
the behavioral meaning is reflected in the lower ranking principal
components. In other words, not only information encoding
compositionally integrated meaning but also information of
compositional elements are retained in the model’s memory.
This aspect seems to be important. For example, imagine that
both of the sentences “hit red quickly” in the case of an RGB
bell arrangement and “hit blue quickly” in the case of a BGR
arrangement were encoded just as the action HIT-L-QUICKLY
with the loss of the information about element words. In this case,
it would be impossible for the model to respond appropriately
to changes, such as a sudden replacement of bells during the
action generation, because the color word information has been
lost. By retaining the information about compositional elements,
adaptive behavior to respond to such fluctuations would be
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FIGURE 14 | Left: The states of the memory cells after giving instructions in the form of “hit (objective part) slowly” that include one objective word or two
OR-concatenated objective words. The activations after the OR-concatenated instructions are located between the activations for the one objective word instructions.
For example, “hit red or green slowly” and “hit green or red slowly” are embedded between the encodings of “hit red slowly” and “hit green slowly.” Right: To a robot
waiting with bells arranged in the order of RGB from left to right after 2,048 different contexts, we gave the instruction “hit red or blue slowly.” The memory cell states
after the instruction were arranged on an arch shaped space which was less defined than that for the flag task. When the activation was on the left side of the arch,
the robot generated HIT-L-SLOWLY action. For activation on the right side, the robot generated HIT-R-SLOWLY action. When the activation was in the topmost area,

possible, although it is not certain that our current model is
capable of dealing with such situations because they were not
included in training data.

5.2. And

In the flag task, “and” per se worked as a kind of universal
quantifier without referring to objective words. For example,
when a robot grasping R-B flags was given “green and blue up
true,” it lifted up both arms. In other contradictory cases, the
results were similar. In other words, if the instruction includes
“and,” the color words are ignored and only the verb (and truth
value) is considered. In that sense, “and” is represented as a
concept one step higher. This interpretation of “and” by the
neural network could not be expected before the experiment
and is actually out of our common usage of “and”; but it can
be seen as a reasonable and rational solution in the range of
the current task. In contrast, in the bell task, AND-concatenated
instructions required referring to visual information, and the
model appropriately integrated them with the visual information
and then generated correct both-hand actions.

In this way, “and” was represented in a different suitable
manner with respect to each task. However, in general, there
are more situations in which “and” is used in different ways to
combine words, phrases, or sentences. The investigation of how
such higher order or general types of “and” can be handled or
represented is left for future work.

5.3.Or

In the flag task it was shown that without noise applied to the
joint angles, the model learned less successfully than it did with
noise. This difference did not appear in preliminary experiments
that did not include OR-concatenated instructions. We think
that due to the inclusion of OR-concatenated instructions that
introduce ambiguity by giving as correct either of the answers

25
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FIGURE 15 | The memory cell states after giving instructions in the form of “hit
(objective part) slowly,” in which objective part is AND-concatenated or
NOT-prefixed. The bell arrangement was fixed in the order of R, G, B from left
to right. In this task, “not” indicates the complementary set. Therefore, for
example, “not green” and “red and blue” have the same meaning. Although
the objective parts of these instructions are completely orthogonal, they are
located close each other in the space spanned by PC4 and PC5 and, as a
result, instructions with the same meaning form clusters: R-AND-G, G-AND-B,
and B-AND-R.

randomly each time, the optimization by minimization of the
simple squared error became unstable. This is a very similar
to a popular thought experiment called Buridan’s ass. In the
story, an ass is given grass feed on both its left and right
sides, located at exactly the same distance away. Faced with this
dilemma it could not choose a side and finally starved to death.
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Our analysis shows the possibility that the network solved this
problem, which the ass faced too honestly, by using the tiny
amount of noise as a clue to determine which arm moves and
by organizing unstable dynamics which converges to either of
two fixed-point attractors. However, a more detailed analysis
of the dynamical characteristics of the model is required. For
example, Tani and Fukumura (1995) showed that a deterministic
RNN model can reproduce a simple symbol sequence that is
generated in accordance with probabilistic rules by producing
a self-organizing chaotic dynamics. Namikawa et al. (2011) also
demonstrated that a temporally hierarchical RNN could learn to
generate pseudo-stochastic transitions between multiple motor
primitives on a robot. Our experiment showed that a similar
kind of function to generate actions as if they were generated
probabilistically is achieved from the learning of an interactive
instruction-action task that includes longer time dependency and
more complexity. Our results also showed that the ability to deal
with OR-concatenated instructions was improved by increasing
LSTM node numbers. We think that by increasing the number
of nodes and improving the representation ability the network
could learn to forcibly embed the probabilistic experiences in
a chaotic dynamics. We should analyze how the function is
dynamically represented in the future.

5.4. Summary and Future Work

This study conducted learning experiments that translates
linguistic sentences, including both referential and logic words,
into robot actions to investigate what kind of compositional
structures emerged from the experiences of interaction.
Referential words were linked in the visual information and the
robot’s current state and then appropriate actions were generated.
The logical words were also simultaneously represented by the
model in accordance with their functions as logical operators.
To be more precise, the words “true;,” “false” and “not” work as
non-linear transformations to embed orthogonal phrases into
the same area in a lower-rank principal component space. “And”
in the flag task eliminated referring to the visual information in a
rational way and worked as if it per se was a universal quantifier.
“Or; which requires action generation that looks apparently
random, was represented as an unstable space of the network’s
dynamical system.

Future work includes the following. First, we should confirm
whether both referential and logic words are simultaneously
learned when the complexity of the task is more extended.
Although the scaling up of vocabulary size is one way to extend,
the scaling up of syntactic variety is also required because
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