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Introduction: Underwater target detection plays a crucial role in marine
environmental monitoring and ocean exploration. However, accurate detection
remains challenging due to low illumination, blurred small objects, and complex
background interference. Although convolutional neural network-based
detectors have improved detection performance, many existing approaches are
computationally expensive, limiting their deployment on resource-constrained
underwater platforms.
Methods: To address these challenges, we propose YOLOv8n-PFA, a lightweight
and high-precision underwater object detection framework. The proposed
method introduces a novel Parallel Fusion Attention (PFA) module that models
channel and spatial attention in parallel using residual connections to enhance
discriminative features while suppressing background noise. The Wise
Intersection over Union (WIoUv3) loss is incorporated to stabilize training and
improve localization accuracy. Additionally, depth-wise convolutions (DWConv)
are strategically applied to reduce model parameters and computational
complexity. To further validate generalization capability, the PFA module is also
integrated into YOLOv11n.
Results: Experimental results show that YOLOv8n-PFA achieves 84.2% mean
Average Precision (mAP) on the URPC2020 dataset with 2.68 M parameters and
7.7 GFLOPs, and 84.8% mAP on the RUOD dataset with 2.98 M parameters and 7.9
GFLOPs. When integrated into YOLOv11n, the model achieves 84.7% mAP on
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URPC2020 and 85.3% on RUOD with only 2.76 M parameters and 6.5 GFLOPs.
Across both datasets, the proposed approach improves mAP by 2.8-4.1% over
baseline models while maintaining a lightweight architecture.
Discussion: The results demonstrate that the proposed framework provides an
effective and computationally ef� cient solution for real-time underwater target
detection in challenging marine environments. The consistent performance
gains across different YOLO generations further con� rm the scalability and
robustness of the proposed PFA module.
KEYWORDS

underwater object detection, lightweight object detection, Parallel Fusion Attention
(PFA), YOLO-based detection, marine environment monitoring
1 Introduction

Underwater target detection involves the identi�cation and
localization of various targets in the underwater environment, such
as marine life, shipwrecks, and resources like oil, which can be
utilized for the development and management of aquatic resources
Zhu et al., 2024). The advancement of deep learning and the
intelligent robotics industry has established underwater robots as
a primary tool for ocean exploration, enabling critical tasks such as
navigation, object recognition, population estimation, and
infrastructure inspection, re�ecting the broader trend of applying
deep learning to improve safety and reliability in complex
environments such as structural seismic response and damage
prediction (Zhang et al., 2025b, Zhang et al., 2025a, Zhang et al.,
2026). However, these operations are signi�cantly hampered by the
inherent challenges of the underwater environment, including low
visibility, turbidity, occlusion, and variable lighting, which severely
impair the performance of traditional object detection techniques.
Achieving real-time and accurate perception is not just desirable but
essential for the control and ef�cacy of high-stakes applications
such as AUV/ROV operations (Xia et al., 2019), offshore platform
inspection, and underwater manufacturing (Zhang et al., 2022).

The �eld has evolved signi�cantly from its early reliance on
handcrafted features and traditional machine learning classi�ers.
Early methodologies utilized features like the Histogram of
Oriented Gradients (HOG) (Gordan et al., 2006) paired with
classi�ers such as Support Vector Machines (SVM) (Villon et al.,
2016), Hierarchical Neural-Tree Classi�ers (HNTC) (Foresti and
Gentili, 2002), and Probabilistic Neural Networks (Tian et al.,
2009). While effective in structured environments, these
techniques were fundamentally limited in complex underwater
settings due to their reliance on manually designed features,
making them susceptible to failure under common challenges
such as severe occlusions, scale variations, and complex
background noise. In contrast, Convolutional Neural Network
(CNN) based approaches automate feature extraction and have
succeeded in traditional methods, especially when integrated into
AUV systems for underwater lesser computational cost and higher
accuracy (Ahmed et al., 2023).

The advent of deep learning, particularly CNNs, marked a
paradigm shift by enabling automatic and hierarchical feature
learning. CNN-based object detectors are broadly categorized into
02
two-stage and single-stage architectures. Two-stage detectors, such
as Faster R-CNN (Ren et al., 2016), and Mask R-CNN (Yi et al.,
2024), �rst generate region proposals and then perform
classi�cation and regression, achieving high accuracy at the cost
of speed. This architecture achieved high accuracy and has been
adapted for underwater tasks. The integration of advanced
architectures like Transformers and Generative Adversarial
Networks (GANs) (Wang et al., 2023) (Gao et al., 2024) has
further re�ned two-stage methods for marine applications. For
instance, the Swin Transformer has been integrated with Faster
R-CNN (Liu et al., 2022) to improve Average Precision (AP) on
datasets such as URPC2018, effectively mitigating missed and false
multi-scale object detections in complex environments. Similarly,
Generative Adversarial Networks (GANs) have been combined with
Faster R-CNN to detect underwater seafood robustly (Zeng et al.,
2021). However, a primary drawback of these enhanced two-stage
methods is their inherently complex network architecture and high
computational cost, which ultimately limit their deployment in real-
time systems.

In contrast, single-stage detectors like the YOLO family
(Redmon et al., 2016), Ef�cientDet (Lin et al., 2017), and Single
Session Detector (SSD) (Li et al., 2022) perform classi�cation and
regression directly on a dense sampling of the feature map,
bypassing the region proposal step to achieve high inference
speed, making them highly suitable for real-time applications.
This advantage has made YOLO preferred architecture for real-
time underwater applications. Consequently, numerous studies
have focused on enhancing these models for the marine
environment. Early enhancements ranged from modifying
YOLOv5 for general underwater identi�cation (Pang et al., 2023)
to developing hybrid models such as HADS-Yv3 (Mathias et al.,
2022) and CEH-YOLO (Feng and Jin, 2024) for robust tracking.
More recent innovations include a CNN-ViT fusion strategy that
elevated Mean Average Precision (mAP) by 27% over baseline one-
stage models (Jiang et al., 2023), and a combined FasterNet-
YOLOv7 model that attained 91.8% mAP at high frame rates
(Yang et al., 2024).

These efforts have since coalesced around two primary
strategies: lightweight architectural design and the integration of
attention mechanisms. The push for lightweight ef�ciency is critical
for deployment on embedded systems. For instance, the model
YOLOv7C (Qin et al., 2024) for sonar imagery, incorporating a
frontiersin.org

https://doi.org/10.3389/fmars.2026.1762170
https://www.frontiersin.org/journals/marine-science
https://www.frontiersin.org


Rashid et al. 10.3389/fmars.2026.1762170
Criss-Cross Attention mechanism and model pruning to reduce
memory by 47.5% while increasing speed by 2.5 FPS. Similarly,
PDSC-YOLOv8 (Ding et al., 2024), uses Ghost and GSConv
convolutions to reduce parameters by 15.5% while improving
accuracy. The focus on lightweighting is also evident in AGW-
YOLOv8 (Cai et al., 2024), which employs GSConv for
lightweighting and integrates both CBAM and SE-C2f attention
mechanisms and in the YOLOv8-LA model (Qu et al., 2024) which
introduces a Lightweight Ef�cient Partial Convolution (LEPC)
module and YOLOv8-twin (Rashid et al., 2025) to achieve
balance in accuracy and speed. Furthering this trend,
YOLOv8plus (Li et al., 2025) developed portable feature
enhancement modules (PSEM and SDWH) that boost
YOLOv8n’s mAP with minimal computational cost.

Recently, the YOLO family has become a benchmark for high-
speed detection systems, leading to numerous underwater-speci�c
adaptations. Researchers have modi�ed deep learning architectures
and integrated various attention mechanisms such as Convolutional
Block Attention Modules (CBAM) (Xu et al., 2024) and Squeeze-
and-Excitation (SE) (Du et al., 2024), SEAM attention module (Jia
et al., 2024), SimAM (Lu et al., 2024), and GAM (Global Attention
Mechanism) Fu and Tian, 2024), into detectors like YOLOv8 Zhang
et al., 2024) and YOLOv7 to enhance feature extraction and
improve accuracy in challenging conditions. However, a critical
challenge remains conventional attention modules, often relying on
sequential processing and introducing new parameters, frequently
leading to a signi�cant increase in computational overhead
(GFLOPs) for only marginal gains in accuracy Xu et al., 2024)
and inference time rendering them inef�cient for resource-
constrained embedded platforms like AUVs and ROVs. For
instance, CBAM and SEAM integration have reported mAP gains
of 2.3% and 6.2%, respectively Xu et al., 2024). This creates a
fundamental trade-off that undermines the core advantage of
single-stage detectors. As evidenced in lightweight model studies
Ding et al., 2024) Cai et al., 2024) Qu et al., 2024) this overhead is a
signi�cant bottleneck for real-time embedded systems.
Consequently, there is an apparent demand for a novel attention
mechanism that delivers the performance bene�ts of spatial and
channel enhancement without the associated computational cost.

In addition to these mainstream improvements, several recent
works have focused on enhancing underwater detection through
feature fusion and edge information extraction. Song et al. proposed
DMF-YOLO, which uses dynamic multi-scale fusion and a local-
global scale fusion block to address multi-scale and pose variations,
signi�cantly improving performance on URPC2020 and multiple
underwater datasets Song et al., 2025). Cai et al. presented MAW-
YOLOv11, which uses multi-scale edge information selection and
dark channel prior enhancement to improve detection accuracy
with fewer parameters Cai et al., 2025). In parallel, SMV-
YOLOv11n, a novel lightweight model optimized for underwater
target detection, emphasizes ef�cient processing and robustness in
degraded underwater imagery Liao et al., 2025).

In the �eld of ocean sensing, recent studies have increasingly
explored sonar-based and frequency-level detection strategies.
Wang et al. proposed MLFANet, a multi-level feature aggregation
network for sonar object detection, which enhances low-level
Frontiers in Marine Science 03
features and suppresses noise and shadow interference in
underwater acoustic images Wang et al., 2025c). A multi-scale
high-frequency module was introduced in UDINO, a frequency-
level feature re�nement detector based on DETR, improving
robustness against image blurring and background scattering in
underwater environments (Wang et al., 2025a). YOLO-SONAR
combined semantic-spatial attention to enhance detection in
forward-looking sonar imagery (Wang et al., 2025b). In marine
ecology, a deep-learning-based rock�sh detection method (2023)
combined image enhancement with YOLOv7, demonstrating the
applicability of underwater object detectors in ecological
monitoring (Liu et al., 2023). However, most existing approaches
still struggle to balance detection accuracy and computational
ef�ciency, especially for lightweight models deployed on
embedded platforms where resources are limited.

To address this, we propose YOLOv8n-PFA, a lightweight
model that integrates a novel Parallel Fusion Attention (PFA)
module and the Wise Intersection over Union (WIoU) loss
function into the YOLOv8n architecture. Inspired by CBAM, our
PFA module models spatial and channel features that synergistically
enhance small-object localization and suppress noisy backgrounds.
This approach signi�cantly boosts detection performance in
visually degraded environments while maintaining low
computational complexity, making it ideally suited for real-time
marine robotic applications in challenging low-light underwater
settings. The main contributions of this work are summarized
as follows:

• We propose the PFA module, a lightweight two-stream
attention mechanism that computes channel and spatial
attention in parallel and fuses them via channel-wise
concatenation followed by a learnable 1×1 convolution and
batch normalization with residual injection. Unlike CBAM,
which gates spatial attention on a channel-�ltered feature,
and BAM, which merges parallel attention into a 3D single
mask, PFA performs feature-level fusion, adaptively
balancing channel and spatial-enhanced representations
while mitigating cascaded suppression.

• WIoUv3 loss (Tong et al., 2023) to stabilize bounding-box
regression under low-IoU and noisy training conditions.

• We strategically apply depth-wise convolution (DWConv)
(Howard et al., 2017) across the detection network to reduce
parameter count and computational complexity, enabling
e f�c i en t dep loyment on re source -cons t r a ined
marine platforms.
2 Materials and methods

2.1 Proposed framework

To achieve a favorable balance between detection accuracy and
computational ef�ciency for underwater object detection, this paper
proposes YOLOv8n-PFA, a lightweight detector built upon the
frontiersin.org
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YOLOv8n architecture. The overall perception-control framework,
designed for future integration into Autonomous Underwater
Vehicles (AUVs) and Remotely Operated Vehicles (ROVs). As
shown in Figure 1, the system is structured into two clearly
separate modules: a Perception Module and a Navigation and
Control Module. The perception module is responsible for vision-
based object detection, while the navigation and control module
governs vehicle motion and actuation. The perception pipeline
begins with an underwater camera that captures visual data from
the marine environment. The raw images are passed through a pre-
processing stage, including resizing, normalization, and denoising,
to improve robustness to underwater degradation such as
scattering, low contrast, and color attenuation. The processed
images are then fed into the proposed YOLOv8n-PFA detector,
which serves as the core perception component. The internal
architecture and design choices of YOLOv8n-PFA, including the
Parallel Fusion Attention module, selective depthwise convolutions,
and the WIoUv3 regression loss, are detailed in Section 2.2.

The detector’s output is not used directly for actuation. Instead,
detection results are converted into a target/state estimation,
including relative position, scale, and con�dence, which serves as
the interface between perception and control. This estimated target
state is provided to the guidance and control module, where it is
used for tracking or planning (Wang et al., 2024). The resulting
actuator commands (t) drive the AUV platform, whose motion
follows the vehicle’s kinematics and kinetics while being in�uenced
by external disturbances (td) such as currents, drag, and waves. An
illustrative AUV dynamic model is shown in Figure 1 for
conceptual completeness. Overall, the proposed framework
explicitly decouples perception from control while ensuring a
lightweight and ef�cient perception pipeline, making YOLOv8n-
PFA well-suited for real-time deployment on embedded marine
robotic platforms.
Frontiers in Marine Science 04
2.2 YOLOv8n-PFA architecture and design
choices

The proposed model is built on the YOLOv8n architecture,
which comprises three main components: a backbone for
hierarchical feature extraction, a neck for multi-scale feature
aggregation, and a detection head for �nal predictions. Compared
with earlier YOLO variants, YOLOv8 adopts the C2f module
(replacing YOLOv5’s C3), which improves gradient �ow by
integrating multiple bottleneck blocks with skip connections,
enabling richer feature reuse and more stable optimization.
Moreover, YOLOv8 follows an anchor-free detection paradigm,
directly predicting object centers and box distributions without
prede�ned anchors, simplifying training and improving
generalization across object scales. In the standard con�guration,
YOLOv8 employs Intersection over Union (CIoU) (Zheng et al.,
2019) and Distribution Focal Loss (DFL) (Li et al., 2022) for
bounding box regression and binary cross-entropy for
classi�cation. Underwater imagery often exhibits blur, low
contrast, and heavy background interference, which weakens
object boundaries and increases sensitivity to feature suppression
and unstable regression.

This study proposes YOLOv8n-PFA, a lightweight underwater
object detector designed for degraded underwater imaging
conditions, including low contrast, scattering, occlusion, and
background clutter. Within YOLOv8n-PFA, feature extraction
and multi-scale feature fusion are employed to capture both �ne-
grained local details and global contextual information. To better
suit underwater degradation conditions, we introduce three targeted
modi�cations to the YOLOv8n baseline. First, a Parallel Fusion
Attention (PFA) module jointly enhances channel-wise semantics
and spatial localization by computing channel and spatial attention
in parallel from the same input feature map, strengthening feature
FIGURE 1

Proposed AUV perception-control pipeline, integrating the YOLOv8n-PFA detector with an AUV control system for underwater navigation and
manipulation.
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discrimination for small, occluded, and low-contrast objects
without the information attenuation associated with sequential
attention mechanisms.

Second, the Wise-IoU v3 (WIoUv3) regression loss is adopted
during training to stabilize bounding-box optimization under noisy
and low-IoU conditions commonly encountered with small and
blurred underwater targets. Finally, DWConv are selectively
integrated into the backbone and neck to reduce computational
cost, signi�cantly lowering parameter count and GFLOPs while
preserving detection accuracy.

As illustrated in Figure 2, PFA is inserted after the SPPF block in
the backbone to re�ne deep features before multi-scale aggregation
in the neck. Moreover, DWConv is applied only at three stride-2
downsampling transitions (one in the backbone and two in the
neck; see Table 1) to achieve a favorable accuracy-ef�ciency trade-
off for embedded deployment. Finally, WIoUv3 replaces the default
CIoU loss for bounding-box regression to improve robustness
under weak boundaries and noisy localization cues familiar in
Frontiers in Marine Science 05
underwater scenes. The detailed designs of PFA, DWConv
placement, and the regression loss are provided in the
following subsections.

2.2.1 Parallel fusion attention module

Detecting small and densely distributed objects in underwater
environments remains challenging due to low contrast, color
distortion, and background clutter, which weaken object
boundaries and suppress �ne-grained texture cues. While
attention mechanisms are commonly employed to re-weight
feature responses; however, sequential designs such as CBAM
(Woo et al., 2018), which apply channel attention followed by
spatial attention, can unintentionally suppress weak but informative
signals through cascaded suppression. In degraded underwater
imagery, spatial attention computed on already channel-gated
features may further attenuate subtle object cues critical for small-
object perception.
FIGURE 2

Overview of the proposed YOLOv8n-PFA architecture. The PFA module is integrated after the SPPF layer in the backbone. Depth-wise convolutions
(DWConv) are applied at three stride-2 transitions backbone L7, neck L17, and neck L20 using 3×3 kernels. The detection heads operate on multi-
scale features P3, P4, and P5.
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To address these limitations, we propose the Parallel Fusion
Attention (PFA) module, which computes channel and spatial
attention in parallel from the same input feature map and fuses
their enhanced representations explicitly through learnable feature
aggregation. As illustrated in Figure 3 and detailed in Algorithm 1,
the proposed PFA module computes channel and spatial attention
in parallel from the same input feature, thereby avoiding the
sequential gating strategy adopted in CBAM. Unlike BAM (Park
et al., 2018), which fuses parallel attention at the attention-map level
into a single multiplicative 3D gate, PFA performs channel-wise
concatenation of independently enhanced features, followed by
adaptive fusion via a lightweight convolutional projection and
residual reintegration. This design preserves complementary
attention cues while mitigating over-restrictive gating effects
observed in existing methods.
Fron
Input:

Feature map X � �RC�H�W; reduction ratio r

Output:

Refined feature map Y � RC�H�W

Procedure:

1. Channel attention branch

2. z � GAP(X)

3. z � Conv1�1 C � C
r

� �
� Re LU(z)

4. CA(X) � Conv1�1
C
r � C

� �
� s (z)

5. Xc � X� CA(X)

6. Spatial attention branch

7. s � Conv1�1 C � C
r

� �
(X)

8. s 0 � DWConv3�3(s)

9. SA(X) � Conv1�1
C
r � C

� �
� s (s 0)

10. Xs � X� SA(X)

11. Parallel feature fusion

12. Xf � Xc � Xs‰ � � R2C�H�W

13. F� Conv1�1(2C � C) � BN(Xf )

14. Residual injection

15. Y � X + F

16. Return Y
Algorithm 1. Parallel Fusion Attention (PFA) Module
2.2.1.1 Architectural overview

Figure 3 illustrates the architecture of the proposed PFA
module. Given an input feature map X � RC�H�W , a channel
attention branch (CAM) and a spatial attention branch (SAM)
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operate in parallel to generate channel-enhanced and spatial-
enhanced features, respectively. The resulting features are fused at
the feature level via channel-wise concatenation, followed by a
learnable 1 � 1 convolution with batch normalization, and
reintegrated through an explicit residual connection to preserve
original contextual information, thereby avoiding the sequential
gating and attention-map fusion strategies used in CBAM and
BAM. The overall operation of PFA is summarized as:

Y = X + BN(Conv1�1(‰Xc � Xs�)) (1)

Where BN is batch normalization and �denotes channel-wise
concatenation. Equation 1 provides a compact formulation of
PFA, while detailed de�nitions of each component are given
in Equations 2–10.

2.2.1.2 Channel attention branch

The channel attention branch models inter-channel
dependencies to emphasize semantically meaningful feature
detectors. We �rst apply global average pooling (GAP) to
aggregate spatial information, producing a channel descriptor.
This descriptor undergoes a bottleneck transformation via two
1×1 convolutional layers with a reduction ratio r, followed by
sigmoid activation, one per channel, resulting in the channel
attention weights with dimensions CA(X) � RC�1�1.

� � CA(X) = s (Conv2 Re LU(Conv1GAP(X))) � RC�1�1 (2)

Where GAP is global average pooling, Conv1 � RC�C
r and

Conv2 � R
C
r �C are 1×1 convolutions and s( · ) is the sigmoid

activation function.
The channel-wise attention weights, CA(X), are applied to

the original input feature map X via element-wise multiplication
(where � denotes element-wise multiplication):

Xc = X � CA(X) � RC�H�W (3)

This operation enhances discriminative semantic channels
while suppressing background-dominant responses.

2.2.1.3 Spatial attention branch

The spatial attention branch enhances informative spatial
regions while suppressing background clutter. Unlike CBAM,
which uses a single 2D attention map broadcast across all
channels, and BAM, which generates a combined 3D attention
map, PFA employs channel-aware spatial modulation through
TABLE 1 Exact DWConv replacements in YOLOv8n-PFA for reproducibility.

Replacement
strategy Layer ID Part Operator Arguments Strides Typical scale

Selective DWConv (Final)

L7 Backbone DWConv [128,256, 3, 2] 2 P5/32

L17 Neck (PAN) DWConv [64, 64, 3, 2] 2 P4/16

L20 Neck (PAN) DWConv [128, 128, 3, 2] 2 P5/32

Aggressive DWConv

L3 Backbone DWConv [32, 64, 3, 2] 2 P3/8

L5 Backbone DWConv [64, 128, 3, 2] 2 P4/16

L7 Backbone DWConv [128,256, 3, 2] 2 P5/32
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depth-wise separable convolutions. Speci�cally, the input feature
map is �rst projected to a reduced channel dimension:

s = Conv1�1(X) � R
C
r �H�W (4)

followed by a depth-wise convolution to ef�ciently capture local
spatial context:

s0 = DWConvk�k(s), k = 3 (5)

The features are restored to the original channel dimension for
per-channel spatial attention weights:

SA(X) = s (Conv1�1(s
0)) � RC�H�W (6)

The spatially enhanced feature map is obtained by element-wise
multiplication:

Xs = X � SA(X) � RC�H�W (7)

This channel-aware design allows different feature channels to
focus on complementary spatial cues, particularly important for
detecting small or low-contrast underwater objects, unlike CBAM’s
channel-agnostic spatial attention.

2.2.1.4 Feature-level fusion with residual connection

The core innovation of PFA is its feature-level fusion
mechanism. Instead of combining attention maps (BAM) or
applying them sequentially (CBAM), PFA performs feature-level
fusion via channel-wise concatenation:

Xf = ‰Xc � Xs� � R2C�H�W (8)

A learnable 1×1 convolution with batch normalization
adaptively fuses these features and restores the original channel
dimension:

F = BN(Conv1�1(Xf )) � RC�H�W , � Conv1�1 : 2C � C (9)

Finally, a residual connection preserves original contextual
information:
Frontiers in Marine Science 07
Y = X + F � RC�H�W (10)

By aggregating enhanced features rather than attention maps,
PFA preserves complementary channel and spatial information,
enables adaptive balancing through learnable projection, and avoids
information loss associated with direct summation or multiplicative
gating. The combination of parallel attention computation,
lightweight operations, and residual integration makes PFA
particularly suitable for real-time underwater object detection,
where targets are small, low-contrast, and embedded in complex
backgrounds. Supplementary Table 1 further summarizes the key
structural and functional differences between CBAM, BAM, and the
proposed PFA module.

2.2.2 Bounding box regression with WIoUv3 loss

In underwater object detection, bounding boxes often suffer
from blurs, low contrast, and irregular shapes, leading to a high
proportion of low-quality samples (e.g., small, partially occluded, or
noisy targets). Traditional IoU-based losses such as CIoU, EIoU,
and SIoU rely on static penalty terms and treat all samples equally,
which limits their effectiveness in challenging underwater datasets.

CIoU, used in the original YOLOv8 framework, introduces
penalties based on the center distance and aspect ratio between the
predicted box and the ground truth, but does not differentiate
between high- and low-quality samples. EIoU addresses the aspect
ratio issue by replacing the ratio term with explicit width and height
penalties, enabling more precise regression of bounding box
dimensions. SIoU further introduces an angular constraint to
guide predicted boxes along the optimal regression direction,
accelerating convergence. While these methods enhance
geometric alignment, they remain static and cannot adapt to
noisy or blurred annotations.

To address this, we adopt WIoUv3 (Tong et al., 2023), which
introduces a dynamic non-monotonic focusing mechanism.
WIoUv3 adjusts gradient contributions based on sample quality,
prioritizing dif�cult or low-quality bounding boxes. This enables
the network to better handle small, blurred, or partially occluded
FIGURE 3

Parallel fusion attention (PFA) module. Channel and spatial attention are computed in parallel to produce enhanced features, which are fused via
concatenation and learnable projection with batch normalization, followed by residual addition.
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objects, improving both convergence and localization accuracy in
underwater conditions.

2.2.2.1 Base WIoUv1 formulation

WIoUv3 is built upon the WIoUv1 formulation, which
introduces a distance-aware attention term into the basic IoU loss
to improve localization sensitivity. The WIoU v1 loss is de�ned as:

LWIoUv1 = RWIoU : LIoU (11)

Where:
• LIoU = 1 � IoU � is the basic IoU loss
• RWIoU is the distance-aware attention term:

RWIoU = exp
(x � xgt)2 + (y � ygt)2

(W2
g + H2

g )�

 !

(12)

(x, y) and (xgt , ygt) denote the centers of the predicted and
ground-truth bounding boxes, respectively; Wg , Hg are the width
and height of the smallest enclosing box; and (W2

g + H2
g )� is the

squared diagonal of the smallest enclosing box with detached
gradient. While WIoU v1 improves localization sensitivity by
incorporating geometric distance, it still treats samples in a
largely monotonic manner, meaning extremely poor-quality
predictions can contribute disproportionately noisy gradients in
challenging conditions.

2.2.2.2 Dynamic non-monotonic focusing mechanism
(WIoUv3)

To address the above limitations, WIoU v3 introduces a
dynamic non-monotonic focusing mechanism that scales WIoU
v1 with an adaptive coef�cient r as shown in Figure 4:

LWIoUv3 = r � LWIoUv1 (13)

Where the focusing coef�cient r is computed using the
abnormality degree b:

��r =
b

dab�d , b =
L�

IoU

LIoU
� ‰0, +� � (14)

Where the L*
IoU is the normalized IoU loss, LIoU is the running

mean of IoU losses and a , d control the focusing strength (set to 1.9
and 3 in our work). This mechanism dynamically emphasizes
challenging targets, improving training stability and bounding
box regression for small, blurred, or partially occluded objects
typical in underwater datasets.

2.2.3 Lightweight model design using depth-wise
convolutions

Underwater embedded platforms (e.g., AUV/ROV systems)
impose strict constraints on memory, computation, and power,
motivating detectors that remain accurate while being
computationally ef�cient. To reduce complexity with minimal
degradation in detection performance, we adopt depth-wise
separable convolutions (DWConv) (Howard et al., 2017).
DWConv decomposes a standard convolution into two stages: (i)
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depth-wise convolution that performs spatial � ltering
independently per channel, followed by as shown in Figure 5 (ii)
point-wise (1×1) convolution that performs channel mixing as
shown in Figure 6. This factorization signi�cantly reduces
parameters and FLOPs compared with standard convolution
while maintaining the receptive �eld. A standard convolution
with kernel size Kh×Kw, input channels Cin, and output channels
Cout simultaneously performs spatial �ltering and channel fusion
can be expressed as:

Paramsstd = Kh · Kw · Cin · Cout (15)

In contrast, DWConv separates spatial �ltering and channel
fusion into depth-wise and point-wise stages:

ParamsDWConv = (Kh � Kw � Cin) + (1 � 1 � Cin � Cout) (16)

Therefore, the parameter ratio of DWConv relative to standard
convolution is:

Paramsstd

ParamsDWConv
�

1
Cout

+
1

Kh · Kw
(17)

For a typical 3×3 kernel, DWConv can reduce computation by
approximately 8-9× per replaced layer, depending on
channel dimensions.
2.2.3.1 Selective DWConv integration in YOLOv8n-PFA

To improve computational ef�ciency for underwater
deployment, depth-wise convolutions (DWConv) are selectively
integrated into the YOLOv8n-PFA architecture. However,
indiscriminate replacement of standard convolutions with
DWConv can degrade feature representation, particularly in early
backbone layers where low-level textures, edges, and contrast cues
are critical for detecting small and blurred underwater objects.
Underwater imagery is often affected by scattering, color
attenuation, and motion blur, making robust early-stage feature
extraction especially important.

Therefore, instead of broad replacement, we adopt a selective
DWConv placement strategy guided by both computational
contribution and representation sensitivity. Based on the
implemented YOLOv8n-PFA architecture shown in Figure 2,
DWConv is applied only to stride-2 downsampling convolutions
located at feature-pyramid boundaries, which contribute
disproportionately to overall computation while being less
sensitive to �ne-grained feature degradation. Speci�cally, standard
3 � 3 stride-2 convolutions are replaced by DWConv at L7 in the
backbone [128, 256, 3, 2], and at L17 [64, 64, 3, 2] and L20 [128,
128, 3, 2] in the PAN neck. These exact replacements are
summarized in Table 1 and illustrated in Figure 2 to
ensure reproducibility.

DWConv is intentionally not applied in the detection head, as
preserving full channel interaction is essential for precise
classi�cation and localization, particularly under underwater
degradation, where semantic cues may already be weakened. This
design choice ensures that the representational bene�ts introduced
by the proposed PFA module are not compromised at task-critical
stages. To justify this strategy, we compare selective DWConv
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placement with an aggressive integration strategy in which
DWConv additionally replaces early backbone downsampling
layers at L3 [32, 64, 3, 2], L5 [64, 128, 3, 2] and L7 [128, 256, 3,
2]. While aggressive DWConv marginally reduces computation, it
signi�cantly degrades detection accuracy, as analyzed in Section
4.2.2 and Table 2.

Since all models are evaluated under the same hardware
con�guration and inference framework, both parameter count
(Params) and GFLOPs are reported as consistent proxies for
model complexity and relative inference latency, enabling fair
comparison of ef�ciency-accuracy trade-offs across different
DWConv placement strategies.
3 Experiments preparation

3.1 Dataset

This study employs two representative underwater object
detection datasets to train and evaluate the proposed model:
URPC2020 and RUOD, as summarized in Table 3.

The URPC2020 dataset, released for the 2020 Underwater
Robot Picking Competition, contains 7,383 images annotated
across four benthic object categories: holothurian, echinus,
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star�sh, and scallop. All images are standardized to a resolution
of 640 × 640. The dataset is randomly divided into 5,907 training
images and 1,476 validation images. URPC2020 re�ects realistic
underwater manipulation scenarios and presents several
challenging characteristics, including pronounced class imbalance
(with echinus being the dominant category), small and densely
clustered targets, frequent partial occlusion, and degraded visual
quality caused by low illumination, turbidity, and motion blur.

To further evaluate the robustness and generalization of the
model, we also tested its performance on the RUOD (Real-world
Underwater Object Detection) dataset. RUOD is a large-scale
benchmark with 14,000 images spanning ten object categories,
including �sh, jelly�sh, coral, and divers, capturing diverse
underwater scenes and observation conditions. The dataset is
divided into 9,800 training images and 4,200 test images.
Compared to URPC2020, RUOD features a wider variety of
object appearances, sizes, and environmental conditions, making
i t i d ea l f o r a s s e s s ing gene r a l -pu rpos e unde rwa t e r
detection capabilities.

By conducting experiments on both URPC2020 and RUOD,
this study evaluates the proposed method under complementary
and progressively challenging conditions, providing a
comprehensive assessment of detect ion accuracy and
generalization across diverse underwater environments.

3.2 Environmental setting and model
hyperparameters

All experiments were conducted under identical hardware and
software conditions to ensure reproducible and comparable results
as listed in Table 4. The model was trained with an input size of
640×640 for 210 epochs using the AdamW optimizer with a batch
size of 32. The initial learning rate was set to 4 × 10-4 and scheduled
using cosine decay, with a �nal learning rate of 0.01. Warm-up was
performed for 3 epochs with a warm-up bias learning rate of 0.1 and
warm-up momentum of 0.8. Other key hyperparameters included a
momentum of 0.9 and a weight decay of 0.02. Automatic Mixed
Precision (AMP) was enabled. Data augmentation strategies
included RandAugment, mosaic, random horizontal �ip, random
translation, random scaling, HSV jitter, and random erasing. Note
that the batch size of 32 refers to training; all reported FPS in
FIGURE 4

The WIoU loss function.
FIGURE 5

Depthwise separable convolution module.
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Tables 5, 12 were measured during inference with batch size 1 on
the NVIDIA RTX 4090 GPU using FP16 precision.

All non-default YOLOv8 settings and modi�cations for the
proposed Parallel Fusion Attention (PFA) module. Unless
otherwise speci�ed in Table 4, all remaining parameters follow
the default YOLOv8n con�guration. For bounding-box regression,
the WIoUv3 loss was adopted with a = 1.9 and b = 3, and these
values were �xed for all experiments. In our implementation, the
channel reduction ratio (r = 16) and spatial convolution kernel size
(k = 3) are �xed across all experiments to maintain a consistent
accuracy-ef�ciency trade-off.

3.3 Metrics of the model

The proposed model performance was evaluated using
standard object detection metrics such as Precision, Recall,
Intersection over Union (IoU), Average Precision (AP), Mean
Average Precision (mAP). In addition, metrics such as Params
(M) and GFLOPs (Giga Floating Point Operations per Second) are
used to measure model complexity, while Frame Per Second (FPS)
is used for speed. Precision and Recall measure the accuracy of
positive predictions and the model’s ability to �nd all objects and
are given by Equations 18, 19, respectively.

Precision = �
TP

TP + FP
(18)

Recall = �
TP

TP + FN
(19)

Where TP, FP, and FN represent True Positives, False Positives,
and False Negatives. The Average Precision (AP) for each class is
de�ned as the area under the Precision-Recall curve. It is calculated
by Equation 20.
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AP = �
1

0
�p(r)�dx (20)

mAP is calculated as the average AP over all classes of URPC2020
(holothurian, star�sh, urchin, and scallop), providing an overall
measure of detection accuracy calculated by Equation 21.

mAP =
1
4 o

4

i=1
APi (21)

Here, N is the number of object classes. We report the standard
mAP at an IoU threshold of 0.5 (mAP50) and the more stringent
mAP averaged over IoU thresholds from 0.5 to 0.95 (mAP50-95).
4 Experiments and results

4.1 URPC 2020 dataset: experimental
detection results

The proposed YOLOv8n-PFA model was evaluated against the
YOLOv8n baseline on the URPC 2020 dataset. As detailed in
Table 7, the proposed model achieved an AP50 of 84.2%,
outperforming the baseline’s 80.4%. This improvement is
consistent across all object categories. Most notably, performance
for the scallop class increased from 84.4% to 87.6% AP. Signi�cant
gains were also observed for the challenging holothurian category,
which improved from 67.1% to 74.8% AP. The model maintained
high performance on already well-detected classes, with echinus at
91.7% AP and star�sh at 82.8% AP. These results, further visualized
in the Precision-Recall curve in Figure 7, validate the enhanced
detection capability of the proposed model across diverse
underwater targets.
FIGURE 6

Pointwise convolution module.
TABLE 2 DWConv placement strategies and performance comparison.

Strategy DWConv layers Params (M) GFLOPs AP

Aggressive DWConv L3, L5, L7 (backbone) 2.77 7.5 82.7

Selective DWConv (�nal) L7 (backbone), L17/L20 (neck) 2.68 7.7 84.2
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A comparative evaluation on the URPC2020 dataset was
conducted to assess the proposed YOLOv8n-PFA model against
the YOLOv8n baseline and other SOTA detectors, as summarized
in Table 5. YOLOv8n-PFA achieves a substantial improvement in
detection performance, increasing AP50 from 80.4% to 84.2%, with
an F1-score of 79.5%, higher than most competing models.
Importantly, this accuracy gain is achieved alongside a reduction
in model parameters (from 3.01M to 2.68M) and computational
cost (from 8.2 to 7.7 GFLOPs), while also increasing inference speed
(384.6 FPS vs. 357.2 FPS). Compared to larger models such as
YOLOv7 (81.2% AP50, 37.2M Params) and YOLOv8s (81.4%
AP50, 11.2M Params), YOLOv8n-PFA provides higher accuracy
with far greater ef�ciency. Although lighter models like YOLOv5n
(73.5% AP50, 2.18M Params) and MAW-YOLOv11 (81.4% AP50,
2.11M Params) offer reduced complexity, they do so at a noticeable
cost to detection performance. Overall, the proposed modi�cations
transform YOLOv8n into a model that establishes a new Pareto
frontier, demonstrating that simultaneous improvements in
accuracy, ef�ciency, and speed are achievable.

4.2 Ablation study on the URPC2020
dataset

To systematically quantify the contribution of each proposed
component, comprehensive ablation experiments were conducted
on the URPC2020 dataset under identical training and evaluation
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settings. We analyze the individual and combined effects of the
proposed Parallel Fusion Attention (PFA) module, Wise IoU
(WIoUv3) loss, and selective depth-wise convolution (DWConv)
replacement on detection accuracy, model complexity, and
computational cost.

4.2.1 Systematic ablation of architectural
components

Table 8 reports the incremental performance gains obtained by
progressively introducing each component into the baseline
YOLOv8n model. The baseline model, using CIoU loss and
standard convolutions, achieves 80.4% AP with 3.01M parameters
and 8.2 GFLOPs. Replacing CIoU with WIoUv3 improves AP to
81.4% without altering parameters or computational complexity,
indicat ing a more robust regress ion object ive under
underwater degradation.

Introducing sequential attention mechanisms, including CBAM
and SE, further improves detection accuracy to 81.5% AP and 81.8%
AP, respectively. This con�rms that attention-based feature
recalibration is bene�cial for underwater object detection.
However, these gains remain limited, likely due to cascaded
suppression effects inherent to sequential attention designs, where
spatial attention is applied on already channel-gated features. In
contrast, inserting the proposed Parallel Fusion Attention (PFA)
module boosts AP to 83.1%, yielding a substantial improvement of
+1.6 AP over CBAM and +1.3 AP over SE, with only a modest
parameter increase (3.15M) and unchanged GFLOPs (8.2). This
result quantitatively demonstrates that parallel attention
computation with feature-level fusion better preserves
complementary channel and spatial information, thereby
mitigating information loss associated with sequential
attention mechanisms.
TABLE 3 Number of images in the training and test splits for the URPC
2020 and RUOD datasets.

Datasets Train Test Total

URPC 2020 5907 1476 7383

RUOD 9800 4200 14000
TABLE 4 Experimental settings and key YOLOv8n-PFA hyperparameters.

Module Hyperparameter Con�guration

System

Operating System Windows 10

GPU NVIDIA GeForce RTX 4090 (24 GB)

CPU Intel®, Xeon®, Processor Platinum 8168 CPU @ 2.70GHz

Software
Python 3.11.5

CUDA 12.6

Training

Batch size 32

Epochs 210

Image size 640×640

Workers 8

Initial learning rate 4 × 10-4

Optimizer AdamW

Momentum 0.9

Weight decay 0.02

PFA Module
Channel reduction ratio r 16

Spatial convolution kernel k 3

Loss Loss function WIoUv3 (a = 1.9, b=3)
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Keeping the architecture �xed (YOLOv8n + PFA), replacing
CIoU with WIoUv3 further improves AP to 84.4%, con�rming the
complementary bene�ts of robust localization loss and parallel
attention. Finally, integrating selective DWConv placement
achieves 84.2% AP while reducing parameters to 2.68M and
GFLOPs to 7.7, indicating an ef�cient trade-off between accuracy
and computational cost.

4.2.2 DWConv placement ablation

To further analyze the impact of DWConv placement strategies,
Table 2 compares aggressive and selective DWConv con�gurations.
Aggressively replacing multiple backbone layers with DWConv
reduces computation but causes a noticeable AP drop (82.7%
AP), suggesting excessive feature capacity loss. In contrast, the
proposed selective DWConv strategy, applied only at stride-2
transitions in the backbone and neck, preserves discriminative
feature representation and achieves the best balance between
accuracy (84.2% AP) and ef�ciency. This ablation con�rms that
selective DWConv integration at deeper downsampling layers
preserves detection performance while reducing computational
cost, enabling an effective accuracy-ef�ciency trade-off in
YOLOv8n-PFA for underwater environments.

4.2.3 Ablation study on loss functions

To isolate the contribution of the bounding-box regression loss,
we conducted an ablation study comparing different IoU-based loss
functions using the baseline YOLOv8n architecture on the
URPC2020 dataset. The evaluated losses include GIoU, CIoU,
DIoU, EIoU, and WIoUv3, with the results summarized in
Table 9. Replacing the default CIoU loss with alternative IoU
formulations yields varying effects on detection performance.
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While GIoU results in a slight performance decrease (AP drops
from 80.4% to 80.2%), EIoU and DIoU provide consistent
improvements, with DIoU increasing AP to 81.1%. These results
indicate that incorporating distance-aware geometric constraints is
bene�cial for localization under underwater conditions.

Notably, WIoUv3 achieves the highest AP of 81.4%,
outperforming all other IoU variants. This improvement can be
attributed to WIoUv3’s adaptive weighting mechanism, which
emphasizes high-quality regression samples while reducing the
in�uence of noisy or ambiguous bounding boxes. Such
characteristics are particularly advantageous in underwater
environments characterized by blur, occlusion, and small object
sizes. Overall, the results con�rm that WIoUv3 offers a more robust
and stable regression objective, and its integration with the
proposed PFA module yields complementary performance gains.

4.3 Comparison with state-of-the-art
underwater detectors on URPC2020

Table 10 presents a comparison of the proposed YOLOv8n-PFA
and YOLOv11n-PFA models with representative SOTA underwater
object detectors on the URPC2020 dataset. The selected baselines,
Boosting R-CNN, RoIAttn, ERL-Net, UODN, and DCM-YOLO,
are speci�cally designed to mitigate common underwater visual
degradations, including color distortion, low contrast, and small or
partially occluded targets. In terms of detection accuracy,
YOLOv11n-PFA achieves the highest AP50 (84.7%) and AP75
(52.6%), while YOLOv8n-PFA also demonstrates competitive
performance (AP50 = 84.2%, AP75 = 51.5%), outperforming
most underwater-speci�c detectors. These results indicate that the
proposed Parallel Fusion Attention (PFA) module effectively
enhances feature discrimination and bounding-box localization
across different YOLO backbones.
TABLE 5 Comparison with other models on the URPC2020 dataset.

Models Precision Recall F1-score AP50 Params (M) GFLOP (G) FPS

Improved YOLOv4 78.3 75.4 76.8 79.3 10.7 38 176.3

YOLOv5n 79.2 67.9 73.0 75.1 2.18 4.7 259.6

Faster-RCNN 72.7 71.6 72.1 75.3 41.3 90.9 –

YOLOv5s 78.3 73.5 75.7 77.8 7.0 16 288.4

YOLOv5+CBAM 74.9 72.3 73.5 75.3 1.8 4.3 275.4

YOLOv7 80.4 77.1 77.1 81.2 37.2 104 261.5

YOLOX-s 78.5 76.9 77.5 80.0 8.9 26 233.5

YOLOv8n (baseline) 79.9 73.7 76.6 80.4 3.01 8.2 357.2

MAW-YOLOv11 80.6 76.3 78.2 81.4 2.11 5.5 210.4

B-YOLOX-s 81.4 76.9 79.1 82.7 12.32 29 214.5

YOLOv8n-PFA 82.1 77.2 79.5 84.2 2.68 7.7 384.6
TABLE 6 Comparison of the proposed model with the baseline model on each category of the RUOD dataset.

Models Holothurian Echinus Scallop Star�sh Fish Corals Diver Cuttle�sh Turtle Jelly�sh

YOLOv8n 72.4 84.5 76.2 83.3 69.8 70.7 90.3 91.5 86.2 71.2

YOLOv8n-PFA 78.8 90.0 77.6 88.7 74.8 72.9 93.0 96.5 96.2 78.7
fr
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From a computational perspective, both YOLOv8n-PFA and
YOLOv11n-PFA require fewer parameters and GFLOPs compared
with existing SOTA methods, highlighting a favorable accuracy-
ef�ciency trade-off. For example, RoIAttn and Boosting R-CNN
incur signi�cantly higher computational costs, which can limit
deployment in real-time or resource-constrained underwater
systems. The lightweight and scalable design of the proposed
models makes them particularly suitable for autonomous
underwater vehicles, embedded sensing platforms, and long-
duration marine monitoring applications. These results
demonstrate that the proposed PFA-integrated YOLO models
provide competitive or superior performance under realistic
underwater degradations, while maintaining minimal
computational overhead, supporting their potential as SOTA
solutions for practical marine applications.

4.4 Evaluation of YOLOv11n-PFA for
backbone generalization on URPC2020
dataset

To assess the scalability and backbone-agnostic nature of the
proposed Parallel Fusion Attention (PFA) module, YOLOv8n was
initially selected as the baseline due to its wide adoption, lightweight
design, and strong performance on small and blurred objects,
making it a practical starting point for evaluating the proposed
enhancements. To further validate broader relevance and
generalization, the PFA module was subsequently migrated to the
newer YOLOv11n backbone, which achieves slightly higher mAP
and ef�ciency, con�rming that the proposed enhancements
generalize effectively across YOLO generations.

The YOLOv11n-PFA model was evaluated on the URPC2020
dataset (Table 11), and its precision-recall (P-R) curve is shown in
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Figure 8. This evaluation includes comparisons with classical
detectors (RT-DETR, SSD), recent YOLO variants, and
underwater-speci�c frameworks. YOLOv11n-PFA achieves the
highest AP50 (84.7%) and AP75 (52.6%), outperforming earlier
detectors such as RT-DETR and SSD while reducing model
complexity. Compared with the YOLOv11n baseline, the PFA
module improves AP50 from 81.4% to 84.7% and mAP from
46.8% to 49.3%, with only a marginal increase in parameters
(2.76M vs. 2.58M) and computational cost (6.5 vs. 6.3 GFLOPs).
These results indicate that the proposed PFA module, together with
WIoUv3 loss, enhances feature representation and localization
accuracy without relying on network scaling.

Furthermore, YOLOv11n-PFA achieves performance exceeding
YOLOv8s, YOLOv10s, YOLOv11s, and YOLOv12s, while using
approximately three to four times fewer parameters, demonstrating
that targeted architectural enhancements tailored to underwater
degradations can be more effective than simply increasing network
depth or width. Relative to the underwater-speci�c DEIM detector,
YOLOv11n-PFA attains a comparable mAP (49.3 vs. 49.9) while
requiring signi�cantly fewer computational resources, highlighting
a favorable accuracy-ef�ciency trade-off. These results demonstrate
that the proposed PFA module generalizes effectively to newer
YOLO backbones, maintains lightweight characteristics, and
remains suitable for real-time deployment on embedded AUV
and ROV pla t forms opera t ing in v i sua l ly degraded
underwater environments.

4.5 Detection results on RUOD dataset

Based on the experimental results from the RUOD dataset, the
performance of the proposed YOLOv8n-PFA model was evaluated
against the baseline YOLOv8n as presented in Table 6. The models
TABLE 7 Comparison between the proposed YOLOv8n-PFA model and the baseline YOLOv8.

Model AP50 Holothurian Echinus Scallop Star�sh

YOLOv8n 80.4 67.1 90.9 84.4 79.3

YOLOv8n-PFA 84.2 74.8 91.7 87.6 82.8
FIGURE 7

P-R Curve of YOLOv8n-PFA model.
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were trained under identical conditions for a fair comparison. The
Precision-Recall curve illustrates the detection performance across
different object categories. The model achieved high Average
Precision (AP) scores for various classes, including cuttle�sh
(96.5%), turtle (96.2%), and diver (93.0%). Other notable results
include echinus (90.0%), star�sh (88.7%), holothurian (78.8%),
jelly�sh (78.7%), scallop (77.6%), �sh (74.8%), and corals (72.9%).
The overall performance reached a mean Average Precision (AP50)
of 84.7%, demonstrating robust detection capability across all
categories, as shown in Figure 9.

To further validate the superiority of the proposed YOLOv8n-
PFA model for underwater object detection, a comprehensive
comparison was conducted against several state-of-the-art
detectors, including Faster-RCNN, YOLOv3n, YOLOv5s,
YOLOv6, YOLOv7, YOLOv8n, and YOLOv9c as presented in
Table 12. The results show a clear performance progression
across generations. Earlier models, such as Faster-RCNN and
YOLOv3n, achieved AP50 scores of 69.4% and 71.6%,
respectively, while subsequent architectures like YOLOv5s,
YOLOv6n, and YOLOv7 reached 73.8%, 74.1%, and 74.9%. The
baseline YOLOv8n demonstrated a substantial improvement with
79.4% AP50, and the more recent YOLOv9c further increased
accuracy to 84.4%. In this context, YOLOv8n-PFA achieves the
highest detection performance, with an AP50 of 84.7% and an F1-
score of 81.2%, surpassing all compared models. Importantly, this
performance is attained while maintaining exceptional ef�ciency:
the model has only 2.97M parameters and 7.9 GFLOPs, signi�cantly
lighter than YOLOv9c (25.3M parameters, 108.3 GFLOPs), and
achieves the fastest inference speed of 344.8 FPS. These results
demonstrate that YOLOv8n-PFA establishes a new Pareto frontier
for underwater detection, achieving SOTA accuracy while being a
highly ef�cient and advanced solution for underwater object
detection tasks.
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4.6 Validation of YOLOv11n-PFA for
backbone generalization on RUOD dataset

Table 13 presents a quantitative comparison of the proposed
YOLOv11n-PFA model with classical detectors, recent YOLO
variants, and underwater-speci�c detection frameworks on the
RUOD dataset. YOLOv11n-PFA achieves an AP50 of 85.3% and
a mAP of 61.2%, while maintaining a lightweight footprint of only
2.76M parameters and 6.5 GFLOPs. Compared with the YOLOv11n
baseline (AP50 82.5%, mAP 57.6%), YOLOv11n-PFA provides
substantial gains (+2.8% AP50, + 3.6% mAP), demonstrating that
the Parallel Fusion Attention (PFA) module and WIoUv3 loss
meaningfully enhance both classi�cation con�dence and
localization accuracy without increasing computational cost.

When compared with larger YOLO backbones (YOLOv8s,
YOLOv10s, YOLOv11s, YOLOv12s), YOLOv11n-PFA delivers
comparable or superior detection accuracy while requiring
approximately one-third of the parameters and computational
resources. For example, YOLOv8s achieves a slightly higher AP50
(85.5%) but encounters nearly four times the parameters and
GFLOPs, highlighting the favorable accuracy-ef�ciency trade-off
of the proposed approach. Similarly, RT-DERT reports competitive
mAP (60.6%) but with higher complexity (19.7M parameters, 57.6
GFLOPs), limiting real-time deployment potential. The precision-
recall (P-R) curve for YOLOv11n-PFA on the RUOD further
con�rms robust detection performance across con�dence
thresholds, illustrating effective localization and classi�cation as
shown in Figure 10.

These results demonstrate that YOLOv11n-PFA effectively
narrows the performance gap between nano and larger YOLO
models while preserving computational ef�ciency, making it well-
suited for resource-constrained underwater platforms. Moreover,
the consistent performance gains observed when migrating the PFA
module from YOLOv8n to YOLOv11n con�rm its robustness,
scalability, and backbone-agnostic nature.

4.7 Qualitative visualizations

To qualitatively assess the impact of the PFA module, this study
employs heatmap visualization alongside traditional metrics.
Figures 11, 12 present a comparative analysis using representative
images from the RUOD dataset. The �gure includes the original
image, the heatmap generated by the baseline YOLOv8n model, and
the �nal output heatmap from the proposed YOLOv8n-PFA model.
Visualization reveals a signi�cant enhancement in the model’s focus.
TABLE 8 Ablation study on the contributions of PFA, DWConv, and WIoUv3 on the URPC2020 dataset.

Model Regression loss Conv type AP Params(M) GFLOPs

YOLOv8n (baseline) CIoU Standard Conv 80.4 3.01 8.2

YOLOv8n + WIoUv3 WIoUv3 Standard Conv 81.4 3.01 8.2

YOLOv8n + CBAM CIoU Standard Conv 81.5 3.01 8.2

YOLOv8n + SE CIoU Standard Conv 81.8 3.02 8.2

YOLOv8n + PFA CIoU Standard Conv 83.1 3.15 8.2

YOLOv8n+ PFA + WIoUv3 WIoUv3 Standard Conv 84.4 3.15 8.2

YOLOv8n+ PFA + WIoUv3 + DWConv WIoUv3 DWConv 84.2 2.68 7.7
TABLE 9 Ablation study of loss functions on the URPC2020 dataset using
YOLOv8n.

Base model Loss function AP

YOLOv8n

CIoU 80.4

GIoU 80.2

EIoU 80.6

DIoU 81.1

WIoU 81.4
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The baseline YOLOv8n heatmap shows a diffuse, less targeted
response, indicating low sensitivity to the key features of the objects
of interest in Figure 11. In contrast, the YOLOv8n-PFA heatmap
shows a concentrated activation on the target objects. This
demonstrates that the improvements introduced enable the model
to suppress irrelevant background features and sharpen its attention
on potential positive samples more effectively. Consequently, this
leads to more precise and distinct object localization in the �nal
detection output.

In addition, to provide a qualitative assessment of the YOLOv8n-
PFA model’s capabilities, a visual comparison with the baseline
YOLOv8n was conducted, as illustrated in Figure 12. The
YOLOv8n-PFA model demonstrates superior performance by
signi�cantly minimizing both false positives and missed detections.
Furthermore, it exhibits an enhanced ability to identify small-scale
objects and achieves a notable improvement in localization accuracy,
as evidenced by more precise bounding box predictions.

Figures 13, 14 jointly illustrate the qualitative behavior of the
proposed YOLOv8n-PFA under increasingly challenging underwater
conditions, explicitly covering diverse scenarios in terms of water
turbidity, object scale, and scene complexity. Figure 13 presents a
moderate-turbidity scene containing both isolated targets and densely
cluttered regions. In this case, the baseline YOLOv8n misses several
small or low-contrast objects, whereas YOLOv8n-PFA successfully
recovers most detections, demonstrating improved attention focusing
and feature discrimination. Nevertheless, one heavily blurred object
remains undetected by the proposed model, indicating that small
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targets with weak visual cues remain challenging even under
moderate visibility degradation.

Figure 14 depicts an extreme-turbidity scenario characterized
by strong backscatter, severe texture loss, and dense object
clustering. While the baseline YOLOv8n fails to detect a target in
a relatively sparse region, YOLOv8n-PFA successfully localizes it.
However, the proposed model still misses one object within a
densely cluttered cluster, revealing residual ambiguity under
severe turbidity and crowding. Together, these �gures
intentionally include failure cases for both models, highlighting
not only the robustness gains introduced by PFA but also the
remaining limitations under extreme visibility degradation, dense
clutter, and low-contrast small targets.
5 Discussion and limitations

Experiments on the URPC2020 and RUOD datasets
demonstrate that YOLOv8n-PFA consistently improves detection
accuracy while preserving real-time ef�ciency. On URPC2020,
AP50 increases from 80.4% to 84.2%, with particularly strong
gains for challenging categories such as holothurian (67.1% to
74.8% AP) and scal lop (84.4% to 87.6% AP). These
improvements re�ect enhanced robustness under underwater
conditions characterized by low contrast, partial occlusion,
background clutter, and densely clustered objects. On the more
TABLE 10 Comparison with SOTA underwater object detectors on URPC2020.

Models AP50 (%) AP75 Params (M) GFLOP (G)

Boosting R-CNN (Song et al., 2023) 71.3 34.5 45.9 74.7

RoIAttn (Liang and Song, 2022) 77.6 48.8 55.2 331.4

ERL-Net (Dai et al., 2024) 76.8 49.6 45.9 54.8

UODN (Zhou et al., 2024) 83.7 52.1 19.1 44.3

DCM-YOLO (Guo et al., 2025) 84.6 51.9 13.2 46.6

YOLOv8n-PFA (Ours) 84.2 51.5 2.68 7.7

YOLOv11n-PFA(Ours) 84.7 52.6 2.76 6.5
Bold values represent the best performance in each column.
TABLE 11 Comparison of YOLOv11n-PFA against state-of-the-art detectors on the URPC2020 dataset.

Models AP50 (%) mAP Params (M) GFLOP (G)

RT-DERT (Zhao et al., 2024) 72.8 49.1 19.7 57.6

SSD (Liu et al., 2016) 75.4 38.8 24.3 116.6

MAW-YOLOv11 81.4 47.2 2.11 5.5

YOLOv8s 84.5 48.2 9.8 23.4

YOLOv10s 83.4 48.7 7.2 21.4

YOLOv11n (baseline) 81.4 46.8 2.58 6.3

YOLOv11s 83.9 49.0 9.4 21.3

YOLOv12s 83.2 47.5 9.0 19.3

DEIM (Huang et al., 2025) 83.4 49.9 10.2 24.8

YOLOv11n-PFA(Ours) 84.7 49.3 2.76 6.5
Bold values represent the best performance in each column.
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diverse RUOD dataset, YOLOv8n-PFA achieves 84.7% AP50 with
improved per-class performance, con�rming stronger
generalization across a broader range of underwater scenes, object
categories, and visual degradations. Ablation studies further isolate
the contribution of each component: the proposed PFA module
provides the largest performance gain (+2.7 AP), while WIoUv3
contributes an additional +1.3 AP by stabilizing bounding-box
regression under noisy and ambiguous localization conditions.
Selective DWConv placement reduces parameters and GFLOPs
with only marginal accuracy loss, demonstrating an effective
accuracy-ef�ciency trade-off.

To validate backbone-agnostic behavior, PFA and WIoUv3
were also integrated into YOLOv11n, yielding consistent
improvements over the baseline on both datasets while
maintaining a lightweight footprint (2.76M parameters and 6.5
GFLOPs). This con�rms that the proposed modules generalize
across architectures. Qualitative visualizations (Figures 13, 14)
further illustrate improved detection under moderate and extreme
turbidity, with fewer missed targets and false positives, while also
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exposing residual failure cases in densely cluttered and low-
visibility regions.

5.1 Limitations

Despite the improvements achieved by YOLOv8n-PFA and
YOLOv11n-PFA, several challenges remain under severe
underwater conditions. Extreme turbidity and strong backscatter
can signi�cantly obscure object boundaries and texture cues,
reducing detection con�dence for small or distant targets. Highly
camou�aged objects may visually blend with the seabed, leading to
false positives or missed detections. In addition, dense clutter,
overlapping objects, and partial occlusions introduce localization
ambiguity that persists even with WIoUv3-enhanced regression.
Dynamic factors such as motion blur, rapid viewpoint changes, and
platform instability caused by underwater currents can further
degrade frame-level consistency. Domain shifts, including
variations in camera sensors, illumination spectra, depth-
dependent color attenuation, and compression artifacts, may also
FIGURE 8

P-R curve of YOLOv11n-PFA on URPC2020 dataset.
FIGURE 9

P-R curve of the proposed model on the RUOD dataset.
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limit generalization when transferring models across different
operational environments. These limitations are re�ected in the
qualitative failure cases shown in Figures 13, 14 and indicate that
extreme low-visibility and densely cluttered scenes remain
open challenges.
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5.2 Practical deployment challenges on
AUV/ROV hardware

Although YOLOv8n-PFA and YOLOv11n-PFA are designed to
be lightweight, deployment on real AUV/ROV platforms introduces
TABLE 12 Detection results from YOLOv8n-PFA and other SOTA models on the RUOD dataset.

Models Precision Recall F1-score AP50 Params (M) GFLOP (G) FPS

Faster-RCNN 68.7 66.9 67.8 69.4 13.72 18.12 79.4

YOLOv3n 70.9 68.2 69.5 71.6 12.4 28.91 72.4

YOLOv5s 72.6 69.3 70.8 73.8 26.58 16.8 321.0

YOLOv6n 78.7 76.4 77.4 79.8 42.4 11.9 322.6

YOLOv7-tiny 75.8 74.2 75.0 76.3 13.1 39.13 252.5

YOLOv7 78.1 76.3 77.2 78.9 35.69 103.22 226.5

YOLOv8n
(baseline)

83.3 74 78.3 81.5 3.01 8.2 333.3

YOLOv8s 83.1 75.8 79.3 82.7 11.2 28.8 310.4

YOLOv9c 83.8 77.2 80.3 84.4 25.3 108.3 207.8

YOLOv8n-PFA 84.6 78.1 81.2 84.7 2.97 7.9 344.8
TABLE 13 Performance comparison of YOLOv11n-PFA with object detection models on the RUOD dataset.

Models AP50 (%) mAP Params (M) GFLOP (G)

RT-DERT 84.7 60.6 19.7 57.6

SSD 80.4 46.8 24.3 116.6

YOLOv8s 85.5 61.5 9.8 23.4

YOLOv10s 85.3 61.0 7.2 21.4

YOLOv11n (baseline) 82.5 57.6 2.58 6.3

YOLOv11s 84.9 61.2 9.4 21.3

YOLOv12s 84.6 61.1 9.0 19.3

DEIM 82.8 49.5 10.2 24.8

YOLOv11n-PFA(Ours) 85.3 61.2 2.76 6.5
Bold values represent the best performance in each column.
FIGURE 10

P-R curve of YOLOv11n-PFA on RUOD dataset.
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constraints beyond model complexity alone. Continuous onboard
inference increases power consumption and thermal load, which
can trigger frequency throttling on embedded GPUs such as
NVIDIA Jetson Xavier or Orin, reducing sustained throughput.
End-to-end latency is in�uenced not only by network computation
but also by memory bandwidth, sensor-to-processor data transfer,
and software-stack ef�ciency. High-resolution video streams
combined with concurrent onboard processes (e.g., navigation,
mapping, and sensor fusion) may further saturate shared
resources and compromise real-time operation. While selective
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DWConv placement reduces computational cost, maintaining
stable closed-loop perception-action performance may require
additional hardware-aware optimization tailored to embedded
marine systems. We note that the reported batch size of 32
applies only to training; all FPS results in Tables 5, 12 were
measured during inference with batch size 1 on an NVIDIA RTX
4090 GPU using FP16 precision.

To mitigate these challenges, future work may explore multimodal
fusion of optical (RGB camera) and acoustic (sonar-based) sensing,
which has the potential to improve robustness under extreme turbidity,
FIGURE 11

Heatmap results of proposed YOLOv8n-PFA with base model.
FIGURE 12

The detection results of YOLOv8n with the proposed YOLOv8n-PFA in clear water scenarios. Red boxes indicate the missed targets.
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