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1Department of Applied Geomatics, Université de Sherbrooke, Sherbrooke, QC, Canada, 2Quebec
Centre for Biodiversity Science (QCBS), Stewart Biology, McGill University, Montréal, QC, Canada
Caribou populations across the Arctic have declined markedly in recent decades,
motivating scalable, consistent, and accurate monitoring approaches to guide
evidence-based conservation actions and policy decisions. By providing broad
coverage through high-resolution imagery, aerial surveys offer a practical means
to monitor wildlife across vast and remote Arctic regions. Manual interpretation
from this imagery is labor-intensive and error-prone, underscoring the need for
automatic and reliable detection across varying scenes. Yet, such automatic
detection is particularly challenging due to severe background heterogeneity,
dominant empty terrain (class imbalance), small or occluded targets, and wide
variation in density and scale. To make the detection model (HerdNet) more
robust to these challenges, a weakly supervised patch-level pretraining based on a
detection network’s architecture is proposed. The detection dataset includes � ve
caribou herds distributed across Alaska. By learning from empty vs. non-empty
labels in this dataset involving heterogeneous Arctic scenes, the approach
produces early weakly supervised knowledge for enhanced detection
compared to HerdNet, which is initialized from generic weights. Accordingly,
the patch-based pretrain network attained high accuracy on multi-herd imagery
(2017) and on an independent year’s (2019) test sets (F1: 93.7%/92.6%,
respectively), enabling reliable mapping of regions containing animals to
facilitate manual counting on large aerial imagery. Transferred to detection,
initialization from weakly supervised pretraining yielded consistent gains over
ImageNet weights on both positive patches (F1: 92.6%/93.5% vs. 89.3%/88.6%),
and full image counting (F1: 95.5%/93.3% vs. 91.5%/90.4%). Remaining limitations
are dominated by false positives from animal-like background clutter, and false
negatives related to low animal density occlusions. Overall, pretraining on coarse
labels prior to detection makes it possible to rely on weakly-supervised pretrained
weights even when labeled data are limited, achieving results comparable to
generic-weight initialization.
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1 Introduction
In the Arctic, climate change is advancing more than twice as

fast as the global average (Abrahms et al., 2023), leading to habitat
loss, shifts in vegetation, reduced forage availability, and signi�cant
declines in terrestrial wildlife populations (Ito et al., 2020; Vynne
et al., 2021). Among the diverse fauna inhabiting the circumpolar
regions, caribou (Rangifer tarandus)is the most socio-ecologically
signi�cant terrestrial species, experiencing drastic population
declines in recent decades (Joly et al., 2021; Lamb et al., 2024).
The ever-increasing environmental changes, coupled with
pronounced population declines in recent years, necessitate
precise and frequent monitoring of their distribution and
population (Cagnacci et al., 2016; Mallory and Boyce, 2018).
However, caribou exhibit highly dynamic spatial behavior in
response to environmental stresses. They form dense clusters
during insect harassment and disperse across vast ranges during
migration, further complicating consistent detection and
monitoring (Lenzi et al., 2023; Russell et al., 2021). These
challenges are ampli�ed by the Arctic�s complex terrain, which
includes diverse land cover such as shrublands, wetlands, forests,
and snow�elds. The variability of these environments introduces
frequent changes in color, texture, and contrast. As a result, caribou
can visually blend into their surroundings or be confused with
background features, leading to missed or incorrect detections
during aerial surveys.

Given these challenges, various remote sensing (RS) data sources
such as imagery acquired from drones, aircrafts, and satellites have
been increasingly utilized to improve wildlife monitoring across large
or inaccessible natural landscapes (Converse et al., 2024; Corcoran
et al., 2021; Delplanque et al., 2024a). Among these, aerial imagery
has emerged as a particularly effective approach for monitoring
widely dispersed wildlife populations over vast areas (Davis et al.,
2022; Keeping et al., 2018). Traditionally, large mammal surveys
using aerial imagery have relied on manual interpretation, a process
that is labor-intensive, prone to observer errors, and dif�cult to scale
across the vast number of images required for large-area monitoring
(Corcoran et al., 2019; Delplanque et al., 2023a). However, with the
rapid development of arti�cial intelligence (AI) techniques,
particularly deep learning (DL), there has been a shift towards
automated detection methods (Xu et al., 2024). While AI methods
offer signi�cant advantages in large-scale monitoring, speci�cally for
handling vast amounts of data, they still face limitations. Most AI
approaches, particularly those based on DL, depend on large,
annotated datasets for effective optimization, which are challenging
to obtain (Buckland et al., 2023; Converse et al., 2024; Lyons et al.,
2019; Marchowski, 2021).

Additional challenges, such as small animal sizes, partial
occlusion, proximity to one another, and distortions due to
camera perspective or motion blur complicate DL-based detection
(May et al., 2024). Additionally, the overwhelming prevalence of
empty regions compared to those containing animals creates a
considerable class imbalance in the datasets (Ke et al., 2024). This
imbalance exacerbates the number of false negatives (FNs), where
sparse or occluded animals are overlooked. Meanwhile, false
Frontiers in Ecology and Evolution 02
positives (FPs) are often caused by background heterogeneity,
where terrestrial features are misclassi�ed as animals (Moreni
et al., 2021). Techniques such as data augmentation and weighted
loss functions using hard negative patches (HNPs) have been
employed to tackle this issue (Chabot et al., 2022; Delplanque
et al., 2023b; Moreni et al., 2021). Moreover, detection
performance is further affected by camera perspective. While
nadir imagery ensures consistent top-down representation, it
lacks the contextual depth provided by oblique imagery
(Delplanque et al., 2024b; Pashaei et al., 2020). Therefore, models
that perform well on oblique imagery (Delplanque et al., 2023a;
Peng et al., 2020; Ranc�ic� et al., 2023) need to be tested on nadir
imagery to ensure reliable performance across different perspectives
(May et al., 2025).

In addition to these challenges, DL models in ecological
monitoring often struggle to generalize across the complex, sparse,
and heterogeneous Arctic landscapes (Bothmann et al., 2023;
Kellenberger et al., 2018). To address this limitation and enhance
robustness, these models are typically initialized with ImageNet-
pretrained weights, which provide general visual features and speed
up �ne-tuning on smaller, target datasets (Huang et al., 2024;
Risojevic� and Stojnic�, 2021). However, a key limitation is that
ImageNet pretraining focuses on proximal ground-view imagery
and may not transfer well to the detection of caribou in
heterogeneous Arctic landscapes, both when individuals are densely
aggregated or they are visually subtle at low densities. Addressing this
domain mismatch with fully supervised learning would require vast
amounts of well-annotated aerial imagery speci�c to Arctic wildlife
monitoring, but this is hampered by the fragmented and varied
nature of ecological monitoring data, as well as the signi�cant time
and specialized knowledge needed to label even modest volumes
(Otarashvili et al., 2024).

To address these challenges, weakly supervised pretraining
offers a promising strategy by enabling models to learn target
representations from coarse labels such as patch-level presence
information during early feature learning (Zhu et al., 2023). This
approach is particularly valuable in Arctic wildlife monitoring,
where most images contain no animals and annotation costs
are high.

Prior work in both ecological monitoring and RS has explored
weak supervision to reduce annotation costs, rather than using
coarse labels for early-stage feature learning to mitigate the domain
mismatch found in models initialized from general pretraining
weights. For example, approaches such as pseudo-label generation
frameworks (Wang et al., 2021) and con�dence-based supervision
methods (Yang et al., 2023; Zhu et al., 2024) leverage weak
supervision within the main detection network by directly
integrating pseudo-labels and image-level cues into the training
process. In the context of wildlife monitoring, weak supervision has
been applied to close-range imagery such as camera trap data and
underwater footage to more easily reject empty images (de la Rosa
et al., 2023; Pochelu et al., 2022) or to generate pseudo bounding-
boxes or point annotations from weak image-level labels to alleviate
the annotation burden (Xie et al., 2025; Berg et al., 2022;
Kellenberger et al., 2019). However, these methods are typically
frontiersin.or
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implemented as standalone classi�ers and do not transfer learned
features to improve detection or reduce domain mismatch.

To our knowledge, no prior work in either ecological
monitoring or RS has used coarse labeled pretraining based on
the main detection network architecture to simultaneously address
domain mismatch and enhance detection performance in large-
scale aerial wildlife imagery, while also developing early weakly
supervised knowledge about patches likely to contain animals.

The objective of this study is to improve DL-based single-class
animal detection in large-scale Arctic aerial imagery by addressing
core challenges such as extensive background heterogeneity, severe
class imbalance due to the predominance of empty regions, and
substantial variation in animal densities, scales, and occlusions. To
this end, this study explores whether weakly supervised pretraining
with coarse patch-level labels can yield features adapted to detection
task that improve detection performance compared to conventional
initialization strategies. The study also investigates the potential of
Frontiers in Ecology and Evolution 03
patch-level pretraining to enhance early feature learning, which
could help the model better learn relevant features before
proceeding to the detection phase. Additionally, the study
evaluates the ability of the pretraining network to accurately
distinguish between patches containing animals and those that
are empty, which may inform its broader applicability in data
�ltering or annotation support. Furthermore, the approach�s
generalization capability was assessed across multiple caribou
herds and under temporal variation by testing on a dataset
acquired in a different year.
2 Methods

Figure 1 illustrates the overall methodological pipeline for
caribou detection. The process began with data preparation,
FIGURE 1

Methodological pipeline for weakly-supervised caribou detection and its performance assessment within different initialization scenarios.
frontiersin.org
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which included converting geographical annotations to pixel
coordinates, patching the aerial images, and �ltering out patches
containing image margins that are devoid of caribou. In the next
step, a patch-based pretrain network (PPN) was trained to classify
patches as empty or non-empty, initialized either from random
weights or ImageNet weights. Throughout the �rst training phase,
HerdNet (Delplanque et al., 2023a), a point-based detection
network, was trained to detect caribou locations throughout
the positive patches using different initialization scenarios.
Consequently, HNPs were extracted after the inference and
added to the second training phase. Finally, the model�s
performance was evaluated on full images in terms of detection
and counting accuracy.

2.1 Study area and dataset

The dataset represents a subset of a larger dataset acquired
during extensive caribou surveys conducted by the Alaska
Department of Fish and Game (ADF&G) over summer habitats.
As illustrated in Figure 2, the study area spans northern and interior
Alaska, encompassing a broad range of land cover types, ranging
from tree cover in the boreal forest of interior areas to extensive
grasslands, herbaceous wetlands, and moss-lichen dominated
tundra in the northern regions. Patchy snow cover is also
scattered across higher elevations and along the Arctic coastline.
The surveyed regions include the contiguous ranges of �ve herds:
the Central Arctic Herd (CAH), the Fortymile Caribou Herd
(FCH), and the Porcupine Caribou Herd (PCH) in the
Frontiers in Ecology and Evolution 04
northeastern and interior regions, and the distinct ranges of the
Teshekpuk Caribou Herd (TCH) in the northwestern coastal plains
and the Western Arctic Herd (WAH) across northwestern Alaska.
Herd locations were identi�ed using Global Navigation Satellite
System (GNSS) collars, allowing discrete, targeted imagery
acquisition over areas occupied by high-density caribou herds
(Prichard et al., 2019).

The dataset provided by the ADF&G included image mosaics
from the �ve herds surveyed between July 1st and July 14th, 2017,
along with mosaics from the CAH dataset acquired on July 9th,
2019. Each mosaic contained large images related to a speci�c scene,
some of which contained no caribou. To ensure diversity and
comprehensiveness in the dataset, �ve images per herd were
manually selected from the 2017 dataset, prioritizing those with
varying backgrounds and caribou densities. This selection focused
on the diversity in land cover and animal density conditions,
creating a diverse and robust dataset for DL-based caribou
detection and generalization. Five images from the dataset were
also selected based on the same criteria to further evaluate the
model�s ability to generalize across a dataset acquired in a different
year from distinct locations of the CAH�s annual range. Figure 2
shows the location of selected aerial imagery, providing an overview
of the landscape diversity captured in the dataset. Each point
represents the center of the corresponding aerial image captured
from that location.

The aerial imagery associated with each herd throughout the
dataset encompasses distinct caribou spatial distributions and
habitat preferences in�uenced by environmental conditions
FIGURE 2

Approximate annual ranges of understudy caribou herds in Alaska and the dominant landcovers in the area, as well as the locations of the selected
images.
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speci�c to each herd (Joly et al., 2010). At the time of imagery
acquisition, the CAH�s habitat was characterized by open tundra
with patchy wetlands, where caribou exhibited moderate clustering
near water bodies, and occasional construction sites. The FCH�s
habitat featured denser vegetation compared to other Alaskan
caribou habitats, as well as scattered trees, with caribou gathering
in open grassy areas or on snow patches. The PCH occupied mixed
terrains, with expansive and dense clustering on snow�elds and
coastal areas, while the TCH�s habitat consisted of a mix of
wetlands, tundra, and small snow patches, with caribou gathering
near water edges and permafrost areas, likely for cooling, insect
relief, and foraging. Finally, the WAH was widely distributed over
tundra, rivers, and barren rocky terrain. Both the 2017 and 2019
CAH datasets represent the same herd under broadly stable land-
cover composition (Figure 2). However, 2019 imagery encompasses
partially distinct locations, producing different background
appearances that enable assessment of model generalization
across years.

Table 1 provides an overview of the dataset, including ground
sampling distance (GSD) values ranging from 2 to 4.3 cm, area of
interest (AOI), and total caribou counts captured by the imagery
associated with each herd within the selected images. By removing the
margins lacking data, only image regions containing either
background alone or background with caribou were used for
training and evaluation of the models. For each herd, AOI is the
aggregated ground footprint of the retained image regions. The
dataset covers an approximate total AOI of 10.9 km2. The number
of caribou varied between herds, with certain herds (e.g. the WAH
and the PCH) making a larger contribution to the overall dataset.
Total caribou count represents the total annotation points for each
herd, associated with their corresponding images in the dataset.
Aerial imagery was acquired by three Phase One iXM-100 cameras
(Phase One A/S, Copenhagen, Denmark) mounted on a DeHavilland
Beaver aircraft, and the �ight altitude was approximately 450 meters
for both 2017 and 2019 surveys. Image sizes ranged from
approximately 15,000 × 17,000 pixels to 25,000 × 25,000 pixels.

2.2 Data preparation

The 2017 images were allocated into training, validation, and
test sets with a ratio of 70%, 10%, and 20%, respectively, ensuring
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that all �ve herds were represented across subsets based on point
distributions. The allocation was done at the image level to avoid
data leakage across subsets. The other test set, which involved
imagery captured from CAH in 2019, covered more homogeneous
backgrounds and fewer occlusions or environmental variations
compared to the 2017 dataset. In contrast to the denser clusters
observed in 2017, the caribou in the 2019 dataset were more
sparsely distributed than in the 2017 dataset, with individuals
spread across larger areas. Figure 3 presents image samples of the
2017 and 2019 datasets, featuring all the studied herds as well as
various backgrounds, image dimensions and caribou distributions.
Annotations are shown as red points.

The selected aerial images were then decomposed into small
patches of 512 × 512 pixels to maintain high resolution while
optimizing computational ef�ciency. Patch sizes in the range of
512 × 512 to 640 × 640 pixels have been shown to provide strong
performance for small-object detection in aerial imagery (Unel
et al., 2019) and have since become an established practice
adopted in several animal detection studies (Delplanque et al.,
2023a; Kellenberger et al., 2019; May et al., 2025). The training
dataset consisted of 18,502 empty and 3,549 non-empty patches,
with 9,294 empty and 1,181 non-empty patches in the 2017 test set
and 3,650 empty and 1,025 non-empty patches in the 2019 test set.
The animal sizes ranged from 5 to 14 pixels in length and 4 to 7
pixels in width, depending on age, image resolution, and visibility. A
15% patch overlap (around 78 pixels) was chosen to ensure that
animals appearing near the edge of a patch would be included in at
least one of the adjacent patches, preventing any individual from
being missed. The overlap assured ef�cient capture of every
individual for counting, while reducing redundancy and
over�tting. Visual inspection con�rmed that this overlap ensured
complete animal inclusion across patch boundaries. Overall, this
allocation strategy ensured that the model encountered a variety of
patch�level densities, ranging from dispersed groups to occasional
high�density clusters. This further enhanced model robustness
across different environmental conditions and naturally variable
caribou distributions. The distribution of annotated caribou points
per patch across the training, validation, and test sets is available in
Appendix 1.

To address class imbalance caused by a large number of empty
patches, data strati�cation was applied to the validation data to
maintain a consistent ratio of empty to non-empty patches across
training and validation sets. For the 2017 dataset, the percentages of
non-empty patches were 16% in the training and validation sets,
and 11% in the test set, while this percentage was 22% in the 2019
test set. Table 2 illustrates the proportion of different herds in
subsets of the 2017 dataset. This allocation ensured that all herds
were represented in each data split (training, validation, and test),
which enabled the model to learn from the diverse landscapes and
caribou distributions associated with each herd, as the proportions
were not numerically balanced due to the uneven distribution of
caribou across herds in the dataset. Given the small number of
images per herd, uneven caribou density, and the need to capture
background variability within a �xed split, validation herd
proportions differ from those in the training sets. Nonetheless, all
herds are included in both splits.
TABLE 1 Summary of aerial image acquisition parameters and caribou
counts across surveyed herds in the dataset.

Herd Acquisition
year

GSD1

(cm)
AOI2
(km2)

Total caribou
count

CAH3 2017 2 to 4.3 1.5 11,057

2019 2.4 to 3.7 1.0 8,976

FCH4 2017 2.4 to 3.4 2.5 13,651

PCH5 2017 3 to 3.7 1.9 31,448

TCH6 2017 3.4 to 4 1.7 13,032

WAH7 2017 3.5 to 4.1 2.4 38,339

1GSD, Ground Sampling Distance; 2AOI, Area of Interest; 3CAH, Central Arctic Herd; 4FCH,
Fortymile Caribou Herd; 5PCH, Porcupine Caribou Herd; 6TCH, Teshekpuk Caribou Herd;
7WAH, Western Arctic Herd.
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2.3 Deep learning approach

2.3.1 Patch-based pretrain network

Automatic wildlife detection over vast areas is particularly
challenging due to the overwhelming presence of empty
background patches in aerial imagery, which can lead to class
imbalance, increased FPs, and ineffective feature learning (Azimi
et al., 2018). Because most patches in aerial imagery are empty, the
detection network struggles to learn meaningful representations for
rare object locations. Additionally, occlusion and sparsity further
increase the likelihood of FNs. To address these issues, and to provide
weakly supervised feature extraction before the main detection task, a
PPN was introduced. The PPN serves as a pre-training step that �rst
Frontiers in Ecology and Evolution 06
learns to distinguish between empty and non-empty patches,
allowing the model to learn features relevant to the dataset. By pre-
training a detector backbone on this binary classi�cation task, the
detection network can more easily learn features related to the
presence of animals, improving its ability to localize them while
reducing FPs caused by background heterogeneity.

Throughout this paper, the term backbone is used to denote the
entire encoder-decoder block of HerdNet, which is the down-
sampling encoder together with its up-sampling decoder. The
choice of using HerdNet�s backbone for the PPN was based on its
proven effectiveness in detecting individuals in dense herds where
proximity and occlusion are common. Recent comparisons across
point-based detectors also reported higher robustness of HerdNet
in dense and occluded wildlife scenes compared to the point-based
YOLO variant named POLO (May et al., 2025). Additionally, this
approach allowed for an assessment of whether pretraining the
backbone with a simple binary classi�cation head and then
transferring the adapted weights to initialize detection would
improve HerdNet performance (Delplanque et al., 2023a). By
utilizing the backbone of HerdNet in the PPN architecture, the
model was pretrained on coarse binary patch labels (empty vs. non-
empty) derived from the same dataset as the main detection task.
This approach allowed the network to learn dataset-speci�c feature
representations from these coarse labels, which were subsequently
transferred to the main detection network�s backbone, providing a
more effective initialization for the subsequent detection task.
TABLE 2 Percentage of caribou associated with each herd across the 2017
dataset subsets, categorized by herds (%).

Herd Training Validation Test-2017

CAH1 7.4 7.4 33.3

FCH2 18.1 3.9 12.6

PCH3 38.2 25.0 33.3

TCH4 14.8 24.4 9.4

WAH5 21.5 39.3 11.4

1CAH, Central Arctic Herd; 2FCH, Fortymile Caribou Herd; 3PCH, Porcupine Caribou Herd;
4TCH, Teshekpuk Caribou Herd; 5WAH, Western Arctic Herd.
FIGURE 3

Examples of images from different herds with varying backgrounds and caribou distribution patterns represented with red points; (A) Porcupine
Caribou Herd (PCH); Background: snow, grassland, barren land; Density: high; (B) Fortymile Caribou Herd (FCH); Background: shrubland, trees, rocky
terrain; Density: low to average; (C) Teshekpuk Caribou Herd (TCH); Background: wetland, grassland; Density: high; (D) Central Arctic Herd (CAH-
2019); Background: frozen land, water; Density: average to high; (E) Western Arctic Herd (WAH); Background: water, grassland; Density: average to
high; and (F) Central Arctic Herd (CAH-2017); Background: construction, grassland; Density: average to high.
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As shown in Figure 4, the PPN shares the same backbone as
HerdNet, consisting of a deep layer aggregation (DLA) encoder to
extract multi-level features, and a decoder that progressively
reconstructs spatial information and generates feature maps at
multiple scales (Yu et al., 2018). These feature maps highlight
regions of interest within each patch. A spatial mean operation
was then applied to summarize the feature map activations, and the
resulting scalar was passed through a linear layer to produce the
�nal binary classi�cation output. A sigmoid activation function was
applied to convert the output from the linear layer values into a
probability, and this probability was subsequently thresholded to
yield a �nal classi�cation of 0 or 1. The network was trained using
Binary Cross-Entropy (BCE) loss, where the predicted probability,
obtained from the sigmoid activation, was compared to the ground
truth label (0 for empty, 1 for non-empty).

During the training step, two models were trained. The �rst one
involved initializing the weights of the DLA Encoder-Decoder using
ImageNet pretrained weights (Russakovsky et al., 2015). The second
training started from the PPN with a random weight initialization
based on Xavier and Kaiming Normal distribution (Glorot
and Bengio, 2010; He et al., 2015). For clarity, these two
training approaches are called PPN-ImageNet and PPN-Scratch,
respectively, throughout this paper.

Both training sessions were conducted under the same
conditions, except for using a learning rate of 10�2 for
initialization from random weights, compared to a lower rate of
10�4 for initialization from ImageNet weights. Consistent with
standard �ne-tuning practice, a lower learning rate was used for
pretrained (ImageNet) weights to preserve useful features and avoid
large, destabilizing updates, whereas a higher learning rate was
required when training from scratch to accelerate early learning and
convergence. The models were trained using the Adam optimizer,
with a weight decay of 3×10�4. To address the large class imbalance
between empty and non-empty patches (~5:1 in the trained data), a
Binary Batch Sampler (BBS) was used to ensure that each mini-
batch contained an equal number of empty and non-empty patches
during training. Empty patches were randomly selected in each
epoch, while all non-empty patches were guaranteed to be used
throughout the entire epoch. The total number of empty patches
used was 18,502, and the total number of non-empty patches was
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3,549. This method maintained a balanced class distribution in each
batch, leading to a more effective model optimization and balanced
feature learning compared to loss weighting, which could still
introduce biases in learning (Singh et al., 2023). The BBS was
applied only during training to prevent biases in metric calculation
during validation and testing. Training was stopped after 152
epochs for PPN-ImageNet and 212 epochs for PPN-Scratch,
when no further loss improvements were recorded. Early
stopping was applied based on the validation loss, with a patience
of 15 epochs.

Standard data augmentation techniques were applied to
improve the robustness of the model. Binary patch-level
annotations were generated automatically, based on the presence
or absence of point annotations. These annotations were then
manually re�ned to correct cases where patches containing parts
of animals were incorrectly labeled as empty. To evaluate whether
the improved features produced by the PPN led to better detection
performance, the same backbone was applied within HerdNet,
which is speci�cally designed for animal detection and counting.
The next stage of the pipeline involved a detection network used to
assess the impact of pretraining a model that shares the same
backbone on the robustness of the detection network against
challenging real-world detection scenarios.

2.3.2 Point-based detection network

HerdNet, a well-performing point-based detection network
designed for the precise localization, classi�cation, and counting
of wild animals, was employed for the detection stage. The model
has been shown to outperform Faster R-CNN and density-based
networks in detection accuracy, counting precision, and robustness
to dense herds, con�rming its superiority in these tasks (Delplanque
et al., 2023a, 2024b). HerdNet consists of a DLA-34 encoder to
extract multi-scale hierarchical features, followed by a decoder that
progressively upsamples feature maps. The network includes two
output heads: a localization head, which predicts the focal instance
distance transform (FIDT)-based heatmaps for pinpointing
individual animal localization, and a classi�cation head, which
outputs low-resolution class maps to assign species labels to the
detected points. Together, these output heads enable both accurate
FIGURE 4

Architecture of the patch-based pretrain network (PPN) using a deep layer aggregation (DLA-34) encoder-decoder backbone to classify patches as
empty or non-empty.
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localization and species classi�cation within dense and
heterogeneous scenes.

Augmentation techniques similar to the PPN were applied to
improve generalization. Throughout the �rst training step, the
backbone weights were initialized using three different pretrained
settings to evaluate the impact of various initialization strategies on
the detection network�s performance: 1) Weights derived from the PPN
that were trained from scratch on the caribou detection dataset
(HerdNet-PPN-Scratch); 2) Weights from the PPN, initialized with
ImageNet weights (HerdNet-PPN-ImageNet); and 3) Backbone�s
pretrained weights on the ImageNet dataset (HerdNet-ImageNet),
which is the baseline network in this study. All three scenarios were
conducted using only the positive patches of the datasets. Early stopping
was applied with a patience of 15 epochs to prevent over�tting. To
evaluate the localization performance of the models throughout different
initialization scenarios, patch-based animal counting was done for all
the positive patches. The training process was conducted on an NVIDIA
GeForce RTX 4090 GPU with 24GB of VRAM. The implementation
was carried out using PyTorch, leveraging mixed-precision computation
to optimize memory ef�ciency and speed. To manage memory
constraints, a batch size of 32 was used for the PPN, while a batch
size of 16 was allocated for training different HerdNet models due to its
higher memory requirements.

In the second stage of training, HNPs were employed to address
the challenge of reducing FPs in full-image detection (Hughes et al.,
2018; Moreni et al., 2021). Following the �rst training stage, which
involved standard �ne-tuning on positive patches, the second stage
involved adding hard negative patches extracted from FP detections
in full-image inference on training data. The number of HNPs
added to the background class was 4,680, while the number of
positive patches in the training dataset was 3,540, and the total
number of training patches was 22,051. To mitigate the class
imbalance between positive and negative patches, a BBS was also
applied during the training. The second stage used the same patch
size but applied a lower learning rate (10-6), while other
hyperparameters remained unchanged.

2.4 Model evaluation

Each model was evaluated separately according to its intended
function. The PPNs were evaluated based on their accuracy in
classifying patches as empty or non-empty, and the point-based
detection models were evaluated using detection and counting metrics.
2.4.1 Patch-based pretrain network evaluation

In case of PPN, a prediction was assigned true positive (TP)
when its patch-based ground truth label (0 or 1) matched the
predicted value, and FPs were recorded for misclassi�ed empty
patches. Precision, recall, F1-score, and average precision (AP) were
selected for patch-based evaluation. This evaluation determines
how accurately the PPN maps animal presence in aerial patches
and thus provides useful feature representations before detection
network training.
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2.4.2 Detection network evaluation

The evaluation of the detection network incorporated both
localization accuracy and counting performance metrics,
providing a complete analysis of its performance in localization
and counting. The localization accuracy metrics include precision,
recall, and F1 score. The counting performance metrics include
mean absolute error (MAE), and total counting error (TCE),
thereby assessing model accuracy in estimating the number of
detected instances (Ranc�ic� et al., 2023; Zhang et al., 2024). A
detection was labeled as a true positive (TP) when the Euclidean
distance between it and the nearest ground-truth point was no more
than 4 pixels, meaning that both points lay within a circle of 4-pixel
radius. This threshold helps maintain spatial consistency between
detections and ground truth points, minimizing over-counting in
dense herds and enhancing localization precision.
3 Results

3.1 Pretrain network performance

The PPN was evaluated based on two initialization strategies:
PPN-Scratch, trained from randomly initialized weights, and PPN-
ImageNet, initialized using pretrained ImageNet weights. The
performance of both models was assessed according to their
ability to differentiate between empty and non-empty patches.
Table 3 presents the results for both PPN-Scratch and PPN-
ImageNet models using precision, recall, F1-score, and AP
metrics, conducted on both 2017 and 2019 test sets. PPN-
ImageNet consistently outperformed PPN-Scratch across all
metrics throughout the two test sets. Even though the model had
no prior exposure to the speci�c characteristics of the 2019 dataset,
the ImageNet-pretrained model achieved slightly higher recall and
comparable F1-score relative to the 2017 set, which highlights the
model�s robust performance across different years. Conversely, the
PPN-Scratch model showed poor performance on both datasets,
with similarly low recall and F1-scores, indicating over�tting to
TABLE 3 Patch-based pretrain network (PPN) results on the two test sets
using different initialization strategies.

Pretrain
network

PPN-ImageNet1 PPN-Scratch2

Test set 2017 2019 2017 2019

Precision (%) 92.2 89.1 85.4 83.5

Recall (%) 95.3 96.4 60.4 58.8

F1-score (%) 93.7 92.6 70.7 69.0

AP (%)3 93.8 91.5 66.2 63.7
fr
1PPN-ImageNet, Patch-based Pretrain Network initialized from ImageNet weights; 2 PPN-
Scratch, Patch-based Pretrain Network initialized from random weights; 3AP, Average
Precision.
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background patterns in the 2017 training data and failure to
generalize to the 2019 imagery.

Figure 5 shows some patch samples misclassi�ed by the PPN-
ImageNet as FPs (i.e., non-empty) throughout the two test sets. FPs
in both test sets often include patches with background features
such as rocks, logs, irregular ground textures, snow patches, water
waves or other elements that share visual characteristics with lower-
scale or partially occluded caribou individuals.

On the other hand, FNs occurred mainly in the patches with
low animal density. In 2017, all FN patches contained from 1 to 5
caribou, and the majority of the FNs (90.9%) were patches with one
or two individuals, while FNs in the 2019 dataset involved 1 to 9
individuals, with 83.3% of all FNs containing one or two
individuals. Regarding the FNs among all patches containing one
or two caribou, the rates were respectively 23.0% and 16.6% in 2017,
and 15.7% and 3.1% in 2019. FN patches involved complex
backgrounds, where caribou are mostly located near the patch
margins, with cluttered scenes or lower contrast to the
background (Appendix 2).
3.2 Animal detection network performance

3.2.1 Detection performance on positive patches

The performance of HerdNet under different initialization
strategies was assessed after the �rst training phase. The
evaluation was conducted on positive patches from the test sets,
focusing on localization accuracy and patch-level counting
performance. This approach avoided the confounding effects of
severe class imbalance caused by empty background patches. The
number of positive patches in the 2017 and 2019 test sets was
1,181 out of a total of 10,475, and 1,025 out of a total of 4,675,
respectively. Table 4 summarizes the detection performance of
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three HerdNet initialization strategies evaluated on 2017 and
2019 test sets. Across all metrics, HerdNet-PPN-ImageNet
consistently outperformed the other models, achieving the
highest AP and F1-score values and lowest MAE on both test
sets. However, HerdNet-PPN-Scratch achieved higher recall and
slightly lower precision compared to the baseline HerdNet
(HerdNet-ImageNet) introduced in Delplanque et al. (2023a)
on both datasets. Notably, the results show that initializing the
detection network with the weights generated from weakly
supervised pretraining, whether initialized from ImageNet or
random weights, noticeably increases the recall compared to
initialization from generic weights.

Figures 6, 7 show patch-level count comparisons between
ground truth (GT) and detections for the HerdNet-PPN-
ImageNet and HerdNet-ImageNet models, on the Test-2017 and
FIGURE 5

Examples of false positive (FP) patches detected as non-empty by the patch-based pretrain network initialized from ImageNet weights (PPN-ImageNet).
Top row: Examples from Test-2017; Bottom row: Examples from Test-2019.
TABLE 4 Detection results of HerdNet under different initialization
strategies on positive patch test sets.

Model
HerdNet-
PPN-
Scratch1

HerdNet-
PPN-
ImageNet2

HerdNet-
ImageNet3

Test set 2017 2019 2017 2019 2017 2019

Precision (%) 88.6 88.5 92.5 91.1 91.2 90.4

Recall (%) 91.9 94.6 92.7 96.1 87.6 86.9

F1-score (%) 90.2 91.5 92.6 93.5 89.3 88.6

MAE4 1.3 1.0 0.8 0.7 1.2 1.1

AP5(%) 85.3 89.8 92.3 91.6 81.4 88.6

TCE6(%) 0.6 6.1 0.2 5.1 -3.9 -6.2
front
1HerdNet-PPN-Scratch, HerdNet initialized with weights from the patch-based network
pretrained from scratch; 2HerdNet-PPN-ImageNet, HerdNet initialized with weights from the
patch-based network pretrained on ImageNet; 3HerdNet-ImageNet, HerdNet initialized from
ImageNet Weights (baseline); 4MAE, Mean Absolute Error; 5AP, Average Precision; 6TCE,
Total Counting Error.
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