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Single-item training for
multi-dish recognition: a
class-agnostic framework for
Indian food platters

Keerthi Garisa ®, Ravi Kant Kumar* and Priyanka Singh

Department of Computer Science and Engineering, SRM University-AP, Amaravathi, Andhra Pradesh,
India

Accurate dietary assessment is increasingly dependent on automated food
recognition systems capable of operating effectively in real-world environments.
While most vision-based models perform well on single-item datasets, their
performance degrades significantly in complex multi-dish settings. This scenario
is particularly evident in Indian thalis, which contain overlapping food items with
diverse textures and high visual variability. These challenges make large-scale
multi-dish annotation expensive and limit practical deployment of such systems.
To address this gap, we propose a novel two-stage framework that enables
recognition of multi-dish food images using only single-item training data. The
proposed pipeline incorporates class-agnostic segmentation using the Segment
Anything Model (SAM), followed by classification with an SE-DenseNet121
network optimized via Optuna-based hyperparameter tuning.The model is
trained exclusively on single-item annotated images and generalizes to multi-
item thali images at inference time through a segmentation-classification
mapping strategy. This zero-shot segmentation approach eliminates the need
for multi-dish ground-truth annotations. As a result, the annotation complexity
is reduced from O(N x M) to O(N). The proposed system achieves accuracy
of 97.48% on single-item food image classification and demonstrates strong
applicability to multi-dish Indian thali images through region-wise inference on
segmented food items. Furthermore, the framework is computationally efficient,
achieving 2x faster inference with a latency of 1.58 ms while using only 70%
of the parameters required by transformer-based baselines. It operates with
low computational cost (2.90 GFLOPs), significantly fewer parameters (8.06M
compared to 26.69-86.77M), and delivers higher throughput (633.32 samples/s).
These results demonstrate that the proposed method provides a scalable and
practical solution for real-time dietary assessment applications.

KEYWORDS

food recognition, hyperparameter optimization, Indian Food Classification, Optuna,
SE-DenseNet121, segment anything model (SAM), squeeze-and-excitation (SE) module

1 Introduction

Food recognition is a growing field in computer vision, with applications in dietary
monitoring (Sheng et al., 2024), automated meal logging (Chen et al., 2020), nutritional
assessment (Feng et al., 2024), smart dining systems (Zhou et al., 2024), and food supply
chain automation. Smartphone adoption and advancements in visual recognition have
enabled scalable image-based dietary assessment systems (Yang et al., 2024; Su et al., 2024).
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These systems are more convenient than manual logging and can
improve public health surveillance for diet-related diseases such
as obesity (Aditama and Munir, 2022), diabetes (Xiao et al., 2025;
Kumar et al., 2021) and cardiovascular disorders (Liu et al., 2024).

Food recognition refers to the automated process of identifying,
localizing, and classifying food items from images using computer
vision and machine learning techniques (Min et al, 2019).
Although substantial progress has been made in this area,
food image classification remains a challenging fine-grained
visual recognition task. Variations in presentation (Li et al.,
2024), preparation and illumination contribute to high intra-
class variability (Zheng et al., 2025), while visual similarities
between different dishes cause strong resemblance between classes.
Furthermore, real world meal scenes often contain multiple,
overlapping food items which complicates the application of
standard single-label recognition models (Mohanty et al., 2022).
These challenges require specialized datasets, architectures, and
evaluation strategies designed for food recognition.

Recent advances in food classification have been driven by three
major developments: the availability of large-scale datasets such
as UEC-FOOD100 (Arslan et al., 2021), which support transfer
learning and model generalization; the introduction of attention-
based models, Vision Transformers (Gao et al., 2024) and deeper
convolutional architectures that enhance fine-grained feature
discrimination. However, existing approaches remain limited when
applied to complex meal compositions such as thalis—traditional
Indian plates containing multiple overlapping dishes under varied
lighting and presentation conditions (Aguilar et al., 2019).

Persistent challenges include:

e Most benchmark datasets assume one dominant food item per
image, making them unsuitable for multi-item recognition.

e Severe class imbalance and labeling inconsistencies reduce
performance for underrepresented dishes.

e Instance segmentation approaches (e.g., Mask R-CNN,
YOLO) require manual annotations.

e The need to balance recognition accuracy, inference speed,
and model complexity for edge device deployment.

To address the annotation bottleneck, this work proposes
a paradigm shift: training on annotated single-item images and
generalizing to unannotated multi-item scenarios through zero-
shot segmentation. Our approach trains the SE-DenseNetl21
classifier exclusively on single-item images from IndianFoodNet30.
At inference, SAM performs zero-shot segmentation on thali
images without manual prompts or annotations, and each extracted
segment is independently classified. This decoupled design reduces
annotation effort while preserving strong recognition performance.

The proposed two-stage framework combines SAM-based
segmentation with SE-enhanced DenseNet classification, in
which SE blocks enable channel-wise feature recalibration and
Optuna (Morales-Herndndez et al., 2023) performs systematic
hyperparameter optimization for efficient convergence.

The key outcomes of this work are outlined as follows:

1. A
multi-item Indian thali recognition, combining SAM-based

two-phase segmentation-classification framework for

segmentation with SE-enhanced DenseNet classification.
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2. A single-item trained classifier capable of generalizing to multi-
item food scenes, eliminating the need for annotated multi-label
datasets.

3. Integration of SE blocks after each transition layer in
DenseNet121 to strengthen channel attention during feature
downsampling.

4. Automated hyperparameter optimization using Optuna
enhances accuracy and efficiency across training stages.

5. Demonstration of real-world feasibility through robust

segmentation and classification of diverse Indian dishes,

enabling practical applications in dietary assessment and food

logging systems.

2 Literature review

Food image classification has become instrumental in
developing intelligent dietary assessment systems (Wei and Wang,
2022; Chiang et al., 2019). Food recognition methods can be
categorized based on their architectural principles. This section
reviews major architectural approaches, highlighting their core
principles, strengths, and limitations.

2.1 Adaptive machine learning approaches

While deep learning dominates recent food recognition
research, alternative machine learning architectures offer valuable
insights for handling real-world challenges like lighting variations,
occlusions, and changing food appearances through dynamic
adaptation during inference.

Kotwal et al. (2024) proposed Modified Time Adaptive
Self-Organizing Map (MTA-SOM) with Stochastic Gradient
Descent optimization for automated food recognition. SOMs
are unsupervised neural networks creating low-dimensional
MTA-SOM
dynamically modifies topology over time to learn evolving food

representations through competitive learning.
attributes efficiently, maintaining accuracy despite variations
in lighting, viewing angles, and partial occlusions. Combined
with SGD optimization, their approach demonstrated significant
improvements in precision and robustness across diverse cuisines.

However, SOM approaches face limitations for large-scale
classification. Unlike deep CNNs that learn hierarchical features
automatically through backpropagation, SOMs require manual
tuning of topology parameters and typically achieve lower
accuracy on datasets with hundreds of fine-grained categories.
Computational complexity increases substantially with dataset size,
making SOMs less scalable than modern deep learning for real-time
inference. Nevertheless, MTA-SOM’s adaptive learning capabilities
highlight important considerations for developing robust systems

operating under varying real-world conditions.

2.2 Transformer-based architectures

Transformer frameworks employ self-attention mechanisms to
capture long-range dependencies, enabling models to focus on
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relevant regions regardless of spatial proximity (Kim et al., 2024).
Unlike CNNs processing images through local receptive fields,
transformers treat images as patch sequences and learn global
relationships through multi-head attention. This architecture
excels at modeling complex spatial relationships but requires
substantial computational resources (often 50M+ parameters and
15+ GFLOP).

Nijhawan et al. (2024) introduced VTnet+, which integrates
Vision Transformer (ViT) features with handcrafted descriptors,
including GIST, Histogram of Oriented Gradients (HoG), and Local
Binary Patterns (LBP). This model was evaluated on a dataset
of 7,467 Indian cuisine images across 13 classes and achieved
94.63% classification accuracy, outperforming CNN combined with
support vector machine (SVM) or random forest (RF) baselines,
that achieved 75%-79%. In a related study, Lee et al. (2024)
proposed MFD-MST, a modified Swin-Transformer model that
incorporates a Spatial Extraction Block (STSE) for enhanced
spatial representation and a Recursive Feature Pyramid (RFP) for
improved multi-scale feature learning. When evaluated in the UEC-
Food100, IndianFood28, and UEC-Food256 datasets, MFD-MST
exhibited improvements in average precision (AP) at Intersection
with Union (IoU) 0.50 of +2.7%, +3.3%, and +1.4%, respectively,
compared to the baseline Swin-Transformer. Min et al. (2023)
further proposed PRENet, which progressively refines local features
using self-attention and leverages global context. PRENet achieved
83.03% accuracy with ResNet-50 and 83.8% with ResNet-101 on
the Food2K dataset, which contains over one million images across
2,000 dish categories. This work demonstrates that transformer-
based attention can effectively enhance CNN backbones for large-
scale food recognition tasks.

2.3 Hybrid CNN-based pipelines

Hybrid pipelines combine CNNs for hierarchical local

feature extraction with segmentation networks or post-
processing stages for complex multi-item scenarios. CNNs
extract progressively abstract features from low-level edges to
high-level semantic representations. Segmentation modules isolate
individual food items from cluttered backgrounds, enabling
independent classification.

Tiwari et al. (2024) developed IndianFoodNet, a food
classification and recommendation system designed for
hypertensive patients. This pipeline combines contour-based
segmentation with a fine-tuned MobileNetV2 classifier, achieving
97.1% accuracy on the IndianFood30 dataset, which includes 30
classes. The model also demonstrated strong transferability on
the UEC-Food100 (89.9%), Food-101 (90.1%), and UEC-Food256
(82.1%)

Agarwal et al. (2023b) introduced a hybrid instance segmentation

datasets,indicating robust learned representations.
and recognition framework that combines Mask R-CNN and
YOLOVS5, along with volume-based calorie estimation. This model
achieved 97.12% accuracy, a recall of 0.9675, and a specificity
of 0.9645 upon the IndianFoodNet30 dataset, surpassing the
performance of Mask R-CNN, YOLOv5, and CNN-only baselines.
In a similar approach, Chaitanya et al. (2023) presented a hybrid

classification and information retrieval framework by fine-tuning
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Inception-v3 on a custom 20-class dataset and employing web
crawlers such as Scrapy and Selenium to retrieve additional
information, including recipes, nutritional data, and nearby
restaurants. The system achieved 97.0% accuracy, indicating its
potential for practical food recommendation applications.

2.4 YOLO-based real-time detection

YOLO (You Only Look Once) simultaneously predicts
bounding boxes and class probabilities in a single forward
pass. Unlike region-proposal methods requiring multiple stages,
YOLO divides input images into grids and directly regresses box
coordinates and class scores. This unified architecture enables fast
inference, typically achieving 30-60 FPS on modern GPUs.

Chrintz-Gath et al. (2025) applied YOLOv7, YOLOVS, and
YOLOvV9 models to the Swedish plate model for dietary assessment,
achieving a peak precision of 82.4% for YOLOvV8 in food
classification and portion estimation. While demonstrating YOLO’s
effectiveness for structured plate layouts, the study focused on
portion quantification rather than fine-grained classification across
diverse cuisines. The single-stage detection approach trades some
classification precision for speed, making it well-suited for real-time
monitoring but potentially less effective for distinguishing visually
similar food categories.

2.5 Transfer learning strategies

Transfer learning leverages pre-trained weights from large-
scale datasets (e.g., ImageNet: 1.2 million images across 1,000
classes) to initialize network parameters before fine-tuning on
domain-specific data. This enables faster convergence and better
generalization on smaller datasets by transferring generic visual
features learned from diverse images.

VijayaKumari et al. (2022) applied EfficientNet-BO with
fine-tuned pretrained weights to an Indian food dataset (101
classes), achieving 80% accuracy. Konstantakopoulos et al. (2023a)
employed EfficientNet-B2, pre-trained on Food-101 and fine-
tuned on the MedGRFood dataset, achieving 83.8% accuracy
with minimum classification loss of 0.68. This two-stage transfer
learning demonstrates that intermediate domain adaptation can
further improve performance.

2.6 Foundational CNN architectures and
broader applications

CNNs employ spatial hierarchies of learned filters to
progressively extract features from low-level patterns to high-
level semantic concepts through successive convolutional and
pooling layers. Deep CNNs like VGG, ResNet, and DenseNet stack
many layers (50-200+) to build rich hierarchical representations
for complex recognition tasks.

Jiang et al. (2020) proposed DeepFood, a multi-stage pipeline
integrating Faster R-CNN for region proposal generation, VGG-
16 for feature extraction, and a regression module for localization
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refinement. Evaluated on FOOD20-with-bbx and benchmark
datasets (UEC-Food100 and UEC-Foo0d256), DeepFood achieved
approximately 71.7% top-1 and 93.1% top-5 accuracy, setting an
early baseline for multi-item food recognition.

CNN-based architectures have demonstrated effectiveness
across diverse food-related applications, including grain quality
assessment and agricultural product inspection, highlighting the
transferability of visual feature extraction techniques throughout
the food domain. The demonstrated efficiency of compact CNN
architectures makes them particularly suitable for deployment in
resource-constrained agricultural and industrial settings requiring
real-time processing.

2.7 Research gap

While many food recognition methods achieve high accuracy,

multi-item recognition remains constrained by annotation
requirements. Instance segmentation approaches (Agarwal et al.,
2023b; Jiang et al., 2020), can identify multiple food items but
require costly bounding-box or pixel-level annotations, whereas
classification-only models (Nijhawan et al., 2024; Min et al., 2023;
VijayaKumari et al., 2022) perform well on single-item images
but cannot handle complex plates with multiple dishes. This
persistent trade-off motivates an annotation-efficient framework
that decouples segmentation from classification, enabling zero-shot
multi-item inference while maintaining high recognition accuracy.

Table 1 summarizes the literature with technical principles for

each methodology.

3 Dataset

To evaluate both single-item food classification performance
and real-world generalization to multi-item meal scenarios, this
study employs two distinct datasets.

3.1 Indian FoodNet30: single-item images

The publicly available IndianFoodNet30 (Agarwal et al,
2023a) dataset was used for training, validation, and quantitative
evaluation. It comprises 11,487 images spanning 30 Indian food
categories (e.g., Dosa, Idli, Biryani, Jalebi), captured under diverse
lighting conditions, viewpoints, and backgrounds. Each image
depicts a single food item. The dataset was split at the image
level to preserve class balance: 70% for training (8,041 images),
10% for validation (1,149 images), and 20% for testing (2,297
images). All splits were created prior to training, and no image
appeared in more than one partition. Hyperparameter optimization
and early stopping were performed exclusively on the training
and validation sets, while the test set remained completely unseen
until final evaluation. A fixed random seed (seed = 42) was used
to ensure deterministic data splitting, model initialization, and
training behavior, enabling exact reproducibility of experimental
results and fair comparison across models. All images were resized
to 224 x 224 pixels to match the input requirements of the
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SE-Enhanced DenseNet121 architecture. Sample images from the
training set are shown in Figure 1.

3.2 Multi-item thali images

To examine practical applicability in realistic dining scenarios,
a separate collection of 50 multi-item thali images was assembled
from two independent sources: smartphone photographs captured
by the research team (30 images) and images from publicly
accessible platforms (20 images). Each image contains three-six
food items arranged within a single plate, exhibiting real-world
variations in lighting, occlusion, and spatial arrangement.

These thali
IndianFoodNet30 and were not used for training, validation,

images are entirely independent of
or hyperparameter optimization. They do not contain ground-
truth annotations and are therefore employed exclusively for
qualitative analysis to demonstrate the framework’s ability to
generalize from single-item training to multi-item inference
through SAM-based segmentation. Sample thali images used for
qualitative evaluation are shown in Figure 2.

To prevent data leakage, strict dataset isolation was maintained.
IndianFoodNet30 was used exclusively for training, validation,
and quantitative testing, while the multi-item thali images were
used only for qualitative evaluation. The two datasets were
independently sourced and fully disjoint, with no shared or
overlapping images. Since the thali images were never used
during training, validation, or hyperparameter optimization,
the evaluation reflects true cross-domain generalization rather
than memorization.

4 Proposed framework

This section describes our proposed method for efficient and
accurate food image segmentation and recognition.

4.1 Overview and key contributions

This study presents a two-stage framework for Indian food
recognition that addresses multi-food thali images through a novel
training paradigm: single-item training combined with zero-shot
multi-item inference. This approach makes three fundamental
advances over prior state-of-the-art methods:

4.1.1 Annotation-efficient learning paradigm

Prior instance segmentation methods (Mask R-CNN, YOLO)
require pixel-wise annotations for every food instance in multi-
item training images. For example 1,000 thali images containing
four-six items each, this demands 4,000-6,000 manual annotations
requiring approximately 333-500 hours of expert labor. Our
framework eliminates this bottleneck by training exclusively
on single-item images with class labels, reducing annotation
cost from O(N x M) to O(N), where N denotes the number

frontiersin.org
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TABLE 1 Evolution of food recognition technologies: from traditional CNNs to modern hybrid systems.

Methodology Dataset(s) Classes Performance Approach

Kotwal et al. (2024) | MTA-SOM + SGD optimizer Diverse cuisines Multiple Improved precision & Adaptive ML
robustness

Nijhawan et al. VTnet+ (ViT + GIST + HoG Indian cuisine 13 94.63% accuracy Transformer

(2024) +LBP)

Lee et al. (2024) Modified Swin + STSE + RFP UEC-Food100, 100, 28, 256 AP@[0.50]: +2.7%, Transformer
(MFD-MST) IndianFood28, UEC-Food256 +3.3%, +1.4%

Min et al. (2023) Progressive region Food2K (>1M images) 2,000 83.0% (ResNet-50), Transformer
enhancement (PRENet) 83.8% (ResNet-101)

Tiwari et al. (2024) Contour segmentation + IndianFood30, 30,100, 101, 256 97.1% (IndianFood30), Hybrid CNN
Fine-tuned MobileNetV2 UEC-Foo0d100, Food-101, 89.9% (UEC-100), 90.1%

UEC-Food256 (Food-101)

Agarwal et al. Mask R-CNN + YOLOv5 Food images 30 97.12% accuracy Hybrid CNN

(2023b) hybrid

Chaitanya et al. Inception-v3 + automated Custom Indan dataset 20 97.0% accuracy Hybrid CNN

(2023) extraction

Chrintz-Gath et al. YOLOvS8 Swedish plate model 42 70.4% mAP@0.5, 82.4% YOLO-based

(2025) precision

VijayaKumari et al. EfficientNet-B0 (ImageNet Indian food dataset 101 80% accuracy Transfer learning

(2022) pretrained)

Konstantakopoulos | EfficientNet-B2 + stereo MedGRFood Multiple 83.8% accuracy, 10.5% Transfer learning

etal. (2023a) vision MAPE

Jiang et al. (2020) DeepFood (Faster R-CNN + FOOD20-with-bbx, 20, 100, 256 71.7% top-1, 93.1% top-5 | CNN-based
VGG-16) UEC-Foo0d100, UEC-Food256

FIGURE 1

Sample images from IndianFoodNet30 used for training.

of images and M represents the average number of food 4.1.2 Domain-adapted SAM filtering for food
items per image, resulting in an M-fold reduction while recognition

achieving comparable multi-item recognition performance. This

establishes a new paradigm: decoupling training complexity from While SAM is increasingly used for general segmentation,
inference complexity. its application to food recognition faces unique challenges.
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FIGURE 2
Sample multi-item thali images used for qualitative evaluation

Raw SAM output produces 30-40 segments per thali image
(including plates, utensils, backgrounds, reflections), while actual
food items number only 3-6. Existing SAM applications rely on
manual prompt engineering (clicking points on each food item)
or simplistic area thresholding, both inadequate for automated
systems. We introduce the first fully automated, food-specific
three-stage filtering pipeline that systematically eliminates distinct
false positive categories through complementary heuristics: (1)
area filtering removes small artifacts (highlights, crumbs), (2)
shape filtering rejects elongated utensils and corner-touching
backgrounds while preserving diverse food shapes, and (3)
color filtering exploits chromatic richness differences between
food and achromatic tableware. This cascade achieves 5-7x
segment reduction (30-40 to 3-6) while preserving 85%-95%
of genuine food items, enabling practical deployment without
manual intervention.

4.1.3 Generalization to Unseen Food
Combinations

The model is trained exclusively on isolated food items,
avoiding any bias toward specific combinations. At inference, SAM
segments each food item independently, and the classifier predicts
labels for each segment separately. This allows the system to
recognize novel or rare combinations of foods that were never seen

Frontiersin Computer Science

together during training—a capability not available to end-to-end
multi-item models, which rely on learned co-occurrence patterns.

The framework operates through two distinct phases (Figure 3).
During training (Figure 3A), SE-DenseNet121 learns from single-
item images where each contains exactly one centered food
item. During inference (Figure3B), SAM performs zero-shot
segmentation on multi-item thalis, our three-stage filter isolates
food regions (Figure 3C), and the trained classifier independently
processes each segment.

4.2 Components of proposed architecture

This section describes the key building blocks of our
proposed framework, including the backbone, segmentation
module, and classifier.

4.2.1 Backbone architecture: DenseNet121

Deep convolutional neural networks face two fundamental
challenges that limit learning effectiveness: the vanishing
gradient problem and feature redundancy. To address these
issues and motivate the use of DenseNet, we first outline the

underlying principles.
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FIGURE 3

eliminates non-food segments using area, shape, and color filters.

Complete training and inference pipeline. (A) Training phase: Optuna optimizes hyperparameters for SE-DenseNet121 trained on single-item images.
(B) Inference phase: SAM segments multi-food thali images, followed by post-processing and classification. (C) Three-stage filtering pipeline

4.2.1.1 Understanding gradient flow and the vanishing
gradient problem

Neural networks learn through backpropagation, where
gradients of the loss function with respect to network weights
propagate backward from the output layer to the input layer
to update parameters. In deep networks, this process can suffer
from the vanishing gradient problem, where gradients decrease
exponentially as they pass through multiple layers.

Mathematically, in a network with L layers, if each layer scales
the gradient by a factor a < 1, the gradient reaching the first
layer is:

aaT\L/l ocat (1)

where L denotes the total number of layers, W, represents the
weights of the first layer, L is the loss function, and o < 1 is
the average gradient scaling factor introduced by each layer during
backpropagation.

As network depth increases, a- — 0, causing early layers to
receive negligible learning signals. Consequently, these layers fail
to learn meaningful low-level features such as edges and textures,
which degrades overall network performance. For example, in a 50-
layer network with a = 0.9, the gradient at the first layer becomes
0.9%% & 0.005, effectively halting learning in early layers.

4.2.1.2 Understanding feature reuse and redundancy
Traditional sequential architectures (Layer 1 — Layer 2 —... —
Layer L) process information in a linear chain, where each layer can
only access the output of its immediate predecessor. This creates
feature redundancy: if Layer 10 needs edge information that Layer
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2 already extracted, the intermediate layers (3-9) must redundantly
pass this information forward, or Layer 10 must recompute it.
This wastes both parameters and computation. Feature reuse
refers to the ability of later layers to directly access and utilize
features computed by earlier layers, eliminating this redundancy.
Efficient feature reuse enables networks to learn more expressive
representations with fewer parameters.

4.2.1.3 Dense connectivity solution

The DenseNet121 (Huang et al., 2017) architecture addresses
vanishing gradients and feature redundancy through dense
connectivity, where each layer receives the outputs of all preceding
layers within a dense block. This creates direct information paths
between layers and enables efficient feature reuse. Specifically, the |-
th layer receives concatenated feature maps from all previous layers:

X1 = Hp [Xo, X1, X250 5 Xj-1] @)

where X is the output of the I-th layer, Xo,X1,...,X_1
denote the outputs of preceding layers, [-] represents channel-wise
concatenation, and Hj(-) is the composite transformation of Batch
Normalization, ReLU, and convolution.

This structure enables direct gradient flow from the loss
function to any layer, preventing gradient attenuation in
deep networks. At the same time, it allows higher layers to
directly reuse low-level features (e.g., edges and textures)
without redundant recomputation, thereby reducing parameter
redundancy and improving computational efficiency. Figure 4A
shows the Densenet121 architecture with SE blocks inserted after
transition layers.
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FIGURE 4

SE-DenseNet121 architecture details. (A) Complete network showing information flow through four DenseBlocks with SE modules and Transition
layers. (B) DenseBlock structure with dense connectivity—each layer receives concatenated outputs from all previous layers. (C)
Squeeze-and-Excitation block performing channel recalibration through global pooling, bottleneck FC layers, and channel-wise scaling. (D)
Transition block reducing spatial and channel dimensions between DenseBlocks.

4.2.1.4 Architecture details and information flow

Table 2 shows how information flows through the network.
The input image (3 x 224 x 224) first passes through a 7 x 7
convolution producing 64 feature maps at 112 x 112 resolution,
capturing basic patterns like edges and color gradients. After max-
pooling to 56 x 56, these features enter DenseBlock1.

DenseBlockl contains six convolutional layers, each adding 32
new feature channels (growth rate). Through dense connectivity,
the final layer receives features from all previous five layers plus the
input, producing 64 + (6 x 32) = 256 total channels. Figure 4B
shows each Dense block details.

Transition blocks are used between consecutive dense blocks
to control model complexity and spatial resolution. Each transition
block consists of a 1 x 1 convolution for channel compression,
followed by 2 x 2 average pooling for spatial downsampling. This
design reduces feature dimensionality, improves computational
efficiency, and prevents uncontrolled feature growth while
preserving discriminative information. However, Transitionl
compresses this to 128 channels using a 1 x 1 convolution,
forcing the network to retain only the most discriminative features.
This compression acts as implicit regularization. Transitionl also
performs 2 x 2 average pooling, halving spatial dimensions
to 28 x 28.

Frontiersin Computer Science

The compressed 128-channel output from Transitionl flows
into the Squeeze-and-Excitation (SE) module, which learns which
channels are most important for the current input and recalibrates
them accordingly (detailed in Section 4.2.2). The recalibrated
features then enter DenseBlock2, which applies the same dense
connectivity pattern with 12 layers, expanding to 256 channels.

This pattern repeats through four dense blocks with
progressively more layers (6, 12, 24, 16) and deeper abstractions.
Early blocks at high resolution (56 x 56, 28 x 28) capture fine
details like individual rice grains. Later blocks at coarse resolution
(14 x 14, 7 x 7) encode global semantic concepts like overall food
shape and arrangement. The spatial downsampling sequence (56
— 28 — 14 — 7) builds hierarchical representations from pixels
to concepts.

Each dense block employs a bottleneck design to improve
computational efficiency:

Hi(X) = W3x3 ReLU W, (BN(X)) €)

where X denotes the input feature maps, BN(:) is Batch
Normalization, Wi, and W33 represent learnable convolutional
kernels of size 1 x 1 and 3 x 3, respectively, and ReLU is the rectified
linear unit activation function.
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TABLE 2 Layer configuration and information flow in SE-DenseNet121.

10.3389/fcomp.2026.1753764

Stage Operation Output shape (C x H x W) Purpose

Input RGB image 3 % 224 x 224 Raw input normalized with ImageNet statistics

Primary Conv Conv2D 7 x 7, stride =2 64 x 112 x 112 Extracts edges, corners, color gradients — feeds to
BatchNorm

BatchNorm + ReLU + MaxPool | 3 x 3, stride =2 64 X 56 x 56 Normalizes, adds non-linearity, downsamples —
feeds to DenseBlockl

DenseBlockl 6 layers, growth rate = 32 256 x 56 X 56 Dense connectivity for feature reuse — feeds to
Transitionl

Transitionl Conv1 x 1+ AvgPool 2 x 2 128 x 28 x 28 Compresses redundancy, downsamples — feeds to
SE Modulel

SE Modulel Global pooling + FC layers 128 x 28 x 28 Recalibrates channel importance — feeds to
DenseBlock2

DenseBlock2 12 layers, growth rate = 32 512 x 28 x 28 Builds mid-level features (textures, shapes) — feeds
to Transition2

Transition2 Conv1 x 1+ AvgPool 2 x 2 256 x 14 x 14 Further compression and downsampling — feeds to
SE Module2

SE Module2 Global pooling + FC layers 256 x 14 x 14 Enhances discriminative channels — feeds to
DenseBlock3

DenseBlock3 24 layers, growth rate = 32 1,024 x 14 x 14 Deep hierarchical features — feeds to transition3

Transition3 Conv 1 x 1 + AvgPool 2 x 2 512x7x7 Final compression and downsampling — feeds to
SE Module3

SE Module3 Global pooling + FC layers 512x 7 x7 Focuses on semantic channels — feeds to
DenseBlock4

DenseBlock4 16 layers, growth rate = 32 1,024 x 7 x 7 Final semantic representations — feeds to GAP

Global Avg Pool Spatial aggregation 1,024 Aggregates spatial info into compact vector — feeds
to FC1

FClayer 1 FC (1,024 — 1,024), ReLU, Dropout 1,024 Learns non-linear combinations — feeds to FC2

FC layer 2 (output) FC (1,024 — 30) + Softmax 30 Produces class probabilities (final output)

Each stage processes the previous stage’s output, progressively transforming raw pixels into semantic class predictions. Channel counts increase through dense blocks (feature accumulation),

then compress through transitions (redundancy removal). Spatial dimensions halve at each transition (28 — 14 — 7) to build hierarchical abstractions.

This structure compresses high-dimensional concatenated
features using a 1 x 1 convolution before the 3 x 3 convolution,
significantly reducing computational cost and parameter count
while preserving representational capacity. It enables DenseNet
to scale to deep architectures without prohibitive memory and
computation requirements.

Without this bottleneck, DenseBlock3 (receiving ~768
concatenated channels) would require 768 x 32 x 9 = 221,184
parameters per layer. With channel compression to 128
dimensions, this reduces to (768 x 128) + (128 x 32 x 9) = 135,168
parameters, achieving a 39% reduction.

DenseBlock4 follows the same dense connectivity pattern with
16 convolutional layers, producing 1,024 feature channels at 7 x 7
spatial resolution. After the final DenseBlock4 (1,024 channels at
7 x 7 resolution), a final Batch Normalization and ReLU activation
are applied, followed by Global Average Pooling (GAP), which
aggregates each channel’s spatial information into a single value:

(i, J) (4)

i=1 j=1

Zc=_
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where Z¢ is the pooled output for channel ¢, X¢(i,j) denotes
the activation value at spatial location (i, j) in channel ¢, and the
summation is performed over the full spatial dimensions of the
feature map (7 x 7), totaling 49 spatial locations. This operation
converts each feature map into a single scalar by averaging over its
spatial dimensions, producing a compact global descriptor for each
channel. GAP removes spatial dependency, reduces overfitting,
and enforces correspondence between feature maps and semantic
concepts, making the representation more robust for classification.

This produces a 1,024-dimensional feature vector representing
the entire image, independent of spatial position. This 1,024-
dimensional vector then flows into the classification head.

4.2.1.5 Enhanced classification head
We add an additional fully connected layer before the final
output, creating a two-stage classifier:

1. FCI: transforms 1,024-dimensional GAP features through 1,024
neurons with ReLU activation.

. Dropout: applied with probability 0.52 (Optuna-optimized) for
regularization.
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3. FC2: generates 30-class logits, followed by softmax for
probabilities.

This additional transformation enables learning complex, non-
linear feature combinations crucial for distinguishing visually
similar foods (e.g., palak paneer vs. shahi paneer, which differ
primarily in color intensity). The additional 1,048,576 parameters
provide a +1.8% Top-1 accuracy improvement in ablation studies.
Figure 4 details this flow.

4.2.2 Squeeze-and-excitation (SE) block:
adaptive channel attention

To adaptively focus on the most informative features, we
employ Squeeze-and-Excitation (SE) blocks (Hu et al, 2018).
While DenseNet extracts hundreds of feature channels, not all
contribute equally for every image—for example, texture channels
are critical for dosa recognition, whereas orange color channels
are more important for jalebi. The SE blocks learn channel-
wise attention, emphasizing relevant channels and suppressing less
informative ones.

Given input features with C channels at spatial resolution H x
W, the SE block performs three operations as shown in Figure 4C:

4.2.2.1 Step 1: squeeze—aggregating global information
Global Average Pooling compresses each channel's H x W
spatial map into a single value, creating a C-dimensional descriptor:

1 H W

W . Xe(i, ) (5)
i=1 j=1

Zcz

Here, Xc(i,j) denotes the activation at spatial location (i, )
in channel ¢, and z; is the resulting scalar descriptor for that
channel. The vector z = (21, 2;,. .. ,ZC]T summarizes the presence
of features across channels while discarding spatial location
information, capturing what features are present in each channel

but not where.

4.2.2.2 Step 2: excitation—learning channel importance
The descriptor z passes through two fully connected layers with
a bottleneck to learn channel-wise importance:

s=0 W,ReLU(W,2) (6)
Here:

e W, € RC/er
dimensionality by a reduction ratio r (we use r = 16).
o W, € RE*C/T restores the channel dimension back to C.

o ReLU is the rectified linear unit activation function.

is a learnable weight matrix that reduces

e O is the sigmoid function applied element-wise to produce
scaling coefficients s € [0, 1]C.

e Each element S; represents the learned importance of channel
C, where S; & 1 means the channel is highly informative, and
Sc¢ &~ 0 means the channel is suppressed.

This two-layer bottleneck reduces parameters for a 256-
channel block from 65,536 to 8,192, encouraging the learning
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of generalized inter-channel relationships while remaining

computationally efficient.

4.2.2.3 Step 3: recalibration—applying learned attention
The learned coefficients s scale the original feature maps
channel-wise:

Xe =8¢+ Xe (7)

Here:

e Xq is the original feature map for channel c,

eS¢ is the attention coefficient from the excitation step,

o X is the recalibrated feature map that emphasizes informative
channels and suppresses less important ones.

The recalibrated output X is then passed to the next DenseBlock
for further feature extraction.

4.2.2.4 Strategic placement
SE blocks are inserted after Transitions 1, 2, and 3 rather than
after every convolution. This placement:

1. Recalibrates aggregated multi-scale features from the preceding
dense block,

2. Reduces computational overhead by 95% by operating on
compressed representations,

3. The three SE blocks add a negligible number of parameters
relative to the total model size while providing measurable Top-1
accuracy improvements.

This design ensures efficient, adaptive channel attention
without significant computational cost, improving discriminative
power for visually similar food items.

4.2.3 Optuna-based hyperparameter
optimization

Hyperparameter tuning was performed using Optuna (Akiba
et al,, 2019) with the Tree-structured Parzen Estimator (TPE)
for efficient Bayesian optimization. The search space included
learning rate [107%,1073], dropout [0.3,0.7], SE reduction ratio
{8,16,24,32}, and batch size {4,8,16}. Unpromising trials were
terminated early using the MedianPruner, reducing unnecessary
computation. Figure 5 shows the Optuna-based hyperparameter
optimization process.

The optimal hyperparameter configuration identified through
the Optuna search was selected for final training, yielding improved
performance with substantially fewer trials than manual tuning.

4.3 Multi-food recognition via SAM-based
segmentation

Real-world food images often contain multiple dishes in a single
scene, making identification of individual items difficult without
spatial annotations. To address this, we selected the Segment
Anything Model (SAM) (Kirillov et al., 2023) due to its capability
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FIGURE 5

Optuna-based hyperparameter optimization workflow using tree-structured parzen estimator.

to generate accurate segmentation masks without requiring any
labeled data. SAM isolates individual items, allowing the classifier
to recognize each dish accurately in complex multi-food images.

SAM is a foundation segmentation model designed for
general-purpose, zero-shot instance segmentation. It employs a
Vision Transformer (ViT) image encoder to extract dense global-
context embeddings, followed by a lightweight mask decoder that
generates segmentation masks based on learned representations
and optional prompts. Unlike task-specific segmentation networks,
SAM does not require domain-specific pixel-level annotations and
can generalize to unseen object categories, making it well-suited
for food segmentation in unconstrained real-world scenes. The
SAM-based segmentation pipeline is shown in Figure 6.

Formally, given an input thali image | € RM*Wx3 sAM
produces a set of segmentation masks:

S =1{51,82,...,5},

where each Sy € {0, 1}H*W

However, SAM performs class-agnostic segmentation and does not

represents a candidate object segment.

distinguish between food and non-food objects. As a result, it
segments all visible entities in the scene, including plates, spoons,
table surfaces, reflections, and background structures. In dense thali
images, this leads to the generation of 30-40 segments, while only
three-six correspond to actual food items.

This introduces the core challenge: how to automatically filter
SAM outputs to retain only food-relevant segments without manual
prompts or supervision. Manual prompt engineering (clicking on
each food item) defeats automation, while naive heuristics such as
area thresholding alone fail to distinguish large plates from large
food portions. Therefore, a dedicated, fully automated filtering
mechanism is essential to transform SAM into a practical multi-
food segmentation module.

4.3.1 Automated three-stage filtering pipeline
We introduce a fully automated, food-specific three-stage

filtering cascade that exploits complementary structural and
chromatic properties of food vs. non-food objects. This pipeline
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transforms SAM from a generic segmentation model into a task-
adapted food segmentation system.
4.3.1.1 Stage 1: area filtering

Small artifacts such as specular highlights, crumbs, plate
decorations, and noise are removed using an empirically derived
pixel-area threshold optimized for typical food portions at
1,920% 1,080 resolution:

True if segment area > 4,000 pixels

(8)

valid,rea =

False otherwise

Food portions naturally occupy thousands of pixels, whereas
noise artifacts are orders of magnitude smaller. Segments satisfying
this condition proceed to Stage 2.

4.3.1.2 Stage 2: shape filtering
This stage removes elongated utensils and structural objects
while preserving diverse food geometries:

True ifaspect ratio < 4.0 AND not touching corners

validghape =

False otherwise

9)

where aspect ratio = max(%, %). Circular foods (e.g., dosa)
have ratios near 1.0, triangular items (e.g., samosa) around 2-
3, while utensils typically exceed 4.0. Corner contact is evaluated
within a 10-pixel boundary margin; segments touching corners
usually correspond to table surfaces or plates extending beyond
the frame.

4.3.1.3 Stage 3: color filtering
Chromatic richness is exploited using saturation in HSV color
space:

valideojor = S > 25

with mean saturation defined as:

(. J) (10)
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FIGURE 6
SAM-based thali image segmentation pipeline.

FIGURE 7

Complete multi-food recognition workflow. (Top) Input thali image. (Middle-Left) SAM generates instance masks for all objects. (Middle-Right)
Individual segmented regions. (Bottom-Left) Three-stage filtering eliminates non-food segments (plates, surfaces, utensils). (Bottom-Right) Filtered
food segments classified by SE-DenseNet121 with bounding boxes, labels, and confidence scores.

where M is the segment mask and S(i, j) is pixel saturation. Food
items typically exhibit moderate-to-high saturation due to spices,
sauces, and cooking processes, whereas plates and metallic utensils
exhibit low saturation values.

4.3.1.4 Pipeline effectiveness and motivation

This cascade reduces SAM outputs by 5-7x (from 30-40
to 3-6 segments) while preserving 85%-95% of genuine food
regions. Importantly, this transforms SAM from a generic object
segmenter into a domain-adapted food segmentation system
without retraining, supervision, or manual prompts.

Key contributions of this design include:

Frontiersin Computer Science

1. Task adaptation of foundation models: converts a general-
purpose segmentation model into a food-specific segmentation
system.

2. Fully automated operation: no prompts, clicks, or user
interaction required.

3. Food-driven inductive bias: filtering exploits intrinsic food
properties (size, shape diversity, chromatic richness).

4. Deployment viability: segment reduction enables real-time
processing and efficient downstream classification.

Segments passing all three stages are forwarded to the SE-
DenseNet121 classifier. Figure 7 illustrates the complete pipeline:
SAM generates candidate segments, the automated filtering cascade
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. . TABLE 3 Qualitative layer-level feature study of SE-DenseNet121.
retains food-relevant regions, and SE-DenseNet121 produces final

class predictions with confidence scores.
Extracted features and

representative examples

4.4 Laye r-wise visualization and featu re SAM (segmentation) Performs segmentation to isolate food items from
extra Ctlo n |n S E_ Den se N et 1 2 1 the background, enhancing focus on the object of
interest.

To better understand how the proposed SE-DenseNetl21 Examples: Samosa—sharp triangular region;
architecture progressively refines spatial and semantic features, White Rice—grain clusters; Jalebi—distinct coiled
a layer-wise feature extraction analysis is performed. Integrated spiral.
with the Segment Anythlng Model (SAM), the plpehne isolates C1 (initial convolution) Captures low-level visual patterns such as edges,
individual food items, removes background noise, and enables 4 simpl

corners, and simple textures.
targeted feature learning. Table3 summarizes the hierarchical
. . . . Examples: Samosa—triangular edges and crispy
extraction process with representative examples for samosa, white
. . I . . . surface; White Rice—grain contours; Jalebi—fine
rice, and jalebi. Figure 8 illustrates the corresponding segmentation
. o iral edges.
and feature map (FM) visualization. Spiral ecges
M2 (initial dense block + | Learns mid-level spatial and structural features
transition) through dense connectivity.
5 R l d d . . Examples: Samosa—folds and ridges; White
es u ts a n ISC u SS I O n Rice—grain irregularities; Jalebi—uniform loop
patterns.
This section presents a comprehensive evaluation of the - ces cham] .
. . E1 (first Introduces channel-wise attention, emphasizin
proposed SE-DenseNet121 framework for Indian food recognition. P &
e . . squeeze-and-excitation informative channels and suppressing noise.
Quantitative results are reported on annotated single-item
. . . e . block
images from IndianFoodNet30, while qualitative results illustrate ock) Examples: Samosa—edge sharpening; White
generalization to unannotated multi-item thali images. Rice—highlighted grain clusters; Jalebi—enhanced

The model hyperparameters were optimized using Bayesian spiral contrast.

ot o ; —4
optimization, resultlng ma learnlng rate of 1.32 x 107, a dropout C3 (intermediate dense Extracts mid-level semantic features by combining
rate of 0.31, an SE reduction ratio of 32, and a batch size of 16. .

o . . block) spatial and contextual textures.

Training was conducted for a maximum of 80 epochs with early
. . . L. . . Examples: Samosa—pattern refinement; White
stopping, which terminated training at epoch 50 when validation
. . . . Rice—consistent grain activations; Jalebi—loop
performance plateaued, preventing overfitting and improving
computation al eﬂiciency. repetition strengthened.
SE2 (second Further refines channel responses to amplify
squeeze-and-excitation discriminative regions.
iNi i block)
5' 1 Tra ini ng a nd conve rgence a nalySIS Examples: Samosa—crisp edge enhancement;
White Rice—dense grain clusters; Jalebi—distinct
Figures 9, 10 show the training, validation, and test accuracy .
coiled structure.
and loss curves. The model exhibits smooth and stable convergence,
. . . Qs .. L4—L6 (deep feat Encodes high-level tic abstracti d
with closely aligned training and validation curves. Both training (decp feature reoces Hghievel semantic abstactions an
. . . layers) global representations for classification.
and test losses decrease steadily while accuracy improves
consistently, indicating robust generalization. Examples: Samosa—complete triangular outline;
The categorical cross-entropy loss used for optimization is: White Rice—dense grain texture; Jalebi—abstract
spiral signature.
L 1 N C 1 11 FC & CAM (Grad-CAM Highlights discriminative regions, providing
- - log(D:
i1 o1 Yie g(pl’C) (11) visualization) interpretability to predictions.
i=1 ¢c=
Examples: Samosa—edges and folds; White
where N is the number of samples, C is the number of classes, Rice—central grain clusters; Jalebi—illuminated
Yi,c denotes the ground-truth label, and pj¢ represents the predicted spiral coils.

softmax probability.

. Top-1 and Top-5 accuracies are defined as:
5.2 Quantitative performance on

single-item test set Top-1 accuracy — Somrect predictions
total samples

All quantitative metrics are computed on the single-item Top-5 accuracy — samples with true label in Top-5 predictions
test set (2,297 images), ensuring no data leakage from training total samples
or validation. (12)
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FIGURE 8

Visualization of food plate segmentation. (Top row) Shows the original plate, segmented items, and final annotated plate; (bottom row) shows
feature maps (FM) corresponding to each segmented food item. (A) Original segments, (B) jalebi, (C) white rice, (D) samosa, (E) annotated plate

feature maps, (F) jalebi FM, (G) white rice FM, and (H) samosa FM.

The model achieved a Top-1 accuracy of 97.48%, a Top-5
accuracy of 99.87%, and a test loss of 0.0925, demonstrating strong
discriminative ability.

5.3 Classification metrics

Precision, recall, and Fl-score (Konstantakopoulos et al.,
2023b) for each class are defined as:

. TP TP
Precisionj = ————, Recallj = ————,
TP; + FPj TPi + FN;
F1; = 2  Lrecisioni x Recalli = )

Precisionj + Recall;
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Macro-averaged metrics (Takahashi et al., 2022) are computed
as:

Macro precision = i Precision;,
c i=1
1 C
Macro recall = — Recall;,
¢ i=1
1 C
Macro Fl-score = c F1; (14)
i=1

The model achieved macro-averaged precision, recall, and F1-
score of 0.98. Detailed per-class results are presented in Table 4,
highlighting high performance across all 30 categories. Table 5
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FIGURE 9
Training, validation, and test accuracy progression.

FIGURE 10
Training and test loss reduction.

summarizes overall metrics, confirming consistency across micro-,
macro-, and weighted averages. Sample single item predictions are
illustrated in Figure 11.

5.4 Confusion matrix analysis

Figure 12 shows strong diagonal dominance, confirming most
samples were correctly classified. Minor confusions occurred
primarily between visually similar items, such as Aloo Gobi and
Aloo Masala, reflecting genuine perceptual similarity.

5.5 ROC and precision—recall
characteristics

The ROC and PR curves, shown in Figures 13, 14, provide a
detailed view of discriminative power and confidence calibration.
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The AUC is computed as:
1
AUC =  TPR(FPR)d(FPR) (15)
0
with
TP FP
TPR=———, FPR= — (16)
TP +FN FP+ TN

Each class achieved an AUC value of 1.00, confirming perfect
separability between true and false predictions. PR curves remained
consistently high across all categories, demonstrating outstanding
precision-recall balance under all thresholds.

5.6 Qualitative evaluation on multi-item
thali images
The proposed framework was evaluated on multi-item thali

images using SAM-based segmentation. Since pixel-level ground-
truth annotations are not available for these real-world images,
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TABLE 4 Per-class performance metrics for SE-DenseNet121 on 30 Indian food categories.

Precision Recall

Fl1-score Support

10.3389/fcomp.2026.1753764

TABLE 5 Aggregate performance metrics of SE-DenseNet121 across all food classes.

evaluation is conducted through a segmentation-classification
mapping strategy. Each thali image is first segmented using SAM,
followed by the automated filtering pipeline to retain food-relevant
segments. Each retained segment is then independently processed
by the SE-DenseNetl2l classifier, which is trained exclusively
on single-item food images with known labels. The predicted
class for each segment is mapped to the corresponding food
category learned during training, enabling structured assessment of
multi-item recognition performance. The framework demonstrates
reliable identification of multiple food items per thali, with
strong confidence in correct detections and consistent performance
across different plating styles. Sample qualitative predictions are
illustrated in Figures 15, 16.
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Aloo gobi 0.97 0.97 0.97 79 Top-1 accuracy 97.48%

Aloo masala 0.99 0.95 0.97 94 Top-5 accuracy 99.87%

Bhatura 0.97 0.98 0.97 89 Macro precision 0.98

Bhindi masala 0.91 0.98 0.95 62 Macro recall 0.98

Biryani 1.00 0.97 0.98 86 Macro F1-score 0.98

Chai 0.97 0.97 0.97 73 Weighted precision 0.98

Chole 1.00 0.95 0.97 81 Weighted recall 0.98

Coconut chutney 0.97 1.00 0.99 74 Weighted F1-Score 0.98

Dal 0.94 0.98 0.96 65 Micro precision 0.98

Dosa 0.98 0.99 0.98 85 Micro recall 0.98

Dum aloo 0.91 0.95 0.93 75 Micro F1-score 0.98

Fish curry 0.99 0.92 0.95 86

Ghevar 0.99 1.00 0.99 78

Green chutney 096 0.96 0.96 83 5.7 Failure case analysis

Gulab jamun 1.00 1.00 1.00 53

i 0.98 0.98 0.98 s Despite the overall strong performance of the model, certain
challenges arose when handling complex multi-item thalis.

Jalebi 100 H00 - o Amorphous foods, such as rice, dal, or porridge, were sometimes

Kebab 1.00 0.98 0.99 60 split into multiple segments, referred to as over-segmentation,

Kheer 0.97 1.00 0.99 71 while items placed very close to each other were occasionally

Kulfi 0.96 1.00 0.98 80 merged into a single segment, referred to as under-segmentation.

Lassi 0.99 095 097 70 These segmentation errors primarily reduced recall, as some
items were either fragmented or missed, but they did not

Mutton curry 092 094 093 103 affect classification accuracy, and overall precision remained high.

Onion pakoda 1.00 099 099 82 Consequently, while the model may overlook certain items in

Palak paneer 0.99 0.96 0.97 77 dense thalis due to segmentation limitations, it rarely produces

Poha 0.99 1.00 0.99 83 false positives, which is particularly important for accurate

Rajma curry 0.97 0.96 0.97 80 dietary assessment.

Ras malai 1.00 0.97 0.98 66

Samosa 1.00 1.00 1.00 39

shahi pancer 096 099 097 " 5.8 Overfitting and generalization analysis

White rice 1.00 0.99 0.99 83

Despite the high Top-1 accuracy and per-class AUC values,

multiple indicators confirm genuine generalization rather

than overfitting:

Training, validation, and test performances remain closely
aligned, indicating stable learning without memorization.
Early stopping and regularization strategies (dropout, weight
decay, and data augmentation) promote robust feature
learning.

Class-wise performance is consistent, with confusion matrices
showing errors mainly between visually similar categories.
Successful recognition of food items in complex, unannotated
multi-item thali images after SAM-based segmentation
demonstrates cross-domain generalization, despite training on
single-item images.

Visually distinctive foods with unique shape, texture, and
structural patterns naturally achieve near-perfect separability,
leading to very high AUC values(1.00), that reflect intrinsic
discriminative features rather than memorization.
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FIGURE 11

Sample classification results showing predicted labels and confidence scores for single food items.

These results confirm that SE-DenseNet121 achieves state-of-
the-art performance on single-item classification and generalizes
effectively to realistic multi-item meal scenarios without requiring
extra annotations.

6 Ablation study

To analyze the effect of Squeeze-and-Excitation (SE) module
placement within DenseNetl121, we conducted a systematic
ablation study focusing on classification accuracy, computational
complexity, and inference efficiency. The objective was to identify
the SE configuration that provides the best accuracy-efficiency
trade-off for the proposed food classification backbone, which is
subsequently used for region-wise inference in multi-dish meal
analysis. All variants were trained under identical conditions to
ensure fair comparison.

6.1 SE before the final classifier

Placing a single SE module before the final fully connected
layer recalibrates only high-level semantic features. While this
configuration introduces minimal computational overhead, it does
not influence earlier hierarchical representations, resulting in a test
accuracy of 96.96%.
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6.2 SE after each dense block

Inserting SE modules after each dense block enables periodic
channel-wise recalibration of intermediate features. However, this
placement achieves no accuracy improvement over the baseline
(96.96%) while moderately increasing model size and inference
time, indicating limited benefit from attention applied prior to
feature compression.

6.3 SE inside each dense block

Integrating SE modules after every composite layer

within dense blocks provides fine-grained local recalibration

but substantially increases attention operations. This
configuration leads to higher inference latency (2.55 ms) and
reduced throughput (392.82 images/s) without improving

accuracy (96.96%). These results suggest redundancy when
SE
connected layers, where feature reuse already provides implicit

attention is applied too frequently within densely

channel selection.

6.4 SE after each dense and transition
block

Placing SE modules after both dense and transition blocks aims
to capture local and global dependencies simultaneously. While
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FIGURE 12

Confusion matrix for 30 Indian food classes showing per-class classification accuracy.

this dual-level attention achieves comparable accuracy (96.91%),
it incurs additional computational overhead, demonstrating
diminishing returns from excessive attention layering.

6.5 SE after each transition layer
(proposed)

The proposed configuration places SE modules immediately
after each transition layer, following spatial down sampling
and channel compression. Transition layers aggregate features
from entire dense blocks and produce consolidated multi-scale
representations at progressively coarser resolutions. Applying SE
at these points enables effective global channel-wise recalibration
of semantically meaningful features while operating on reduced
channel dimensions. As a result, this placement achieves the highest

Frontiersin Computer Science

test accuracy (97.48%) with minimal additional computational cost,
maintaining efficient inference (1.58 ms, 633.32 images/s).

6.6 Rationale for optimal SE placement

As summarized in Table 6, SE placement after transition
layers is optimal because it recalibrates aggregated multi-scale
features after spatial and channel consolidation, rather than
repeatedly attending to highly correlated intermediate features
inside dense blocks. Applying SE inside dense blocks introduces
redundant attention and higher latency without accuracy gains,
while placing SE only at early or late stages limits its influence
on mid-level texture and color cues that are critical for food
discrimination. Post-transition placement therefore provides the
most effective balance between representational enhancement and
computational efficiency.
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FIGURE 13
Per-class precision-recall curves demonstrating model performance across all 30 food categories

FIGURE 14
Per-class ROC curves with AUC values for all 30 food categories.
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FIGURE 15

Complete pipeline demonstration: SAM segmentation and SE-DenseNet121 classification of multi-item thali plate.

FIGURE 16

Additional multi-item thali classification examples showing segmentation and per-item recognition results.

6.7 Training consistency

All ablation experiments used identical training protocols
with Optuna-based hyperparameter optimization, including a
dropout rate of 0.3136, reduction ratio of 32, learning rate
of 133 x 1074, and batch size of 16. Early stopping was
applied uniformly. This standardization ensures that performance
differences arise solely from architectural variations rather than
training variance.
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7 Comparative analysis

This section presents a comprehensive comparison between the
proposed SE-DenseNet121 and representative CNN, transformer
and hybrid-based architectures. The analysis jointly considers
classification performance, computational complexity, and
runtime efficiency to assess suitability for real-world deployment.
Table 7 summarizes the quantitative comparison across all

evaluated models.
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TABLE 6 Effect of squeeze-and-excitation module placement on model performance and computational efficiency.

Parameters FLOPs Model size Inference Throughput  Test accuracy
((13)] time (ms) (images/s) (%)
SE-before final classifier 8.10 2.90 30.90 1.38 725.07 96.96
SE-after every dense block 8.19 2.90 31.24 1.48 677.75 96.96
SE-inside every dense block 8.04 2.90 30.67 2.55 392.82 96.96
SE-after each dense and transition block 8.06 2.90 30.73 1.47 680.56 96.91
SE-after each transition layer (proposed) 8.06 2.90 31.32 1.58 633.32 97.48

Bold values indicate the results of the proposed configuration: SE after each transition layer.

7.1 Evaluation metrics

Accuracy denotes the proportion of correctly classified
samples. To ensure a balanced and reliable assessment of
classification performance, precision, recall, and F1-score are also
reported. In addition to predictive performance, model efficiency
is critically important for practical deployment. Therefore,
model size, parameter count, and FLOPs are evaluated to
quantify memory and computational complexity. The number
of parameters reflects the learning capacity of the network,
while FLOPs measure the total arithmetic operations required
for a single forward pass. Lower FLOPs indicate reduced
computational cost and improved suitability for real-time and
resource-constrained applications.

Runtime efficiency is assessed using inference time and
throughput. Inference time measures the latency required to
generate a prediction for a single input, whereas throughput
denotes the number of samples processed per second during
batch inference. These metrics are particularly important
for low-latency and high-throughput applications such as
real-time food recognition, medical diagnostics, and mobile
deployment. The reported inference time of 1.58 ms corresponds
exclusively to the SE-DenseNetl2l classification stage. The
computational cost of SAM is intentionally excluded to
ensure a fair comparison with CNN- and transformer-based
baselines, which likewise report classification-only inference
time. SAM is utilized as an off-the-shelf, class-agnostic, zero-
shot segmentation module that operates independently of the
classifier and is executed once per image rather than per food
item. Consequently, its runtime is treated as a system-level
deployment cost rather than an inherent property of the classifier.
In multi-dish scenarios, this segmentation overhead is amortized
across multiple food items and can be further reduced using
lightweight alternatives such as MobileSAM or FastSAM, ensuring
practical deployability.

7.2 Grouped model comparison
7.2.1 Hybrid architectures

CoAtNet (Dai et al,, 2021), which integrates convolutional
and transformer blocks, achieved 95.87% test accuracy with

moderate computational cost (4.21 GFLOPs) and throughput (316
samples/s). While this hybrid design effectively captures both local
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and global features, its overall performance and efficiency remain
inferior to the proposed SE-DenseNet121.

7.2.2 Modern CNN variants

ConvNeXtV2-T (Woo et al, 2023) and RegNetY-120
(Radosavovic et al., 2020) demonstrate improved accuracy and
throughput compared to traditional CNNs. ConvNeXtV2-T
achieved 96.30% accuracy with an inference time of 3.39 ms,
whereas RegNetY-120 attained 95% accuracy at 3.28 ms. Despite
their competitive performance, both models incur substantially
higher parameter counts and model sizes, increasing memory and
computational demands.

7.2.3 Transformer-based methods

Swin-B (Liu et al, 2021) and ViT-B16 (Dosovitskiy et al.,
2021) achieved competitive accuracy levels of 95.52% and
93.26%, respectively, but at significantly higher computational
cost. These models require 15.17-16.85 GFLOPs and exceed 327
MB in model size, resulting in slower inference and reduced
throughput. This highlights the inherent resource-intensive nature
of transformer-based architectures.

7.2.4 Traditional CNN architectures

DenseNet variants serve as baselines for conventional
convolutional networks. DenseNet201 (Huang et al., 2017) and
DenseNetl69 (Huang et al, 2017) achieved 90.30% accuracy
with moderate parameter counts, while DenseNet121 (Huang
et al,, 2017) provided a more compact alternative with 93.08%
accuracy. Although dense connectivity promotes feature reuse,
their inference latency and throughput remain limiting factors for
real-time deployment.

7.3 Performance analysis of the proposed
method

The proposed SE-DenseNetl121 consistently outperforms all

evaluated architectures across accuracy, efficiency, and runtime
metrics. With only 8.06M parameters and a model size of 31.32
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TABLE 7 Analysis of SE-DenseNet121 and baseline models across multiple metrics.
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Method Model Size (MB) Parameters (M) FLOPs (G) Throughput (samples/s) Inference time (ms) Precision Recall Fl-score Test accuracy (%)
CoAtNet (Dai et al., 101.95 26.69 421 316.31 3.16 0.96 0.96 0.96 95.87
2021)

ConvNeXtV2-T 106.46 27.89 445 294.85 339 0.96 0.96 0.96 96.30
(Woo et al., 2023)

RegNetY_120 189.92 49.65 12.09 304.42 3.28 0.95 0.95 0.95 95.00
(Radosavovic et al.,

2020)

Swin-B (Liu et al,, 331.14 86.77 15.17 260.25 3.84 0.96 0.96 0.96 95.52
2021)

ViT-B16 327.44 85.82 16.85 291.29 3.43 0.93 0.93 0.93 93.26
(Dosovitskiy et al.,

2021)

DenseNet169 48.80 12,53 3.36 237.19 422 0.90 0.90 0.90 90.30
(Huang et al., 2017)

DenseNet201 70.57 18.15 4.29 309.95 3.23 0.90 0.90 0.90 90.30
(Huang et al., 2017)

DenseNet121 27.24 6.98 2.83 288.43 3.47 0.93 0.93 0.93 93.08
(Huang et al., 2017)

SE-DenseNet 31.32 8.06 2.90 633.32 1.58 0.98 0.98 0.98 97.48

(proposed)

Bold values indicate the results of the proposed SE-DenseNet121 model.
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FIGURE 17
Performance-efficiency trade-off: F1 score vs. computational cost
(FLOPs) across baseline and proposed models.

MB, it achieves 97.48% test accuracy along with precision, recall,
and F1 scores of 0.98. Simultaneously, it delivers the highest
throughput (633.32 samples/s) and the lowest inference time
(1.58 ms/sample), demonstrating an exceptional balance between
predictive performance and computational efficiency.

Figures 17-19 jointly illustrate the trade-offs between predictive
performance and computational cost across models. From the
perspectives of FLOPs, inference latency, and model size, SE-
DenseNet121 consistently occupies the optimal region, achieving
superior F1 scores with minimal computational overhead.

7.3.1 F1 score vs. FLOPs

As shown in Figure17, SE-DenseNetl2l achieves the
highest F1 score with one of the lowest FLOP counts. While
traditional CNNs reduce computation at the cost of accuracy
and transformer-based models demand substantially higher
computation for marginal gains, the proposed model offers a
superior accuracy-efficiency balance.

7.3.2 F1 score vs. inference time

Figure 18 highlights that SE-DenseNet121 attains the lowest
inference latency while maintaining the highest F1 score, making
it particularly suitable for latency-sensitive applications. In
contrast, transformer-based models exhibit slower inference due to
attention-based operations.

7.3.3 F1 score vs. model size

that SE-DenseNet121
the highest F1 score with a compact model size, significantly

Figure 19 demonstrates achieves

outperforming larger architectures such as Swin-B and

ViT-B16. This confirms its suitability for deployment in
memory-constrained environments.
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FIGURE 18
Accuracy vs. speed trade-off: F1 score and inference time
comparison across different architectures.

FIGURE 19
Performance vs. model size analysis: F1 score and storage
requirements across architectures.

7.3.4 Multi-metric radar comparison

Figure 20 presents a comparison across accuracy, precision,
recall, F1 score, inference time, and throughput. SE-DenseNet121
occupies the largest area within the radar space, indicating
consistently strong performance across all evaluated dimensions.

Overall,
DenseNet121 achieves state-of-the-art accuracy while maintaining

the comparative analysis establishes that SE-

the lowest computational cost, fastest inference speed, and
This
balanced performance makes it a robust and deployment-ready

compact model size among all evaluated methods.

solution for real-world food recognition applications, effectively
bridging the gap between lightweight CNNs and high-capacity
transformer-based architectures.

8 Conclusion

This study presents a two stage segmentation-classification
system for Indian food recognition that can be trained with
single item image annotations but allows the analysis of
complicated multi dish thalis. The proposed pipeline integrates
zero-shot food region segmentation using the Segment
Anything Model (SAM) with an SE-DenseNetl2l classifier
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FIGURE 20
Normalized radar chart comparing SE-DenseNet121 against average
performance of baseline models across four key metrics.

trained only on single food item images. Through region-
wise inference, the framework can be successfully applied to
multi dish Indian thali images without requiring multi-item
ground-truth annotations.

The proposed approach achieves 97.48% classification accuracy
on a 30-class dataset, with an Fl-score, precision, and recall
of 0.98, and a Top-5 accuracy of 99.87%. It outperforms CNN
and transformer-based baselines while remaining computationally
efficient, surpassing ConvNeXtV2-T by 1.18% accuracy with
69.8% fewer parameters and achieving an inference time of
1.58 ms. Compared to ViT-B16, Swin-B, and VTNet+, the
model provides high accuracy with up to 10x fewer parameters,
enabling real-time throughput of 633.32 images/s on resource
constrained devices.

Unlike conventional single-item CNNs limited to isolated
food images, the proposed framework extrapolates to multi-
dish meal scenes without additional training information.
Compared to the instance-segmentation based methods that
need to be annotated manually, zero-shot SAM segmentation
removes annotation overhead while preserving fine-grained
recognition. Compared to YOLO-based detection pipelines
optimized primarily for speed, the proposed approach
prioritizes classification accuracy, which is essential for reliable
dietary assessment.

The analysis of ablation reveals that the application of
SE attention modules following DenseNet transition layers
produces the best accuracy-efficiency trade-off results, which
offers +0.52% accuracy increase over the baseline DenseNet121
with negligible computation cost. Overall, this study shows that
it is possible to have accurate and scalable multi-dish food
recognition without multi-item annotations through combining
zero-shot segmentation with a single-item trained classifier,
providing a solid foundation for future work on portion
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estimation, nutritional analysis, and mobile health-oriented dietary
monitoring systems.

9 Future work

Future work will focus on extending the proposed framework
beyond Indian cuisine and strengthening its applicability
While the
current study validates performance on Indian thali images,

in real-world dietary monitoring scenarios.

the decoupled segmentation-classification design enables
adaptation to other cuisines by retraining only the classifier
on single-item images, without modifying the segmentation
stage. Empirical evaluation on non-Indian and mixed-cuisine
meals, such as Mediterranean, East Asian, Western, and
fusion dishes, will be essential to quantify generalization
and food

characteristics. Another important direction is extending the

performance across diverse presentation styles
framework from food recognition to nutritional estimation.
Incorporating portion size and volume estimation would
enable calculation of calories and nutrients, supporting more
comprehensive dietary analysis. Addressing variability in food
shape, texture, and serving style will be critical for reliable
nutritional assessment.

Optimizing the system for mobile deployment is also a
key priority. Future work will explore model compression
and acceleration strategies to further reduce latency, energy
consumption, and storage requirements, enabling seamless real-
time use on consumer smartphones under practical conditions.
Finally, integrating temporal and contextual information across
meals can enable personalized dietary insights. Modeling eating
patterns over time and incorporating contextual cues such as user
preferences, meal timing, and dietary constraints can improve
robustness for visually ambiguous foods and support long-term,

individualized nutrition monitoring.
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