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Beyond the looking glass:
multimodal LLM-based
depth-sensing for spatial
behavior modeling in media
architecture

Zhikun Wu'? and Ava Fatah gen. Schieck®*

1The Division of Media and Information Technology, Linkdping University, Norrkdping, Sweden, 2The
Bartlett School of Architecture, University College London, London, United Kingdom

Large media facades are reshaping interactions in buildings and public spaces
into immersive environments, yet empirical knowledge of how pedestrians
behave inside these media spcaes is still limited. This study introduces a fully
automated pipeline for in-the-wild behavior analysis that integrates a system
which consists of a stereo-depth camera, an object detection model with
multi-target tracking algorithm, and GPT-40 with visual reasoning. Deployed at
London’s immersive media building Now Arcade, the system captured 2 h of
depth-enhanced video and produced more than six hundred anonymised visitor
trajectories without any manual annotation. It reliably identified three recurrent
behaviors: passing-by, lingering, and shooting (photographing or filming). To
reveal where these actions occur, we propose Behavior Instance Density (BiD)
heat-maps that project frame-level behavior instances onto a floor-plan grid of
0.5m x 0.5m squares. A comparative BiD study of 2 h-long content loops with
static high-contrast imagery and dynamic low-contrast animation, shows clear
content-driven behavior differences. Static saturated graphics encourage longer
stays and more filming at both buildings entrance and exit thresholds, while
dynamic darker visuals maintain a predominantly transit-oriented flow through
the corridor.The proposed pipeline uses a compact, cost-effective sensing setup,
safequards privacy by discarding raw images after processing, and can be scaled
for long-term or multi-site deployments. The resulting behavioral insights offer
concrete guidance for media-architecture design and lay the groundwork for
responsive facades that can update their digital content in real time according to
observed human engagement.

KEYWORDS

HBI, Al, Multimodal LLM, depth camera, spatial analysis, behavior modeling, media
spaces, in the wild

1 Introduction

As large-scale digital screens gradually integrate into urban buildings, media
architecture has emerged—an immersive three-dimensional environment that fuses
digital displays with architecture and public space (Tomitsch et al., 2015). These settings
are transforming cityscapes, serving as interactive hubs that draw diverse audiences
and redefine how people engage with public spaces. In these complex environments,
understanding human behavior is crucial for developing digital content design and
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enhancing viewers experience. This research challenge aligns
with the interdisciplinary domain of Human-Building Interaction
(HBI), which focuses on the relationship between digitally
enhanced architectural environments and human behavior
(Alavi et al., 2019; Fatah gen Schieck et al., 2025).

Despite the growing prevalence of media architecture,
empirical research on viewers' behavior in three-dimensional,
multi-screen environments remains relatively scarce. Existing
work largely revolves around theoretical models or simplified
flat displays, relying on manual observation and qualitative
methods (Miiller et al., 2012; Behrens et al., 2013; Fischer, 2015;
Tzortzi and Fatah gen. Schieck, 2025).
labor-intensive and lack scalability, limiting the ability to leverage

These approaches are

reliable data insights to improve media architecture design.

Recent advances in automated behavior analysis offer
promising avenues for addressing these limitations. For example,
computer vision techniques (e.g., YOLO') have been widely used
in pedestrian detection and behavior analysis (Kajabad and Ivanov,
2019; Oltean et al., 2019). Nevertheless, such methods often require
extensive labeled data to handle specialized recognition tasks,
which is time-consuming and resource intensive. By contrast,
depth cameras (e.g., ZED 2i%) and multimodal large language
models (e.g., GPT-40°) offer a more flexible approach, enabling
the identification and classification of human actions or behaviors
never encountered during training, along with their localization,
without manual labeling (OpenAl et al., 2024). These tools open
new possibilities for large-scale, automated analysis of human
behavior in complex environments and pave the way for potentially
creating more interactive and responsive media architecture.

In this paper, we present an automated analysis pipeline that
combines depth camera, computer vision, and large language
models (LLMs) to capture and examine crowd behavior in a three-
dimensional media architecture setting. Specifically, we integrate a
ZED 2i depth camera, the YOLOv10x object detection framework
(Wang et al., 2024) with DeepSORT tracking (Veeramani et al.,
2018), and GPT-40’s visual capabilities (OpenAl etal., 2024) to
identify and classify viewer’s behaviors. To offer actionable insights
into spatial interaction patterns, we introduce an innovative
visualization technique, the Behavior Instance Density (BiD)
heatmap, to represent the spatial intensity and distribution of
behaviors. We applied this pipeline to the Now Arcade* building
in London, an immersive public media space equipped with
multiple digital screens. Two separate 60-min datasets were
collected in the wild under two distinct types of digital content:
Rainbow Arcade with static high-contrast imagery and Space in
Between with dynamic low-contrast animation. In Rainbow Arcade,
304 viewers were recorded, while 291 viewers were recorded
in Space in Between. We analyzed and compared how two
different type of content influenced viewer behavior, focusing
on passing-by, lingering, and the special behavior of shooting
(photographing/filming).

https://pjreddie.com/darknet/yolo/
https://www.stereolabs.com/en-se/store/products/zed- 2i

https://openai.com/index/hello-gpt-40/

N N S

https://www.outernet.com/b2b/spaces/now-arcade
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Our results demonstrated that the Rainbow Arcade, with its
vibrant and static imagery, elicited higher levels of passing-by,
lingering, and shooting behaviors compared to the dynamic and
subdued Space in Between. The BiD heatmaps revealed distinct
spatial behavior patterns, with greater engagement concentrated
near entrance areas. Furthermore, our method, which combines
motion analysis from depth camera data with behavior detection
via GPT-40 and YOLOV10x, achieved around 90% overall accuracy
in classifying key behaviors, demonstrating its effectiveness
for real-world viewer analysis. These findings underscore the
potential of integrating automated depth sensing and multi-modal
analysis to inform media architecture design and foster richer
viewer engagement.

2 Related work

2.1 Theoretical models of behavior

Public displays and media fagades have long been a key
area of interest in media architecture, which blends insights
from Human-Computer Interaction (HCI) with architecture and
urban design. Researchers in this domain focus on how digital
elements embedded in the built environment influence human
behavior, exploring the interfaces between architectural design and
interaction design.

A wide range of theoretical models has been proposed to
classify and interpret viewer behavior around public displays.
One approach center on categorizing viewers by their roles or
levels of engagement with the display.One approach proposed
the “Performance Triad” model, dividing viewers into observers,
participants, and performers, emphasizing that these roles are
equally integral to the digital performance context (Sheridan et al.,
2005). Similarly, another segmentation categorized users into
bystanders, spectators, and actors, where bystanders show
little interest, spectators passively engage but do not actively
interact, and actors become deeply involved in the displayed
content (Finke etal., 2008). Although these role-based models
provide an initial theoretical framework for understanding viewer
engagement around public displays, they do not fully address
how viewer roles may shift dynamically within complex social or
spatial environments.

A second set of models emphasizes the stages of interaction
and the
Brignull and Rogers (2003) were the first to map the social

social dynamics surrounding public displays.
choreography around large public displays—showing how
passers-by drift toward the screen, cluster, and evolve from casual
onlookers into active participants—while Wouters et al. (2016)
extended this line of work with their “Honeypot Model,” which
traces the successive engagement trajectories and social cues that
entice observers to approach, learn from others, and ultimately
join the interaction. Building upon this, another model introduced
the “Audience Funnel” model, breaking interactions into six stages,
ranging from simply passing by to deeper forms of engagement
(Michelis and Miiller, 2011). This model offers a more nuanced
understanding of how viewers coordinate their activities and levels

of participation. Further extending these insights, a separate study
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proposed the PACD model (Passing-by, Approaching, Coalescing,
Departing), which highlights turn-taking and the dynamic
interplay among viewers in front of a display (Memarovic et al.,
2012). Their work demonstrates how active engagement can
stimulate more interaction—even influencing those who initially
only pass by. These models have been particularly effective in
analyzing interactions around smaller-scale public screens.

To address the complexities of larger and more immersive
public displays, one approach introduced the “Urban HCI”
model. This model broadens the scope beyond small displays
and classifies urban spaces around large public screens into
zones such as “Display Space,” “Interaction Space,” and “Comfort
Space” (Fischer and Hornecker, 2012). In a similar vein, the ELSI
model integrates viewer roles and spatial relationships across
displays of varying scales (Memarovic et al., 2015). The ELSI model
defines five viewer roles and organizes the space around displays
into distinct zones, including the Potential Active Engagement
Space (which encompasses the Active Engagement Space), the
Passive Engagement Space, and the Display Awareness Space. By
synthesizing engagement patterns across different display sizes, the
ELSI model provides a multi-functional framework for examining
how viewers respond to and interact with public displays.

However, these spatially oriented models primarily focus on flat
or isolated displays and thus do not capture the complexities of
linked, distributed, or three dimensional configurations. This gap
limits our understanding of how viewers behave in more intricate
environments such as those incorporating multiple, interconnected
display surfaces or media fagades that form immersive media
space. Addressing this limitation is crucial for advancing research
on viewer behavior within media rich architectural contexts,
where non-traditional display formats may provoke new forms
of engagement.

2.2 Methods for tracking viewers' behavior

To understand how viewers behave around public displays and
media architecture, researchers have developed various methods to
capture and analyze behavioral data. Early studies often relied on
manual observation and data extraction, while capable of providing
rich insights, were costly, time-consuming, and challenging to
scale for large-scale data collection (Behrens et al., 2013; Fischer,
2015; Qin et al., 2020; Psarras et al., 2019; Memarovic et al., 2016;
Tzortzi and Fatah gen. Schieck, 2025). For example, One study
performed qualitative analysis and image-based observations to
categorize typical behavioral patterns among different viewer
roles (e.g., actors, spectators, passers-by) interacting with urban
displays (Behrens etal., 2013). Another investigation conducted
a twelve-week manual analysis of snapshots and interaction logs
to examine viewer engagement across multiple urban settings
(Memarovic et al., 2016). While these approaches yielded valuable
insights, their reliance on manual coding limited the scope and
efficiency of the research. Complementing qualitative techniques
with quantitative ones can provide richer and more detailed
data. A specialized tool called the “Comprende Mapper” was
introduced for manually mapping viewer trajectories in video
footage (Fischer, 2015), while other researchers used cameras to
record movements later determining each individual’s position
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and gaze direction manually (Qin et al., 2020) or computationally
(Psarras et al., 2019). Despite offering fine-grained details, these
manual methods remain labor-intensive and difficult to scale to
larger contexts.

As technology advanced, automated methods emerged. One
study employed LiDAR to track visitor movements in museums,
benefiting from improved privacy protection though lacking the
ability to capture subtle behavioral nuances (Rashed et al., 2016).
In contrast, combining RGB cameras with deep learning-based
computer vision techniques like YOLO enables more detailed
observation of how people interact with their environment.
Another approach utilized the YOLOv3 algorithm to detect
pedestrians and differentiate behaviors such as walking, running, or
standing, thus offering a more scalable and data-rich approach than
manual methods (Kajabad and Ivanov, 2019; Oltean et al., 2019).

Depth cameras further enhance the capture of three-
dimensional spatial information. Earlier investigations explored
the use of Kinect sensors to track pedestrian movements and
interests (Seer et al., 2014; Chen et al., 2016). However, the Kinect’s
limited field of view and maximum measurement distance (under
approximately 5 m) constrained its applicability in large public
spaces. The stereo-depth technologies, like the ZED 2i camera,
address these limitations by offering an extended measurement
range to 20 m (Stereolabs, 2025). Abdelsalam et al. (2024) finding
indicated that the ZED 2i can reliably capture depth up to 18 m
in HD1080 and HD2K. Moreover, when the setting had very dark
objects and poor lighting, the ZED 2i camera produced more
accurate and reliable depth maps than the RealSense® cameras
(Tadic et al., 2022).

Comparative studies report that the ZED 2i to RealSense devices
for skeleton tracking, showing that the ZED 2i outperformed
its counterpart across multiple criteria (Sosa-Leon and Schwering,
2022; Aharonyetal., 2024). Although the ZED 2i has not yet
been specifically used to examine viewer behavior around public
displays, similar technologies have shown promise in related
fields. For instance, depth camera-based methods have been
used to detect pedestrians in autonomous driving contexts
(Harisankar and Karthika, 2020; Abughaliech and Alawneh, 2020),
and similar techniques have been applied to locate potted flowers
in agricultural settings (Wang etal., 2022). Nonetheless, depth-
camera pipelines coupled with computer-vision detectors still
require heavy task-specific annotation to capture semantic context
in uncontrolled public-display settings, revealing a gap for label-
efficient, semantics-aware approaches—motivating the integration
of multimodal large language models.

2.3 Integrating large language models

Open Ts introduction of GPT-4v in 2023 presented a
major breakthrough in integrating visual capabilities into LLMs
(OpenAl, 2023). This model excelled in tasks requiring visual
comprehension (Yang et al., 2023). In 2024, OpenAl released GPT-
4o, further enhancing multimodal capabilities and achieving even
stronger performance in vision-related tasks (OpenAl et al., 2024;

5 https://www.intelrealsense.com/
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Shahriar et al., 2024). These advancements support the application
of LLMs like GPT-4v to tasks such as human feature recognition
and activity identification, addressing scalability challenges that
traditional methods often face (Ogawa et al., 2024; Hirano et al,,
2024; Fujimoto and Bashar, 2024; Limberg et al., 2024).

LLMs have shown great potential in automating complex tasks,
including multi-attribute classification. One approach used GPT-
4v to automatically categorize and annotate large image datasets
without manual labeling (Fujimoto and Bashar, 2024). By designing
suitable prompts and feeding single-person images into GPT-4v, the
model was able to generate multiple attributes—such as clothing
colors, hairstyle, age, and gender. Its performance surpassed that
of a ResNet-50 convolutional neural network model that had been
enhanced with manual annotations.

Beyond feature recognition, LLMs have also been applied to
human activity recognition. GPT-4v was combined with knowledge
graphs to analyze multimodal datasets, aiming to assess safety
risks in elderly households (Ogawa et al., 2024; Hirano et al., 2024).
By leveraging multimodal large language models (MLLMs) like
GPT-4v’s reasoning capabilities, these studies addressed complex
challenges in daily activity detection.

While LLMs excel at generating context-aware descriptions
and high-level reasoning, they struggle with precise object
localization. In contrast, object detection neural network models
like YOLO (Redmonetal., 2016) are renowned for accurate
detection and positioning but lack semantic and contextual
understanding. Integrating YOLO with MLLMs like GPT-40
can leverage their complementary strengths: YOLO focuses on
detection and localization, while the LLM provides semantic
enrichment and relational reasoning. One framework illustrated
this synergy by introducing a Visual-Language Agent (VLA)
(Yang et al., 2024), in which YOLO acts as the “visual agent,
ensuring precise detection, while GPT-4v serves as the “language
agent,” refining results through spatial and contextual analysis.
This combined approach enhances accuracy and contextual
coherence. Another investigation evaluated YOLO and GPT-4v
in aerial scenarios captured by drones (Limbergetal., 2024),
finding that YOLO-World efficiently identified individuals and
their positions, while GPT-4v improved scene interpretation by
filtering out irrelevant areas. This demonstrates that combining
object detection with multi-modal reasoning significantly boosts
activity recognition performance.

Although integrating YOLO and multi-modal LLMs like GPT-
4v or GPT-4o offers a powerful and flexible framework for tackling
complex tasks in human feature and activity recognition, these
techniques have yet to be applied to viewers behavior analysis
around public displays or validated in uncontrolled, real-world
environments. Our research seeks to address this gap by developing
and evaluating such a framework in wild, as outlined in the
following methodology section.

3 Methodology

We conduct frame-level tracking and behavior analysis
in the wild at a busy public media-architecture site rather than
in a controlled laboratory (Rogers and Marshall, 2017). In-situ
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tracking entails uncontrolled illumination, crowding, occlusions,
and shifting backgrounds that can degrade detection fidelity,
depth accuracy, and temporal consistency; yet it affords higher
ecological validity by capturing authentic interactions that are
hard to reproduce in lab settings. Accordingly, this section (1)
characterizes the site and screen content (Context Analysis);
(2) specifies the technical framework—ZED 2i stereo depth,
YOLOv10x for person detection, DeepSORT for multi-target
tracking, GPT-4o0 for zero-shot semantic labeling—together with
coordinate calibration and speed estimation (Technical Framework
Development); (3) documents the in-situ data-collection protocol,
including camera placement, schedule, and ethical considerations
(Data Collection); and (4) details our visualization strategy via
Behavior Instance Density (BiD) heat maps on a 0.5 m x 0.5 m floor
grid (Data Visualization).

3.1 Context analysis
3.1.1 Site analysis

This study focuses on Outernet® in central London, a new
form of media architecture that provides an immersive digital
experience. Outernet consists of several public areas whose interior
walls and ceilings are covered with LED screens, primarily
encompassing three core zones: the Now Building, Now Trending,
and Now Arcade (Berber et al., 2024). Our research centers on
the Now Arcade, which attracts a large number of viewers
and fosters unique behavior patterns by presenting various
digital content.

According to Figure la, Now Arcade, located at 21 Denmark
Street, serves as a corridor connecting Denmark Street and
Denmark Place. The corridor has a total length of 24 m, a width
of 4.5 m, and a height of 6 m, and it offers a main passage to
other Outernet areas. Its architectural design skillfully combines
digital screens with physical space, forming a distinctive immersive
media space.

The principal digital displays in Now Arcade are composed of
three big LED screens. The west wall and ceiling are covered by
the West Screen and the Ceiling Screen, respectively. The West
Screen measures 20 m in length and 5.5 m in height, while the
Ceiling Screen is also 20 m long and 4.5 m wide. In addition,
the east wall features an East Screen of the same dimensions
as the West Screen (20 m in length and 5.5 m in height),
though part of its display is obstructed by an entrance leading
to the vehicle lift lobby and stairwell. Together, these screens
constitute the core infrastructure for digital content display within
Now Arcade.

Now Arcade is open daily from 10:30 a.m. to 11:30
p-m., extended until midnight on Fridays and Saturdays.
During operating hours, the screens loop various video

content. Pedestrians on Denmark Street can see these
displays when passing by the main entrance, capturing
their attention. Meanwhile, pedestrians entering from

6 https://www.outernet.com/
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FIGURE 1
(a) Spatial analysis diagram. (b) System setup at the Now Arcade site. The defined analysis area is marked on the ground, representing the spatial
region used for viewer behavior tracking and analysis.

Denmark Place must pass through Now Arcade to reach 3.1.2 Screen content analysis

Denmark Street, further increasing exposure to the displayed

media content. For this research, we specifically selected two different digital
content sequences shown from 6:00 p.m. to 7:00 p.m. each day,
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FIGURE 2

Content analysis diagrams of (a) Sequence A, (b) Sequence B, (c) Subsequence A, and (d) Subsequence B

which we have designated as Rainbow Arcade and Space in
Between. Each type of content forms a complete 60-min sequence
(Figures 2a, b).

Rainbow Arcade (Sequence A) consists of six identical sub-
sequences, each lasting 10 min. Every subsequence is further
divided into two segments: a 30-s opening segment called Clip0,
and a 570-s main segment called ClipA (Figure 2c). By contrast,
Space in Between (Sequence B) also comprises six sub-sequences,
each divided into four segments. The opening segment, Clip0,
runs for 30 s, followed by three content segments played in a

Frontiersin Computer Science

loop—ClipB1 (110 s), ClipB2 (30 s), and ClipB3 (50 s)—collectively
adding up to 570 s (Figure 2d).

Sequence A contains relatively static visuals, focusing on
color and graphical presentations, whereas Sequence B features
more dynamic content with rapidly changing images and complex
animations. This contrast offers a unique perspective for observing
how different visual stimuli shape viewer interaction behavior,
revealing which content elements may significantly influence
viewer engagement and movement paths. Further analysis of the
visual content in the sub-sequences is presented in Figure 3.

frontiersin.org
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FIGURE 3

Visual content of Clip0, ClipA, ClipB1, ClipB2, and ClipB3. (a) Clip0 is consistent in both Subsequence A and Subsequence B and features a
black-and-white content. It showcases rapid changes in geometric shapes and text. (b) ClipA’s primary content is a rainbow-colored ribbon graphic
that undergoes gradual shape changes without scene transitions, providing a visually static experience. (c) ClipB1 comprises a series of organic shape
patterns. The screen transitions from dim to bright and back to dim, continuously evolving different patterns. This results in a dynamic visual effect.
(d) ClipB2 portrays a forest landscape with a dark screen. Slowly evolving smoke is the background, resulting in relatively static visuals. (e) ClipB3 is
divided into three sections with geometric patterns. The screen alternates between bright and dim while flickering intermittently, creating dynamic
visuals.
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3.1.3 Observed behaviors

After studying the two content sequences (Sequence A
and Sequence B) in Now Arcade, we observed several typical
behavioral patterns among viewers interacting with the media
architecture. By recording and analyzing these behaviors, we
found that different types of digital content not only affect
viewers movement status but also shape their specific modes
of interaction. Among these, photographing or filming proved
particularly significant.

In Sequence A, for instance (Figure4a), a man entered
Now Arcade through the main entrance, paused to watch the
displays, and then took out his phone to record a video. After
a brief stop, he returned to the main entrance and exited
Now Arcade. This process illustrates the dynamic progression
of a viewer’s engagement, moving from a simple pause to more
active participation (e.g., filming). In Sequence B (Figure 4b),
another man entered Now Arcade from the main entrance but
was attracted by the more dynamic screen content, slowing his
pace as he moved further into the media space. After walking
a few steps, he recorded videos from multiple angles before
continuing on to the secondary exit. These two scenarios suggest
that the type of digital content affects not only the viewer’s

10.3389/fcomp.2026.1746674

movement trajectory but also the depth, duration and form
of engagement.

Based on our observations in situ, viewers behavior can
be categorized into two primary motion status: Passing-by and
Lingering. Passing-by describes viewers who walk through the
arcade without significant pauses. This is generally a brief
interaction, with limited viewer attention to the screen content;
they simply move through the environment without more
profound engagement. Lingering refers to viewers who choose
to remain in Now Arcade, perhaps wandering around, closely
observing the screen content, or even interacting to some degree.
Lingering behaviors reflect a higher level of interest in the content
and demonstrate how media architecture can capture attention
and foster engagement, for example, through occasional touches of
the screen.

Furthermore, we observed that photographing or filming
(Figure 4c), collectively referred to as shooting, is a specialized
behavior that cuts across both passing-by and lingering modes.
In some cases, shooting accompanies passing-by—some viewers
walk and record simultaneously, quickly capturing the visual
elements of the media space. In other cases, shooting is paired with
lingering. Some viewers stop, record videos or take photos from
various angles, and spend additional time carefully framing shots

FIGURE 4

for filming.

Example behaviors observed in Now Arcade. (a) Sequence A: 1. Enter Now Arcade from the main entrance; 2. Stop watching the screen content; 3.

Take out the phone to record a video; 4. Linger for a bit; 5. Head back to the main entrance to exit. (b) Sequence B: 1. Entered Now Arcade through
the main entrance; 2. Slow the pace and walk further; 3 & 4. Capture videos from various angles; 5. Walk toward the secondary entrance and left. (c)
Photographing or Filming: 1. Capture the architectural space; 2. Photograph fellow viewers; 3. Take selfies; 4. Record while walking; 5. Stand still

Frontiersin Computer Science
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and capturing details. The variety of shooting behaviors is also
reflected in viewers’ motives and styles. Some focus on capturing
the architecture and screens themselves, while others film friends
or passers-by, and still others take selfies to integrate themselves
into the media environment. Whether in a passing-by or lingering
context, shooting not only serves as a personal mode of interaction
but also has broader implications for dissemination. When viewers
share their videos or photos on social media platforms, the digital
content reaches an even wider audience. Consequently, we regard
shooting as an important indicator of digital content quality, with
higher shooting frequencies typically signaling more compelling
material and greater potential for further exposure (Liuand Li,
2021; Alaily-Mattar et al., 2023).

3.2 Technical framework development

Following the site analysis and in-situ behavior observations,
we designed and implemented iteratively a technical framework
for frame-level viewer-behavior analysis (Figure 5). This section
first outlines the hardware setup at Now Arcade, then details
the data-processing and analysis pipeline—which ingests RGB
frames and aligned 3D depth from ZED SVO files and
integrates YOLOv10x (Wangetal.,, 2024) for person detection,
DeepSORT (Veeramani et al., 2018) for multi-target tracking, and
GPT-40’s visual capabilities (OpenAletal., 2024) for behavior
recognition and localization—and finally describes the data
collection and visualization.

3.2.1 Hardware setup

The data acquisition system consists of one ZED 2i stereo depth
camera and a laptop computer. We selected the highest-performing
ZED 2i 2.1mm lens version (Aharony etal., 2024), offering a
maximum field of view of 110° with 20 m for 3D recognition and
40 m for 2D recognition (Stereolabs, 2025). To improve depth data
accuracy in public spaces, the ZED 2i is equipped with a polarizing
filter that reduces glare and reflections from LED screens, thereby
optimizing data quality (TEGARA Co., 2022). The camera connects
to the laptop via a USB-C 3.0 cable, and data are captured using
Stereolabs’ ZED Explorer software.”

The ZED Explorer software runs on a laptop equipped with
an Nvidia RTX3070 GPU, leveraging CUDA® acceleration to
ensure smooth and real-time data acquisition. For convenient data
collection in real-world scenarios, the system can run continuously
for approximately 80 min on the laptop’s battery power. The
recorded data are saved in SVO°® format—a custom file format by
Stereolabs that contains both RGB video and corresponding 3D
depth data.

In our experiments, the ZED 2i was configured to run
at 1080P resolution and 30 FPS, which is considered the
optimal performance setting for the ZED 2i depth camera.
This configuration delivers

high-definition video quality

7 https://support.stereolabs.com/hc/en-us/articles/207616785- Getting-
Started-with-your-ZED-camera

8 https://developer.nvidia.com/cuda-toolkit

9 https://www.stereolabs.com/docs/video/recording
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while maintaining accurate depth data within an 18-m range
(Abdelsalam et al., 2024). By these
components and settings, the system efficiently captures and

combining hardware

processes the visual and depth data required for our study.

3.2.2 Data processing and analysis framework

In this framework (Figure 5), a “frame image” refers to a single
image captured by the ZED 2i camera at 30 frames per second
(FPS) during RGB video recording. A viewer detected in the
frame image is defined as one “instance.” If multiple viewers are
detected, multiple instances are present. We use these instances
to progressively identify and analyze viewer movement status
(lingering/passing-by) and special behaviors, while extracting and
calibrating the relevant 3D depth coordinates for visualization. The
on-site qualitative basis for our behavioral classification will be
discussed in Section 3.4.

First, the YOLOv10x model is employed to detect viewers in
the video. Each viewer is then tracked across frames using the
DeepSORT algorithm. Trained on the COCO dataset (Lin etal.,
2014), YOLOv10x efficiently detects people in RGB frames and
assigns each person a unique ID, along with a bounding box
for the detected region in the image. DeepSORT subsequently
associates these bounding boxes across consecutive video frames
based on the unique ID, enabling trajectory tracking for the same
individual. Although DeepSORT reliably maintains most identities,
dense occlusions sometimes split one visitor into several short-
lived tracks. For BiD heat-map generation (see Section 3.4 for
the detail), this fragmentation is inconsequential because the BiD
metric aggregates frame-based behavior instances. However, to
obtain accurate per-person statistics we performed a post-hoc merge
of duplicate IDs.

We adopt a sampling frequency of once per second by analyzing
only frames whose numbers are multiples of 30, as the camera
records video at 30 frames per second. These frames are referred
to as “sampled frames.” For each viewer in a sampled frame, we
record the ID, frame number, bounding box coordinates, and the
original 3D spatial coordinates. The 3D coordinates are obtained
from the ZED 2i’s depth data by referencing the bounding box’s
horizontal center point and vertical upper-quarter point. This
spatial information underpins further analyses of viewer position
and movement patterns.

To compute each viewer’s speed in a sampled frame, we
compare their 3D spatial coordinates in the current sampled frame
with the coordinates from the prior non-sampled frame (i.e., the
frame immediately preceding in the video sequence). Speed V is
calculated using the following equation:

v=Ex (X =x2+ (Y —y)? + (2 —2)? 1
In Equation 1, f represents the frame rate of the video (30
frames per second), and X,y,z and X,y’,Z denote the viewer’s
spatial coordinates in the prior and current frames, respectively.
We then apply GPT-40’ vision capability for zero-shot
detection by cropping an individual image of each viewer from their
bounding box in the frame. Two sets of prompts are used:
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FIGURE 5
Data processing pipeline for behavior detection.

e Prompt 1: Determine if the person could be [Special Behavior].
Please reply in this format: “Behavior: TRUE/FALSE.”

e Prompt 2: Determine if the person could be walking or standing.
Please reply in this format: “Status: WALK/STAND.”

Prompt 1 checks whether a viewer in the sampled frame
exhibits any special behaviors (e.g., taking pictures, taking selfies,
jumping, or dancing). These special behaviors can be defined based
on the specific research context.

Prompt 2 determines whether a viewer in the sampled frame
is standing or walking. We do not directly classify a viewer
as lingering or passing-by because lingering may involve both
standing and slow walking. Additionally, a single static frame
of slow walking may visually resemble passing-by, making visual
analysis alone insufficient. Thus, only the viewers velocity, as
defined in Equation 1, can help distinguish between these states.

However, as the reliable depth measurement range of the ZED
2i is up to 18 m, viewer coordinates detected beyond this range may
be inaccurate, introducing errors in velocity calculation. Relying
solely on speed for movement status classification can therefore
be imprecise. To mitigate this, we aim to integrate the LLM’s
visual judgments with viewer speed to infer whether the viewer is
lingering or passing-by, thereby improving accuracy. The rules are
set as follows:

Frontiersin Computer Science
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Speed > 1 m/s and Status: WALK — Passing-by.
Speed > 1 m/s and Status: STAND — Lingering.
Speed < 1 m/s and Status: WALK — Lingering.

Speed < 1 m/s and Status: STAND — Lingering.

After completing these analyses, we calibrate the viewers’ 3D
spatial coordinates. Since the raw 3D coordinates are centered
on the ZED 2i’s camera coordinate system, they need to be
remapped to a real-world reference system. We use Rhino,** a
3D modeling software commonly used in architecture and design,
and Grasshopper,'* a visual programming environment integrated
with Rhino, to read the original 3D coordinate data and align it
with point cloud data of the observation site. First, we visualize all
viewers coordinate points and the site’s 3D point cloud in Rhino.
Next, we select the ground surface as the reference plane and
establish its origin and the X-axis and y-axis vectors, converting the
viewer’s raw coordinates into 2D coordinates based on that plane.

The transformation of raw 3D coordinates (X,Y,Z) into a 2D
coordinate system on the reference plane is achieved using the
following formulas:

10 https://www.rhino3d.com/

11 https://www.grasshopper3d.com/
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o — (X — Xo)Ux + (Y — Yo)uy + (2 — Zo)U, @)
uf + ug + u?

, (X =Xo)Vx + (Y = Yo)Vy + (Z — Zo)V; 3)
y = V24 V242

In Equations 2, 3, (Xo, Yo, Zo) is the origin of the reference plane,
while T = (uy, Uy, Uz) and V = (vy, Vy, V;) represent the direction
vectors of the plane’s X-axis and y-axis, respectively. The formulas
first translate the original 3D coordinates relative to the plane’s
origin, forming the vector (X — Xo, Y — Y0, Z — Zp). This vector is then
projected onto the reference plane by calculating its dot product
with the direction vectors U and V, normalized by the squared
magnitude of the corresponding direction vector. The resulting
(X,y") coordinates provide the 2D position of the point on the
reference plane, allowing for accurate alignment and visualization
in subsequent analyses.

Using these calibrated coordinates, we then calculate the
Behavior Instance Density (BiD) to quantify the frequency of
specific behaviors in each area. Following prior studies (Shi and Liu,
2014; Kuligowski et al., 2010; Pan et al., 2025), the observation area
is divided into 0.5m x 0.5m grid cells, each representing an
individual’s space, with behavior instances counted per cell. Each
cell’s BiD value represents the density of viewer behaviors in that
region, and heat maps are generated based on the site’s floor plan
layout. The detailed methodology for generating these heat maps
will be discussed in Section 3.6.

3.3 Data collection

In this study of Now Arcade, we collected data on viewer’s
interactions with (and within) the media environment (Kirsh,
2019). A ZED 2i camera was installed on a tripod at a height of
2.9 m, positioned near the main entrance close to the east wall, and
aimed toward the west screen (Figure 1b). Following instructions
by the owner of Now Arcade, the tripod was therefore positioned
outside the glass entrance, in the public realm of Denmark Street.
From this vantage point the ZED 2i had an unobstructed line-of-
sight through the doorway and did not narrow the passageway or
interfere with visitor flow. The external placement also simplified
ethical compliance: all recordings were taken from a public right-
of-way, avoiding any impression that the study intruded on private
indoor space.

Data collection took place over two days, each featuring a
different screen content sequence. On July 5, 2023 (Wednesday),
the Rainbow Arcade (Sequence A) content was recorded from 6:00
p-m. to 7:00 p.m. Under clear and comfortable weather conditions,
the system automatically detected 316 entries into Now Arcade. On
the following day (July 6, 2023, Thursday), the Space in Between
(Sequence B) content was recorded during the same time window.
The weather was again like the previous day, and 280 entries into
the Arcade were detected.

Because of device battery limitations, each recording lasted 80
min, and the analysis period was limited to 60 min. This choice
reflected constraints posed by filming in wild conditions—namely,
practical considerations of device performance and prior findings
suggesting that a shorter observation window can effectively
capture interaction patterns in public spaces (Whyte, 1980; Gehl,
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2001). A 60-min sample provides sufficient data for analysis while
maintaining consistent environmental conditions. The number
of viewers and behavior instances observed in each category are
summarized in Table 1.

3.4 Data visualization

In the study of Now Arcade, we retained viewer data within a
21-m range from the entrance (y = 0) and generated a Behavior
Instance Density (BiD) heatmap using the calibrated 2D coordinate
data. First, based on Now Arcade’s floor plan, we established a two-
dimensional coordinate plane and divided the floor area into a
9 x 42 grid, with each cell covering 0.25 m2. This coordinate plane
spanned much of the Arcade, measuring 21 m in length and 4.5 m
in width.

Using the Space in Between (Sequence B) as an example and
focusing on lingering behavior (Figure 6), we calculated the BiD for
each grid cell. The BiD value represents the number of lingering
behavior instances occurring within a cell during the 60-min
observation period. This metric reflects how frequently—or for how
long—this specific behavior appeared in each spatial location.

The heatmap was generated by coloring each grid cell according
to its BiD value, mapped onto a gradient scale from zero
to fifty. Cells with a BiD of zero were shown in dark blue,
indicating no lingering instances during the timeframe, while cells
with a BiD above fifty appeared in dark red, indicating more
than fifty lingering instances. This visualization provides a clear
representation of the spatial distribution of lingering behavior
across the observation period.

Each cell's BiD value represents the density of lingering
behavior within that area. By sequentially generating BiD heatmaps,
we captured the overall distribution of all viewers’ behaviors during
the specified timeframe. Additionally, by filtering data by viewer
ID, the heatmap can analyze individual spatial behavior patterns,
offering insights into crowd dynamics and individual engagement.
This method serves as a robust foundation for optimizing media
architecture design and enhancing interactive content (see detail in
Sections 4.4-4.6).

4 Results

4.1 Validation of multi-modal LLM
classification

To validate the classification accuracy of GPT-40 using prompts
for behavior detection, we randomly sampled approximately 20% of
the total dataset, which consisted of 2 h of video footage captured
by the ZED 2i and subsequently analyzed, derived from real-
world scenarios in Now Arcade. The dataset inherently reflected
the observed class distribution, where non-shooting behavior
constituted over 88% of the instances, while shooting behavior
accounted for less than 12%. This imbalance aligns with the real-
world prevalence of these behaviors. The evaluation results are
summarized in Table 2.
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TABLE 1 Summary of viewer counts and behavior metrics for the two 60-min sequences (Sequence A = Rainbow Arcade, Sequence B = Space in Between).

Sequence Total viewers Passing-by Lingering Shooting
Viewers Instance Viewers Instance Viewers Instance

Sequence A 304 299 3,930 283 5,662 75 1,144

Sequence B 291 281 3,176 266 4,905 39 924

Total Viewers denotes the number of unique individuals who entered the observation zone during the analysis window. For each behavior, Viewers is the number of unique individuals who
exhibited that behavior at least once; Instances is the total number of contiguous behavior episodes across all viewers (sampled at 1 Hz; consecutive frames labeled with the same behavior for the
same person are counted as one instance). Behavior categories are not mutually exclusive, so a viewer may contribute to multiple behaviors (e.g., a lingering viewer may also shoot).

FIGURE 6
Data visualization pipeline: 1. Establish coordinate plane; 2. Count the behavior instance; 3. Color the grid; 4. Final BiD heatmap.

TABLE 2 Classification performance of GPT-40 under Prompt 1 (shooting vs. non-shooting) and Prompt 2 (Standing vs. Walking).

Prompt Behavior Overall accuracy Precision Recall F1-score

Prompt 1 Shooting 93.15% 64.04% 94.43% 76.32%
Non-Shooting 99.21% 92.98% 95.99%

Prompt 2 Standing 90.56% 91.62% 89.28% 90.43%
Walking 89.54% 91.83% 90.67%

For Prompt 1, the overall accuracy for identifying shooting vs.
non-shooting behaviors reached 93.15%. Non-shooting behavior,
the majority class, achieved a high precision (99.21%) and recall
(92.98%), leading to an Fl-score of 95.99%. In contrast, shooting
behavior, the minority class, had a relatively lower precision
of 64.04%, though its recall was much higher at 94.43%. This
imbalance between precision and recall for shooting indicates that
while the model captures most shooting instances (high recall),
it occasionally misclassifies non-shooting behaviors as shooting
(lower precision).

For Prompt 2,
walking, the model
with overall accuracy at 90.56%. Both behaviors showed balanced

distinguishing between
demonstrated consistent performance

standing and

Frontiersin Computer Science

precision and recall, with F1-scores of 90.43% for standing and
90.67% for walking, indicating reliable classification for both
movement statuses.

The results highlight the MLLM’s robust ability to identify
majority class behaviors (e.g., non-shooting) with high precision
and recall, ensuring reliable classification in real-world, imbalanced
datasets. For minority behaviors such as shooting, the models
recall suggests it can effectively capture these instances, though
its lower precision indicates room for improvement in reducing
false positives. In our observations, false positives predominantly
arose when subjects were far from the camera (resulting in
low-resolution or motion-blurred crops) and when single-frame
pose cues resembled filming, such as checking/typing on a
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