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Traditional fragility-based methods are rigorous, but they can be 
computationally intensive and difficult to scale to large bridge inventories, 
particularly when resilience assessments must propagate fragility outputs 
through functionality and recovery models for time-dependent decision 
support. This study presents a physics-driven neural surrogate framework 
that complements fragility-informed workflows by directly predicting a 
bridge-level seismic resilience index as a continuous system metric. Using 
pre-1971 concrete box-girder bridges as a case study, we generate a 
simulation-informed dataset from high-fidelity nonlinear time-history 
analyses in OpenSees, covering 1,600 bridge-ground motion scenarios. A 
multilayer perceptron (MLP) model is trained with systematic hyperparameter 
tuning over loss functions, optimizers, network depth, and regularization. The 
final MLP achieves over 97% prediction accuracy and outperforms baseline 
ensemble learning models. By learning directly from physics-based 
simulations, the proposed surrogate enables rapid and scalable resilience 
estimation, supporting retrofit prioritization, emergency planning, and 
resilience-informed design in seismically active regions.
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1 Introduction

Given the potentially severe societal and economic consequences of earthquakes on 
transportation networks, improving the ability of bridges to withstand shocks and recover 
functionality rapidly is a critical resilience objective. Among critical infrastructure, bridges 
are especially vulnerable due to their role as chokepoints in transportation networks and 
their structural sensitivity to ground motion characteristics. Recent earthquakes have 
demonstrated that transportation bridges can suffer severe damage and even collapse, 
leading to major network disruption and delayed emergency response. For example, the 
1994 Northridge earthquake caused catastrophic failures of freeway connector structures 
(including collapse at the I-5/SR-14 interchange), highlighting the need for rapid resilience 
assessment and recovery-oriented planning (U.S. Geological Survey, 2024). Large 
earthquakes can also produce widespread bridge damage and prolonged functionality 
loss; post-event reports from the 2011 Tōhoku-oki earthquake document extensive 
bridge damage and tsunami-driven losses of bridge superstructures, underscoring the 
importance of resilience metrics that capture time-dependent recovery (U.S. Geological 
Survey, 2011).
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Traditional seismic assessment frameworks, such as the widely 
used Pacific Earthquake Engineering Research (PEER) methodology 
(Berry et al., 2004), rely on fragility functions derived from finite 
element (FE) simulations or empirical damage data (Basöz et al., 
1999; Shinozuka et al., 2000). This framework, which employs 
statistical techniques to quantify hazard occurrence, structural 
response through fragility curves, and consequence assessment, 
has been widely applied and extended in both single-hazard 
contexts and multi-hazard scenarios (Bovolo et al., 2009; De 
Moel et al., 2012; Rokneddin et al., 2013; Pant et al., 2015; 
Kilanitis and Sextos, 2019; Xie et al., 2019; Fu et al., 2020; Wang 
et al., 2022). While rigorous and effective, traditional simulation- 
based workflows are computationally intensive and difficult to scale 
across large bridge inventories, particularly when accounting for 
uncertainty across diverse structural typologies and ground 
motions. Moreover, they often rely on discrete damage states that 
fail to capture the full functional trajectory of a structure after a 
hazard, limiting their usefulness for rapid screening, real-time 
emergency planning, and resilience-informed asset management.

In contrast, resilience-based assessment frameworks emphasize 
not just the probability of damage but also the speed and extent of 
recovery. In the context of bridge engineering, resilience is typically 
characterized as a function of robustness, redundancy, 
resourcefulness, and rapidity (Bruneau et al., 2003; Cimellaro 
et al., 2010). A key metric in such analyses is the time-dependent 
performance indicator, Q(t), that quantifies functionality loss and 
restoration following a hazard event (Henry and Ramirez-Marquez, 
2012). Despite growing interest in resilience quantification, most 
current models remain anchored in fragility analysis, typically 
derived from empirical data, expert opinion, or computationally 
intensive nonlinear time history analysis (NLTHA) (Applied 
Technology Council, 1985; Shinozuka et al., 2000), and focus 
narrowly on discrete damage states or simplified demand proxies. 
This narrow framing often overlooks the statistical and 
computational challenges of translating component-level outputs 
into system-level performance, ultimately failing to capture the full 
potential of continuous, recovery-based resilience metrics.

Advances in machine learning (ML) have enabled new strategies 
for modeling complex relationships in structural performance data 
(Jiménez et al., 2018; Salehi and Burgueño, 2018; Wang et al., 2022; 
Málaga-Chuquitaype, 2022; Soleimani and Hajalizadeh, 2022a; 
Rezvan et al., 2023; Soleimani et al., 2017a; Soleimani and Liu, 
2022). However, many ML applications in earthquake engineering 
rely on limited or non-validated datasets and treat structural 
behavior as a black box, lacking physical grounding. More 
critically, they often focus on predicting discrete damage states or 
demand parameters, without explicitly modeling resilience as a 
continuous, system-level performance metric. A few recent 
studies have begun to explore surrogate modeling to accelerate 
resilience assessment. For example, Wakjira and Alam (2025)
proposed a hybrid ML-based vulnerability framework tailored to 
bridge structures, Grandío et al. (2025) leveraged transformer-based 
surrogate models trained on FE data to rapidly estimate structural 
displacements, and Balakrishnan et al. (2024) applied clustering 
algorithms for dimensionality reduction in resilience prediction 
models. These studies underscore a growing trend toward 
simulation-driven ML surrogates for performance metrics, but 
many still focus on damage or displacement proxies rather than 

full recovery-based resilience indices and often do not rigorously 
benchmark against large ensembles or perform fine-grained 
sensitivity analyses of architecture, loss function, and 
regularization in realistic, aging bridge (Zehsaz et al., 2025) 
inventories such as those considered in this work.

To address these limitations, this study introduces a physics- 
driven neural surrogate modeling framework that directly predicts a 
continuous resilience index (RSI) for bridges subjected to seismic 
events. A growing body of literature has advocated for integrating 
physics-informed data generation with ML training to improve 
generalizability and interpretability (Málaga-Chuquitaype, 2022; 
Wang et al., 2022; Etim et al., 2024; Lee et al., 2024; Samadian 
et al., 2024; Hu et al., 2025). A holistic review by Wang et al. (2022)
emphasizes the opportunities for bridging physics-based 
simulations with data-driven methods to improve the fidelity of 
hazard impact assessments in structural systems. This approach is 
grounded in high-fidelity NLTHA performed using OpenSees on a 
population of pre-1971 concrete box-girder bridges, one of the most 
seismically vulnerable classes in the U.S. inventory. The resulting 
simulation data captures detailed structural response, damage 
progression, and recovery timelines, enabling the RSI to be 
derived from physically meaningful fragility and recovery curves. 
A multilayer perceptron (MLP) neural network is trained on this 
simulation-informed dataset, learning the mapping between 
16 input features (bridge geometry, materials, seismic intensity, 
etc.) and the computed RSI. Through a staged hyperparameter 
tuning process, including selection of loss functions, optimizers, 
architecture depth, and dropout regularization, the MLP is 
optimized to serve as a real-time surrogate model that maintains 
fidelity to the underlying physics while enabling scalable, near- 
instantaneous resilience prediction. Although the case study 
focuses on pre-1971 RC box-girder bridges, the proposed 
simulation-to-surrogate workflow is general and can be re- 
trained/transfer-learned for other bridge classes and seismic regions.

The key contributions of this study are as follows:

• Development of a simulation-based physics-informed dataset 
through large-scale nonlinear time history simulations of pre- 
1971 box-girder bridges using OpenSees.

• A systematically tuned MLP framework for resilience 
prediction, including sensitivity analysis of loss functions, 
optimizers, network depth, and regularization strategies.

• Benchmarking against Ensemble Learning (EL) methods 
(Random Forest, Bagging, Boosting), demonstrating 
superior accuracy and generalizability of the proposed 
neural surrogate.

• A real-world application scenario for rapid seismic resilience 
screening and retrofit prioritization of bridge inventories in 
high-risk regions.

The primary utility of the proposed framework is to convert a 
computationally expensive but limited NLTHA campaign into a 
trained surrogate that can evaluate RSI for large inventories in near 
real time. In practice, an analyst can apply the same workflow, define 
a typology-specific parameterization, generate a representative 
simulation-informed training set under a hazard-consistent 
ground-motion suite, compute RSI using a chosen 
functionality–recovery model, and train a surrogate, to obtain 
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rapid resilience screening while limiting the number of NLTHA 
runs required for repeated scenario evaluation.

This study addresses the following research questions:

1. Can a neural network surrogate trained on a physics-informed 
dataset accurately predict continuous resilience indices?

2. What is the effect of key architectural and optimization choices 
(e.g., depth, loss function, regularization) on model 
performance and generalizability?

3. How does the proposed MLP model compare to EL methods in 
terms of accuracy, scalability, and interpretability?

4. Can this approach be used for practical infrastructure 
applications such as emergency route planning and retrofit 
prioritization in seismic regions?

The remainder of this paper presents the methodology and 
simulation-informed MLP framework, details the model tuning and 
sensitivity analyses, benchmarks performance against EL models, 
and discusses practical implications, limitations, and future 
extensions.

2 Overview of the methodology

This study develops a supervised learning framework based on 
an MLP architecture for predicting the seismic resilience of bridges 
using simulation-informed training data. The RSI is treated as a 
continuous target variable, dependent on multiple structural and 
seismic parameters. The methodology involves three core 
components: i) generation of a high-fidelity dataset using 
NLTHA of FE bridge models; ii) design and optimization of the 
MLP architecture through structured hyperparameter tuning and 
performance sensitivity analysis; and iii) benchmarking against EL 
models to evaluate predictive performance and computational 
trade-offs. The following subsections elaborate on each 
component in detail.

2.1 Dataset generation using OpenSees 
simulations

2.1.1 Bridge configuration sampling

To train and validate the proposed MLP-based framework for 
seismic resilience prediction, a comprehensive synthetic dataset was 
developed using NLTHA of reinforced concrete (RC) bridge systems 
in OpenSees. The selected case study involves dual-span concrete 
box-girder bridges representative of California’s pre-1971 inventory, 
which were typically constructed without modern ductility detailing 
standards (Ramanathan et al., 2015; Soleimani, 2017). These legacy 
bridges are known to exhibit brittle failure modes such as shear 
failure and bar pullout, particularly in their columns and abutment 
connections, due to deficiencies that were only addressed following 
the 1971 San Fernando and 1989 Loma Prieta earthquakes.

The considered two-span RC box-girder bridge is modeled (3D) 
in OpenSees with explicit geometric and material nonlinearities 
(Soleimani et al., 2017b). The deck is idealized using elastic beam- 
column elements based on composite section properties since the 
superstructure is expected to remain essentially elastic under seismic 

loading, while columns use displacement-based, fiber-section 
elements to capture section-level yielding and curvature 
demands. Abutments are assembled from a backfill spring with a 
hyperbolic backbone for passive/active earth pressure, combined 
with either tri-linear pile springs (for pile-supported abutments) or a 
frictional slider (for spread footings). In addition, translational and 
rotational springs at column bases simulate foundation flexibility. 
Elastomeric bearings are treated as elasto-plastic with friction tied to 
normal force, whereas rocker bearings follow an experimentally 
calibrated frictional/hysteretic law. Transverse restraint is provided 
by nonlinear shear-key elements with an initial gap and strength 
degradation at large joint displacements. The resulting element-by- 
element assembly connects deck, bearings, abutments, soil springs, 
and foundations to reproduce both longitudinal and 
transverse responses.

Figure 1 schematically illustrates the modeled bridge 
configuration and key parameters used for simulation. The 
16 input parameters span a wide range of geometric, material, 
and structural properties, including: column height, deck width, 
span length, column diameter, reinforcement ratio, yield strength, 
concrete compressive strength, foundation stiffness and rotational 
rigidity, abutment stiffness properties, number of columns per bent, 
and superstructure type. These were sampled using Latin Hypercube 
Sampling (LHS) from empirically and statistically derived 
distributions based on real-world bridge inventories and prior 
research (Ramanathan et al., 2015).

2.1.2 Seismic fragility analysis

Each of the 160 unique bridge configurations generated via LHS 
was combined with ground motions drawn from a suite of 
160 spectrally diverse records compiled by Baker et al. (2011), 
representative of seismic hazard scenarios in California. To 
increase coverage of the joint bridge–ground motion space while 
keeping the NLTHA campaign computationally tractable, we 
constructed a dataset of 1,600 analyses by forming 1,600 random 
bridge–ground-motion pairings (i.e., 10 repetitions of 160 randomly 
paired samples). Under this design, each ground motion and each 
bridge realization is used approximately 10 times across the dataset, 
capturing both structural variability (across the LHS bridge 
realizations) and record-to-record variability (across the ground 
motions). These simulations were run using OpenSees, employing 
material nonlinearity, nonlinear boundary conditions, and 
diaphragm abutment behavior to accurately capture 
seismic demand.

The simulations produced engineering demand parameters 
(EDPs), including curvature ductility of the bridge columns, 
displacement of the bridge deck, bent foundation translation and 
rotation, and abutment passive, active, and transverse 
displacements. EDP values are taken as the peak response 
attained over the full duration of each nonlinear time-history 
analysis (e.g., maximum column curvature ductility for a given 
record). These outputs were used to construct lognormal 
Probabilistic Seismic Demand Models (PSDMs) for each 
configuration, as follows (Soleimani, 2021; Soleimani, 2022) in 
Equations 1 and 2: 

ln μDM( 􏼁 � ln a( ) + b ln IM( ) (1)
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where μDM and βDM are the median and dispersion of demand 
measures as a function of ground motion intensity IM (e.g., peak 
ground acceleration (PGA)), and a, b are regression coefficients. 
Using demand–capacity comparisons for each component, 
fragility functions were derived using the first order reliability 
(Equation 3): 

P SD ≥ SC | IM[ ] � Φ
ln μDM

SC
􏼐 􏼑

��������

β2
DM + β2

C

􏽱⎛⎜⎜⎜⎝ ⎞⎟⎟⎟⎠ (3)

where SC is the median capacity for a given damage state, and βC is 
the associated uncertainty in capacity. These fragility curves were 
generated for individual bridge components to quantify the 
probability of exceeding different damage states under given 
seismic intensities. Bridge component fragilities then were 
combined using a combination of probabilistic methods and 
Monte Carlo simulations to produce bridge system fragility 
(Nielson and DesRoches, 2007). In this study, four system-level 
damage states were defined to represent increasing levels of seismic 
impact on bridge functionality and repair needs. These states, slight, 

moderate, extensive, and collapse, were adapted from the framework 
proposed by previous research (Ramanathan et al., 2015; Soleimani 
et al., 2017c) and reflect both operational and emergency repair 
consequences.

• The slight damage state assumes full traffic access without 
restrictions and negligible need for emergency repair, implying 
the bridge remains serviceable post-event.

• Moderate damage involves partial traffic limitations (e.g., 
speed, weight, or lane restrictions) and minor repair 
demands, such as localized roadway leveling.

• At the extensive damage level, the bridge is generally restricted 
to emergency vehicles, with high likelihood of detours, 
structural bracing, and significant repair operations.

• The collapse state indicates full closure due to severe damage 
or instability concerns, with potential for detour routing and 
urgent shoring or replacement.

These damage states formed the basis for defining capacity 
thresholds in the fragility analysis and resilience prediction 
model. While component-level capacity limits were quantified 
using lognormal distributions, system-level consequences were 
tied to these qualitative performance descriptions to enable 

FIGURE 1 
Schematic of the case study bridge and associated modeling parameters used for resilience prediction. Key geometric, material, and structural 
variables include span length, deck width, superstructure type, column height, reinforcement details, and foundation stiffness properties. Distributions 
(normal, uniform, or lognormal) and empirical relationships are used to define input variability across simulated bridge configurations.
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integration with risk-informed decision-making frameworks 
(Ramanathan et al., 2015; Soleimani, 2017).

Figure 2 illustrates the fragility curves for RC box-girder 
bridges across three construction eras, including pre-1971, 
1971–1990, and post-1990, differentiated by bent configuration 
(single-column (SC) vs. multi-column (MC)) and abutment type 
(rigid vs. seat-type). Each subplot presents the probability of 
damage level exceedance as a function of PGA for slight, 
moderate, extensive, and complete damage states. The trends 
confirm that pre-1971 bridges, particularly those with SC 
bents, exhibit the highest seismic vulnerability, with sharp 
transitions to higher damage probabilities even at low PGA 
levels. This reflects poor seismic detailing and minimal 
redundancy typical of that era.

Alternative intensity measures (IMs) such as Sa(T1) , AvgSa, 
PGV, or vector-valued IMs can be efficient predictors of bridge 

response in some contexts, particularly for flexible structures. Here, 
Sa(T1) denotes the 5%-damped spectral acceleration at the 
structure’s fundamental period T1; AvgSa denotes the average 
5%-damped spectral acceleration over a specified period range 
(commonly taken around T1) to capture spectral shape; and 
PGV denotes peak ground velocity. In this study, PGA was 
selected intentionally to maintain a single, consistent IM 
definition across the workflow and because prior bridge-portfolio 
studies have identified PGA as an effective—and in some cases 
optimal—IM for probabilistic seismic demand modeling of 
heterogeneous highway bridge inventories (Padgett et al., 2008; 
Shafieezadeh et al., 2011). We emphasize that the objective here 
is to demonstrate an end-to-end physics-driven surrogate using a 
minimal and readily available hazard descriptor; incorporating 
additional IMs that capture spectral shape and duration is a 
natural extension.

FIGURE 2 
Fragility curves for reinforced concrete box-girder bridges across three construction eras (pre-1971, 1971–1990, post-1990), categorized by bent 
type (single-column (SC) vs. multi-column (MC)) and abutment configuration (rigid vs. seat-type). Each subplot displays the probability of damage level 
exceedance (slight to complete) as a function of peak ground acceleration (PGA), highlighting the influence of seismic detailing, column configuration, 
and design era on vulnerability.
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Notably, MC bridges exhibit improved seismic performance, 
especially in post-1990 designs, due to modern code provisions 
and enhanced detailing. This aligns with previous findings by 
Dukes et al. (2018), which suggest that MC bridges display more 
uniform seismic behavior and can often be grouped into a single 
performance class. Across all eras, the influence of abutment type 
becomes more prominent in later designs, where seat-type 
abutments generally perform slightly worse than rigid ones, 
particularly under extensive and complete damage states. The 
number of column bents also increases across eras, from mostly 
single or two-column bents in pre-1971 designs to up to five in 
post-1990 bridges, highlighting the evolution in seismic design 
philosophy. Given this performance variability, and for clarity of 
demonstration, the remainder of this study focuses on pre-1971 
SC box-girder bridges with rigid abutments. As motivated in 
Figure 2, this subset represents a particularly vulnerable class and 
therefore stands to benefit from predictive resilience modeling 
(Ramanathan et al., 2015); Figure 2 also provides an initial 
illustration of how variations in bridge attributes influence 
seismic response, complementing the surrogate-modeling 
results presented later.

Together, these figures highlight the importance of era-specific 
and configuration-sensitive modeling in seismic risk assessment. 
They also validate the physical basis of the simulation-informed 
training data used for the surrogate modeling framework proposed 
in this study.

2.1.3 Resilience index computation

The RSI was then computed as a time-integrated functionality 
measure across four recovery zones, using the performance function 
Q(t), illustrated in Figure 3. RSI depends on both the initial post- 
event functionality drop and the assumed recovery trajectory. 
Therefore, recovery parameters influence RSI directly. 
Functionality recovery was modeled using a cumulative normal 
distribution for each damage state (Equation 4): 

Q
–
t( ) �􏽘

nDs

d�1
1 −PFp|IM􏼐 􏼑 ·Φ

t−mt,d

σt,d
􏼠 􏼡 (4)

where mt,d and σt,d are the mean and standard deviation of recovery 
times for each damage state, with recommended values of (0.6, 2.5, 
75, 230) days for mean and (0.6, 2.7, 42, 110) days for standard 
deviation for slight, moderate, extensive, and complete damage, 
respectively (Federal Emergency Management Agency, 2011). This 
simulation-based methodology for computing resilience indices was 
validated in prior work and is grounded in approaches by Banerjee 
and Shinozuka (2008), which compared fragility-informed resilience 
predictions with observed post-earthquake bridge data from the 
1994 Northridge Earthquake and HAZUS methodologies (Remo 
and Pinter, 2012). This provides confidence in the reliability and 
realism of the synthesized resilience data.

Recovery times and functionality trajectories adopted from 
HAZUS and prior studies provide a practical and widely used 
basis for constructing Q(t); however, these parameters are 
uncertain and can vary across agencies and regions due to 
differences in repair strategies, contractor/resource availability, 
inspection protocols, traffic management, and damage-state 
interpretation. In the present work, these recovery parameters are 
treated as fixed inputs to enable a controlled evaluation of the 
proposed surrogate framework. Because RSI is computed from the 
area under the functionality curve Q(t), different recovery 
assumptions would directly shift RSI: longer repair durations 
(slower recovery) and/or lower intermediate functionality levels 
decrease RSI, while shorter repair durations and/or higher 
residual functionality increase RSI.

The final dataset consists of 1,600 labeled data points, each 
comprising a 16-dimensional input vector (15 structural/geometric 
bridge parameters plus PGA as IM) and a single scalar output as the 
computed RSI. This structure makes it ideally suited for training and 
validating deep neural networks. The use of simulation-informed 
data ensures generalizability across a wide range of structural 
typologies and hazard scenarios, addressing key gaps in empirical 

FIGURE 3 
Schematic illustration of the resilience performance indicator Q(t) as a function of time. The trapezoidal model (left) depicts the four key stages of 
system functionality: pre-event operation, loss during the seismic disturbance, recovery phase, and restoration to standard operation. The right panels 
show representative recovery trajectories—(b) linear, (c) trigonometric, and (d) exponential—demonstrating varying recovery rates depending on 
community preparedness and resource mobilization.
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resilience datasets (Lu et al., 2020; Mottahedi et al., 2021). Overall, 
this data generation framework bridges traditional analytical 
fragility-based methods with modern learning-based prediction, 

enabling robust and scalable assessment of bridge resilience 
under seismic loading. An overview of the process is presented 
in Figure 4. To provide additional transparency on the simulation- 

FIGURE 4 
Overview of the analytical framework developed to quantify the seismic resilience of bridges.
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informed dataset, Supplementary Appendix A visualizes how RSI 
varies with PGA and representative bridge parameters across the 
NLTHA cases.

2.2 MLP architecture and rationale

An MLP model is selected as the core neural network 
architecture due to its flexibility in modeling nonlinear, high- 
dimensional relationships between structural and seismic inputs 
and the resulting RSI. Rooted in the structure of biological neural 
networks (Haykin, 1998), MLPs consist of interconnected layers of 
artificial neurons that transmit weighted signals through nonlinear 
activation functions (Figure 5). This architecture is particularly well- 
suited for tabular, spatially invariant data, as used in this study, and 
offers robust approximations for complex mappings without relying 
on the spatial hierarchies required by convolutional neural networks 
(CNNs) or temporal memory in recurrent neural networks (RNNs) 
(Lawrence et al., 1998; Gevrey et al., 2003; Mitrea et al., 2009).

In this application, the MLP receives an input vector of 
16 features, including 15 structural attributes (e.g., material 
strengths, geometry, reinforcement details) and PGA as the 
seismic intensity measure. The target output is a continuous RSI, 
derived from the area under a time-dependent functionality curve 
computed using performance-based fragility and recovery modeling 
that was detailed in the previous section.

Formally, the MLP approximates a nonlinear function 
f: R16 → R via a composition of affine transformations and 
activation functions (Equation 5): 

ŷ � f x( )

� ϕ L( ) W L( )⋯ϕ 2( ) W 2( )ϕ 1( ) W 1( )x + b 1( )( 􏼁 + b 2( )􏼐 􏼑 +⋯ + b L( )􏼐 􏼑

(5)

where W(l) and b(l) are the weight matrix and bias vector for layer l, 
and ϕ(l) denotes the activation function (e.g., rectified linear unit 
(ReLU) or sigmoid). During training, the model parameters are 

FIGURE 5 
MLP architecture for predicting bridge seismic resilience. Sixteen input features are passed through multiple hidden layers to output RSI, with training 
optimized via loss function f(·) and backpropagation of weights W1 to Wn.
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optimized to minimize a chosen loss function (e.g., Smooth mean 
absolute error (MAE)) using backpropagation and a gradient-based 
optimizer (e.g., Nadam).

2.3 Hyperparameter tuning and 
sensitivity analysis

In a base MLP artificial neural network (ANN) architecture, 
hyperparameters such as the number of hidden layers, neurons per 
layer, learning rate, batch size, and number of epochs critically 
influence model performance. In this study, we conducted a 
comprehensive sensitivity analysis of the MLP architecture, 
examining these parameters alongside other tunable elements 
including activation functions, optimizers, and loss functions, 
within the context of predicting seismic resilience as a function 
of structural characteristics and seismic intensity. For foundational 
background on neural networks and training algorithms, the reader 
is referred to Haykin (1998) and Wang et al. (2023).

A typical MLP model, illustrated schematically in Figure 5, 
consists of fully connected hidden layers where each neuron 
receives inputs weighted by learnable parameters, applies an 
activation function, and outputs signals to subsequent layers. The 
number of hidden layers governs the network’s depth and its 
capacity to learn nonlinear relationships, and as a result, more 
layers allow the model to approximate increasingly complex 
functions. For instance, a network with two hidden layers of 
16 nodes each and two output classes contains 578 adjustable 
parameters, enabling it to capture nuanced interdependencies 
(Szandała, 2021).

To maximize model performance and interpretability, a stage- 
wise hyperparameter tuning process was adopted in which one 
variable was adjusted at a time while the others were held constant. 
This study employs a stage-by-stage tuning approach by gradually 
varying each hyperparameter in isolation to quantify and assess its 
impact on resilience prediction. Compared with exhaustive grid 
search, this strategy substantially reduces the number of training 
runs required and makes the tuning process tractable while still 
exploring wide ranges (e.g., network depth from 1 to 20 and neurons 
per layer from 2 to 2048). Compared with Bayesian optimization, the 
stage-wise approach is simpler to implement and more transparent, 
allowing direct interpretation of how each design choice affects 
predictive behavior. We note, however, that stage-wise tuning can 
introduce bias because it does not explicitly search the full joint 
space and may miss interactions among hyperparameters (for 
example, the optimal dropout rate may depend on network 
depth or optimizer choice). To reduce sensitivity to any single 
tuning trajectory, model selection was based on validation 
performance, and the final architecture was additionally checked 
for robustness to data partitioning (e.g., via cross-validation, where 
applicable).

First, four loss functions—MAE, mean squared error (MSE), 
Huber, and Smooth MAE—were tested to assess robustness to 
outliers and sensitivity to error magnitudes (Wang et al., 2020). 
Next, we compared eleven optimizers, including Adam, AdamW, 
NAdam, RMSProp, and several SGD variants, recognizing their 
varying convergence properties in high-dimensional settings (Sun 
et al., 2019; Sun, 2020). We then scaled the architecture by varying 
the number of hidden layers from 1 to 20 and adjusting neurons per 

layer from 2 to 2048, balancing predictive performance with 
computational cost. Regularization strategies were evaluated 
using dropout layers with different probabilities to mitigate 
overfitting and improve generalization.

Additional training parameters were also systematically 
explored. The learning rate controls the size of each weight 
update during backpropagation; higher rates can accelerate 
convergence, while lower rates help avoid overfitting (Basodi 
et al., 2020). Batch size determines how many samples are 
processed per training iteration, affecting the stability and 
noise level of gradient updates (Granziol et al., 2022), and the 
number of epochs defines the total passes through the dataset. 
Activation functions, such as ReLU or sigmoid, regulate the 
nonlinear signal flow between neurons, which is essential for 
learning complex patterns (Karlik and Olgac, 2011). Throughout 
training, backpropagation remains the core algorithm, where a 
forward pass computes output predictions, an error is calculated, 
and gradients are propagated backward to update weights 
(Rumelhart et al., 1986). This iterative process continues across 
multiple epochs, improving model accuracy and stability 
(Nosratabadi et al., 2020).

Each configuration in the tuning process was evaluated on 
distinct training, validation, and testing sets (80%, 16%, and 4%, 
respectively), ensuring that the final model design is not only 
optimized but also reproducible and interpretable. Because the 
dataset is constructed from repeated use of the same bridge 
realizations and ground motions across different pairings, this 
split produces unseen bridge–ground-motion combinations 
(pairings), but it does not enforce completely unseen-bridge or 
unseen-ground-motion evaluation. To improve robustness to data 
partitioning, the final selected architecture was also evaluated using 
5-fold cross-validation, and results were consistent with the hold- 
out test performance.

2.4 Benchmark models

To benchmark the performance of the proposed MLP 
framework, three EL models were employed: Random Forests 
(RF), Bagging Trees (BT), and Boosting Trees, specifically 
Gradient Boosted Regression Trees (GBRT) (Altman and 
Krzywinski, 2017). EL methods are a class of ML algorithms that 
combine multiple base learners, typically decision trees, to enhance 
predictive accuracy and generalization. Bagging strategies such as 
BT train multiple models on bootstrapped subsets and average their 
outputs to reduce variance. RF extends bagging by introducing 
feature randomness during tree construction to further decorrelate 
trees, while boosting methods like GBRT iteratively train new 
models on the residuals of prior ones to reduce bias. These 
models are particularly effective for structured tabular data, 
making them common benchmarks in structural engineering 
applications due to their robustness and minimal preprocessing 
requirements.

In this study, all EL models were trained on the same feature set 
x ∈ R16 and target RSI as y ∈ R, enabling a direct comparison under 
equivalent data conditions. Model-specific hyperparameters, such as 
the number of estimators, maximum tree depth, and learning rate 
for boosting, were optimized through cross-validation. Predictive 
performance was assessed using root mean squared error (RMSE), 
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MAE, and coefficient of determination R2, averaged across multiple 
randomized train-test splits to ensure statistical robustness and 
fairness in comparison.

The EL baselines (Random Forest, Bagging, and Boosting) were 
not used with default settings; their hyperparameters were 
optimized using cross-validation over the key complexity- 
controlling parameters (e.g., number of estimators/trees, 
maximum depth, minimum samples per split/leaf; and for 
boosting, learning rate and subsampling). The tuned EL models 
were trained and evaluated using the same input feature set and the 
same train/validation/test protocol as the MLP to ensure a fair 
comparison focused on model class capability rather than 
differences in inputs or data partitioning.

3 Results and discussion

This section presents the results of the seismic analysis, 
hyperparameter tuning process, architectural optimization, and 
comparative analysis with benchmark models for seismic 
resilience prediction.

3.1 Simulation-based resilience

Figure 6 presents the resilience curve (RSI vs. PGA) for this 
selected bridge class. The resulting RSI represents the area under 
the time-dependent functionality curve and quantifies the 
expected post-earthquake operability. As shown, the RSI 
remains close to 1.0 at low PGA values (<0.1g), but rapidly 
deteriorates beyond 0.2g, indicating significant loss of 
functionality. Beyond 0.5g, the RSI approaches zero, suggesting 
near-total system failure or extremely long recovery times. This 
continuous resilience curve encapsulates both the probability and 
severity of performance loss across a spectrum of seismic 
intensities, offering a more nuanced and actionable metric than 
discrete damage states alone.

3.2 Hyperparameter sensitivity and 
progressive architecture tuning

In this section, the effects of architectural tuning on model 
performance for resilience prediction are systematically investigated. 
A multi-stage tuning strategy is employed, in which key 
hyperparameters, including the loss function, optimizer 
algorithm, number of hidden layers, number of neurons per 
layer, and input feature set, are varied incrementally to quantify 
their influence on prediction accuracy.

Since the target RSI is a continuous variable, the term “accuracy” 
here refers to a normalized regression score rather than classification 
accuracy. Specifically, we define prediction accuracy as shown in 
Equation 6. 

Accuracy � 1 −

�����������

􏽐
n

i�1 ŷ
i −yi( 􏼁

2
􏽱

������
􏽐
n

i�1y
2
i

􏽱 � 1 −
‖ ŷ−y‖2
‖ y‖2

(6)

This formulation measures the relative L2 prediction error 
normalized by the magnitude of the true RSI vector, producing a 
unitless, scale-free score that facilitates direct comparison across 
models and avoids dependence on the absolute scaling of RSI. 
Values closer to one indicate smaller relative error; the score can 
become negative if the normalized prediction error exceeds 1.

At each stage, the best-performing configuration is retained and 
carried forward to the next tuning phase. Figure 7 illustrates this 
structured, stage-wise tuning process, where each hyperparameter 
group, loss function, optimizer, architecture depth and width, and 
dropout, was varied independently before progressively locking in 
the best performer for the subsequent stage. This approach enhances 
transparency in design decisions and enables direct quantification of 
each parameter’s contribution to overall model performance. The 
progressive refinement procedure and its outcomes are summarized 
in Figure 7 and detailed in the following sections. We adopt this 
metric because it provides a single interpretable measure of relative 
predictive error (“how large the error is compared to the true RSI 

FIGURE 6 
Resilience curve for pre-1971 concrete box-girder bridges with rigid-diaphragm abutments, showing the decline in resilience index (RSI) with 
increasing PGA. The RSI, computed as the area under the time-dependent functionality curve, quantifies expected system operability post-earthquake 
and reflects cumulative effects of damage and recovery potential.
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magnitude”), which is convenient for benchmarking alternative 
model configurations in a simulation-informed surrogate setting.

The initial (base) architecture consisted of three hidden layers, 
each containing 60 neurons, with ReLU activation functions 
applied at each hidden layer and a sigmoid activation at the 
output layer to constrain predictions within the normalized [0, 
1] range. This setup was selected based on preliminary tests 
evaluating training stability, convergence behavior, and 
baseline predictive accuracy. The Adam optimizer (Kingma 
and Ba, 2014) was used with a default learning rate of 0.001, as 
implemented in the PyTorch library.

ReLU activation functions are used in the hidden layers to 
provide nonlinearity with efficient optimization behavior for 
regression. ReLU is non-saturating on the positive axis, which 
typically improves gradient flow during training relative to 
saturating activations (e.g., sigmoid/tanh), and it offers a 
flexible piecewise-linear basis for approximating complex 
input–output relationships in structural-response surrogates. 
In the output layer, a sigmoid activation is employed because 

RSI is defined on a bounded scale (normalized to [0, 1]). The 
sigmoid therefore enforces physically meaningful predictions 
within this range directly, avoiding the need for ad hoc clipping. 
While other bounded-output formulations are possible, sigmoid 
was adopted here for simplicity and consistency with the 
RSI definition.

The base configuration was trained over 50 epochs using a 
mini-batch approach where each epoch comprised 50 iterations 
with 2% of the training data sampled without replacement. This 
ensured full coverage of the training set per epoch while balancing 
computational efficiency. This architecture yielded an initial 
accuracy exceeding 60% and maintained low training times 
(under 5s), justifying its selection as the starting point for 
sensitivity analyses involving architectural depth, width, loss 
function, optimizer, and regularization strategies. The final 
configuration, which integrates the best choices from each 
tuning phase, achieved high generalization performance and 
validated the sequential tuning method as both efficient and 
interpretable.

FIGURE 7 
Summary of stage-wise hyperparameter tuning strategy and final architecture selection. Each tuning phase evaluates variations in specific 
components while keeping previous selections fixed. The final architecture (rightmost column) integrates the optimal settings for all hyperparameters, 
resulting in the highest validation and testing accuracy.

Frontiers in Built Environment frontiersin.org11

Atkins et al. 10.3389/fbuil.2026.1756908

https://www.frontiersin.org/journals/built-environment
https://www.frontiersin.org
https://doi.org/10.3389/fbuil.2026.1756908


3.2.1 Model complexity and overfitting 
considerations

Because the dataset size is moderate (1,600 labeled simulations), 
controlling model capacity is important to reduce overfitting. 
Accordingly, architecture depth was treated as a tunable 
hyperparameter and varied systematically from 1 to 20 hidden 
layers as part of the stage-wise tuning workflow (Figure 7). The 
final selected architecture contains 15 hidden layers with 
128 neurons per layer and includes dropout regularization (20%) 
to improve generalization.

Although this depth is relatively large, the network is narrow 
(128 neurons), and the total number of trainable parameters is on 
the order of 2 × 105, which we contextualize relative to the training 
set size. Hyperparameters were selected based on validation 
performance and final performance was reported on a held-out 
test set to check for generalization.

3.2.2 Impact of loss function selection on 
predictive accuracy

To evaluate the effect of different error formulations on model 
performance, a sensitivity analysis was performed by training a 
consistent MLP architecture across four widely-used loss functions: 
MAE, MSE, Huber Loss, and Smooth MAE. Each model was trained 
on 80% of the dataset, with 16% allocated for validation and the 
remaining 4% used for testing. This experimental setup ensured 
consistent data splits and architectural configurations, enabling a 
fair comparison of loss function efficacy.

LS1 – Mean Absolute Error (MAE): computes the absolute 
differences between predicted and true target values and then 
averages them as shown in Equation 7: 

LMAE �
1
n
􏽘

n

i�1
| yi − ŷi | (7)

MAE is robust to outliers and provides a direct estimate of the 
median prediction error. However, it lacks gradient smoothness, 
which can make optimization less stable or slower in convergence, 
particularly in deeper architectures.

LS2 – Mean Squared Error (MSE): squares the prediction errors 
before averaging as in Equation 8: 

LMSE �
1
n
􏽘

n

i�1
yi − ŷi( 􏼁

2 (8)

While MSE provides smooth gradients and is analytically 
convenient for gradient-based optimization, it heavily penalizes 
large residuals, making it highly sensitive to outliers.

LS3 – Huber Loss: introduces a piecewise function that behaves 
quadratically for small errors and linearly for large ones, balancing 
between MSE and MAE as in Equation 9: 

LHuber yi, ŷi( 􏼁 �

1
2
yi − ŷi( 􏼁

2 if | yi − ŷi | < δ

δ · | yi − ŷi | −
1
2

δ􏼒 􏼓 otherwise

⎧⎪⎪⎪⎨

⎪⎪⎪⎩

(9)

This formulation requires setting a transition point (δ), which 
was fixed at 1.0 based on PyTorch defaults. Huber Loss is more 

robust than MSE and maintains smoother gradients than MAE, but 
its performance is sensitive to the choice of δ.

LS4 – Smooth MAE: (also known as pseudo-Huber or soft 
MAE) modifies MAE by introducing a quadratic region for small 
errors to improve differentiability like Equation 10: 

LSmooth MAE yi, ŷi( 􏼁 �

1
2
yi − ŷi( 􏼁

2 if | yi − ŷi | < δ

| yi − ŷi | −
1
2

δ otherwise

⎧⎪⎪⎪⎨

⎪⎪⎪⎩

(10)

Smooth MAE offers an effective compromise between the 
gradient stability of MSE and the robustness of MAE. It requires 
the same δ threshold as Huber Loss (also set to 1.0 here), but its 
formulation provides a gentler transition from quadratic to 
linear regions.

Figure 8 summarizes the validation and testing performance of 
these four loss functions (shaded region on the left of the figure). 
Smooth MAE (LS4) achieved the highest predictive accuracy on 
both testing and validation datasets while maintaining the lowest 
performance variance across randomized splits, demonstrating 
superior robustness to outliers and strong generalization 
capability under noisy conditions. Huber Loss performed 
comparably well but required careful tuning of its δ parameter, 
which may limit scalability for larger datasets. In contrast, 
traditional MAE and MSE loss functions exhibited lower 
accuracy and higher variance, reflecting their sensitivity to large 
residuals and less stable convergence behavior in regression tasks 
involving RSI prediction. These findings align with prior studies 
(Wang et al., 2020), which highlight the advantages of hybrid or 
adaptive loss formulations for deep learning applications on 
structural and tabular datasets.

Overall, Smooth MAE was selected as the optimal loss function 
for subsequent tuning phases in the architecture development due to 
its consistent and superior performance, particularly in predicting 
the RSI that is sensitive to both small degradations and large 
functional disruptions.

3.2.3 Evaluation of optimizer algorithms and 
convergence behavior

To assess the impact of optimization strategy on predictive 
performance, eleven commonly used optimizers were evaluated 
using the same base MLP architecture trained with the Smooth 
MAE loss function, which was previously identified as the best- 
performing error metric. The optimizer pool included adaptive 
methods, such as AdaGrad (Zhong et al., 2020), RMSProp, 
Adam, and its variants (AdamW, NAdam, RAdam, Adamax), 
along with first-order gradient descent methods like SGD and its 
variants (ASGD) and resilient approaches such as RProp. All models 
were trained on 80% of the data, with 16% held out for validation 
and 4% for testing. Each optimizer was tested across three 
independent data splits, and the results were averaged to assess 
consistency and robustness. Each optimizer updates model 
parameters θt iteratively to minimize the loss function L(θ) (see 
Table 1 for a comparison).

As shown in Figure 8 (blue-shaded panel), NAdam (Nesterov- 
accelerated Adaptive Moment Estimation) demonstrated the highest 
average predictive accuracy on both validation and testing datasets, 
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with the lowest performance variance across randomized splits. This 
performance is attributed to its integration of Nesterov momentum 
into the adaptive learning framework of Adam, enabling better 
foresight and faster convergence in complex, high-dimensional 
error surfaces (Liu et al., 2019). Adam and AdamW also 
performed comparably well, with strong generalization 
capabilities due to their dynamic adjustment of learning rates 
and momentum terms. AdamW further introduced weight decay, 
promoting improved regularization and mitigating overfitting by 
penalizing large weights during backpropagation.

Other adaptive optimizers, such as AdaGrad and RMSProp, 
performed adequately but displayed higher variability and sensitivity 
to initialization. AdaGrad’s aggressive learning rate decay often 
resulted in premature convergence, while RMSProp partially 
alleviated this issue by employing exponentially weighted moving 
averages of past gradients (De et al., 2018). Adamax and RAdam 
offered slightly improved stability but did not surpass NAdam in 
average accuracy or variance reduction.

In contrast, traditional gradient descent methods such as SGD 
and its averaged variant ASGD showed significantly lower 
performance, consistent with known limitations such as slow 
convergence and instability in non-convex loss landscapes 
(Bottou et al., 2018). RProp, though designed for noisy gradients, 
exhibited the weakest performance overall, likely due to its gradient- 
magnitude-agnostic updates being less effective in the deep 
regression tasks associated with resilience prediction (Riedmiller 
and Braun, 1993).

Collectively, the results underscore the importance of selecting 
optimizers suited to the specific learning task. Adaptive methods, 
especially NAdam, are better equipped to handle the challenges of 
tabular, nonlinear regression problems like seismic resilience 
estimation, offering both improved accuracy and training 
stability. These observations are consistent with findings from 
prior studies (Kingma and Ba, 2014; Norouzi and Ebrahimi, 
2019), which emphasize the utility of momentum-driven adaptive 
optimization in deep learning applications for engineering data.

The implications of the loss function and optimizer tuning are 
reflected in the accuracy and stability of resilience predictions. 
Specifically, the use of Smooth MAE (LS4) as the loss function, 
coupled with the NAdam optimizer, enables the MLP model to 
capture the nonlinear relationships between bridge parameters and 
seismic intensity with greater precision. This is particularly 
important for predicting resilience as it is highly sensitive to 
small changes in model output. The enhanced accuracy and 
reduced variability from the tuned architecture contribute 
directly to the model’s ability to reproduce realistic damage 
exceedance trends and accurately track the steep resilience decay 
observed at moderate PGA values. Thus, the architectural choices 
validated in Figure 8 directly support the model’s interpretability 
and generalization performance in representing physical seismic 
vulnerability patterns.

3.2.4 Architectural scaling: hidden layer depth and 
neuron width

To investigate the impact of model complexity on predictive 
performance and computational efficiency, a systematic sensitivity 
analysis was performed by varying two key architectural parameters: 
the number of hidden layers (depth) and the number of neurons per 
layer (width). The results are summarized in Figure 9, which 
presents the resilience prediction accuracy and associated 
computational cost for each architecture.

3.2.4.1 Effect of increasing depth
The number of hidden layers was varied from 1 to 20 while 

keeping other hyperparameters fixed. Theoretically, increasing 
network depth allows the model to learn more hierarchical and 
abstract feature representations, which can be beneficial in modeling 
complex, nonlinear relationships, such as those governing seismic 
resilience behavior in bridge systems. However, deeper networks 
also pose challenges, including increased risk of overfitting, longer 
training times, and higher computational cost.

FIGURE 8 
Comparison of prediction accuracy and variability for different loss functions (LS1–LS4) and optimizer algorithms (OP1–OP11). Bars represent the 
mean accuracy on testing and validation sets, while lines show standard deviation across three randomized splits. Smooth MAE (LS4) and NAdam (OP6) 
yielded the highest predictive accuracy and lowest variance, indicating strong generalization and training stability.

Frontiers in Built Environment frontiersin.org13

Atkins et al. 10.3389/fbuil.2026.1756908

https://www.frontiersin.org/journals/built-environment
https://www.frontiersin.org
https://doi.org/10.3389/fbuil.2026.1756908


Figure 9 shows that model performance, measured by validation 
and testing accuracy, improves consistently as the number of hidden 
layers increases from one to 3. Beyond this point, the performance 
gain plateaus, suggesting diminishing returns with additional layers. 
For example, networks with 10, 15, and even 20 hidden layers do not 
yield substantial accuracy improvements over the 3-layer 
architecture. This indicates that the architectural depth needed to 
capture the essential nonlinear dependencies in this resilience 
prediction task is relatively modest. Moreover, the deeper models 
result in increased computational time and complexity, particularly 
for wider networks, reinforcing the importance of depth-efficiency 
trade-offs in practice.

3.2.4.2 Effect of increasing width
Next, the number of neurons per hidden layer was varied from 

2 to 2048. Similar to depth, increasing the number of neurons 

enhances the network’s capacity to model complex functions by 
expanding its representational power. In the context of predicting 
resilience indices, where the interactions among structural features, 
seismic intensity measures, and post-event functionality are highly 
nonlinear, adequate neuron count is critical.

The results show a consistent improvement in predictive 
accuracy with increasing neuron count up to approximately 
64 neurons per layer. Beyond this point, model performance 
remains relatively stable, with marginal gains observed up to 
1024 neurons. As illustrated in Figure 9, accuracy generally peaks 
around 128 to 1024 neurons depending on depth, but this comes at 
the cost of significantly increased training time. For instance, while a 
model with 128 neurons per layer required only ~5–10 s to train, the 
1024-neuron model took 18–299 s, depending on depth. In addition, 
wider models with more than 1024 neurons begin to exhibit 
diminishing returns and increasing variance in accuracy.

TABLE 1 Summary of optimization algorithms evaluated in this study.

Optimizer Type Update rule (key formulations)a Key parameters Pros Cons

SGD (stochastic gradient 
descent)

First-order θt+1 � θt − η∇θL(θt) Learning rate (η) Simple, 
interpretable

Slow, sensitive to 
local minima

First-order
θ
ˉ
t �

1
t
􏽘
t

i�1
θi

Learning rate (η), 
averaging window

Reduces noise High memory, slower

AdaGrad (adaptive 
gradient algorithm)

Adaptive gt � ∇θL(θt)
rt � rt−1 + g

2
t

θt+1 � θt − η���
rt+ϵ
√ gt

Learning rate (η), ε
(stability term)

Good for sparse 
data

Rapid decay, stalls

Adadelta Adaptive E[g2]t � ρE[g2]t−1 + (1 − ρ)g2
t

Δθt � −
��������
E[Δθ2 ]t−1+ϵ
√
������
E[g2]t+ϵ
√ gt

E[Δθ2]t � ρE[Δθ2]t−1 + (1 − ρ)(Δθt)2θt+1 � θt + Δθt

Learning rate (η), decay 
rate (ρ), stability term (ε)

No manual LR May underperform 
on nonstationary data

RMSProp (root mean 
square propagation)

Adaptive E[g2]t � βE[g2]t−1 + (1 − β)g2
t

θt+1 � θt − η������
E[g2 ]t+ϵ
√ gt

η, β (decay rate) Stabilizes updates May oscillate

Adam (adaptive moment 
estimation)

Adaptive + 
momentum

mt � β1mt−1 + (1 − β1)gt

vt � β2vt−1 + (1 − β2)g
2
t

m̂t �
mt

1 − βt1
v̂t �

vt
1 − βt2

θt+1 � θt − η m̂t��
v̂t

√
+ϵ

η, β1, β2, ε Fast, robust Poor generalization if 
untuned

AdamW (Adam with 
decoupled weight decay)

Adam + 
weight decay

θt+1 � θt − η( m̂t��
v̂t
√

+ϵ
+ λθt) η, β1, β2, λ (decay) Better 

regularization
Slightly costlier

Nadam (Nesterov- 
accelerated Adam)

Adam + 
Nesterov θt+1 � θt − η

β1m̂t+
(1 − β1 )gt

1 − βt1��
v̂t

√
+ϵ

η, β1β2 Very fast 
convergence

Complex

Adamax Adaptive mt � β1mt−1 + (1 − β1)gt
ut � max (β2ut−1 , | gt |)

m̂t �
mt

1 − βt1
θt+1 � θt − η m̂t

ut

η, β1β2 Stable w/large 
grads

Slower

Radam (rectified Adam) Adaptive mt � β1mt−1 + (1 − β1)gt

vt � β2vt−1 + (1 − β2)g
2
t m̂t �

mt

1 − βt1
, v̂t �

vt
1 − βt2

ρt �
2

1 − β2
− 1 + 2βt2

1 − βt2

rt �
������������
(ρt − 4)(ρt − 2)ρ∞
(ρ∞ − 4)(ρ∞ − 2)ρt

􏽱
θt+1 � θt − η · rt · m̂t��

v̂t

√
+ϵ

η, β1β2 Better early 
training

Slower on small sets

RProp (resilient 
backpropagation)

Sign-based
Δt �

η+Δt−1 , if ∇θtL · ∇θt − 1L> 0
η−Δt−1 , if ∇θtL · ∇θt − 1L< 0􏼨

θt+1 � θt − sign(∇θtL)Δt

η+, η- Good with 
vanishing grads

Ignores magnitude

aη denotes the learning rate; β, β1, and β2 are exponential decay rates used for averaging gradients and squared gradients; λ represents the L2 regularization (weight decay) coefficient; ε is a small 
constant added for numerical stability; ρ is the decay rate used in Adadelta and RAdam; Δt denotes the parameter update value in RProp; η+ and η− are the step-size increase and decrease factors 
in RProp; ut is the infinity norm (maximum) of past gradients in Adamax; rt is the rectification term in RAdam, with ρt and ρ∞ representing rectification control variables used to stabilize early 
training stages.
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3.2.4.3 Final architecture selection
Based on this dual-parameter tuning exercise, an architecture 

with 15 hidden layers and 128 neurons per layer was selected for 
subsequent experiments. This configuration achieved a validation 
accuracy of 98% and testing accuracy of 97.9%, while maintaining 
moderate training times and avoiding overfitting. The selection 
balances accuracy and efficiency, ensuring that the model 
generalizes well without imposing unnecessary 
computational burden.

These findings confirm that while deeper and wider networks 
can offer slight improvements in accuracy, practical 
considerations such as training time and generalization 
stability favor a more balanced design. Further improvements 
were later achieved via dropout regularization, detailed in the 
next section.

3.2.5 Regularization strategies: dropout 
implementation and effects

To mitigate potential overfitting caused by the network’s 
depth and parameter count, dropout regularization was 
implemented and systematically analyzed. Dropout reduces 
interdependencies among neurons by randomly deactivating a 
fraction of them during training, forcing the network to develop 
redundant and more generalizable feature representations (Baldi 
and Sadowski, 2014). In highly parameterized networks, 
neurons often “correct” each other’s weights to minimize 
training loss, resulting in overfitting and poor generalization. 

Dropout counteracts this behavior by stochastically removing 
nodes, compelling the remaining active neurons to 
independently adjust their parameters. Over multiple 
iterations, here, 50 epochs with a 2% batch size and 
2500 forward passes, this process regularizes the model and 
stabilizes convergence.

The base configuration used for dropout tuning preserved all 
optimized parameters from previous tuning stages, consisting of 
15 hidden layers with 128 neurons each, ReLU activations, a sigmoid 
output layer, Smooth MAE (δ = 1.0) as the loss function, and 
NAdam optimizer with a learning rate of 0.001. Two main 
experiments were conducted: (1) varying dropout percentage, 
and (2) varying dropout placement within the architecture. Each 
configuration was trained and evaluated on fresh splits of the dataset 
to ensure robustness.

3.2.5.1 Effect of dropout percentage
As shown in Figure 10, dropout rates were varied from 0% to 

90% to quantify their influence on testing accuracy (boxplots) and 
validation RMSE (dashed line). The results indicate that a low 
dropout rate (0%–5%) achieved the highest testing accuracy and 
lowest RMSE, with minimal performance variance across multiple 
runs, signifying strong generalization. Moderate dropout (10%– 
25%) reduced accuracy and increased variability, while high 
dropout (>30%) significantly degraded performance, leading to 
underfitting due to excessive neuron suppression. These trends 
confirm that light regularization is most effective for the current 
dataset, balancing noise resilience and model capacity. Uniformly 

FIGURE 9 
Resilience prediction accuracy and computational cost as a function of network architecture depth (number of hidden layers) and width (neurons per 
layer). Accuracy improves with increasing neurons up to 128–1024 and with depth up to three layers, beyond which gains plateau. Wider and deeper 
networks incur significantly higher training costs with minimal accuracy improvements, highlighting the trade-off between performance and efficiency.
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applying dropout across all hidden layers beyond 20% reduced 
accuracy from 98% (validation) to 97.6% (testing), indicating 
marginal benefits at higher rates.

3.2.5.2 Effect of dropout placement
To further assess the spatial sensitivity of dropout, a fixed 5%– 

20% dropout rate was applied sequentially to each of the 
15 hidden layers. Figure 11 presents the resulting testing and 
validation accuracy as a function of dropout position. Applying 
dropout in the early layers (1–4) substantially reduced 
performance, as these layers capture foundational 
structural–seismic relationships essential for downstream 
learning. In contrast, mid-to-late layer dropout (Layers 8–13) 
maintained high accuracy and consistent validation results, 
demonstrating that regularizing deeper representations 
mitigates overfitting without destabilizing feature learning. 
Dropout applied at Layer 12 yielded the most balanced trade- 
off between generalization and training stability. Adding dropout 
immediately before the output layer slightly reduced 
performance, suggesting interference with final 
regression mapping.

3.2.5.3 Summary and interpretation
Collectively, the analyses in Figures 10, 11 show that dropout can 

substantially improve generalization when applied selectively rather 
than uniformly. The optimal configuration, a 5% dropout rate 
applied at mid-depth layers (around Layer 12), achieved stable 
accuracy (≈97.6%) while preventing overfitting. These results 
emphasize that dropout effectiveness depends not only on its 
magnitude but also on its architectural positioning. Selective 
dropout allows the network to retain critical early-layer 
representations while regularizing higher-level abstractions prone 
to overfitting, enhancing resilience prediction robustness.

FIGURE 10 
Effect of dropout rate on model performance. Testing accuracy (boxplots) and validation RMSE (dashed line) as a function of dropout percentage for 
the 15-layer MLP architecture. A low dropout rate (0%–5%) yields the highest accuracy and lowest error variance, whereas excessive dropout (>30%) leads 
to underfitting and reduced generalization capacity.

FIGURE 11 
Effect of dropout placement across hidden layers. Testing and 
validation accuracies for dropout applied individually to each of the 
15 hidden layers (5%–20% rate). Optimal performance occurs when 
dropout is placed in mid-to-late layers (≈ Layer 12), indicating that 
selective regularization of deeper representations enhances 
generalization while preserving early-layer feature learning.
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3.2.6 Integrated final architecture and model 
performance summary

Following a two-stage tuning process involving systematic 
evaluation of loss functions, optimization algorithms, 
architectural depth and width, and regularization strategies, the 
final model architecture was established to balance predictive 
accuracy, generalization, and computational efficiency.

The optimized architecture consists of 15 hidden layers, each 
containing 128 neurons, with ReLU activation functions in all 
hidden layers and a sigmoid activation in the output layer. The 
Smooth MAE (LS4) loss function, identified as the most robust to 
outliers and data variability, was paired with the NAdam optimizer, 
which combines adaptive learning rates with Nesterov momentum 
and demonstrated superior convergence and stability across 
validation splits. The optimizer used a learning rate of 0.001.

To mitigate overfitting while preserving deep representation 
learning, a selective dropout strategy was implemented. A 20% 
dropout was applied only to hidden layers six through 9, based 
on empirical results that showed global dropout reduced 
performance (Figure 10), whereas targeted dropout in mid-depth 
layers improved generalization without sacrificing 
accuracy (Figure 11).

The final training configuration involved 50 epochs, with a batch 
size of 2% of the training data per epoch. Each model was trained 
and evaluated on fresh random splits of the dataset to ensure 
robustness and minimize sampling bias.

This integrated architecture achieved a testing accuracy of 
97.6%, with validation accuracy consistently exceeding 98% across 
runs. These results confirm that the model not only learns the 
complex, nonlinear relationships between structural parameters 
and seismic inputs, but also generalizes well to unseen data, 
making it suitable for deployment in resilience-focused bridge 
assessment applications. The trained surrogate is intended for 
bridges whose features fall within the ranges used to generate the 

training dataset; application beyond these ranges requires 
retraining/validation.

3.3 Comparison with ensemble 
learning models

To evaluate the added value of the proposed MLP framework, its 
performance was benchmarked against three commonly used EL 
models: Random Forest, Bagging, and Boosting. Each EL method 
underwent dedicated hyperparameter optimization across 
approximately 150 independent runs, with results summarized 
for both testing and validation datasets in Figure 12.

The optimized MLP architecture, featuring 15 hidden layers 
with 128 neurons per layer, Smooth MAE loss, NAdam optimizer, 
and selective dropout regularization, demonstrated clear superiority 
across all performance metrics. Specifically, MLP achieved testing 
and validation accuracies exceeding 97%, with tight interquartile 
ranges across randomized data splits (Additional prediction 
diagnostics (parity and residual plots) are provided in Appendix). 
This indicates not only high predictive accuracy but also excellent 
robustness and generalization capability. The consistency of the 
MLP’s performance, as evidenced by minimal variability in accuracy 
distributions, reinforces the benefit of deep architectural tuning and 
regularization.

In contrast, the best-performing EL model, a tuned Random 
Forest with 150 estimators, maximum depth of 80, and maximum 
feature count of 13, achieved a maximum testing accuracy of 87.1%. 
Although Random Forests generally outperformed Bagging and 
Boosting models, particularly on validation sets, they exhibited 
greater variability and lower average predictive power than the 
MLP. Bagging, while stable, suffered from a lower median 
accuracy, and Boosting showed higher variance, likely due to its 
sensitivity to noisy or unbalanced subsets during sequential training.

These findings align with the inherent limitations of tree-based 
ensemble methods. While EL models use recursive partitioning and 

FIGURE 12 
Comparative distribution of prediction accuracy across testing and validation sets for MLP and ensemble learning (EL) models (Random Forest, 
Boosting, Bagging). The optimized MLP model demonstrates superior median accuracy and reduced variability, highlighting its robustness and 
generalization advantage over EL-based approaches.

Frontiers in Built Environment frontiersin.org17

Atkins et al. 10.3389/fbuil.2026.1756908

https://www.frontiersin.org/journals/built-environment
https://www.frontiersin.org
https://doi.org/10.3389/fbuil.2026.1756908


additive rule-based logic to approximate target functions, this 
structure restricts their ability to capture high-dimensional, 
nonlinear dependencies among input variables. In contrast, the 
MLP, expressed as a deep composition of nonlinear 
transformations ŷ � fMLP(x), is capable of learning complex 
feature interactions through gradient-based optimization across 
stacked layers. This architectural expressiveness allows the MLP 
to generalize better on structurally rich, simulation-informed 
datasets like those used in this study.

Moreover, although EL models are often computationally 
efficient and easier to tune, their limited scalability and rigidity 
in continuous regression tasks make them less suitable for resilience 
prediction applications where intricate interdependencies between 
structural parameters and seismic demand govern system behavior.

In summary, Figure 12 demonstrates that while EL methods 
offer competitive baseline performance, they are ultimately 
outperformed by the optimized MLP model, both in accuracy 
and reliability. These results highlight the benefits of deep 
learning for resilience modeling and justify its use over ensemble 
methods in high-dimensional, nonlinear structural engineering 
applications.

3.4 Feature importance and interpretability 
of the RSI surrogate

To gauge variable importance and support interpretability, we 
evaluated feature-importance rankings using an ensemble-learning 
baseline. Because the MLP is the primary surrogate, model-specific 
attribution (e.g., SHAP or permutation importance on the MLP) is a 
next step that can be considered in future studies; here we report 
Random Forest rankings as an interpretable baseline that provides a 
consistent, physically meaningful view of relative input influence 
across bridge subgroups. Variable importance was computed using 

the Random Forest feature-importance measure, reflecting averaged 
reductions in node impurity and associated changes in prediction 
error, and is reported on a logarithmic scale.

Figure 13 summarizes the relative contribution of the 16 input 
variables to RSI prediction for bridge subgroups defined by 
construction era (pre-1971, 1970–1990, post-1990) and abutment 
type (rigid vs. seat), thereby illustrating both overall ranking and 
how the influence of key structural and boundary-condition 
parameters varies across bridge categories. Overall, PGA (x16) 
emerges as the most predictive input across all subgroups, 
consistent with the central role of hazard intensity in shaping 
nonlinear response and the resulting damage-state trajectories 
that drive RSI. Among structural descriptors, the number of 
columns per bent (x7) and capacity/detailing proxies such as 
reinforcement ratio (x9) and superstructure depth (x6) repeatedly 
rank among the most influential variables, indicating that 
configuration and stiffness/strength characteristics strongly affect 
resilience outcomes in addition to intensity.

The results also show meaningful subgroup-dependent trends: 
boundary-condition and support-flexibility parameters (e.g., 
foundation translational stiffness x11, foundation rotational 
stiffness x12, and abutment stiffness x15) exhibit elevated 
importance for older-era bridges, reflecting greater sensitivity of 
legacy systems to support conditions and soil–structure interaction 
assumptions. In contrast, variables such as soil type (x1), girder type 
(x2), and column diameter (x8) are comparatively less influential 
across most groups in this dataset, suggesting that, within the 
modeled parameter ranges, they explain less RSI variability than 
intensity, global configuration, and key capacity/stiffness proxies. 
Collectively, these rankings provide an interpretable link between 
model inputs and engineering intuition and justify the selected 
feature set as capturing the dominant mechanisms governing RSI in 
the studied bridge class.

FIGURE 13 
Feature-importance ranking of the 16 input variables for RSI prediction using an ensemble-learning model (Random Forest).
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3.5 Discussion and practical implications

This study demonstrates that a carefully optimized MLP model 
can serve as a high-fidelity, computationally efficient surrogate for 
predicting the seismic resilience of bridges, capturing complex 
nonlinear dependencies between structural parameters, seismic 
intensity, and damage-recovery trajectories. The model 
outperforms EL methods across both accuracy and consistency 
metrics, offering a compelling argument for deep learning in 
resilience forecasting applications.

Recent fragility-to-resilience frameworks typically estimate 
resilience through a multi-stage pipeline: ground motion → 
engineering demand parameters (EDPs) → damage/limit states 
via fragility or probabilistic demand models → functionality and 
recovery models → resilience metric. In contrast, our approach 
trains a supervised surrogate that maps bridge descriptors and 
hazard intensity directly to a continuous resilience index RSI, 
where RSI is computed using an established 
functionality–recovery formulation. Thus, the novelty is not the 
replacement of fragility concepts, but the direct RSI surrogate that 
collapses the multi-stage propagation into a single predictive model 
for rapid scenario screening, inventory-level prioritization, or near- 
real-time assessment once trained. The framework remains 
compatible with fragility-based thinking: fragility information can 
inform labeling choices, damage-state definitions, and recovery 
assumptions, and the surrogate can be retrained as those 
assumptions evolve. Table 2 summarizes key differences in 
outputs, inference workflow, and primary limitations, 
highlighting how the proposed framework complements 
established fragility-based approaches.

The architecture developed through multi-stage tuning, 
featuring 15 hidden layers, 128 neurons per layer, Smooth 
MAE loss, NAdam optimization, and selective dropout, 
achieved a predictive accuracy exceeding 97.6% on test 
datasets. This level of accuracy was maintained across multiple 

randomized splits, underscoring the model’s robustness within 
the modeled domain and across partitions. Compared to 
ensemble methods like Random Forest or Boosting, which 
plateaued at significantly lower accuracy and exhibited higher 
variance, the MLP consistently delivered stable performance, even 
under cross-validated evaluation.

From a practical standpoint, this framework addresses critical 
limitations associated with traditional fragility or resilience 
modeling. While FE simulations provide physical accuracy, they 
are computationally expensive, often requiring hours to simulate a 
single ground-motion scenario per bridge. In contrast, the MLP 
model yields near-instant predictions (in seconds), enabling rapid 
evaluation of thousands of bridge configurations across a broad 
spectrum of seismic inputs. This scalability makes it well-suited for 
population-level screening, post-earthquake emergency response, 
and retrofit prioritization efforts. Importantly, the model leverages 
simulation-informed training data, ensuring that learned patterns 
reflect physically consistent relationships among structural and 
hazard parameters. This hybrid learning strategy bridges the gap 
between physics-based and data-driven approaches, allowing the 
model to interpolate reliably within the modeled feature ranges 
while preserving domain relevance. The results also emphasize the 
importance of interpretability and reproducibility in ML 
applications for infrastructure. Through layer-wise tuning, 
dropout positioning, and explicit control of activation functions 
and optimizers, the architecture remains transparent and adaptable. 
This tunable framework can be extended to other structural systems 
(e.g., buildings, lifelines) or hazard scenarios (e.g., hurricanes, 
floods), making it a versatile tool in resilience modeling pipelines.

Beyond its technical performance, the MLP framework offers 
direct utility in agency-level workflows such as bridge inspection 
planning, retrofit prioritization, and emergency route design. 
Transportation agencies like FHWA and WSDOT rely on seismic 
resilience indicators to allocate resources and assess structural 
vulnerability across networks (Federal Highway Administration, 

TABLE 2 Positioning of the proposed RSI-based neural surrogate relative to conventional fragility-informed resilience workflows.

Aspect Fragility-informed resilience frameworks 
(typical)

RSI-based surrogate

Primary output Fragility curves/probabilities of limit states; resilience derived after 
propagation

Direct prediction of continuous RSI (bounded metric)

Workflow structure Multi-stage: IM → EDP/PSDM → damage states → recovery/ 
functional model → resilience

Single-stage surrogate: Inputs → RSI (labels computed from 
functionality–recovery formulation)

Interpretability High physical interpretability at each stage (EDPs, damage states, 
fragilities)

RSI is interpretable as system-level resilience; internal NN less stage- 
interpretable

Computational use after 
calibration

Moderate: Still requires multiple model steps per scenario Very fast: one forward pass once trained

Data requirements Needs fragility/PSDM calibration + recovery model assumptions Needs labeled dataset of RSI (built from NLTHA + recovery assumptions)

Best suited for Detailed performance assessment, damage-state probability 
tracking, component-level insights

Rapid inventory screening, scenario comparisons, near-real-time resilience 
scoring

Key limitation Pipeline complexity; compounding uncertainties across stages RSI depends on recovery assumptions; generalization limited to training 
domain unless retrained/validated

How it complements the 
other

Provides structured probabilistic components and uncertainty 
propagation

Provides fast RSI surrogate; can be retrained when fragility/recovery models 
update
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2006; Washington State Department of Transportation, 2023). The 
proposed model streamlines this process by offering a single, 
interpretable resilience score derived from structural and 
environmental attributes, enabling rapid screening of aging 
infrastructure, especially pre-1971 concrete box-girder bridges 
that are seismically under-designed. This aligns with FHWA’s 
performance-based retrofit guidelines, where early-phase 
“screening” involves identifying vulnerable bridges using proxy 
metrics for structural and hazard exposure (Federal Highway 
Administration, 2006; Buckle et al., 2006). By offering near- 
instant predictions, the model reduces what would otherwise be 
months of finite element simulations into a scalable, data-driven 
process, making it ideal for large-scale implementation in regions 
with high seismic risk.

3.5.1 Adequacy of dataset size and sensitivity 
to sampling

The surrogate model in this work is a fully connected MLP with 
limited depth/width rather than a high capacity “deep” architecture. 
Model depth/width were intentionally limited to match the available 
dataset size, and hyperparameters were selected using validation 
performance to control overfitting. This design choice is deliberate: 
because physics-based nonlinear time-history analyses are 
computationally expensive, the available labeled dataset is 
moderate in size (1,600 simulations), and model capacity must be 
controlled to avoid overfitting. To that end, we employ standard 
practices for training on moderate datasets (train/validation/test 
split, early stopping based on validation loss, and regularization), 
and we report predictive performance on a held-out test set to 
quantify generalization.

The 1,600 cases arise from combining 160 bridge 
configurations sampled from the parameter space with 
160 ground motions, producing a dataset that spans both 
structural variability and record-to-record variability. This 
factorial-style sampling improves coverage compared to 
varying only bridge properties or only ground motions. In 
general, predictive accuracy for data-driven surrogates 
improves as (i) the number of distinct bridge configurations 
increases (better coverage of the structural parameter space) and 
(ii) the number of ground motions per configuration increases 
(reduced variance in response statistics and improved learning 
of record-to-record effects). With fewer bridge configurations, 
the surrogate may generalize less reliably to unseen parameter 
combinations; with fewer ground motions, the resilience labels 
may exhibit higher noise due to stochastic variability, which can 
degrade regression performance.

These considerations suggest practical guidance for 
extending the framework to broader inventories or regions: 
when the goal is extrapolation across bridge typologies or 
detailing eras, priority should be given to increasing the 
diversity of bridge configurations (expanding the 
parameterization and sampling range), followed by increasing 
the number of ground motions per configuration to stabilize 
response estimates for the intended hazard environment. A 
formal learning-curve study quantifying error as a function of 
sample size is a valuable direction for future work but is beyond 
the scope of the present manuscript.

3.5.2 Applicability to other bridge classes, 
construction eras, and seismic regions

While this study is trained and validated using pre-1971 
reinforced concrete box-girder bridges, the proposed approach is 
intended as a general surrogate-modeling framework for seismic 
resilience prediction. The workflow consists of: (i) defining a bridge- 
specific parameterization (geometry, material, detailing, bearing/ 
abutment characteristics), (ii) generating a labeled dataset via 
nonlinear time-history analysis under a hazard-consistent 
ground-motion set, (iii) computing the RSI from performance 
trajectories and fragility-based limit states, and (iv) training a 
supervised surrogate (here, an MLP) to map bridge and hazard 
descriptors to resilience. Steps (i)–(iii) are class- and region- 
dependent, whereas step (iv) is model-agnostic and can be 
applied to other bridge types and regions once representative 
training data and input descriptors are available.

To apply the proposed model to other bridge types (e.g., multi- 
column bents, steel girder bridges) and different construction eras, 
the input feature set should be expanded or modified to reflect the 
governing mechanisms and detailing (e.g., column aspect ratio and 
transverse reinforcement for ductile RC columns, connection details 
for steel superstructures, bearing type and seat width, shear key 
capacity, or abutment/backfill interaction parameters). Likewise, 
application to other seismic regions requires consistency between 
the training data and the local hazard representation (e.g., regional 
ground-motion characteristics, intensity-measure selection, and site 
conditions). In practice, the surrogate can be extended through (a) 
retraining on a new dataset constructed using the same pipeline or 
(b) transfer learning, where the present network provides an 
initialization and is fine-tuned using a smaller region- or class- 
specific dataset. These extensions are beyond the scope of the 
current manuscript; our objective here is to demonstrate the 
feasibility and predictive capability of the framework on a 
representative high-risk bridge class.

3.5.3 Generalizability and external validity

The conclusions of this study should be interpreted at two levels. 
First, at the methodological level, the proposed pipeline, (i) defining 
a bridge-class parameterization, (ii) generating physics-based 
response data via nonlinear analyses under a hazard-consistent 
ground-motion set, (iii) computing a continuous resilience index 
(RSI) from functionality and recovery assumptions, and (iv) training 
a supervised surrogate, is broadly applicable across bridge typologies 
and construction eras. Second, at the model level, the specific 
surrogate developed here is calibrated to pre-1971 RC box-girder 
bridges and to the parameter ranges and modeling assumptions used 
to generate the training data; therefore, its numerical predictions 
should not be assumed valid for substantially different structural 
systems (e.g., steel superstructures, multi-column bents), detailing 
eras (post-1971 ductile detailing), or regions with different hazard 
and ground-motion characteristics without retraining and 
independent validation.

A practical extension pathway is to (a) redefine/augment the 
input descriptors to capture governing mechanisms for the new 
typology/era (e.g., connection details, column confinement, bearing/ 
seat parameters), and (b) retrain or fine-tune the surrogate using a 
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representative but potentially smaller dataset generated with the 
same simulation-to-labeling procedure.

The test subset is “unseen” in the standard machine-learning 
sense that those samples (bridge–ground-motion pairings) are 
withheld from training and are not used for model fitting or 
hyperparameter selection. At the same time, the train/validation/ 
test subsets are drawn from the same sampled parameter space by 
design, because the objective of this study is to learn an accurate 
surrogate within a defined bridge-class domain—i.e., to interpolate 
over the distribution of pre-1971 box-girder configurations 
represented by the LHS-sampled input space and the selected 
ground-motion suite. This setting is consistent with practical 
deployment in which bridges from the same class are expected to 
fall within the modeled feature ranges. We nevertheless 
acknowledge that pair-level random splits can be less stringent 
than grouped holdout evaluations (e.g., holding out entire bridge 
realizations or entire ground motions), which are recommended for 
future work to further test robustness to unseen bridge instances 
and/or unseen records.

3.5.4 Why EL may underperform and the role of 
feature engineering

Although tree-based ensembles (Soleimani and Hajalizadeh, 
2022b) are strong tabular baselines, their performance can 
depend on the availability of informative feature 
transformations and interaction terms. In this study, we 
intentionally used a compact set of physically interpretable 
raw features and avoided extensive feature engineering so 
that all models were compared under the same input 
information. Under this setting, the MLP appears to better 
capture smooth, high-order nonlinear interactions among 
structural attributes and seismic intensity that govern RSI. 
We note that additional feature engineering (e.g., explicit 
interaction features, alternative intensity measures, or 
engineered stiffness/strength ratios) could narrow the gap for 
EL models; exploring such enhancements is a valuable extension 
but was not the objective of the present benchmarking exercise.

3.5.5 Limitations

Accordingly, the model presented in this paper should be 
interpreted as calibrated to the studied inventory and analysis 
assumptions. Extrapolation to bridge classes, eras, or hazard 
environments outside the training domain is not recommended 
without retraining/validation using representative data.

3.5.5.1 Implications of recovery-parameter variability
Additionally, the RSI predictions reported herein inherit 

uncertainty from the assumed recovery model parameters. If 
recovery times are systematically underestimated, RSI will be 
biased high; if they are overestimated, RSI will be biased low. 
Likewise, alternative shapes for Q(t) (e.g., more gradual vs. 
stepwise recovery) can change RSI even when start/end points 
are similar. A straightforward extension is to treat key recovery 
parameters (e.g., time-to-restore for each damage state and 
intermediate functionality levels) as uncertain variables and 
propagate them through the RSI calculation via scenario analysis 

or probabilistic sampling, yielding distributions (or confidence 
intervals) for RSI rather than point estimates. This extension is 
beyond the scope of the present study but would further strengthen 
decision support under uncertainty.

3.5.5.2 Overfitting risk
While the selected architecture generalizes well on the held-out 

test set under the studied sampling design, deeper MLPs can overfit 
when the dataset is smaller or when the input domain shifts; 
therefore, extrapolation to bridge classes/eras/hazards outside the 
training domain is not recommended without retraining/validation, 
and simpler architectures may be preferred when training data 
are limited.

3.5.5.3 Uncertainty quantification and propagation
The current surrogate produces point estimates of RSI. For 

risk-informed decision support, it is valuable to quantify 
prediction uncertainty arising from both epistemic and aleatory 
sources. Epistemic uncertainty reflects uncertainty in the learned 
mapping due to finite training data, model misspecification, and 
potential domain shift (e.g., applying the model outside the 
feature ranges represented in training). This uncertainty can be 
incorporated by adopting probabilistic surrogate strategies such 
as Monte Carlo dropout at inference, deep ensembles trained from 
different initializations, or Bayesian neural networks, enabling 
prediction intervals for RSI. Aleatory uncertainty represents 
irreducible variability arising from stochastic inputs, most 
notably record-to-record ground motion variability and 
uncertainty in recovery parameters used to construct 
functionality curves. A practical extension is to treat recovery 
parameters (and, if desired, intensity measures) as random 
variables and propagate them through RSI computation and/or 
surrogate inference via scenario sampling, yielding an RSI 
distribution rather than a single value. These extensions are 
beyond the scope of the present study but provide a clear 
pathway to integrating uncertainty into portfolio-scale 
resilience screening.

3.5.5.4 Non-probabilistic uncertainty as a 
potential extension

In addition to probabilistic uncertainty quantification, non- 
probabilistic representations (e.g., interval- or set-based 
descriptions of uncertain inputs (Soleimani, 2020)) could be 
explored in future work to bound RSI predictions when 
inventory attributes or recovery assumptions are poorly 
constrained. Such extensions would require defining appropriate 
uncertainty sets for key parameters and propagating them through 
the RSI labeling and surrogate inference steps, which is outside the 
scope of this study.

3.5.5.5 Limitations and extensions of the IM representation
Figure 13 indicates that PGA is the most influential input in 

the present feature set, which is expected because hazard 
intensity strongly governs nonlinear demand and damage- 
state trajectories that drive RSI. However, because PGA is the 
only ground-motion descriptor used here, the surrogate’s 
reported accuracy should be interpreted as conditional on the 
ground-motion suite and hazard representation used to generate 
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the training labels. Accordingly, similar accuracy is not 
guaranteed when applying the trained model to truly unseen 
records with different spectral shape, duration, directivity, or 
site effects, or to other seismic regions with different hazard 
characteristics. For deployment in a new hazard environment, 
the model should be retrained or validated using a hazard- 
consistent ground-motion set and, where possible, an 
expanded IM representation.

Broader robustness to record-to-record variability can be 
improved by (i) augmenting the input space with additional IMs 
that capture spectral shape and duration (e.g., Sa(T1), AvgSa, PGV, 
significant duration, spectral-shape metrics), and (ii) adopting 
stricter evaluation protocols such as holding out entire ground 
motions during testing. A systematic comparison across 
alternative IM definitions and record-holdout testing would 
require regenerating the NLTHA-derived dataset under those 
IMs and is therefore left for future work.

3.5.5.6 Network-level scalability, ground-motion selection, 
and multi-hazard extensions

While the proposed surrogate enables rapid scoring of 
individual bridges at inventory scale, translating bridge-level 
RSI predictions into network-level decision support (e.g., 
corridor functionality, detour/route impacts, and system-wide 
resilience) requires coupling the model with transportation- 
network representations and dependence modeling across 
assets. In addition, the surrogate’s predictions are sensitive to 
the ground-motion selection and hazard representation used to 
generate labels (e.g., the chosen record suite, intensity-measure 
definition, spectral characteristics, and site conditions); 
accordingly, applying the model to a different region or hazard 
environment should be accompanied by retraining/validation 
using a hazard-consistent ground-motion set (or transfer 
learning (O’Brien et al., 2025) with representative local data). 
Finally, extending the framework to multi-hazard resilience (e.g., 
earthquake–tsunami, earthquake–liquefaction, flood, or 
hurricane effects) is conceptually straightforward but would 
require multi-hazard simulation/labeling and potentially 
augmented input descriptors and recovery models; these 
extensions are left for future work.

In summary, this work positions feed-forward neural network 
architectures not merely as black-box predictors, but as efficient, 
generalizable, and interpretable surrogates for quantifying 
infrastructure resilience. By combining architectural rigor with 
simulation-informed learning, the proposed framework sets the 
stage for AI-assisted decision-making in civil infrastructure 
management under seismic risk.

4 Conclusion

This study introduced a physics-driven neural surrogate 
framework for predicting seismic resilience in bridges, which 
complements fragility-informed resilience workflows by enabling 
direct prediction of a continuous resilience metric. By integrating 
high-fidelity NLTHA results from OpenSees with a systematically 
optimized MLP model, the proposed framework captures the 
complex interplay between structural attributes and seismic 

characteristics in a computationally efficient and scalable manner. 
Unlike conventional resilience prediction models that rely on post- 
hoc fragility classification or simplified demand proxies, the 
proposed MLP framework directly maps structural and seismic 
features to a continuous, system-level RSI, learned from 
nonlinear trajectories derived from physically grounded 
simulation data.

A structured, stage-wise hyperparameter tuning process, 
including loss function selection, optimizer evaluation, 
architecture depth, neuron count, and dropout regularization, led 
to an optimized MLP model that achieved over 97% accuracy in 
predicting the RSI, consistently outperforming all tuned EL 
approaches, including Random Forest, Bagging, and Boosting, 
and demonstrating clear superiority in capturing the high- 
dimensional, nonlinear interactions that govern post-earthquake 
bridge behavior. Beyond model accuracy, this framework delivers an 
operational leap. The framework’s key contribution lies in 
transforming months of physics-based simulation effort into 
seconds of prediction time, enabling the rapid evaluation of 
thousands of bridges within minutes. This shift from simulation- 
heavy workflows to real-time neural surrogate modeling opens new 
opportunities for portfolio-scale resilience screening, retrofit 
prioritization, and resilience-informed planning, particularly for 
vulnerable bridge classes such as pre-1971 concrete box-girder 
structures.

This work contributes a generalizable paradigm for 
coupling simulation-based insights with interpretable ML, 
setting a new standard for data-driven resilience modeling, 
and serves as a foundational framework for broader 
applications in resilience-based engineering. Future work will 
explore extensions to multi-hazard scenarios, the integration of 
real-world inspection or sensor data, and the use of transfer 
learning to generalize across bridge typologies, design eras, and 
regional hazard characteristics. Ultimately, the proposed 
methodology offers a scalable, physics-driven pathway that 
blends physically realistic simulations with interpretable ML, 
advancing a new paradigm in earthquake engineering where 
surrogate models enable fast, actionable, and system-level 
resilience prediction at scale.
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