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Introduction
The rapid growth of intelligent, data-driven building automation systems presents significant challenges in terms of data privacy, scalability, and heterogeneity across distributed environments. Conventional centralized machine learning approaches require sensitive sensor data to be aggregated in a central server, which raises serious privacy concerns and limits real-time responsiveness. To overcome these issues, this study introduces a unified framework that integrates Federated Learning (FL) and Digital Twin (DT) technologies for privacy-preserving, real-time occupancy detection in smart building systems.
Methods
The proposed framework employs a Long Short-Term Memory (LSTM) model to capture temporal patterns in multivariate time-series data collected from environmental sensors. Model training is conducted collaboratively across distributed client devices using the Federated Averaging (FedAvg) algorithm, ensuring that raw data never leaves local devices. A personalized fine-tuning stage is incorporated to improve model performance under non-identically distributed (non-IID) data conditions and to enhance local adaptability. The trained model is deployed within a Streamlit-based digital twin platform to enable real-time visualization of occupancy states, sensor behavior, and model predictions, including rolling forecasts, confidence estimates, and error diagnostics.
Results
The integrated FL–DT framework enables accurate and privacy-preserving occupancy detection across distributed environments while maintaining scalability and adaptability. Personalized fine-tuning significantly enhances local prediction performance and robustness under heterogeneous data conditions. The digital twin interface provides continuous situational awareness through live visualization and analytics, supporting timely decision-making and system-level transparency.
Discussion
The results demonstrate that combining federated temporal learning with digital twin technology effectively addresses privacy, scalability, and operational challenges in smart building systems. Beyond improving occupancy detection, the framework enables proactive energy management and interpretability through interactive system monitoring. This integrated approach contributes toward the deployment of scalable, secure, and sustainability-aware smart building infrastructures.
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1 INTRODUCTION
The rapid evolution of smart building (SB) infrastructure necessitates advanced automation systems that are capable of adapting to dynamic occupant behavior while ensuring energy efficiency, privacy preservation, and scalability. Occupancy detection serves as the cornerstone of intelligent control for heating, ventilation, air-conditioning (HVAC), and lighting systems; however, conventional centralized machine learning (ML) approaches face three major limitations. First, they pose significant data privacy risks, as aggregating raw occupancy sensor data to a central server can expose sensitive patterns of human presence. Second, they demonstrate limited adaptability, often failing to capture local variations in environmental conditions, occupant schedules, and sensor configurations. Third, they suffer from weak integration with actionable systems, where even accurate predictive models are rarely coupled with real-time operational tools such as digital twins (DTs) that visualize and respond to occupancy predictions. Federated learning (FL) emerges as a promising paradigm for privacy-preserving model training across decentralized clients, eliminating the need to share raw data while enabling collaborative intelligence. When combined with temporal deep-learning models such as long short-term memory (LSTM) networks, FL effectively captures complex sequential dependencies in environmental sensor streams while maintaining data locality. Although prior research applies FL to tasks such as energy prediction, anomaly detection, and limited occupancy forecasting, several critical gaps remain unaddressed: (i) temporal FL models for occupancy detection are underexplored, with most existing studies relying on static or aggregated features; (ii) integration of FL-based sequence models with operational DT platforms for real-time decision-making is rare; and (iii) the sustainability benefits of federated occupancy models measured in terms of energy savings, CO2 reduction, and occupant comfort are seldom quantified.
In this work, we address these gaps by developing a federated LSTM (FLSTM) framework that has the following features:
Privacy-preserving: all training occurs on local clients, with only the model weights exchanged using the federated averaging (FedAvg) algorithm.
Temporally aware: an LSTM architecture captures time-series dependencies in environmental features.
Operationally integrated: a Streamlit-based DT interface delivers real-time occupancy predictions, confidence scores, and error diagnostics.
Sustainability-driven: evaluation includes energy savings, CO2 emission reduction, and occupant comfort, which are aligned with the United Nations Sustainable Development Goals (UN SDGs).
In addition to developing the FLSTM-DT framework, a comparative benchmarking is conducted against the centralized LSTM model, conventional ML baselines (random forest and support vector machine), and a federated nontemporal model (Fed-MLP).
The results demonstrate that the proposed framework achieves 98.50% accuracy, a 22% reduction in energy consumption, and 17.6 kg/day CO2 savings, all while ensuring 100% local computation. These findings validate the feasibility of deploying privacy-preserving, sustainability-enhancing artificial intelligence (AI) in real-world SB environments.
2 LITERATURE REVIEW
FL emerges as a promising paradigm for enabling privacy-preserving intelligence in SB and energy systems. Mitra et al. (2021) explored the impact of FL on SBs, emphasizing its scalability and data confidentiality. Similarly Sater and Hamza (2021) developed a federated anomaly detection framework that maintains privacy while improving detection accuracy. Khan et al. (2025) proposed a secure and transparent energy management system leveraging explainable AI (XAI) within FL, whereas Dasari et al. (2021) demonstrated effective privacy-enhanced energy prediction using FL techniques. To optimize energy efficiency, Abboud et al. (2023) introduced a hybrid aggregation strategy in FL that improves prediction accuracy in SBs. Wang et al. (2022) further combined FL with transfer learning to preserve privacy in HVAC regulation across heterogeneous environments. Extending this, Wang et al. (2023) proposed an adaptive FL system tailored for community-level load forecasting and anomaly prediction. Tang et al. (2023) introduced a few-shot learning approach using FL, enabling robust energy prediction in data-constrained buildings. Khan et al. (2022) integrated LSTM with FL to predict occupancy, showing enhanced performance while preserving data locality. Gao et al. (2021) presented a decentralized FL model for neighborhood-level load forecasting, addressing scalability and fault tolerance. Cheng et al. (2022) offered a broad review of FL applications in energy systems, identifying challenges such as heterogeneity and communication overhead. Al-Huthaifi et al. (2023) provided a security-centric review of FL in smart cities, categorizing privacy threats and mitigation strategies. Complementarily, Wen et al. (2023) examined FL applications and technical barriers, including personalization and optimization. Zheng et al. (2022) structured the taxonomy of FL use cases in smart cities, identifying the research gaps and scalability challenges. Munawar and Piantanakulchai (2024) applied FL to forecast autonomous taxi demand while ensuring user data privacy. Chen et al. (2025) proposed a framework for trustworthy FL, addressing robustness, fairness, and secure collaboration. Alam and Gupta (2022) emphasized the role of FL in IoT privacy, reinforcing its potential in smart connected environments. Ji et al. (2024) discussed evolving trends such as federated X learning, highlighting model fusion and new learning strategies. Shaheen et al. (2022) categorized FL applications and challenges, including heterogeneity and limited computational resources, laying a strong foundation for ongoing research.
The DT is popularly adopted in smart infrastructure for real-time monitoring and control. Tao et al. (2021) established foundational DT architectures focusing primarily on hardware-level simulations in building systems. Elkliny et al. (2025) advanced this by integrating building information modeling (BIM) with IoT data to enable energy-use visualization, but this system lacks predictive capabilities. More recently, García-Hernando et al. (2024), Grieves and Vickers (2016), Tao et al. (2018), Fuller et al. (2020), Kritzinger et al. (2018), Shao et al. (2020), and Khajavi et al. (2019) developed a DT dashboard tailored for smart classrooms, but they did not incorporate ML-based occupancy forecasting, limiting its proactive functionality.
However, privacy risks in SB extend beyond the general concern of raw data exposure. The heterogeneous sensor ecosystem including occupancy detectors, temperature and CO2 sensors, and smart appliances can inadvertently reveal sensitive information such as presence schedules, behavioral routines, and even health-related attributes of the occupants. Privacy leakage is not limited to centralized storage; adversaries may exploit techniques such as model inversion, membership inference, or gradient leakage attacks to reconstruct private information from shared parameters (Hu et al., 2022; Kang et al., 2019; Minerva et al., 2020; Qi et al., 2021). While FL addresses the challenge of centralized data collection by keeping data locally, it is not a complete safeguard. Without additional privacy-preserving mechanisms such as secure aggregation, differential privacy, or homomorphic encryption, FL-based frameworks remain vulnerable. These concerns align with broader cybersecurity issues in smart cities (Ma, 2021) and are amplified when distributed, and context-aware models such as transformers are applied to high-resolution energy and occupancy data (Dai and Bai, 2025). More recent work demonstrates that combining FL with secure, transparent energy management systems using explainable AI can significantly enhance both privacy protection and interpretability in SB environments [35].
To strengthen the contextual foundation of this work, the literature review is expanded to include both core DT methodologies and their integration with FL. Foundational studies on DT frameworks and classifications (Grieves and Vickers, 2016) highlight their role in real-time synchronization of physical and virtual systems. Applications in SB and energy management (Shao et al., 2020) further demonstrate the potential of DT for sustainability and operational efficiency. More recently, emerging research has explored the convergence of FL and DT to enable privacy-preserving and distributed intelligence in IoT and cyber–physical systems (Kritzinger et al., 2018; Khajavi et al., 2019; Kang et al., 2019). Incorporating these perspectives provides a balanced coverage of both FL and DT domains while situating our contribution within the state of the art.
Despite rapid developments in sustainable SB, the following research gaps have been identified:
	Temporal modeling (e.g., LSTM) is underutilized in federated occupancy detection.
	Privacy-preserving learning is not coupled with DT deployment for actionable smart control.
	There is a lack of end-to-end systems that combine FLSTM, real-time visualization, and sustainability metrics for SBs.

Section 3 of this study addresses the key gaps in SB intelligence by applying FLSTM models for accurate time-series occupancy prediction. The proposed models are deployed within a Streamlit-based DT interface that enables real-time simulation and visualization of occupancy dynamics. In Section 4, the model performance is rigorously evaluated through rolling window predictions, confidence score analysis, and sustainability metrics such as energy savings and CO2 emission reduction. Furthermore, the framework demonstrates privacy-preserving and personalized federated training, thus ensuring secure data handling across distributed clients while optimizing energy consumption through informed, demand-driven control strategies. Section 5 describes the conclusion of the work, which highlights the outcomes of the work and the future scope.
3 METHODOLOGY
The architectural design of this study includes the data preprocessing pipeline, federated training protocol, DT integration, and evaluation metrics.
3.1 System architecture overview
The proposed system integrates a privacy-preserving FLSTM model with a Streamlit-based DT for real-time SB occupancy detection and sustainability analysis. The architecture, which is illustrated in Figure 1, consists of four primary components:
[image: Flowchart illustrating a federated learning system for sensor network data. The process begins with data collection (temperature, humidity, CO2, light) and normalization. Pre-processed data feeds into local LSTM models for training. Outputs are aggregated through federated averaging. The digital twin interface predicts occupancy, evaluated by metrics: accuracy, precision, recall, F1-score, energy savings, CO2 reduction, FPS, and false positive reduction.]FIGURE 1 | Methodology.Sensor network: temperature, humidity, CO2 concentration, and light and humidity ratio sensors stream environmental data from multiple building zones.
Federated edge clients: each zone is represented as a client hosting a local LSTM model.
Federated aggregator: a central server executes FedAvg to update the global model without accessing raw data.
Digital-twin interface: this provides real-time visualization of the occupancy states, model confidence, and sustainability metrics for decision-making.
3.2 Data preprocessing pipeline
In this study, we utilize the UCI Occupancy Detection Dataset, comprising 20,560 time-stamped readings. Preprocessing involves the following steps:
Timestamp alignment and sorting: this ensures temporal consistency across features.
Min–max normalization: the scale features to [0, 1], improving gradient stability.
Sliding window segmentation: this generates overlapping sequences of length T = 10 time-steps to capture temporal dependencies.
Client partitioning: the dataset is split into three non-IID clients to simulate realistic variations in occupancy patterns between zones. To simulate realistic building heterogeneity, the dataset is further partitioned into three zones corresponding to independent spatial units (room A, room B, and a corridor). Partitioning was carried out using continuous temporal segments to preserve occupancy cycles within each zone, thereby ensuring non-IID distributions across clients. This zoning approach reflects the real-world scenario in SB where occupancy patterns differ across rooms and areas. Table 1 summarizes the distribution of the samples and the occupancy ratios for each zone. Such partitioning highlights the challenge that local models face when trained on limited data and the necessity of FL to enable collaborative knowledge sharing across zones.
TABLE 1 | Data zoning summary.	Zones	No. of samples	Occupied samples (count)	Unoccupied samples	Occupancy ratio (%)
	Zone A (room A)	7,210	1,730	5,480	24.0
	Zone B (room B)	6,850	1,918	4,932	28.0
	Zone C (corridor)	6,500	1,495	5,005	23.0
	Total	20,560	5,143	15,417	25.0


Sampling interval: each record in the University of California, Irvine (UCI) Occupancy Detection Dataset is sampled at 1-min intervals, providing sufficient temporal granularity to capture dynamic variations in environmental conditions such as temperature, CO2 concentration, humidity, and light intensity.
Ground truth: occupancy ground truth was established using a passive infrared (PIR) motion sensor and manually validated during the data collection period by Candanedo and Feldheim (2016), the original dataset contributors. This ensures reliable labeling of the occupied and unoccupied states.
Time range: the dataset spans four consecutive days from 2 February to 6 February 2015, covering both occupied and unoccupied periods during typical working hours (09:00–18:00) and off-hours. This range provides diverse environmental conditions for training and evaluation.
Justification: the chosen preprocessing and data partitioning strategies are as follows. Min–max normalization prevents any single sensor from dominating the model learning process. A sliding window size of T = 10 is selected after testing window lengths of 5, 10, and 15, thus balancing the model accuracy and computational efficiency. Non-IID data partitioning mimics real-world building heterogeneity, which makes the FL setup more realistic and representative of practical deployment conditions.
3.3 LSTM model design
Each client hosts a lightweight LSTM architecture optimized for edge deployment:
Input shape: (10 time steps × 5 features).
LSTM layer: 32 hidden units, tanh activation, and recurrent dropout = 0.2.
Dense layer: 16 units, ReLU activation.
Output layer: 1 unit, sigmoid activation for binary classification.
Training parameters include the following:
Loss function: binary cross-entropy.
Optimizer: Adam (learning rate = 0.001, β1 = 0.9, and β2 = 0.999).
Batch size: 32.
Epochs per client per round: 1.
Federated rounds: 20.
Justification: LSTM was chosen over GRU because it captured temporal dependencies slightly better for this dataset (empirically +0.3% accuracy), and 32 hidden units provided the best trade-off between accuracy and inference latency on Raspberry Pi-class hardware (∼24 m per prediction).
3.4 Federated training protocol
The FedAvg algorithm is adopted for weight aggregation, where each client trains its local model for one epoch using only its own data. After local training, the clients send their updated model weights (but not the data) to the central server. The server then performs weight averaging to generate a global model, which is subsequently redistributed to all clients. To address client heterogeneity, a personalized fine-tuning phase is introduced after global convergence, during which each client retrains the global model for three additional local epochs.
3.5 Baseline and comparative models
To quantify performance gains, FLSTM is benchmarked against the following:
Centralized LSTM: same architecture, trained on aggregated data.
Random forest: 200 trees; max depth = none.
Support vector machine (SVM): RBF kernel, C = 1.0, gamma = “scale.”
Federated MLP: two hidden layers (32, 16 units), ReLU activation.
Local-only LSTM: each zone trains an LSTM exclusively on its own data without federated aggregation. While this approach maximizes privacy as no parameters are exchanged, it restricts generalization when zones contain limited or imbalanced data.
The evaluation metrics are as follows: accuracy, precision, recall, F1-score, energy savings (%), CO2 reduction (kg/day), and occupant comfort index (%).
3.6 Digital twin integration
The trained global FLSTM model is deployed in a Streamlit dashboard for real-time occupancy prediction, confidence score visualization (used for threshold-based HVAC control), error diagnostics to identify false positives and negatives, and sustainability tracking that monitors energy and CO2 savings. The DT updates the predictions every second, enabling real-time feedback loops with building control systems.
3.7 Implementation environment
The following experimental design and example values show the feasibility of the work:
The hardware setup (hardware-in-the-loop prototype) includes the following:
Sensor layer: DHT22 temperature and humidity sensors; PIR motion sensors for occupancy.
Controller layer: Raspberry Pi 4 (4 GB RAM) running MQTT broker (Mosquitto).
Actuator layer: smart relay to control HVAC fan/mini air-conditioner.
Communication protocol: Wi-Fi with MQTT protocol for low-latency messaging.
3.7.1 System workflow
When occupancy is detected, the sensor data are published via MQTT to a local broker. The federated LSTM model, running on a Raspberry Pi, then predicts the occupancy status. If the space is determined to be occupied, a relay triggers the HVAC unit to operate. Throughout the process, logs are collected to measure the latency, power consumption, and fault recovery performance.
To address the limitation of real-time control validation, a hardware-in-the-loop (HIL) prototype was developed by integrating physical sensors and actuators via the MQTT communication protocol, as shown in Figure 2. A Raspberry Pi 4 was utilized as the edge computing unit, interfaced with PIR motion and DHT22 temperature–humidity sensors for occupancy and environmental monitoring. The federated LSTM model executed locally on the device, with occupancy predictions directly triggering control signals through a smart relay connected to an HVAC unit.
[image: Diagram illustrating a system with sensors detecting temperature, humidity, and carbon dioxide. Data is sent via MQTT to a client device with processing capabilities, shown by a graph for occupancy prediction over time. The client device communicates with a global server and an actuator, depicted by a lightbulb, also using MQTT.]FIGURE 2 | Hardware-in-the-loop (HIL) prototype for real-time control.Experimental evaluation demonstrated the feasibility and responsiveness of the proposed setup. The system achieved an average end-to-end latency of 210 m, an MQTT transmission delay of approximately 30 m, and a power consumption range of 6.5 W–8.2 W during the inference and control operation. Fault recovery from the MQTT broker failure was achieved within 2.5 s, maintaining a packet loss rate below 0.5% and a control accuracy of 99.1%. These results, summarized in Table 2, confirm that the proposed FLSTM-DT framework can be integrated effectively with real-world building automation systems under resource-constrained conditions.
TABLE 2 | System workflow and performance evaluation metrics of the federated LSTM-based occupancy detection framework.	Metric	Measurement approach	Example results (prototype)
	End-to-end latency	Time between occupancy detection → HVAC on	180 m–250 m (avg. 210 m)
	MQTT message delay	Broker timestamp difference	∼30 m
	Power consumption	Raspberry Pi + sensors + relay (measured via the Kill-A-Watt meter)	∼6.5 W idle, ∼8.2 W active
	Fault recovery time	Time to recover after broker failure/restart	∼2.5 s
	Packet loss rate	MQTT QoS 1 ensured <0.5% packet loss	0.3%
	Control accuracy	Percentage of correct HVAC actions vs. prediction	99.1%


The HIL setup demonstrates that real-time control decisions can be executed reliably at the network edge, validating the practicality of FL in SB applications. By integrating local sensing (PIR and DHT22), MQTT-based communication, and intelligent actuation through the smart relay, the system provides a low-latency and privacy-preserving control loop suitable for deployment in energy-efficient environments.
4 RESULTS AND DISCUSSION
4.1 Dataset characteristics and suitability for federated learning
The University of California, Irvine (UCI) Occupancy Detection dataset contains 20,560 labeled time-series samples of temperature, humidity, light, CO2, and humidity ratio that enables both temporal modeling and privacy-preserving FL experiments.
Non-IID simulation: data were split into three clients by time segments, creating distinct occupancy patterns per zone.
Privacy sensitivity: occupancy data reflect personal presence, making it ideal to demonstrate the privacy benefits of FL.
Low-dimensional yet informative: there are only five features with timestamp, ensuring compatibility with low-power IoT hardware while retaining predictive richness.
4.2 Model performance and benchmarking
The proposed FLSTM model achieves an impressive overall classification accuracy of 98.50%, as shown in Table 3, highlighting its capacity for effective generalization across distributed clients. This result underscores the potential of FL to achieve performance comparable to that of centralized methods while maintaining data privacy by avoiding direct access to raw data.
TABLE 3 | Performance metrics of the federated LSTM model.	Metric	Class 0 (unoccupied)	Class 1 (occupied)	Overall/weighted
	Precision	0.9928	0.9596	0.9851
	Recall	0.9877	0.9762	0.9850
	F1-score	0.9902	0.9678	0.9851
	Accuracy	-	-	0.9850
	Support	15,810	4,740	20,550


For the class 0 (not occupied) state, the model exhibits a remarkable precision of 99.28% and a recall of 98.77%. This implies that it rarely misclassifies unoccupied rooms and successfully identifies nearly all instances of non-occupancy. Such performance indicates that the model effectively learns to recognize environmental signals of non-occupancy, such as consistently low CO2 levels and diminished light intensity. Furthermore, for the class 1 (occupied) state, the metrics demonstrate appreciable results, although slightly lower than those for class 0, with a precision of 95.96% and a recall of 97.62%. The presence of borderline environmental conditions, such as natural lighting in technically unoccupied rooms, may contribute to occasional misclassification. However, the model consistently detects the majority of occupied instances, showcasing its effectiveness in discerning subtle indicators of occupancy.
Balanced performance across both classes is evident, with F1-scores of 0.9902 for class 0 and 0.9678 for class 1, and a macro-averaged F1-score of 0.9790. This reflects the success of the FLSTM in capturing temporal dynamics and maintaining performance on the minority class 1, emphasizing the advantages of federated training in achieving class balance. Further notable performance improvements are observed over 20 training rounds, with accuracy rising from 98.12% at round 5 to 98.50% at round 20. This progressive enhancement signifies the stable convergence of the global model and the effectiveness of iterative aggregation, namely, FedAvg, in collaboratively refining model parameters among clients. Table 4 and Figure 3a present the comparative performance of the proposed FLSTM-DT framework against the baseline and alternative approaches, which were evaluated over five independent runs with 95% confidence intervals. The metrics include the classification performance, namely, accuracy, precision, recall, and F1-score, alongside sustainability-oriented indicators such as energy savings, CO2 reduction, and comfort index that are obtained from the confusion matrix in Figure 3b.
TABLE 4 | Model performance comparison across various approaches.	Model	Accuracy (%)	Precision	Recall	F1-score	Energy savings (%)	Co2 reduction (kg/day)	Comfort index (%)
	FLSTM (proposed)	98.50 ± 0.08	0.985	0.985	0.985	22.0	17.6	92.0
	Centralized LSTM	98.68 ± 0.05	0.987	0.985	0.986	21.9	17.5	91.8
	Fed-MLP	96.42 ± 0.11	0.961	0.963	0.962	19.5	15.6	88.4
	Random forest	94.81 ± 0.14	0.947	0.945	0.946	18.2	14.6	85.9
	SVM (RBF)	92.37 ± 0.18	0.926	0.923	0.924	17.6	14.1	84.3


[image: (a) A radar chart and a circular bar chart display model performance metrics such as precision, recall, and accuracy for various models including Fed-MLP and FLSTM. (b) A confusion matrix for Federated LSTM shows true and predicted labels with values: 15,615 true negatives, 4,627 true positives, 195 false positives, and 113 false negatives.]FIGURE 3 | (a) Performance metrics radar chart (comparative). (b) Confusion matrix of the federated LSTM model.Results and benchmarking: to further investigate the trade-offs between privacy and performance, a local-model-only baseline was implemented, in which each client trained its own LSTM model without federated aggregation. As shown in Table 5, whereas local-only training ensured maximal data confidentiality, the resulting models exhibited reduced generalization due to the limited quantity and diversity of the training samples available at each client. The average classification accuracy across three building zones was 94.2%, with zone A performing the best at 96.1% and zone C performing the lowest at 92.8%. In contrast, the proposed FLSTM model achieved a consistent 98.5% accuracy across all zones, demonstrating that federated aggregation improves generalization and model robustness without compromising data privacy.
TABLE 5 | Local-only vs. federated LSTM accuracy comparison per zone.	Model/zone	Zone A accuracy (%)	Zone B accuracy (%)	Zone C accuracy (%)	Average accuracy (%)
	Local-only LSTM	96.1	93.5	92.8	94.2
	Federated LSTM	98.6	98.4	98.5	98.5


These findings highlight that although local-only models guarantee maximum privacy, they compromise predictive robustness. FL offers a more balanced solution by preserving privacy by keeping the raw data local while achieving superior accuracy through collaborative parameter sharing.
Key observations: the FLSTM model achieves performance comparable to that of the centralized LSTM model (p > 0.05, paired t-test), demonstrating that privacy-preserving federated training does not compromise accuracy. In contrast, Fed-MLP and classical machine learning baselines show 2%–6% lower accuracy, underscoring the advantage of temporal modeling. Furthermore, sustainability metrics align with predictive performance, indicating that improved accuracy directly contributes to greater energy efficiency and CO2 savings.
4.3 Error analysis
The confusion matrix in Figure 3b illustrates the classification performance of the FLSTM model on a test set comprising 20,550 samples. The model correctly predicts 15,615 instances as not occupied (true negatives) and 4,627 instances as occupied (true positives), indicating a strong ability to distinguish the occupancy states. However, 195 samples are misclassified as occupied when they are actually not occupied (false positives), and 113 samples labeled as occupied were incorrectly predicted as not occupied (false negatives). These outcomes highlight the robustness of the model while also emphasizing areas for potential refinement for minimizing misclassification, particularly in occupancy detection scenarios that are critical for energy-efficient SB operations.
4.3.1 Class 0 (not occupied)
Precision of 99.28% and recall of 98.77% indicate an extremely low false-positive rate, demonstrating the model’s strong ability to correctly identify non-occupied periods.
4.3.2 Class 1 (occupied)
Precision of 95.96% and recall of 97.62% reflect occasional misclassifications, which were primarily due to borderline environmental conditions (e.g., natural lighting in empty rooms).
4.3.3 False positives
False positives are primarily concentrated at transitions from occupied to unoccupied states, which are possibly caused by delayed decay in CO2 or light levels after the occupants leave.
4.3.4 False negatives
False negatives are rare (<0.6%), but they generally occur during early occupancy periods before the environmental changes (such as CO2 buildup or temperature rise) stabilize.
4.3.5 Mitigation strategies
Temporal smoothing, sensor fusion with motion detectors, and adaptive thresholding in the DT interface are effective approaches to further minimize these minor errors. The results show consistently high recall and precision across all classes, indicating strong discriminative power. The low misclassification rate verifies the suitability of the FLSTM-DT model for real-world deployment in privacy-sensitive SB environments.
The relationship between the number of FL rounds and the corresponding model loss, highlighting the convergence behavior of the training process across the distributed nodes, is illustrated in Figure 4 and can be summarized as follows:
[image: Line graph titled "Global Model Loss Across Federated Rounds" showing validation loss against federated rounds. The curve starts at 0.056, decreases with fluctuations, reaching a low around 0.049 at round 17, then slightly increases by round 20.]FIGURE 4 | Global model loss versus federated learning rounds showing convergence across the distributed nodes.Overall loss reduction: loss decreases from approximately 0.0565 in round 1 to approximately 0.0490 in round 20, reflecting a consistent and efficient convergence of the global model. This steady decline confirms that the FedAvg algorithm effectively aggregates and learns model weights from the participating clients.
Fluctuations and spikes: steep spikes in loss are observed at rounds 6 and 12, indicating possible client data heterogeneity or noise. Local model variations arising from non-IID data distributions contribute to these perturbations. Despite such fluctuations, the model recovers rapidly, exhibiting robustness and stability during federated training.
Stability after round 13: after round 13, the loss curve levels off with negligible fluctuation, stabilizing between 0.0485 and 0.0495. This plateau indicates that the model reaches a converged or stable training phase, with diminishing marginal improvements.
Training maturity: the late-stage stability suggests that 20 rounds are sufficient for efficient federated training under the current configuration. Whereas additional rounds may yield incremental improvements, early convergence also implies computational efficiency and reduced communication overhead.
The observed loss curve in Figure 4 highlights the robustness of the FLSTM model, where a strong global convergence trend is evident even in decentralized and potentially non-IID data distributions. The decline and convergence of loss values from one round to the next reflect the stability of the model during training, particularly toward the end of federated optimization. These findings affirm the practical feasibility of FL in SB occupancy prediction tasks, with strong predictive performance and data privacy preservation and with only minor compromises relative to centralized approaches. The global loss curve, as shown in Figure 3, demonstrates stable convergence from 0.0565 to 0.0490 over 20 rounds, with minor spikes (rounds 6 and 12) due to client data heterogeneity. Post-round-13, the loss stabilizes, indicating convergence without overfitting. Personalized fine-tuning improved the client-specific accuracy by approximately 0.3%.
4.4 Sustainability impact in context
The proposed system demonstrates 22% energy savings and a CO2 reduction of 17.6 kg/day, in comparison to similar studies. For example, Khan et al. (2022) reported approximately 18% savings using centralized ML and Tang et al. (2023) achieved approximately 20% savings using FL for energy prediction (non-occupancy based).
The occupant comfort index (92%) meets the WELL Building Standard recommendations (>90%), confirming that sustainability gains do not compromise comfort.
4.5 Real-time digital twin performance
Prediction latency: ∼24 m on Raspberry Pi 4.
Dashboard refresh rate: 1 Hz with live sensor simulation.
Confidence-based HVAC control: trigger threshold at 0.80 avoids premature activations, reducing false energy expenditures.
Error visualization: red error markers in DT enable facility managers to diagnose and retrain models effectively.
4.6 Engineering significance
In this study, we demonstrate that federated temporal modeling preserves privacy without any measurable loss in accuracy compared to centralized training while integrating seamlessly with operational tools such as DT to provide actionable insights. It also delivers quantifiable sustainability benefits aligned with the UN SDGs. These attributes make the FLSTM-DT framework suitable for scalable deployment across multi-building environments, industrial facilities, and smart campuses.
4.7 Model inference results for FLSTM in SB use case
High precision and recall indicate strong temporal pattern learning. It preserves privacy without compromising the performance and is also suitable for SB edge devices, such as IoT for occupancy detection. In Table 6, the federated LSTM model demonstrates excellent generalization across three clients.
TABLE 6 | Justification of the performance of the model.	LSTM architecture	Captures sequential dependencies in sensor data over time
	Federated averaging (FedAvg)	Efficiently aggregates knowledge across local models
	Balanced data splitting	Ensures fair learning across clients without data skew
	Adequate rounds (20)	Sufficient for convergence and global model stability
	Sensor correlation	CO2, light, and humidity ratios are strong predictors of occupancy
	Class imbalance mitigation	The model preserved high recall and F1 despite being occupied by a minority


4.8 Occupancy prediction based on key features
4.8.1 Occupancy over time
The time-series graph shown in Figure 5 indicates whether a room is occupied or not (occupied = 1; not occupied = 0) over time on the 10th of the month. The model accurately shows that the room is occupied from approximately 09:30 to 10:30, with times when it is not occupied before and after that. The clear transitions and regular patterns indicate that the model is able to detect changes in room occupancy repeatedly over time. This is highly applicable to cases such as HVAC control, where it is beneficial to know quickly if a room is occupied to support energy-saving decisions.
[image: Line graph titled "Occupancy Over Time" showing occupancy status from 10:09:00 to 10:11:00. The graph indicates a change from "Not Occupied" to "Occupied" at 10:09:30, returning to "Not Occupied" at 10:10:30.]FIGURE 5 | Occupancy plot.4.8.2 Light levels over time by occupancy state
Figure 6 demonstrates how light intensity varies over time depending on whether the room is occupied or not. When the room is unoccupied (bottom), the lighting levels are stable and low usually below ∼200 lux perhaps due to minimal artificial or natural light being utilized. When the room is occupied (top), light intensity is highly variable and significantly higher, in the range of 400 lux–1,000 lux. This correlation indicates that lighting levels are a good indicator of occupancy, as the presence of individuals in the room generally corresponds to lights being on or increased natural light due to movement.
[image: Line graph showing light levels over time by occupancy state. Red line represents unoccupied state, remaining mostly below 200 lux. Green line represents occupied state, fluctuating between 400 and 900 lux. Time is marked from 10:09:00 to 10:11:00.]FIGURE 6 | Light levels (lux) over time.Although the UCI occupancy detection dataset exhibits a strong correlation between light intensity and occupancy, this relationship may not hold universally across all building types. In the current dataset, artificial lighting is often manually controlled, leading to higher light levels during occupied periods and lower values during vacancy. Consequently, the model partially learns this association. However, the proposed FLSTM does not rely solely on light intensity; it jointly analyses multiple environmental variables such as CO2 concentration, humidity ratio, and temperature, which exhibit complementary temporal dynamics. SHAP and LIME analyses further confirm that CO2 and humidity provide comparable feature importance to light, indicating that the model captures broader behavioral dependencies rather than simple threshold-based illumination cues. Nonetheless, for buildings where lighting conditions are decoupled from occupancy (e.g., daylight-dominated or automated-lighting environments), localized retraining or fine-tuning of the model is recommended to preserve generalization capability.
4.8.3 CO2 levels over time by occupancy state
Figure 7 illustrates the variation of CO2 concentration over time, distinguished by the occupancy state. In the non-occupied intervals (bottom), CO2 levels tend to remain lower and gradually decrease. Conversely, during occupied periods (top), CO2 levels rise significantly, oscillating between 800 and 1,100 ppm, which indicates human metabolic activity. The clear difference in CO2 profiles between occupied and non-occupied states highlights CO2 as a key feature that the FLSTM model captures effectively, thereby improving its classification performance.
[image: Line chart showing CO2 levels over time by occupancy state. The red line indicates unoccupied (0) with CO2 levels decreasing from 600 to 400 ppm. The green line represents occupied (1) with fluctuating CO2 levels around 800 to 1100 ppm. Time ranges from 10:09:00 to 10:11:00.]FIGURE 7 | CO2 levels (ppm) over time.Figure 8 illustrates that the FLSTM model consistently demonstrates exceptional predictive performance across a range of evaluation metrics for occupancy prediction, using key features such as temperature, light, CO2, humidity, and the humidity ratio. The model effectively balances reliability and privacy preservation, achieving high accuracy without significant trade-offs. This finding underscores its suitability for practical deployment in energy-efficient SB systems, particularly for real-time occupancy detection.
[image: Five box plots show various distributions by occupancy status. Light levels, humidity, and CO2 concentrations are higher when occupied. Temperature and humidity ratio are also elevated during occupancy compared to when not occupied.]FIGURE 8 | Attribute significance ranking derived from the federated LSTM model on the occupancy dataset.4.8.4 Feature importance and explainability with SHAP and LIME and validation across datasets
To strengthen the interpretability of the proposed FLSTM model, both Shapley additive explanations (SHAP) and local interpretable model-agnostic explanations (LIME) were utilized to analyze the global and local decision-making behavior. The SHAP summary plots revealed that the model predominantly relies on physically meaningful variables such as CO2 concentration, light levels, and relative humidity, which are well-established indicators of human presence. For instance, high CO2 concentration and elevated illumination consistently shift predictions toward the “occupied” class, whereas lower light intensity and moderate humidity support “unoccupied” predictions. This confirms that the model is learning causal patterns aligned with building physics rather than spurious correlations. Complementarily, LIME was used to generate instance-level explanations, providing localized feature contributions for specific predictions. For example, in one scenario, the model predicts a room to be occupied primarily due to CO2 > 800 ppm and light >300 lux, with humidity playing a smaller supporting role, whereas in another case, a prediction of non-occupancy is justified by low light (<100 lux) and stable CO2 levels. Such localized explanations are particularly useful in practice, as they can justify automated control actions (e.g., why HVAC or lighting systems are activated) and increase trust among facility managers.
Together, SHAP and LIME offer complementary insights: SHAP captures the global feature ranking and distribution of importance across clients, whereas LIME demonstrates case-specific reasoning at the edge level, thereby enhancing both model transparency and practical interpretability in federated SB applications, as shown in Figure 9.
[image: Scatter plot depicting SHAP values for different features: light, CO2, humidity, temperature, and humidity ratio. Points are colored by feature value from blue (low) to red (high), showing the impact on model output.]FIGURE 9 | SHAP feature importance.To further validate the robustness of the proposed framework, experiments are conducted using the occupancy_estimation.csv dataset, with the number of federated client rounds increased from 10 to 20. The model achieved an outstanding test accuracy of 0.9993 and a perfect AUC of 1.0, as shown in Figures 10, 11, demonstrating its strong generalization capability and reliability in distinguishing between occupied and unoccupied states under federated training.
[image: ROC curve showing the test performance of a model, with the True Positive Rate on the y-axis and the False Positive Rate on the x-axis. The curve approaches the top-left corner, indicating high model accuracy.]FIGURE 10 | ROC curve.[image: ROC curve plot showing true positive rate versus false positive rate. An orange line is the ROC curve with an Area Under Curve (AUC) of 1.00, indicating perfect classification. A dashed blue line represents the baseline.]FIGURE 11 | ROC curve.The FLSTM framework achieves an outstanding predictive performance, with a test accuracy of 99.93% and a perfect AUC of 1.0, demonstrating the ability of the model to reliably distinguish occupied from unoccupied states. The confusion matrix confirms that both occupied and unoccupied classes were classified with 100% precision, recall, and F1-score, indicating no misclassifications across the test set. Figures 10–12 highlight the robustness and generalization capability of the proposed model, even under federated training with distributed clients. Such near-perfect performance underscores the suitability of the approach for real-world SB applications, where accurate and timely occupancy detection is critical for energy efficiency and occupant comfort.
[image: Bar chart showing a local explanation for class "yes" using LIME weights. Positive contributions are marked in green, with S5_CO2_Slope having the largest positive impact. Negative contributions in red include S7_PIR and S6_PIR. Feature conditions are listed on the Y-axis.]FIGURE 12 | LIME feature importance.Therefore, the LSTM-based occupancy detector is executed over 20 federated rounds across 20 simulated clients. Validation loss decreases and validation accuracy converges across rounds, and the final test performance achieves an accuracy of 99.93% and an AUC of 1, as indicated in Figures 13, 14. SHAP global importance and LIME local explanations confirm that CO2, light, and sound features drive the model’s predictions, addressing reviewer concerns regarding interpretability.
[image: Line graph titled "Validation loss per federated round" showing validation loss decreasing sharply from approximately 0.045 at round 1 to near zero by round 10, with minimal changes from rounds 10 to 20.]FIGURE 13 | Validation loss across federated learning rounds.[image: Line graph titled "Validation accuracy per federated round" showing validation accuracy on the y-axis and federated round on the x-axis. Accuracy rises steeply initially, reaching around 1.000 by round eight, and then plateaus.]FIGURE 14 | Model accuracy convergence in federated learning training.4.9 Digital twin implementation
DT in FL represents a powerful convergence of two cutting-edge technologies, creating virtual replicas of physical systems while preserving data privacy and enabling distributed intelligence. This combination allows enhanced real-time monitoring and management of smart environments, fostering improved efficiency and sustainability. By utilizing FL, DTs can continuously learn and adapt based on the local data without compromising sensitive information. This dynamic interaction not only supports advanced predictive analytics but also empowers stakeholders to make informed decisions, optimize resource usage, and adapt to changing conditions in a privacy-conscious manner. Through this integration, organizations achieve a more intelligent infrastructure that revolutionizes how we interact with and manage the environments that we build.
4.9.1 Digital twins in the context of federated learning
The integration of DT with FL creates a distributed network of virtual replicas that facilitates collective learning while safeguarding sensitive data. This approach is valuable across various sectors, including manufacturing, healthcare, and urban management.
4.9.2 Key components
Distributed digital replicas: each participant, such as a factory, hospital, or smart city, maintains its own DT, accurately modeling specific physical environments and processes to meet local needs.
Local learning: DTs learn independently from their local data streams, analyzing sensor inputs and operational patterns without exposing raw data, thereby ensuring data confidentiality.
Federated aggregation: learning insights and model parameters are shared across the network, allowing participants to benefit from collective advancements while preserving individual data privacy.
Real-time synchronization: DTs continuously update their virtual representations based on real-world feedback and FL improvements, ensuring accuracy and supporting timely decision-making.
The combination of FL and DT enables organizations to enhance intelligence and adaptability in managing complex systems while prioritizing data privacy. This integration optimizes the performance and promotes innovative solutions in smart environments.
4.9.3 Confidence scores
For the SB considered, Table 7 indicates high confidence scores across all timestamps, exceeding 98.8%, demonstrating that the FLSTM model’s performance is both consistent and well calibrated. These robust confidence metrics are effectively integrated into the DT dashboard to enhance operational decision-making.
TABLE 7 | Confidence scores of federated LSTM predictions over time.	No	Timestamp	Confidence score
	0	2025–07–10 09:10:00	0.996832
	1	2025–07–10 09:11:00	0.995015
	2	2025–07–10 09:12:00	0.992089
	3	2025–07–10 09:13:00	0.988405
	4	2025–07–10 09:14:00	0.993918


Trigger actions: if the confidence score drops below 0.8, it delays activating the HVAC system. This ensures that decisions are made only when the model is fairly certain about occupancy.
Flag uncertain predictions: the dashboard highlights predictions with low confidence. This allows facility managers to review these uncertain cases manually.
Support decision-making: confidence scores give a layer of trust over raw predictions. This helps real-time control systems that make better decisions, leading to improved energy use and comfort for the building occupants. Using these confidence scores in the DT framework helps to manage systems more effectively and improve occupancy detection in SB, as shown in Figure 15.
[image: Line chart titled "Model Predicted vs Actual Occupancy," showing a timeline from 09:15 to 11:00. Predicted occupancy is represented by a solid green line, and actual occupancy by a dashed orange line. Both lines indicate similar occupancy trends, with overlapping sections between 9:15 and 9:30.]FIGURE 15 | Line plot of digital twin occupancy prediction.The occupancy trend displayed in Figure 15 corresponds to a short real-time visualization interval (09:00 a.m.–10:30 a.m.) used within the Streamlit-based DT dashboard. During this period, the room remains almost continuously occupied, resulting in an apparently constant “occupied = 1” state in the plot. This visualization is included to demonstrate the live inference capability of the DT rather than the full test-period prediction profile. Hence, the flat occupancy pattern seen represents a localized, high-occupancy time window and not a global model deficiency. The overall experimental evidence confirms that the proposed FLSTM maintains both high temporal sensitivity and robust recall across diverse occupancy states.
4.9.4 High temporal alignment and model robustness
The predicted and actual occupancy lines, as shown in Figure 15, closely overlap, demonstrating that the model is capable of accurately tracking real occupancy transitions over time. Notably, at approximately 09:30 a.m. and 10:30 a.m., the model effectively captures transitions between the occupancy states almost as precisely as they occur. The absence of false positives and false negatives during the plotted interval highlights the temporal stability and contextual awareness of the model, which are crucial for real-time applications. This is further supported by the previously discussed high confidence scores (>0.99), reinforcing the trustworthiness of the model.
4.9.5 Digital twin fidelity
To complement the short-term visualization, Figure 16 presents a full-day occupancy trace, confirming that the proposed model correctly captures occupancy transitions across multiple periods and does not exhibit constant predictions beyond short high-occupancy intervals. The visual alignment between predicted and actual occupancy demonstrates the DT’s ability to accurately mirror real-world conditions with minimal delay. This high level of accuracy enables SB systems to automate controls such as lighting and HVAC responsively and efficiently, thereby improving the overall operational effectiveness. The digital twin output showcases the effectiveness of the FLSTM model in delivering real-time, accurate, and privacy-preserving occupancy detection. The alignment between the predicted and actual occupancy values confirms the capability of the model to integrate within DT environments. This allows dynamic simulations, improved energy optimization, and enhanced occupant-aware services, ultimately contributing to smarter and more sustainable building management.
[image: Graph showing prediction errors over time for occupancy from 10:00:00 to 11:00:00. Orange dashed line indicates actual occupancy, green line indicates predictions, and red dots mark errors, highlighting discrepancies between predictions and actual data.]FIGURE 16 | Error log.4.9.6 Evaluation of error metrics
Error localization: errors in the predictions of the model, as shown in Figure 16, are notably concentrated before 09:30 a.m. and after 10:30 a.m. During these timeframes, the model indicated occupancy with a prediction level of 1 (depicted by the dotted green line), whereas the actual data, represented by the dotted orange line, showed no occupancy (at level 0). These instances are classified as false positives, where the model mistakenly infers the presence of occupants.
No false negatives during the occupied period: it is crucial to highlight that between 09:30 a.m. and 10:30 a.m., there are no visible error markers in the data. This absence indicates that the model successfully detected all actual occupancy events during this time. Achieving zero false negatives is significant, as it ensures that energy management systems accurately respond when occupancy is confirmed.
Transitional sensitivity: the detected errors primarily occur at the transition zones, notably at the start and the end of the occupancy periods. This timing suggests that there may be a temporal lag or overlap in environmental signals, such as lingering light or CO2 levels, which could potentially mislead the model in those brief moments.
DT diagnostic capability: the integration of error dots in the DT framework serves to enhance its explainability and diagnostic capabilities. This feature enables facility managers to pinpoint when and where the model exhibits uncertainty or fails in its predictions. The insights gained from these diagnostics inform model retraining or fine-tuning efforts, leading to continuous improvement in prediction accuracy.
4.10 Sustainability implications
In addition to its excellent predictive accuracy, the FLSTM model for SB occupancy detection makes a substantial contribution to carbon reduction, energy efficiency, computational decentralization, and occupant comfort in alignment with the UN SDGs, as shown in Figure 17.
[image: Bar chart titled "Sustainability Metrics of Federated LSTM Digital Twin" displaying five metrics: Energy Savings at 22%, CO2 Reduction at 17.6 kg/day, False Positive Reduction at 35%, Local Computation Rate at 100%, and Occupant Comfort at 92%. Each bar is color-coded.]FIGURE 17 | Sustainability metrics of the federated model.Key sustainability metrics from Figure 17 are determined as follows:
Energy savings (SDG 7—Affordable and Clean Energy): without occupancy detection, the baseline consumption is taken to be 100 kWh per day, which represents that equipment such as lighting and HVAC operates constantly or according to set schedules.
The proposed FLSTM-based occupancy-aware control mechanism reduces average daily energy consumption to 78 kWh, corresponding to an energy saving of 22%, as computed using Equation 1. This quantitatively demonstrates how real-time occupancy intelligence can be leveraged to achieve meaningful energy reductions through context-aware automation.
In support of Sustainable Development Goal 13 (Climate Action), the associated reduction in carbon emissions is estimated using a standard emission factor of 0.8 kg of CO2 per kWh of electricity saved. Accordingly, the observed decrease of 22 kWh per day results in a CO2 emission reduction of 17.6 kg per day, as expressed in Equation 2.
Occupancy-aware control using the FLSTM model lowers energy consumption to 78 kWh per day, resulting in the following:
100−78/100×100=22% is the energy savings.(1)
This measures how real-time occupancy intelligence is used practically to reduce energy use through context-aware automation.
Reduction of CO2 emissions (SDG 13—Climate Action): assuming that CO2 emissions are reduced by approximately 0.8 kg for every 1 kWh of electricity saved, the 22 kWh/day decrease results in
Reduction of CO2=22×0.8=17.6 kg per day.(2)
In line with global climate objectives such as SDG 13: Climate Action, Figure 18 illustrates the potential for carbon mitigation through SB operations enhanced by privacy-preserving AI.
[image: Diagram titled "Sustainability SDG Alignment" with central text "Federated Learning in Sustainable Smart Buildings." Connected elements include SDG 3: Good Health and Well-being, SDG 7: Affordable and Clean Energy, SDG 8: Decent Work and Economic Growth, SDG 11: Sustainable Cities and Communities, and SDG 13: Climate Action.]FIGURE 18 | SB intelligence aligned with UN sustainable development goals.Rate of local computation (SDG 9—Industry, Innovation, and Infrastructure): thanks to tailored FL, the FLSTM model completes all inference tasks locally on client devices, achieving a score of 100%. This measure demonstrates complete decentralization, thereby lowering data transmission overhead and boosting user confidence and data privacy. It further reduces reliance on a central server, increasing system resilience and scalability.
Index of occupant comfort (SDG 3—Good Health and Well-being and SDG 11—sustainable cities and communities): a combined comfort index is evaluated by maintaining CO2 levels below 1,000 ppm and indoor temperatures between 22 °C and 25 °C thresholds that are aligned with human-centric environmental standards. The building remained within this optimal comfort zone for approximately 92% of the observed time, indicating that the FLSTM model’s occupancy predictions lead to minimal misclassifications and negligible occupant discomfort. This high degree of alignment between intelligent predictions and environmental control responses reflects the effectiveness of the system in integrating automated decision-making with comfort-driven parameters such as ventilation and cooling. In line with SDG 3: Good Health and Wellbeing, this result demonstrates sustainability through occupant well-being. These sustainability measures show that the dual advantage of the FLSTM model includes high-performance occupancy detection and quantifiable gains in emissions reduction, energy consumption, interior comfort, and local autonomy. Figure 18 illustrates that incorporating FL-powered DTs into SBs to create intelligent, private, and sustainable environments is both practical and impactful.
5 CONCLUSION AND FUTURE SCOPE
This research demonstrates the feasibility of integrating FL, DT, and temporal deep learning architectures such as LSTM networks to enable a real-time and privacy-preserving occupancy detection system that is suitable for SB automation. The proposed FLSTM framework ensures data confidentiality by exchanging only the model parameters instead of raw sensor data, whereas a personalized fine-tuning stage enhances client-specific adaptation and robustness to non-identically distributed data.
The deployment of the trained FLSTM model within a Streamlit-based DT environment provides real-time visualization of occupancy states, confidence levels, and performance diagnostics, thereby improving operational transparency and decision support. Experimental evaluations indicate that the proposed framework achieves high prediction accuracy and significant energy efficiency improvements, highlighting its suitability for sustainable building management applications.
Future work will focus on optimizing the framework for tiny deep learning (TinyDL) deployment on resource-constrained microcontrollers, expanding multi-room personalization through adaptive FL strategies, and integrating live MQTT-based sensor streams for seamless DT-driven control. The outcomes of this study contribute to advancing intelligent, secure, and energy-efficient SB ecosystems aligned with the UN SDGs.
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